Image Style Conversation
Turn 1 examples
Model predictions:
A: Artful This looks like a painting. Something out of a Norman Rockwell.
A: Monstrous  Some wretched town!.

A: Earnest Yeah, we have finally arrived at Grandpa’s old barnhouse! I can’t wait
to get started with the restoration!
Model predictions:

A: Wishful I hope one day to have a dog this majestic.

A: Opinionated
A: Imaginative

This puppy looks cold get him a blanket.
Puppies are just the universe’s way of telling us everything will be okay.

A: Respectful
A: Shy

A: Confused

Model predictions:

‘What an honor to have beautiful places like these to contemplate
natures rocks at their best.

While the area looks nice, I’d stay away, fear of tsunamis leaves me
paralyzed at the beach.

I don’t understand why would you put rocks there?

Turn 2 examples

A: Empathetic

B: Aloof
B: Frivolous

[ understand that an open field full of beautiful foliage is a testament to
our environment.

Model predictions:

It’s just a regular old field.

So is every grass in the country

A: Playful

B: Questioning
B: Amusing

1 would jump inside that waterfall

Model predictions:

Do you really think it is feasible?

Well I would try to top you with a backflip.

A: Maternal

B: Whimsical

It must be very dangerous if children play there.
Model predictions:
Nonsense, this would be a great place to play!

B: Spontaneous

A: Sweet

B: Blunt I would rather find some lawn. Those rocks look uncomfortable
Turn 3 examples
A: Happy This looks like something fun and exciting to do on vacation!
B: Anxious oh dear what happens if he gets taken with the wind
Model prediction:
A: Happy Ooh, the wind looks perfect to fly this awesome kite!
A: Pompous This archway is so dull and boring. I could have done a much better
job with the garden in my own back yard.
B: Offhand Its about as boring as you!!
Model prediction:
A: Pompous Please. I could show you much prettier places in my own back yard.
A: Sweet This is so beautiful, I love nature and would love to see this place and

meet the people who live there!

Then lets go there right now! Just you and me.

Model prediction:

I wish you could take me there, I would love to go with you!

Figure 3: Example predictions from our TRANSRESNETggr (MM-Sum) model on the evaluation set using all
candidates for turns 1-3 . Two speakers A & B with given style traits discuss a photo. The dialogue context before
the model prediction is completed by humans, followed by one or more possible model responses, given different
style conditioning. The model clearly uses the image, given style and dialogue history in formulating its response.
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or ResNeXt-IG-3.5B) or TRANSRESNETGEN, com-
paring over the rounds of dialogue.

duce a response. This is clearly related to our task,
except it focuses on answering questions, which
our task does not. Our task is more varied as it
was collected in an unconstrained way, unlike in
IGC where they were asked to write a question.
Nevertheless, assuming a question contains a ? or
starts with who, what, when, where, why or how,
our dataset contains 40,076 training utterances that
are questions (11.3% of the data) and so it could be
possible to produce responses to them. Without any
fine-tuning at all, we thus simply took exactly the
same best trained models and used them for their
question response task as well.

Unfortunately, after contacting the authors of
Mostafazadeh et al. (2017) they no longer have the
predictions of their model available, nor have they
made available the code for their human evalua-
tion setup. However, the test set is available. We
therefore attempted to reproduce the same setup
as in their experiments, which we will also make
publicly available upon acceptance.

Automatic Evaluation We measure our best
TRANSRESNETgE N model’s performance on the
IGC test set in terms of BLEU-4. The results are
shown in Fig. 5 (right). We find that our model
outperforms the model from Mostafazadeh et al.
(2017), achieving a score of 2.30 compared to 1.49.

Human Evaluation We compare the provided
human response (from the test set) with 7 vari-
ants of our TRANSRESNET g7 model (mimicking
their setup), whereby we have our model condition
on 7 styles for which it performed well on evalu-
ations in section 5.2. Annotators rated the quality
of responses on a scale from 1 to 3, where 3 is the
highest, reporting the mean over ~2k questions.
We then scale that by the score of human authored
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Figure 5: IGC Evaluations. The best model from
Mostafazadeh et al. (2017) is compared to our best
TRANSRESNETggr and TRASNRESNETggny mod-
els. On the left, annotator’s ratings of responses from
the models are shown as a percentage of the annota-
tor’s ratings of human responses. On the right, BLEU-4
scores on the response task are shown.

responses, to give a percentage. The results are
shown in Fig. 5 (left). Our model narrows the gap
between human and model performance, yielding
a higher percentage of the human score (62.9% vs.
54.2%). More detailed results and example predic-
tions of our model can be found in Appendices
E and F, including examples of highly rated and
poorly rated outputs from our model.

6 Conclusion

This paper presents an approach for improving the
way machines can generate grounded conversations
that humans find engaging. Focusing on the case of
chit-chatting about a given image, a naturally useful
application for end-users of social dialogue agents,
this work shows that our best proposed model can
generate grounded dialogues that humans prefer
over dialogues with other fellow humans almost
half of the time (47.7%). This result is made possi-
ble by the creation of a new dataset IMAGE-CHAT?.

Our work shows that we are close to having
models that humans can relate to in chit-chat con-
versations, which could set new ground for social
dialogue agents. However, our retrieval models out-
performed their generative versions; closing that
gap is an important challenge for the community.
While our human evaluations were on short con-
versations, initial investigations indicate the model
as is can extend to longer chats, see Appendix G,
which should be studied in future work. The next
challenge will also be to combine this engaging-
ness with other skills, such as world knowledge
(Antol et al., 2015) relation to personal interests
(Zhang et al., 2018), and task proficiency.

http://parl.ai/projects/image_chat
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A More Details of IGC Evaluations

In this section we describe a few choices we made
and implementation details regarding the IGC hu-
man evaluation in the section regarding Transfer to
the IGC Task.

Multiple Traits In the IGC human evaluation
setup from (Mostafazadeh et al., 2017), human an-
notators were shown eight choices when rating the
quality of responses to questions: seven responses
from various models, and one human response. To
mirror this setup as closely as possible, we chose
seven of our highest performing style traits to con-
dition on to display in addition to the human re-
sponse. We show the results of each trait in Table
4.

Automatic Evaluation In (Mostafazadeh et al.,
2017), the authors provide BLEU scores for their
models in an attempt to evaluate their effective-
ness via automated metrics. The authors note that
the scores are very low, “as is characteristic for
tasks with intrinsically diverse outputs.” Addition-
ally, it has been shown in (Shuster et al., 2019)
that BLEU scores for image captioning retrieval
models are generally far lower than those of gener-
ative models (as retrieval models do not optimize
for such a metric), and yet human evaluations can
show the complete opposite results. In fact, in that
work retrieval models were shown to be superior
to generative models in human evaluations, which
is why we adopted them here. For these reasons
we omit BLEU scores of our retrieval models on
the IGC test set as uninteresting. We do however
compare BLEU scores with our generative model
in the main paper.

Test Set Size The IGC test set provides the urls
to all 2591 images for which (context, question,
response) tuples were collected. We were only able
to recover 2195 images from this initial set, as
some of the urls provided are no longer associated
with the corresponding images. Thus, our human
evaluations are conducted on this subset.

Style Score
Neutral 1.55
Charming 1.55
Extravagant 1.55

Calm 1.57
Sweet 1.58
Spirited 1.60
Enthusiastic 1.61
Human 2.55

Table 4: IGC Human Evaluation on responses from our
TRANSRESNET MM-SUM model conditioned on var-
ious personalities. Responses were rated on a quality
scale from 1 to 3, where 3 is the highest.
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B IMAGE-CHAT Human Annotation Setup

Respond to a Comment
on an Image
Description

In this task, you will be shown 5 images, each of which has a
comment about the image. The goal of this task is to write an
engaging response 1o this comment as if you were continuing a
dialog about the image.

STEP 1

With each new photo, you will be given a personality trait that you
will try to emulate in your response to the comment on the Image.
For example, you might be given "snarky" or "sentimental". The
personality describes YOU, not the picture. It is you who is snarky
or sentimental, not the contents of the image nor the original
comment about the image.

STEP 2

You will then be shown an image and a comment that goes with the
image, for which you will write a response in the context of your
given personality trait. Please make sure your response has at least
three words. Note that these are responses to the comments on
the image, and not simply image captions.

Reminder - pisase do not write anything that involves any level of discrimination,
racism, sexism and offensive religious/politics comments, otherwise the
submission will be rejected.

Image

Someone wrote the following comment on this image:

Peace and tranquility should be more abundant. This greenery evokes those feelings
for me and I'm very thankful.

Write your response as if you were: Profound

Figure 6: Instructions pane for crowdworkers when collecting the second round of dialogue.

Continue a Dialog on an
Image
Description

In this task, you will imagine that you are speaking with your friend
about 5 separate images. For each image, you will be shown “your"
initial comment on the image, and your friend's response to the
comment. The goal of this task is to write an engaging response to
your friend as if you were continuing a dialog about the image.

STEP 1

‘With each new photo, you will be given a personality trait that you
will try to emulate in your response. For example, you might be
given "adventurous”. The personality describes YOU, not the
picture. It is you who is adventurous, not the contents of the image.

STEP 2

‘You will then be shown an image, "your" initial comment that goes
with the image, and your friend's response. You will continue the
dialog by responding to your friend's response in the context of your
given personality trait. Please make sure your response has at least
three words. Note that these are not simply image captions, but
engaging responses.

Reminder - please do not write anything that involves any level of discrimination,
racism, sexism and offensive religious/politics comments, otherwise the
submission will be rejected.

Image

YOU wrote the following comment on this image:
| would be worried about getting cold out there.

YOUR FRIEND responded:
It's nice to just sit out in the snow and watch it fall. It's like being a whole different

world.

Write your response as if you were: Maternal (Mother-like)

Figure 7: Instructions pane for crowdworkers when collecting the third round of dialogue.
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C IMAGE-CHAT Human Evaluation

Setup

Rank Responses to
Comments on an Image

In this task, you will be shown 5 images, and a short discussion about
each image. The goal of this task is to pick which of two responses is
the most engaging (interesting, ).

STEP 1

You will be shown an image, a short discussion, and a response.
Additionally, you may be shown the personality of the person who
wrote the response.

E.g., you may be shown an image of a tree, and the following
discussion:

1. Comment: "What an absolutely beautiful tree! | would put this in my
living room it's so extravagant!"

2. Response: “I bet | could climb that tree"

3. Responses to Evaluate: (a) | don't think you could, (b) Let me help
you try!

And, you may be shown a personality, e.g. ‘Cheerful'.
STEP 2
‘You will choose which response is more engaging.

E.g. in the example above, the second response (b) is more engaging
than the first.

Image

Person 1: This is so beautiful, | love nature and would love to see this place and meet the people who live there!
Person 2: Then lets go there right now! Just you and me.

Personality of Person 1: Sweet
Person 1 Response:

Aww that's nice. | want to go on your boat with you!
Aww that would be nice just the two of us.

Figure 8: Instructions pane for crowdworkers when col-

lecting the IMAGE-CHAT Evaluations.

D IGC Human Evaluation Setup

Rate Quality of Image

Responses

Responses

STEP 1

You will be shown an image, some textual
context, a questions in response to the
textual context, and a set of candidate
responses to the guestion.

E.g., you may be shown an image of a tree;
some textual context, i.e. "An amazing tree
for climbing."; a question, "Do you think you
could really climb that tree?"; and, a set of
candidate responses:

1. "Are you kidding? | could climb that tree in
my sleep."

2. "Is it time for dinner yet?"

Ratings (1 Is lowest quality, 3 is

Textual Context: | so love lightening
storms.

Responses highest quality)
There's always something cosy and romantic about watching a = (= Ga @
thunderstorm from inside.
That lightning, striking its destination with amazing force and tenacity. P
‘Whoat Lightning is awesome! - - -

1 2z 3
Lightning is very dangerous, especially when you are outside. = & e @
How there is no end to how the lightening can fork out from itself. 12

Question: What is your favorite thing

STEP 2 about them?
You will rate each candidate response on a

scale from 1 to 3, where 3 is the highest

quality and 1 is the lowest quality.

E.g. in the example above, you might give the
first question a "3" rating and the second
question a 1" rating.

Figure 9: Instructions pane for crowdworkers when col-

lecting the IGC Evaluations.
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E Highly Rated Examples from IGC

Human Response
TransResNet MM-Sum

IGC Round Output
Context These flowers are growing in my back yard.
Question What type of flowers are they?

I don’t know but they are so pretty.

I don’t know but these flowers are gorgeous and look so bright!

Context
Question

Human Response
TransResNet MM-Sum

I bought this at a flea market.
What is this for?

I think it’s a mortar and pestle.
I’m not sure, but you could sell it for some cash!

Context
Question

Human Response
TransResNet MM-Sum

I’d love to visit this city.
Is this some city in Europe?

It definitely looks like it.
Oh my goodness, yes! I love Amsterdam!

Context
Question

Human Response
TransResNet MM-Sum

These just flew over my house!
Wow, aren’t those Blue Angels?

Yeah, they practice in this area for their shows.
These are the Blue Angels, they are truly one of a kind

Context
Question

Human Response
TransResNet MM-Sum

My nephew’s choir did so well yesterday!
That is great. You must be proud

I am so proud, because he’s been working really hard.
I am so proud of all that they accomplished.

Context
Question

Human Response
TransResNet MM-Sum

This would be a great place to have a picnic.
yes it would it seems very relaxing doesnt it?

Yes, and I would quite enjoy spending a day here.
I think a picnic is more than a great possibility!

Table 5: Highly rated examples from the IGC dataset test split where TRANSRESNET g7 MM-Sum responses

were rated the highest (score of 3) by human evaluators.
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F Poorly Rated Examples from IGC

Image IGC Round Output
Context These are Easter eggs we made for art class.
Question How did you make them?

Human Response
TransResNet MM-Sum

We started with a glass base and went from there.
OHMYGOSH EASTER EGG HUNT! I want to hunt for Easter eggs too!

Context
Question

Human Response
TransResNet MM-Sum

I’'m thinking of getting these shocks on my bike.
Are the shocks black in color?

Yes, except for the silver portion at the end.
Just got my new wheels!

Context
Question

Human Response
TransResNet MM-Sum

I cannot decide if this is milk or something else.
It looks like milk, but it could also be kefir.

What is kefir?
You can get all the protein you want form the sugar.

Context
Question

Human Response
TransResNet MM-Sum

This woman is visiting the grave of a loved one.
Where is the cemetery?

The cemetary is at the foot a beautiful quartz mountain.
Well she’s just a walking, talking garden!

Table 6: Low rated examples from the IGC dataset test split where TRANSRESNET p pr MM-Sum responses were
rated the lowest (score of 1) by human evaluators.
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G Longer Chat Example

A:

: TransResNetrer MM-Sum (Extraordinary) — B: Human (no style)

: It’s the most beautiful mountain in the world!

: It looks really cool! I wonder if you can ski on it

: They are a mountain range I’ve climed many times!

: You have climbed that? That seems really hard

: 1 did it; i conquered this climb in only 7 hours and 10 minutes!

: Wow, that’s fast. I would ski down that but I would need a lift to take me up

: But could you? Could you truly climb this?

: I really don’t think I could

: Climbing a mountain can give one a special strength, you need to experience it

: Maybe one day on a smaller mountain

It would take hard will and determination to scale that mighty peak

Figure 10: Long-form conversation with the model. The model is given a style here, while the human is not.

H Additional Ablation Results

TRANSRESNETGEN (F1) TRANSRESNETgEN (BLEU-4)
Modules Turn1l Turn2 Turn3  All | Turnl  Turn2  Turn3  All
Image Only 10.8 11.0 11.2 11.0 1.1 1.3 1.2 1.2
Style Only 10.4 9.8 10.4 10.2 1.4 1.5 1.4 1.4
Dialogue History Only 9.9 114 12.2 11.2 1.0 1.9 1.8 1.6
Style + Dialogue (no image) 9.6 12.5 13.1 11.7 1.5 21 2.0 1.9
Image + Dialogue (no style) 10.7 11.1 11.7 11.2 1.1 1.7 1.6 1.5
Image + Style (no dialogue) 12.1 11.6 11.6 11.8 1.6 1.5 1.5 1.6
Style + Dialogue + Image (full model) 12.3 12.5 13.1 12.6 1.7 2.1 2.0 1.9

Table 7: Ablations on IMAGE-CHAT. We compare variants of our best TRANSRESNET generative model (ResNeXt-
IG-3.5B image encoder) where we remove modalities: image, dialogue history and style conditioning, reporting
F1 and BLEU-4 for generation for dialogue turns 1, 2 and 3 independently, as well as the average over all turns.
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