








Figure 4: Captions generated by the Transformer models. In (a), Transformer (Text) made the correct
prediction for the person in the image (the prime minister of Japan). Multimodal Transformer models
injected the correct visual information (news conference) into the caption. In (b), all four models failed
to generate the correct caption. Transformer (Text) predicted the correct name but wrong contextual
information. Multimodal Transformer models generated captions with a different focus.


