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A Appendix to “NewsCLIPpings:
Automatic Generation of
Out-of-Context Multimodal Media”

In the following we include additional details re-
garding dataset construction (Section A.1), ad-
ditional experimental results (Section A.2), and
dataset examples (Section A.3).

A.1 Dataset Construction
Here, we go over additional implementation de-
tails for dataset construction. (1) To ensure the
quality of our dataset, we filter pristine samples
such that they have between 5 and 30 words, at
least 2 named entities, and non-corrupted images.
(2) We split our 509,730 pristine image-caption
pairs into chunks of size ∼40k for train/val/test.
We only computed matches across these disjoint
chunks, which allowed us to parallelize the genera-
tion process. (3) We precomputed features such as
spaCy NER, Radboud Entity Linking, SBERT-WK
text embeddings, CLIP text embeddings, CLIP im-
age embeddings, Faster R-CNN bounding boxes,
ResNet50 place embeddings. (4) We ran Algo-
rithm 1, the NewsCLIPpings matching algorithm.
(5) We removed low quality samples by balancing
the number of samples where the CLIP text-image
score is higher for the pristine vs falsified pair as de-
scribed in our Adversarial CLIP Filtering process
in Section 3.

A.2 Additional Results

ROC Curves We include ROC curves for the splits
not depicted in Section 4 in the main paper. Note
that the rankings for model performance across all
these splits are consistent with Table 3. We see that
CLIP vastly outperforms the other models in the Se-
mantics/CLIP Text-Image split whereas model per-
formance is very similar in the Merged/Balanced
split. This makes sense since CLIP was used as the
scoring function for matches in Semantics/CLIP
Text-Image, whereas a diverse set of scoring func-
tions were used for Merged/Balanced.

Finetuning CLIP Representation We also exper-
iment with freezing a varying number of CLIP
layers to determine how useful CLIP’s original
knowledge and representation is for each split. We
compare three models: RN50-all-frozen (RN50-
af, no CLIP layers finetuned), RN50-lower-frozen
(RN50-lf, final few layers finetuned) 10, and RN50

10The exact layers we finetune are ["visual.layer4",

Algorithm 1 NewsCLIPpings Matching
Input: Dataset D, scoring function sim ∈
{CLIP Text-Image, CLIP Text-Text, SBERT-WK
Text-Text, ResNet Place}, split type split.
Output: Matches M

M ← {}
for each p = ( i1, c1) ∈ D do

MH ,ML ← {}, {}
D∗ ← sort(D, key=sim)
for each (i2, c2) ∈ D∗ do

f ← (i2, c1)
if filter(p, f, split) then

continue
else if CTI(f ) > CTI(p) then

MH ←MH ∪ {f}
else

ML ←ML ∪ {f}
end if

end for
M ←M ∪ {(MH ∪ML)[0]}
M ←M ∪ {p}

end for

(all layers finetuned). In Tables 7 and 8, we ob-
serve that finetuning all layers (RN50) benefits the
Semantics splits (a,b) while freezing some or all
layers (RN50-af/lf) benefits the Person and Scene
splits (c,d). We posit that this result could be re-
lated to the training data size – since the Semantics
splits are significantly large we can meaningfully
finetune all layers whereas in the others we do not
have enough data to do so.

Table 7: Comparing different finetuning strategies for
CLIP, classification performance (val set).

Model All

(a) Semantics/CLIP Text-Image RN50-af 0.6354
RN50-lf 0.6706
RN50 0.6808

(b) Semantics/CLIP Text-Text RN50-af 0.6826
RN50-lf 0.6954
RN50 0.7138

(c) Person/SBERT-WK Text-Text RN50-af 0.6606
RN50-lf 0.6560
RN50 0.6167

(d) Scene/ResNet Place RN50-af 0.6965
RN50-lf 0.7034
RN50 0.6999

(e) Merged/Balanced RN50-af 0.6642
RN50-lf 0.6684
RN50 0.6468

"visual.attnpool", "transformer.resblocks.11", "ln_final",
"text_projection", "logit_scale"].
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Figure 7: Semantics/CLIP Text-Image, Scene/ResNet Place, Merged/Balanced ROC Curve

Table 8: Comparing different finetuning strategies for
CLIP, classification performance (test set).

Split Model All Pristine Falsified

(a) Sem/CLIP T-I RN50-af 0.6372 0.6677 0.6068
RN50-lf 0.6500 0.6840 0.6163
RN50 0.6824 0.7461 0.6188

(b) Sem/CLIP T-T RN50-af 0.6860 0.7167 0.6554
RN50-lf 0.7005 0.7211 0.6800
RN50 0.7182 0.7486 0.6878

(c) Per/SB-WK T-T RN50-af 0.6669 0.6641 0.6696
RN50-lf 0.6547 0.6575 0.6520
RN50 0.6123 0.7357 0.4890

(d) Scene/RN Place RN50-af 0.6945 0.7543 0.6346
RN50-lf 0.7028 0.7646 0.6411
RN50 0.7004 0.7765 0.6244

Merged/Balanced RN50-af 0.6732 0.6726 0.6737
RN50-lf 0.6657 0.6952 0.6363
RN50 0.6162 0.6836 0.5487

Ensembling Performance Next, we compare the
predictions made by our best VisualBERT and best
CLIP-based model (Table 9). Specifically, we
ask whether these very different models exhibit
distinct behavior and have complementary skill
sets. First, we assess how often both models are
correct (Overlap) or at least one of them is cor-
rect (Union). As we see, the overlap tends to be
near 40%, while the “optimistic” union boosts ac-
curacy to over 80%. This clearly shows that the
two models indeed have complementary strengths.
We build a simple ensemble of VisualBERT and
CLIP, in which we average the normalized logits of
each model and classify accordingly (Avg). This
scheme only gives a 1-2% boost, which possibly in-
dicates that CLIP is more “opinionated” and yields
more disparate logits per class, forcing the ensem-
ble to perform similarly to CLIP. This shows that
leveraging both models may be promising but is
non-trivial and should be explored by future work.

Results on the Validation Set We include the re-
sults that correspond to Tables 3, 4, 5 of the main
paper but evaluated on the validation set, see Ta-
bles 10, 11, 12. Note, that the validation and test
sets of our dataset were generated using identical

Table 9: Exploring complementarity of VisualBERT-
VN and CLIP-RN101, reported overall classification
performance (test set).

Split VB-VN CLIP-RN101 Avg Overlap Union

(a) Sem/CLIP T-I 0.5774 0.6765 0.6747 0.4341 0.8197
(b) Sem/CLIP T-T 0.5949 0.7244 0.7234 0.4663 0.8530
(c) Per/SB-WK T-T 0.6333 0.6393 0.6553 0.4576 0.8150
(d) Scene/RN Place 0.6112 0.7137 0.7230 0.4723 0.8527
Merged/Balanced 0.5863 0.6597 0.6662 0.4145 0.8315

techniques and should be comparable in composi-
tion. As a result, these tables demonstrate the same
overall trends as reported in our main paper.

A.3 Additional Dataset Details
Next, we report the amount of overlap across splits
of our dataset (see Table 13) and find that they are
relatively distinct, with a maximum of 11% overlap
in falsified matches for the two Semantics splits.

Figures 8 and 9 depict randomly selected sam-
ples from the train/val/test set of each respective
split. Note how matches are highly plausible in
our Semantics splits (a,b) but can be solved if the
identity of a person is known or even with subtle
semantic cues (e.g. an American flag when the
caption describes a European person in the top left
or that the image shows a letter when the caption
describes a banner on the bottom left for Seman-
tics/CLIP Text-Image). Also note, how in the Se-
mantics/CLIP Text-Text, textual concepts from a
query may impact the resulting retrieved image
based on its own caption, e.g., “flood” in the top-
right example. Note the challenging examples from
our Person split (c), including some rather ambigu-
ous ones such as top-right with Hillary Clinton,
that require recognizing the context in which the
person appears. Finally, in our Scene split (d) we
show that the events in captions may be plausibly
“illustrated” by purely leveraging visual scene simi-
larity. Note again, that these are randomly selected
samples from our dataset.
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Table 10: Classification performance on the val set for the following models: (I) Image-only CLIP (w/ ViT-B/32),
(II) Multimodal CLIP (w/ ViT-B/32), (III) VisualBERT-CC pretrained on the Conceptual Captions dataset, (IV)
VisualBERT-VN pretrained on the Visual News.

(I) (II) (III) (IV)
CLIP Image-Only CLIP VisualBERT-CC VisualBERT-VN

Split All All All All

(a) Semantics/CLIP Text-Image 0.5472 0.6711 0.5451 0.5773
(b) Semantics/CLIP Text-Text 0.5266 0.6921 0.5738 0.5963
(c) Person/SBERT-WK Text-Text 0.5000 0.6259 0.5666 0.6139
(d) Scene/ResNet Place 0.5424 0.6803 0.5558 0.6128
Merged/Balanced 0.5185 0.6048 0.5504 0.5893

Table 11: Comparing different CLIP backbones, classi-
fication performance (val set).

Model All

(a) Semantics/CLIP Text-Image ViT-B/32 0.6475
RN50 0.6808
RN101 0.6741

(b) Semantics/CLIP Text-Text ViT-B/32 0.6921
RN50 0.7138

RN101 0.7189
(c) Person/SBERT-WK Text-Text ViT-B/32 0.6099

RN50 0.6167
RN101 0.6395

(d) Scene/ResNet Place ViT-B/32 0.6803
RN50 0.6999

RN101 0.7153
(e) Merged/Balanced ViT-B/32 0.6048

RN50 0.6468
RN101 0.6676

Table 12: CLIP (ViT/B-32) val set classification perfor-
mance when training a single model with all the avail-
able training samples, i.e. Total/Sum in Table 1.

Split All

(a) Semantics/CLIP Text-Image 0.6632
(b) Semantics/CLIP Text-Text 0.6445
(c) Person/SBERT-WK Text-Text 0.6395
(d) Scene/ResNet Place 0.6858
Merged/Balanced 0.6640

Split (a) (b) (c) (d)

(a) Semantics/CLIP Text-Image 1.0000 0.1133 0.0000 0.0813
(b) Semantics/CLIP Text-Text 0.1133 1.0000 0.0000 0.0888
(c) Person /SBERT-WK Text-Text 0.0000 0.0000 1.0000 0.0000
(d) Scene/Place Label 0.0813 0.0888 0.0000 1.0000

Table 13: Ratio of exact overlap across splits.
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Figure 8: Randomly selected (a), (b) samples from the train/val/test samples of each respective split.
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Figure 9: Randomly selected (c), (d) samples from the train/val/test samples of each respective split.


