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Abstract

Elliptical coordinated compound noun phrases
(ECCNPs), a special kind of coordination el-
lipsis, are a common phenomenon in German
medical texts. As their presence is known to
affect the performance in downstream tasks
such as entity extraction and disambiguation,
their resolution can be a useful preprocessing
step in information extraction pipelines. In
this work, we present a new comprehensive
dataset of more than 4,000 manually anno-
tated ECCNPs in German medical text, along
with the respective ground truth resolutions.
Based on this data, we propose a generative
encoder–decoder Transformer model, allowing
for a simple end-to-end resolution of ECCNPs
from raw input strings with very high accu-
racy (90.5% exact match score). We compare
our approach to an elaborate rule-based base-
line, which the generative model outperforms
by a large margin. We further investigate dif-
ferent scenarios for prompting large language
models (LLM) to resolve ECCNPs. In a zero-
shot setting, performance is remarkably poor
(21.6% exact matches), as the LLM tends to
apply complex changes to the inputs unrelated
to our specific task. We also find no improve-
ment over the generative model when using
the LLM for post-filtering of generated candi-
date resolutions. The source code including
instructions on how to access the data are avail-
able at: https://github.com/hpi-dhc/ggponc_
ellipses.

1 Introduction

Coordination ellipses are a common phe-
nomenon in many human languages, where cer-
tain words or phrases are omitted in a sentence due
to their repetition from a previous or subsequent
clause in a conjunction. Usually, we assume that
the reader can infer the omitted words from the
context. In the biomedical domain, the presence

∗Authors marked by ∗ equally share first authorship.

Vitamin C, E und A

Resolution:
"HPV-16-Positivität und/oder HPV-18-Positivität"
(HPV 16 positivity and/or HPV 18 positivity)

Chemo- und Strahlentherapie

HPV-16- und/oder -18-Positivität

Resolution:
"Chemotherapie und Strahlentherapie"
(chemotherapy and radiotherapy)

Forward Ellipsis

Backward Ellipsis

suffix: "therapie"

prefix: "Vitamin_"

Resolution:
"Vitamin C, Vitamin E und Vitamin A"
(vitamin C, vitamin E and vitamin A)

Complex Ellipsis

suffix: "-Positivität"

prefix: "HPV-"

Figure 1: Examples for ECCNPs, their annotation and
resolution in GGPONC, a corpus of German oncology
guidelines (Borchert et al., 2022)

of coordination ellipses has been shown to nega-
tively affect downstream tasks such as Named En-
tity Recognition (NER) (Buyko et al., 2007; Chae
et al., 2014) and Entity Linking (Yuan et al., 2020).

In this work, we consider the special case
of elliptical coordinated compound noun phrases
(ECCNPs) in the German language, where they are
commonly encountered in biomedical and other
scientific texts, due to the high density of contained
information and their compact form of writing. For
instance, consider doctor’s letters and medical re-
ports from kidney transplant patients or cancer pa-
tients. Following the terminology introduced by
Chae et al. (2014), we distinguish forward, back-
ward and complex ellipses, as shown in Fig. 1. The
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resolution of ECCNPs is particularly challenging
in German due to its closed noun compounds, i.e.,
noun compounds without separating space.

Recently, an increasing number of German med-
ical corpora with semantic annotations have been
released (cf. Zesch and Bewersdorff 2022 for a re-
cent survey). The annotation schemes of some of
these corpora, including BRONCO (Kittner et al.,
2021) as well as the German subset of the Mantra
GSC (Kors et al., 2015), support fragmented, i.e.,
non-contiguous, entity annotations. However, the
annotations in these corpora do not reveal which of
these are ECCNPs, as non-contiguous entity spans
may also occur for various other reasons. At the
same time, there may be further ECCNPs that are
not among the annotated named entities. In the
absence of a suitable dataset for training and eval-
uating ECCNP resolvers for German medical lan-
guage, we provide a new, comprehensive dataset
based on a manual re-annotation of a subset of
GGPONC 2.0 (Borchert et al., 2022). Our anno-
tated dataset, source code, and trained models are
available online (HPI-DHC, 2023).

Key contributions of this work are:

• A novel dataset of more than 4,000 manually
annotated ECCNPs in German-language on-
cology guidelines,

• A generative neural encoder–decoder model
that resolves ECCNPs in German medical text
in an end-to-end fashion, i.e., directly gener-
ating a string with completed elliptical com-
pounds for a given input string,

• A comparison of our approach against prior
work (Aepli and Volk, 2013) that adopted rule-
based techniques, and

• An evaluation of the capabilities of the large
language model (LLM) GPT-3.5 (OpenAI,
2023) on this task, both in a zero-shot manner
and in different multiple choice settings.

The remainder of this work is structured as fol-
lows: in Section 2 we set our work in the context
of related work. In Section 3 we present our novel
dataset and the employed methods. We evaluate the
performance of different approaches for resolving
ECCNPs in Section 4. We discuss our findings in
Section 5 and conclude our work with an outlook
in Section 6.

2 Related Work

The identification and resolution of various kinds of
coordination ellipses have been studied extensively.
It is generally assumed that their presence leads
to ambiguity, and some authors have even consid-
ered them as instances of ill-formedness (Lavelli
and Stock, 1990). In the biomedical domain, their
relevance was mostly discussed in the context of
named entities and the resulting ambiguities in their
detection and normalization.

Buyko et al. (2007) address the problem of re-
solving coordination ellipses inside named entities.
Their approach identifies potential candidate spans
through an NER step, followed by the identification
of conjuncts, and a rule-based heuristic to resolve
the ellipses. For identifying conjuncts, the authors
find that a Conditional Random Field (CRF) out-
performs a rule-based baseline. Buyko and Hahn
(2008) evaluate different types of features for the
conjunct identification step. Similarly, Wei et al.
(2015) use a CRF with a variety of morphosyntac-
tic and semantic features for recognizing coordi-
nation ellipses, followed by a rule-based approach
for reassembling the segmented tokens. Chae et al.
(2014) provide an extensive formal analysis of vari-
ous types of omissions in coordinated noun phrases
and propose a rule-based algorithm, also relying
on the identification of named entities (here with a
dictionary). Blake and Rindflesch (2017) consider
the special case of ECCNPs and use a dependency
parser for identifying candidate terms, and then
generate potential resolutions using syntactical and
semantic information. Yuan et al. (2020) propose
RECEEM, an unsupervised, graph-based approach
for reconstructing elliptical named entities in pre-
viously identified entity spans. Importantly, they
show the positive effect of resolving such ellipses
for downstream Entity Linking performance.

All the aforementioned approaches build on
rather complex multi-stage pipelines with a range
of assumptions. Most of them consider ellipses
inside named entities only and rely on NER to iden-
tify candidate spans. They also employ different
heuristics, usually based on syntactic information
provided through part-of-speech (POS) tagging and
dependency parsing. Furthermore, most of the ex-
isting approaches assume that conjuncts are given
as individual tokens, with Wei et al. (2015) being
a notable exception. This might be a sensible as-
sumption for the English language, but it makes
it difficult to apply these approaches to languages
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where compound nouns are usually not tokenized
(such as German). To the best of our knowledge,
Aepli and Volk (2013) have proposed the only al-
gorithm that deals with ECCNPs for German text,
albeit not in the biomedical domain. We use this
work as a baseline to evaluate our approach and
thus describe it in further detail in Section 3.2.

In contrast to prior work, our proposed genera-
tive approach treats the problem in an end-to-end
fashion by directly resolving all ECCNPs in an
input sentence. Therefore, it does not rely on any
particular tokenization or segmentation of the input.
We note that Quan et al. (2019) have proposed a
similar generative approach, although they consider
different types of ellipses in task-oriented dialogue
and rely on dialogue context.

3 Materials and Methods

In the following, we describe our contributed
dataset, different methods for resolving ECCNPs,
and metrics for the evaluation of such methods.

3.1 Dataset and Annotation

Our dataset is based on entity annotations in
GGPONC 2.0, which were created by a team of
seven medical students (see Borchert et al. 2022 for
details). As an additional annotation layer in the
original project, annotators used fragment relations
to connect elliptical conjuncts with their headword,
as exemplified in Fig. 1. Although the reported
inter-annotator agreement for GGPONC 2.0 is very
high (γ=.94), we observed some inconsistencies in
the annotations required to resolve ECCNPs. For
instance, suspensive hyphens were occasionally but
not always among the annotated tokens.

To address these inconsistencies, we employed
two human annotators to review and correct all doc-
uments (i.e., guideline segments) containing at least
one ECCNP. One of them was a medical student
with substantial experience in linguistic annotation
and the other a computational linguist. In total,
2,601 such documents were reviewed and used in
this work, which is around a quarter of the original
corpus. Although the original annotations cover
other types of elliptical coordinated noun phrases,
our study only considered ellipses occurring inside
compound noun phrases. The annotators added
instances of ECCNP annotations where they were
missing, e.g., when the spans were not covered by
the original entity definitions of GGPONC 2.0.

The statistics of our dataset are given in Table 1.

Train. Dev. Test Total
Sentences 5,336 1,201 1,159 7,696

w/ Ellipses 2,715 590 543 3,848
Controls 2,621 611 616 3,848

Ellipses 2,896 629 586 4,111
Forward 512 101 101 714
Backward 2,271 499 458 3,228
Complex 113 29 27 169

Table 1: Descriptive statistics of our new dataset of
ECCNPs and their resolutions. We report the number of
sentences and ellipses in these sentences in the Training,
Development and Test split as well as total counts.

In total, we annotated 4,111 instances of ECCNPs
in 3,848 sentences (241 sentences contain two or
more ECCNPs). 714 of these were forward, 3,228
backward, and 169 were complex ellipses. The set
of documents was split into 70 % training, 15 %
development, and 15 % test data for model train-
ing and evaluation. The splits were assigned at
the document rather than the sentence level to pre-
vent leakage from repeated occurrences of ellipses
within the same documents. As controls, we sam-
pled the same number of sentences (3,848) not
containing any ECCNP from the set of manually
reviewed documents.

3.2 Rule-based Baseline

As a baseline, we adopt the rule-based approach
proposed by Aepli and Volk (2013), who devised
a two-step algorithm that first identifies elliptical
compounds in a given sentence and subsequently
resolves them in a second step. Their algorithm
requires several inputs: the tokenized and POS-
tagged text in a custom XML format, a list of
word frequencies, and pre-computed word segmen-
tations. In the original paper, a corpus with manual
POS annotations was used. Since GGPONC does
not provide such annotations, we used the SPACY

library with the de_core_news_lg model for tok-
enization and POS tagging (Montani et al., 2022).
Due to the unavailability of the original morpholog-
ical analyzer GERTWOL, we instead used CHAR-
SPLIT, an n-gram-based compound splitter as de-
scribed by Tuggener (2016). Word frequencies are
derived from the 1.87M tokens in the complete
GGPONC corpus.

In the first step, the algorithm described by
Aepli and Volk (2013) detects coordination el-
lipses based on pre-defined patterns using POS tags.
For instance, the backward ellipsis “Detektions-
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und Inzidenzraten” (detection [rates] and incidence
rates) would match a pattern for a truncated word
(TRUNC) followed by a conjunction (KONJ) and a
noun (NN). For each identified pattern, the com-
plete compound is extracted and split using pre-
computed word segmentations. For the aforemen-
tioned example, the model would split “Inzidenz-
raten” into “Inzidenz” and “raten”. Lastly, the lex-
eme “raten” would be used to complete the ellip-
tical conjunct “Detektions-” to "Detektionsraten"
and replace it in the input sentence. If a word can-
not be segmented by the morphological analyzer,
or when solutions are ambiguous, word frequencies
are used to select the most probable segmentation.

3.3 Generative Encoder–Decoder Model

For our proposed approach, we use a Transformer-
based encoder–decoder architecture for text gener-
ation. Specifically, we use the base version of mT5,
the multilingual version of the T5 model (Xue et al.,
2021; Raffel et al., 2020). mT5 closely follows the
original T5 architecture, but was trained on a mul-
tilingual Common Crawl-based dataset called mC4
with 101 languages, including German.

We performed some preliminary experiments
with other models. These included a German T5
model, a regular and a German byte-oriented ByT5
model, as well as M2M100 and mBART (Ein-
malumdiewelt, 2022; Xue et al., 2022; A-Ware,
2021; Fan et al., 2021; Liu et al., 2020). All of
them showed inferior performance to mT5.

The mT5 model is trained with complete input
and output sentences from the training dataset. For
hyperparameter optimization, we use Bayesian hy-
perparameter search as implemented in the Optuna
framework (Akiba et al., 2019). The optimized
hyperparameters are given in Table 2. All mod-
els were trained for 20 epochs on a single NVIDIA

A40 GPU. For the final model, we chose the con-
figuration that maximized exact matches with the
ground truth in the development set. The optimal
parameters as well as the hyperparameter search
settings are made available as a HYDRA configu-
ration file (Yadan, 2019) together with our source
code repository (HPI-DHC, 2023).

At inference time, we retrieve the top k most
likely generations using beam search (Freitag and
Al-Onaizan, 2017), i.e., we greedily traverse the
search tree as the model generates the output from
left to right and maintains a fixed amount of the
most probable candidate sentences.

Learning Rate [1× 10−6, 1× 10−3]
Batch Size 4, 8, 16
Weight Decay [0, 1]
Warmup Steps [0, 500]
Max. Generation Length [50, 500]

Table 2: Optimized hyperparameters for the generative
model and their ranges

3.4 Prompting LLMs for Zero-Shot
Resolution

Recent advances in LLM capabilities motivated
us to further evaluate the zero-shot performance
of GPT-3.5 (OpenAI, 2023) on our task. Using a
subset of the development set, we created several
prompts to explain the task with varying amounts of
context and examples. The best-performing prompt
(see Appendix A.1) was used to perform a full
evaluation on the test set.

For all experiments, we use GPT-3.5
(gpt-3.5-turbo-0301) through the paid OPENAI
API, setting the temperature parameter to 0 and
restricting max_tokens to 400. We also repeated
some of our initial experiments on the instruction
model text-davinci-003, which did not yield
improved performance. In total, we spent slightly
less than $50 on OPENAI API usage, which
includes preliminary experiments with the more
expensive text-davinci-003 model and several
iterations of sending individual prompts for each
sentence in the entire validation and test sets.

3.5 Post-Filtering of Top k Generated Outputs
In addition to the zero-shot scenario, we also eval-
uate the ability of GPT-3.5 to choose from a given
list of possible resolutions. This could be particu-
larly useful when the top 1 result of our model is
wrong, but the correct answer is among the top k
retrieved results.

We evaluate two approaches to choose from the
top k outputs of our encoder–decoder model gener-
ated through beam search:

1. A multiple-choice prompt, which explains the
problem of resolving ECCNPs using an ex-
ample, lists the top k generated outputs and
asks the LLM to return the index of the correct
resolution (see Appendix A.2)

2. A two-step approach that emphasizes the top 1
generation to the LLM by first asking the
model to evaluate whether the given output is
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the correct resolution (which it likely is). The
LLM is asked to return either “Yes” or “No”.
If the answer is positive, we keep the top 1 an-
swer. Otherwise, we prompt the model with
the remaining k − 1 generations along with
a request to return the index of the correct
resolution (see Appendix A.3).

As an additional heuristic, we assume that no
ECCNPs are present in sentences where the top 1
prediction of the encoder–decoder model is equal to
the input. While this could potentially lead to a few
additional false negatives, it reduces the number of
API calls by around 50 %. For all experiments, we
set k = 5 unless stated otherwise, which is again
a trade-off to balance the recall of correct answers
and the (token-based) cost of API calls.

3.6 Evaluation Metrics

We consider different metrics for evaluating our
model predictions. A straightforward metric is
the exact match of generated output compared to
the gold standard. However, this metric might be
overly strict when a generative model makes minor
errors that do not alter the meaning of the sentence
(e.g., missing or different punctuation), or in cases
where the actual resolution is slightly ambiguous.
At the same time, standard metrics for evaluating
generative models, such as GLEU (Wu et al., 2016),
will be trivially high even when the model fails en-
tirely, as the desired output typically differs from
the input by just a few characters.

Due to these shortcomings of traditional met-
rics, we propose a score based on the relative
edit distance of generated output, gold standard,
and input. Let ∆edit be the unnormalized Leven-
shtein distance, p the predicted string, g the ground
truth, and i the input string. Then, the relative
edit distance score is defined as sedit(p, g; i) = 1 if
∆edit(p, g) = 0 (true positive or true negative) and
otherwise:

sedit(p, g; i) = 1− ∆edit(p, g)

∆edit(p, i) + ∆edit(i, g)

This score has the property of being:

• 1 for exact matches,

• 0 for false negatives and false positives, i.e.,
either ∆edit(p, i) or ∆edit(i, g) are 0,

• between 0 and 1 otherwise.

Figure 2: Top k results for increasing numbers k of
candidates generated through beam search from our
encoder–decoder model

For all experiments, we report the exact match
(sexact), GLEU score (sGLEU), and the proposed
relative edit distance (sedit).

3.7 Error Types
To characterize situations where sedit(p, g; i) is nei-
ther 0 nor 1, we categorize errors based on the
operations that would turn p into g, i.e., by the
relative errors introduced in the prediction. We
distinguish deletions, insertions, replacements, as
well as complex errors, where the latter indicates
any combination of the three former kinds of errors
in the same sentence. To determine such operations,
we invoke the difflib module in the PYTHON 3
standard library.

4 Results and Evaluation

Table 3 summarizes performance metrics and error
counts on the test set from different experiments.

4.1 Model Performance
Our supervised encoder–decoder model noticeably
outperforms all other approaches. However, the
rule-based baseline is more conservative and yields
only a single false positive generation for the con-
trol dataset without ellipses. The zero-shot results
of GPT-3.5 substantially fall behind both our super-
vised approach and the rule-based baseline.

Fig. 2 plots the results of our generative model
when considering the best resolution among k can-
didates generated through beam search. All scores,
including sexact, improve with increasing k, show-
ing that the correct resolution is regularly among
the top k candidates even if it is not the most likely
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Scores Matches Errors
sexact sedit sGLEU TP TN FP FN Ins. Del. Rep. Com.

Rule-based Baseline 0.701 0.771 0.965 198 615 1 227 11 36 50 21
Encoder–Decoder (mT5) 0.905 0.950 0.978 448 601 15 18 25 25 16 11
GPT 3.5 (Zero-Shot) 0.216 0.257 0.830 52 198 418 100 8 45 72 266
GPT 3.5 (Multiple Choice) 0.732 0.912 0.969 238 610 6 54 83 71 80 17
GPT 3.5 (Two-Step) 0.897 0.948 0.981 438 602 14 19 26 27 22 11

Table 3: Results on the held-out test set (543 sentences with ellipses, 616 controls). We report aggregate scores
and a breakdown of exact matches (True Positives and True Negatives) as well as different error conditions (False
Positives, False Negatives, Insertions, Deletions, Repetitions, and Complex Errors. Highest values for each score
and exact matches are highlighted in bold.

Example 1
Input Wirts- [REF] [REF] [REF], Umwelt- [REF] und bakteriellen

Virulenzfaktoren [REF]
(Host [REF] [REF] [REF], environmental [REF] and bacterial
virulence factors [REF].)

Encoder–Decoder Wirtsfaktoren [REF] [REF] [REF], Umweltfaktoren [REF] und
bakteriellen Virulenzfaktoren [REF]

TP ✓

Zero-Shot Wirts-faktoren, Umwelt-faktoren und bakteriellen Virulenzfaktoren Com. ✗

Example 2
Input 83,3% in ersterer Gruppe und 82,7% in letzterer

(83.3% in the former group and 82.7% in the latter.)
Encoder–Decoder 83,3% in ersterer Gruppe und 82,7% in letzterer TP ✓

Zero-Shot 83,3% in der ersten Gruppe und 82,7% in der letzten Gruppe FP ✗

Table 4: Examples for complex errors and false positives introduced by the zero-shot approach. We highlight the
omitted prefixes and suffixes in bold and underline incorrectly inserted characters. In Ex. 1, hyphenations are not
replaced and literature references, unrelated to the task, are removed. Although no ellipses are present in Ex. 2, the
model rephrases the sentence and simultaneously resolves an unrelated kind of ellipsis.

output according to the decoder. However, provid-
ing these options as examples to choose from to
GPT-3.5 is generally inferior to selecting the most
likely candidate, apart from a negligible improve-
ment in GLEU score for the two-step approach.

4.2 Error Analysis
The GPT-3.5 zero-shot approach often introduces
substantial undesired changes to the sentence struc-
ture: frequently, ECCNPs are indeed resolved, but
various other changes are encountered in the out-
put (see Table 4). However, we noted that many
changes introduced by GPT-3.5 are unrelated to
the task while keeping the overall semantics of the
input sentence.

The rule-based baseline and generative model
both reliably detect and resolve simple backward
ellipses with suspensive hyphens and common con-
junctions, e.g., “und” (and) or “oder” (or), as shown
in Table 5, Ex. 3. However, the rule-based baseline

fails to detect many ECCNPs with other commonly
used expressions or prepositions, e.g., “/” (slash),
“bzw.” (respectively), “vs.”, or “versus” as shown
in Table 5, Ex. 4.

The baseline is generally unreliable for long-
range dependencies (Table 5, Ex. 5) and forward
ellipses (Table 5, Ex. 6). Indeed, ten out of eleven
rules implemented by Aepli and Volk (2013) con-
cern backward ellipses and rely on the presence
of the part-of-speech tag TRUNC, which is not re-
liably detected by SPACY in expressions such as
“BRAF- und MEK-Mutation” (BRAF and MEK
mutation). It also does not apply to multi-token
noun phrases such as “Vitamin A” in “Vitamin A
und B” (Vitamins A and B). Generally, the base-
line produces almost no false positives, but many
replacement errors. This is particularly true for
complex ellipses (Table 5, Ex. 7), where multiple
rules apply simultaneously.

297



Example 3
Input chronischer Tabak- oder Alkoholabusus

(Chronic tobacco or alcohol abuse)
Ground Truth chronischer Tabakabusus oder Alkoholabusus
Rule-Based chronischer Tabakabusus oder Alkoholabusus TP ✓

Encoder–Decoder chronischer Tabakabusus oder Alkoholabusus TP ✓

Example 4
Input Zangen- versus Schlingenabtragung kleiner Polypen

(Forceps versus snare ablation of small polyps)
Ground Truth Zangenabtragung versus Schlingenabtragung kleiner Polypen
Rule-Based Zangen- versus Schlingenabtragung kleiner Polypen FN ✗

Encoder–Decoder Zangenabtragung versus Schlingenabtragung kleiner Polypen TP ✓

Example 5
Input Plattenepithel- sowie für die Mehrzahl der Adenokarzinome

(Squamous cell carcinomas and the majority of adenocarcinomas)
Ground Truth Plattenepithelkarzinome sowie für die Mehrzahl der Adenokarzinome
Rule-Based Plattenepithelzahl sowie für die Mehrzahl der Adenokarzinome Repl. ✗

Encoder–Decoder Plattenepithelkarzinome sowie für die Mehrzahl der Adenokarzinome TP ✓

Example 6
Input Stomaprolaps, Stomaretraktion, -stenose

(Stoma prolapse, stoma retraction, stoma stenosis)
Ground Truth Stomaprolaps, Stomaretraktion, Stomastenose
Rule-Based Stomaprolaps, Stomaretraktion, -stenose FN ✗

Encoder–Decoder Stomaprolaps, Stomaretraktion, Stomarestenose Ins. ✗

Best of Top 5 Stomaprolaps, Stomaretraktion, Stomatstenose Ins. ✗

Example 7
Input Stadium IIA- und -IIB-Seminom

(Stage IIA and IIB seminoma)
Ground Truth Stadium IIA-Seminom und Stadium IIB-Seminom
Rule-Based Stadium IIA-seminom und IiaIIBIiaSeminom Repl. ✗

Encoder–Decoder Stadium IIA-Seminom und Stadium IIB-Seminom TP ✓

Example 8
Input Die bildgebenden Verfahren CT, MRT oder FDG-PET-CT

(The imaging techniques CT, MRI or FDG-PET-CT)
Ground Truth Die bildgebenden Verfahren CT, MRT oder FDG-PET-CT
Rule-Based Die bildgebenden Verfahren CT, MRT oder FDG-PET-CT TN ✓

Encoder–Decoder Die bildgebenden Verfahren CT-CT, MRT-CT oder FDG-PET-CT FP ✗

Best of Top 5 Die bildgebenden Verfahren CT, MRT oder FDG-PET-CT TP ✓

Table 5: Examples of ECCNPs and their resolutions by the rule-based baseline (Aepli and Volk, 2013) and the
generative encoder–decoder model with the respective error types. When the generative model’s top 1 prediction is
incorrect (Ex. 6 and 8), we also provide the best answer from the top 5 outputs generated through beam search.

In contrast to the baseline, the generative
encoder–decoder model does occasionally produce
false positives, in particular in the presence of ab-
breviations, non-suspensive hyphens, and minus
signs (Table 5, Ex. 8). However, it is usually robust
when no hyphen is present (as in the case of “Vi-
tamin A und B”). In many cases, an exact match

or more adequate resolution is among the top k
candidates, as seen in Table 5, Ex. 6 and 8. The for-
mer example illustrates a common error scenario,
where the generated output differs from the ground
truth by very few characters, which hardly affects
sedit and sGLEU.
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5 Discussion

In the following, we further discuss our findings
and potential alternative experimental designs.

5.1 Prompt Engineering

Deriving a prompt that would yield the best possi-
ble performance from a model like GPT-3.5 posed
a substantial challenge (Reynolds and McDonell,
2021; Jimenez Gutierrez et al., 2022; Madaan et al.,
2022). While the LLM appears to be able to follow
the basic instructions for the task rather easily (in-
dependently of how the problem is framed), small
changes in the prompt can drastically affect the
performance when evaluated on the entire test set.
This is particularly apparent in the zero-shot set-
ting, where the in-context examples shown to the
model have a substantial influence.

Our prompt engineering process was highly ex-
perimental. We evaluated our prompts on a compa-
rable small subset of samples and chose the best-
performing ones with minor variations. Further-
more, only a few prompts were evaluated on the
entire dataset. As a result, we believe that there
is room for improvement by using more elaborate
approaches for prompt engineering.

5.2 Different Task Formulations

We notice that different translations of the task into
LLM prompts led to a large variability in perfor-
mance. Transforming the task into multiple-choice
questions yielded sensible results, despite not im-
proving over simply choosing the first answer de-
livered by the generative model. Simplifying the
task by highlighting the most likely answer in a
two-step approach increases the performance. It
may be worthwhile to apply more fine-grained post-
filtering operations and subdivide the task by ask-
ing the LLM for a binary decision on each gener-
ated output (an extension of the two-step approach).
However, the basis for this approach would still
be a well-performing generative model. It would
also increase the complexity of a simple end-to-
end model substantially. Overall, the results of our
attempts to integrate GPT-3.5 into the task have
to be considered preliminary. However, the low
zero-shot performance relative to carefully tuned
supervised models is not unique to our problem
(Jimenez Gutierrez et al., 2022; Yuan et al., 2023;
Bang et al., 2023; Hu et al., 2023), in particular for
languages other than English (Lai et al., 2023).

5.3 Impact on Downstream Tasks

Frequently, both the encoder–decoder and the zero-
shot approach fail in subtle ways. Often only a
single character or punctuation mark is incorrect in
the predicted string (e.g., see Ex. 6 in Table 5). In
our evaluation, this is counted as a complete mis-
match in the exact matching score. While the zero-
shot approach often fails spectacularly, it some-
times merely removes redundant information (e.g.,
inline literature references), performs additional
tasks (such as abbreviation expansion), or applies
semantically equivalent rewritings of the text, as
shown in Table 4. While all of these operations
are at odds with the specific task at hand and merit
a reduction of the evaluation scores, they may be
irrelevant for some downstream tasks, such as se-
mantic indexing with document-level predictions.

6 Conclusion and Future Work

In this work, we have presented a novel dataset and
an end-to-end approach for the task of resolving
ECCNPs in German medical text. A supervised
encoder–decoder approach yields strong results on
this task, substantially outperforming prior work,
which was rule-based. While the general-purpose
model mT5 worked well in our initial experiments,
a systematic evaluation and hyperparameter opti-
mization for other architectures and checkpoints
from the increasingly large pool of text generation
models may yield further improvements, e.g. the
evaluation of larger versions of mT5 (Large, XL,
or XXL) with our pipeline.

Although the initial zero-shot results with GPT-
3.5 were rather disappointing, they could poten-
tially be improved using more capable LLMs – at
the time of this writing, access to the most recent
release by OpenAI (GPT-4) was still in a restricted
rollout phase with a waiting list. Such models
might also benefit from fine-tuning on labeled ex-
amples. Further investigation of the root causes for
low exact match scores might also help in designing
more appropriate prompts and choosing examples
for in-context learning. Additionally, we plan to
investigate different ways to choose from the top k
generated outputs of our encoder–decoder model,
e.g., by framing it as a supervised multiple-choice
or natural language inference problem.

In an earlier study, we have shown that a modern,
BERT-based NER model was remarkably robust
in the presence of coordination ellipses (Borchert
et al., 2022). However, other prior work suggests
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that the resolution of ECCNPs would still bene-
fit downstream tasks like entity linking. We plan
to systematically assess the impact of resolving
ECCNPs in German text for such tasks in future
work to determine the broad applicability of our ap-
proach. Considering the simplicity of the encoder–
decoder model, it can be easily integrated into clin-
ical NLP pipelines, which are increasingly becom-
ing available for the German language and medical
domains, in particular oncology, cardiology, and
nephrology.

Limitations

One limitation of this study is a potential lack of
reproducibility for some experiments due to the em-
ployment of the proprietary GPT 3.5 LLM. In the
future, this could be addressed by deploying and
versioning open-source LLMs with similar capaci-
ties locally. We acknowledge a potential bias in our
dataset, as only a quarter of the full corpus was man-
ually reviewed based on existing annotations, i.e.,
three-quarters of GGPONC 2.0 were excluded from
our analysis so far. Therefore, the matched dataset
of controls will likely overrepresent the prevalence
of ECCNPs, while not adequately representing the
full spectrum of hard negative cases. However, we
considered a manual review of the full corpus as un-
necessary due to the very low number of ECCNPs
expected in the remaining documents. Further, we
note that also other kinds of coordination ellipses
(omitted adjectives or verbs) besides ECCNPs may
be relevant for downstream information extraction
tasks. Although preliminary annotations for these
exist in GGPONC 2.0, we excluded them from our
analysis, as annotations were not comprehensive,
and their resolution is often more ambiguous than
elliptical compounds.

Ethics Statement

We have used clinical guidelines as a foundation
for this study because they are not related to indi-
vidual patients and preclude any potential risk of
harm or violation of privacy. They do not contain
any personal health information (PHI) or person-
ally identifiable information (PII) whilst containing
specific German biomedical terms. We acknowl-
edge that reproducing the experiments using other
genres of clinical text from a patient context may
pose ethical challenges. For example, consider
the medical reports contained in the history of kid-
ney transplant patients or cancer patients. Such

medical reports contain very sensitive information
over months and years of medical treatment of in-
dividual patients, but also expose information rel-
evant to family members at risk. Medical reports
from historic patient cases might be of great benefit
for developing clinical prediction models. How-
ever, sending such sensitive data containing PHI
or PII to a third-party service provider (like Ope-
nAI) might lead to the exposure of personal data,
privacy breaches, and ethical protocol violations.
As a result, we recommend the use of open-source
LLMs, which can also be deployed on-premise.
Such solutions mitigate these risks and address eth-
ical concerns, but also enhance reproducibility.
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A GPT-3.5 Prompts

In the following, we provide examples to illustrate
the prompts used in our experiments with GPT-3.5.
We use the following sentence from our dataset as
a running example:

Input: Bei HIV-/HCV-Positivität sollte das weit-
ere diagnostische und therapeutische Management
an einem spezialisierten Zentrum in interdiszi-
plinärer Zusammenarbeit mit Infektio- und/oder
Gastroenterologen erfolgen.

Ground Truth: Bei HIV-Positivität/HCV-
Positivität sollte das weitere diagnostische
und therapeutische Management an einem
spezialisierten Zentrum in interdisziplinärer
Zusammenarbeit mit Infektiologen und/oder
Gastroenterologen erfolgen.

English translation: In the case of HIV positiv-
ity/HCV positivity, further diagnostic and therapeu-
tic management should take place at a specialised
centre in interdisciplinary cooperation with in-
fectiologists and/or gastroenterologists.

A.1 Zero-Shot

Prompt: »Ich werde dir im Folgenden einen Satz
zeigen, welcher sogenannte Koordinationsellipsen
enthält. Du sollst sie finden und auflösen.

Ein Beispiel: ‘Dieser Unterschied zeigte sich
sowohl im Stadium I/II als auch im Stadium III
[REF].’

Deine Antwort: ‘Dieser Unterschied zeigte sich
sowohl im Stadium I/Stadium II als auch im Sta-
dium III [REF].’.

Ein weiteres Beispiel: ‘Ziel ist eine möglichst
genaue Beschreibung der Tumormerkmale
und –ausdehnung um eine optimale an das
Erkrankungsstadium angepasste Therapie zu
ermöglichen.’

Deine Antwort: ‘Ziel ist eine möglichst genaue
Beschreibung der Tumormerkmale und Tumoraus-
dehnung um eine optimale an das Erkrankungssta-
dium angepasste Therapie zu ermöglichen.’

Ein weiteres Beispiel: ‘Eine Metaanalyse von
16 randomisierten Studien mit BRAF- oder/und
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MEK-Inhibitoren bestätigt die Überlegenheit der
Kombinationstherapie [REF].’

Deine Antwort: ‘Eine Metaanalyse von 16
randomisierten Studien mit BRAF-Inhibtoren
oder/und MEK-Inhibitoren bestätigt die Überlegen-
heit der Kombinationstherapie [REF].’

Ein letztes Beispiel: ‘Das Erkrankungs- und Ster-
berisiko ist jedoch deutlich unterschiedlich.’

Deine Antwort: ‘Das Erkrankungsrisiko und
Sterberisiko ist jedoch deutlich unterschiedlich.’
Wenn ich dir gleich mein Beispiel gebe, antworte
nur mit dem korrigierten Satz und keiner Erk-
lärung.

Korrigiere bitte folgenden Satz: ‘Bei HIV-/HCV-
Positivität sollte das weitere diagnostische und ther-
apeutische Management an einem spezialisierten
Zentrum in interdisziplinärer Zusammenarbeit mit
Infektio- und/oder Gastroenterologen erfolgen.’ «

Result: »Bei HIV- und HCV-Positivität sollte das
weitere diagnostische und therapeutische Manage-
ment an einem spezialisierten Zentrum in inter-
disziplinärer Zusammenarbeit mit Infektiologen
und/oder Gastroenterologen erfolgen.«

English Translation of Prompt Template: »I
will show you a sentence that contains so-called
coordination ellipses. You are supposed to find
them and resolve them.

Example: [...]
Your answer: [...]
Another example: [...]
Your answer: [...]
Another example: [...]
Your answer: [...]
One last example: [...]
Your answer: [...]

When I provide you with my example, please only
respond with the corrected sentence without any
explanation.

Please correct the following sentence: [...] «

A.2 Multiple Choice

Prompt: »Dir wird im Folgenden ein Satz
gezeigt, welcher sogenannte Koordinationsellipsen
enthält. Das Ziel ist es diese zu aufzulösen.

Ein Beispiel wäre ‘Ibrutinib, ein Inhibitor der
Bruton-Tyrosinkinase (BTK), ist in Deutschland als
Erstlinien- und Rezidivtherapie in der CLL zuge-
lassen.’

Die richtige Auflösung wäre ‘Ibrutinib, ein In-
hibitor der Bruton-Tyrosinkinase (BTK), ist in

Deutschland als Erstlinientherapie und Rezidivther-
apie in der CLL zugelassen.’

Dir werden zu den Beispielen Antwort-
möglichkeiten gegeben und du sollst dann
entscheiden, welche dieser Optionen die Koordina-
tionsellipsen korrekt auflöst.

Der originale Satz: ‘Bei HIV-/HCV-Positivität
sollte das weitere diagnostische und therapeutische
Management an einem spezialisierten Zentrum in
interdisziplinärer Zusammenarbeit mit Infektio-
und/oder Gastroenterologen erfolgen.’

Deine Antwortmöglichkeiten:
1) ‘Bei HIV-Positivität/HCV-Positivität sollte
das weitere diagnostische und therapeutische
Management an einem spezialisierten Zentrum in
interdisziplinärer Zusammenarbeit mit Infektioolo-
gen und/oder Gastroenterologen erfolgen.’
2) ‘Bei HIV-Positivität/HCV-Positivität sollte
das weitere diagnostische und therapeutische
Management an einem spezialisierten Zentrum in
interdisziplinärer Zusammenarbeit mit Infektiolo-
gen und/oder Gastroenterologen erfolgen.’
3) ‘Bei HIV-Positivität/HCV-Positivität sollte
das weitere diagnostische und therapeutische
Management an einem spezialisierten Zentrum in
interdisziplinärer Zusammenarbeit mit Infektiolo-
gos und/oder Gastroenterologen erfolgen.’
4) ‘Bei HIV-/HCV-Positivität sollte das weitere
diagnostische und therapeutische Management an
einem spezialisierten Zentrum in interdisziplinärer
Zusammenarbeit mit Infektioologen und/oder
Gastroenterologen erfolgen.’
5) ‘Bei HIV-positivität/HCV-Positivität sollte
das weitere diagnostische und therapeutische
Management an einem spezialisierten Zentrum in
interdisziplinärer Zusammenarbeit mit Infektioolo-
gen und/oder Gastroenterologen erfolgen.’

Welche Antwort ist die richtige? Antworte
nur mit der Zahl und keiner Erklärung «

Answer: »2«

Prediction: Bei HIV-Positivität/HCV-Positivität
sollte das weitere diagnostische und therapeutische
Management an einem spezialisierten Zentrum in
interdisziplinärer Zusammenarbeit mit Infektiolo-
gen und/oder Gastroenterologen erfolgen.

English Translation of Prompt Template: »You
will be shown a sentence that contains so-called
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coordination ellipses. The goal is to resolve them.
An example would be: [...] The correct resolu-

tion would be: [...]
For the examples given, you will be provided

with response options, and you should then decide
which of these options correctly resolves the
coordination ellipses.

The original sentence: [...]

Your response options:
1) [...]
2) [...]
3) [...]
4) [...]
5) [...] «

A.3 Two-Step

A.3.1 Example 1
Prompt 1: »Sie haben ein Modell entwickelt,
das Koordinationsellipsen in Sätzen erkennt
und auflöst. Das Modell gibt fünf verschiedene
Versionen des ursprünglichen Satzes zurück,
wobei die erste Version die wahrscheinlichste ist.
Bitte lesen Sie sich die erste Version des Satzes
sorgfältig durch und entscheiden Sie, ob diese
Version korrekt ist und den ursprünglichen Satz
mit aufgelösten Koordinationsellipsen wiedergibt.
Bitte antworten Sie mir nur ‘Ja’ oder ‘Nein’ und
keiner Erklärung!

Ursprünglicher Satz: ‘Bei HIV-/HCV-Positivität
sollte das weitere diagnostische und therapeutische
Management an einem spezialisierten Zentrum in
interdisziplinärer Zusammenarbeit mit Infektio-
und/oder Gastroenterologen erfolgen.’

Erste Version: ‘Bei HIV-Positivität/HCV-
Positivität sollte das weitere diagnostische
und therapeutische Management an einem
spezialisierten Zentrum in interdisziplinärer
Zusammenarbeit mit Infektioologen und/oder
Gastroenterologen erfolgen.’«

Answer: »Ja.«

Result: Bei HIV-Positivität/HCV-Positivität
sollte das weitere diagnostische und thera-
peutische Management an einem spezialisierten
Zentrum in interdisziplinärer Zusammenarbeit
mit Infektioologen und/oder Gastroenterologen
erfolgen.

English Translation of Prompt Template:
»You have developed a model that recognizes
and resolves coordination ellipses in sentences.
The model provides five different versions of the
original sentence, with the first version being the
most probable. Please carefully read the first
version of the sentence and decide whether this
version is correct and represents the original
sentence with resolved coordination ellipses.
Please respond with either ’Yes’ or ’No’ without
any explanation.

Original sentence: [...]

First version: [...]«

A.3.2 Example 2
In the following example, the two-step approach
proceeds to the second step by not accepting the
suggested input.

Input: Die Tumoren werden mittels Kryoson-
den auf -60 °C bis -70 °C gekühlt, wodurch über
die Herausbildung einer Koagulationsnekrose und
Apoptose eine komplette Zell-, Gewebe- und damit
Tumorzerstörung erreicht werden soll.

Ground Truth: Die Tumoren werden mittels
Kryosonden auf -60 °C bis -70 °C gekühlt,
wodurch über die Herausbildung einer Koag-
ulationsnekrose und Apoptose eine komplette
Zellzerstörung, Gewebezerstörung und damit Tu-
morzerstörung erreicht werden soll.

English Translation: Tumors are cooled to -60
°C to -70 °C using cryoprobes, which is expected to
result in complete cell destruction, tissue destruc-
tion, and thus tumor destruction via the develop-
ment of coagulation necrosis and apoptosis.

Prompt 1: »Sie haben ein Modell entwickelt,
das Koordinationsellipsen in Sätzen erkennt
und auflöst. Das Modell gibt fünf verschiedene
Versionen des ursprünglichen Satzes zurück,
wobei die erste Version die wahrscheinlichste ist.
Bitte lesen Sie sich die erste Version des Satzes
sorgfältig durch und entscheiden Sie, ob diese
Version korrekt ist und den ursprünglichen Satz
mit aufgelösten Koordinationsellipsen wiedergibt.
Bitte antworten Sie mir nur ‘Ja’ oder ‘Nein’ und
keiner Erklärung!

Ursprünglicher Satz: ‘Die Tumoren werden
mittels Kryosonden auf -60 °C bis -70 °C gekühlt,
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wodurch über die Herausbildung einer Koagula-
tionsnekrose und Apoptose eine komplette Zell-,
Gewebe- und damit Tumorzerstörung erreicht
werden soll.’

Erste Version: ‘Die Tumoren werden mit-
tels Kryosonden auf -60 °C bis -70 °C gekühlt,
wodurch über die Herausbildung einer Koagulation-
snekrose und Apoptose eine komplette Zellstörung,
Gewebestörung und damit Tumorzerstörung
erreicht werden soll.’«

Answer: »Nein.«

Prompt 2: »Sie haben entschieden, dass die
erste Version des Satzes, die vom Modell als die
wahrscheinlichste ausgewählt wurde, nicht korrekt
ist und den ursprünglichen Satz mit aufgelösten
Koordinationsellipsen nicht vollständig wiedergibt.
Das Modell gibt vier weitere Versionen des Satzes
zurück, die als die nächst wahrscheinlichsten
Versionen ausgewählt wurden. Bitte lesen Sie sich
diese vier Versionen sorgfältig durch und wählen
Sie die Version aus, die Ihrer Meinung nach am
besten den ursprünglichen Satz mit aufgelösten
Koordinationsellipsen wiedergibt.

2) ‘Die Tumoren werden mittels Kryoson-
den auf -60 °C bis -70 °C gekühlt, wodurch über
die Herausbildung einer Koagulationsnekrose
und Apoptose eine komplette Zellzerstörung,
Gewebestörung und damit Tumorzerstörung
erreicht werden soll.’
3) ‘Die Tumoren werden mittels Kryosonden
auf -60 °C bis -70 °C gekühlt, wodurch über
die Herausbildung einer Koagulationsnekrose
und Apoptose eine komplette Zellzerstörung,
Gewebezerstörung und damit Tumorzerstörung
erreicht werden soll.’
4) ‘Die Tumoren werden mittels Kryosonden
auf -60 °C bis -70 °C gekühlt, wodurch über
die Herausbildung einer Koagulationsnekrose
und Apoptose eine komplette Zellversorgung,
Gewebestörung und damit Tumorzerstörung
erreicht werden soll.’
5) ‘Die Tumoren werden mittels Kryosonden
auf -60 °C bis -70 °C gekühlt, wodurch über
die Herausbildung einer Koagulationsnekrose
und Apoptose eine komplette Zellzerstörung,
Gewebeerstörung und damit Tumorzerstörung
erreicht werden soll.’

Bitte antworten Sie nur mit der richtigen
Nummer und ohne Erklärung.«

Answer: »3«

Result: Die Tumoren werden mittels Kryoson-
den auf -60 °C bis -70 °C gekühlt, wodurch über
die Herausbildung einer Koagulationsnekrose und
Apoptose eine komplette Zellzerstörung, Gewe-
bezerstörung und damit Tumorzerstörung erreicht
werden soll.

English Translation of Prompt Template 1:
»You have developed a model that recognizes
and resolves coordination ellipses in sentences.
The model provides five different versions of the
original sentence, with the first version being the
most probable. Please carefully read the first
version of the sentence and decide whether this
version is correct and represents the original
sentence with resolved coordination ellipses.
Please respond with either ’Yes’ or ’No’ without
any explanation.

Original sentence: [...]

First version: [...]«

Answer: »No.«

English Translation of Prompt Template 2:
»You have determined that the first version of the
sentence, which was selected by the model as
the most probable, is not correct and does not
fully represent the original sentence with resolved
coordination ellipses. The model provides four
additional versions of the sentence, which were
selected as the next most probable versions. Please
carefully read through these four versions and
select the version that you believe best represents
the original sentence with resolved coordination
ellipses.

2) [...]
3) [...]
4) [...]
5) [...]

Please respond with only the correct number and
no explanation.«
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