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ChatGPTRANEE ML B3, FBER T FH AR AT, iR s 7E 22k
B N ATHRF . REOpenAlH £ /AT ChatGPTHI AR KL, H—YL 8RN TIEE
VRO AT IR R B BT F S I T ChatGPTHIMERE - SRTT, RUE i LLfEi T fF Bt 4y
M _E R H 5 Chat GPTH IR TERE, (HAESLPRAVEIRE MM FE SN £, ENHRAR
WChatGPT « N T BT Chat GPTEEGPTAINERE, Tl 155 Tn = HEAAY (i)l 2k 1
FTEEIRNBIIFER o A SRS Nk B AR R I S5 A BE DA SRR BB M) A7 15108, B R As
M ET TR B SRR DL A B R, RN B R IR RS T SR R A
T GEIEHAT T 90T, SRIEXT X A 8 2 BRI A P 4 2870 33847 T mIBR, &
Ko IX LE AL JH T 5 ST T AR

g EERTIEOE  FEEEIAIE
1 5§

M20227F11 H JiE, 3£ EOpenAlA 7] # HChatGPTYE , KiEF M (Large Language
Model, THFLLM) 7E22ARFF T FH T T 2250 - ChatGPTH] LUE 3 % 18 B 7 20 58 B
ARESS, FIERE AR . BEIERIE . HEWRE, RS H e H AL R, LRI
W ZERXER S B S, X FE N E SR BT AR KRR TR A T,
It Chat GPTIRETE 2 BRYLE A H 8, FAET /R T AL E RS S - OpenAIAFIH R A
FFChatGPTIIFIA B2, (AR ]17EInstructGPT (Ouyang et al., 2022103 H$E2|, A DLl
—NEEEFEA, 4545 AEXFF (Human Alignment) Yl ZRF BT ERFE A K18 2 52
FFEAESS o [ Instruct GPTH BRI TTE, FLen)—5% TAEFE IR A (Nijkamp et
al., 2023b; Touvron et al., 2023) F—EFEEE I T ChatGPTHIERE (Sun et al., 2023; Taori et
al., 2023) - A FITR B ERER AR LR IE L, REIAEX LR\ — L0 Rl H
5ChatGPTHLIFIMERE, (ENERE IEFGE T, EA19A X ChatGPT, HE2HTHZE
B EEAChatGPT, ARG T AERIPEMERE - 7 T REW B INEEA Chat GPT /1 22 GP T4
e, BT EA R BRI BT EIR ARIBISY (Gudibande et al., 2023) -

NTHI—DHFREEER, RN ELEFEREWINGEIE, TRIP AT
T A R AN R TN ZR AL B 7 K/ 5 48 B B9 I 2R 2088 K/ - WGPT-2(Radford et al.,
2019)FPaLM2(Anil et al., 2023), fAFR/NHGK T 20005, 1H2FIZRMETE = RK/NE K
T450f% - Ft, FIZEEIN BRI K E ERE) . R1FHZH| T JLAH BEAR AN I ZRET 77 22 1Y)
THRBE - BR 7T RESRHIT B4 200, Tl TR AN [R] Y R R AT ) W 28 R, %t
AP JREAR A B BRI AT VTGN

2 FIgREHE
FIE AR EE, HEAIETINGEEN)IZra0EM, BEEX )AL BLE, 8UE
MR ERIMRENEERE . N TEREER)IGTS, TGRS —EBRE LiRE T H
RE TR o Kaplan® A (2020)8 50 & B, 4R3I FId FE i, BT KNS R B2 1k
s

"https://chat.openai.com

B R R A R RS, BT, WK, P, 2023683 %50
B2 WA
(c) 2023 RIS BELHHIET S LERL 1
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R Y% Token®t T HEBTHR VlERINES
GPT3 (Brown et al., 2020) 300B 100005KV100 14K
GLM-130B (Zeng et al., 2023) 450B 9925KA100 60K
LLaMA-65B (Touvron et al., 2023) 1.4T 20485KA100 21K
MPT-7B (Team, 2023) 1T 4405KA100 10K

Table 1: ZEEETIIIGR BR T K
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Figure 1: 3G AITIZRER R/ N U E AT B FI ZRE8cE K/

EFN GBI P RBA R, XHEGPT-3(Brown et al., 2020) /)2 /5 [ Chat GP T I AU 18 5
fith - Hoffmann% A (2022)i#47 7 R LUMIRT, KMEAENTTERSEET, IFENEIEEM
AT Kaplan® ATIITHOEE L, FHET UYL T M EEHE IF A Chichillaf& R o AREEH MEFE A
F, BALRITUNGEIR AR, HXTH A E R0 -

2.1 THYIGREIE IR IR

TINZRETE RO Bk RENE R Z 1% - ARPDRIFRERMEEE AR E-, A
7 A& = DL AR B E A T 20, #hFEA R R IR 5 7] LR IF g A T i S it 512 10
P (Longpre et al., 2023) - HAl, KIETIIZREREZRIET IR H FISCRE R, -

HEMIERNANRGEELHMWEE X, HETEENEFR - RI\EAIAFICEO Eric
SchmidtFiit, A H B M EIEEE 5145000 PB?. T EEEXKBETHAEBRZIER 4
ZE, R AR BGX — 5 2 — T E R RPkGY - 3228 T BB € i i Common Crawl 3
FFRE, 5T N 51 AT LABE {580 MAc 6 X 28 m R SHE . - Reoks 0 B8 A TR AL 3 B - Common
Crawl2 — T UM 48 T8 R B IR A6 FE R FF R H . EIRBUOHRTE T B 20134 LR A 5X
WA & B, TR AR REE T — iR - JEEL . Z2TES M ITEdESE - Common
Crawl?] HBNCBCEEA B ECM EAVEER, JERAREIERZIE, B — B AR S —E 5
BIRE, AFEEE A BURLLL AN AR ERIEANEE - B— P E 5 K7 E1.5 Billon 3L
B, B VLIS R] B A ELER R A EET B AR A R

Common Crawl HUIEHEEH L& ERFRFEEEZFMASERE A, HIEZX R S35
MA SR EUE & AL ERERME . Fitk, ZaipJLh TIESS ANE Z A EEdE, =5
BN 48 8 POk BB AT 8 S o BN, 7EBrownSE A (2020)38F], Bk T il ECommon
CrawlfJEHE SN, MBATRIFEZIN T & it & B P AR 5 DL EEE H R 4E - PileiB Bl (Gao et al.,
2021)F% T Common Crawliit & FIEIE S, BUCEE T Rram211ul S EE, H P a3 KR8
M PubMed ~ Arxiv, fAHSHLZE-&Github, ZRFESCHF & Stack Exchange, TiAb K 5541k
£ BookCorpus 2~ Books3 LS HAMAE % & L & EE S - 1HiE (Yuan et al., 2021)[FFEHIRH

“https://www.easytechjunkie.com/how-big-is-the-internet.htm
3https://commoncrawl . org/

Ho TP E G S RS, BIT-HI5T0, MA/REE, IE, 202348 A3HE5H
52: WILRA
(c) 2023 FEPfERBELTHEFT ¥ LWERAL 2
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Corpus =
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4@ _E
132,145, 66,79, 12,56,

Figure 2: THYIZREHE L BIRAEE 7R (Zhao et al., 2023)

TRBIOMGER, SHERRGE EEBMEHGEN, #ERFTFHOF101 1M
.

BEAh, Gt BT ST, Pile(Gao et al., 20211 b B8 i BT HOBCIRSE 70T VRS
P, RS — R TIEBA FERIER A APles & Pile CC, LI 4 BRI )

IFIR], - [ETRSS A0 AER 43 BRI (B] 8N B Common CrawliBR},  DARIEREHS ) i 8 5 I R0 -

2.2 FYIZRERE B b B

—RME, AR B R E AR ER AN - —JH, X —REE LIHTMLARE
HATE—E, —MPORESEUTCERS GNP RREESCRER; H—J7m, WilZ5EdE+
FERFEAMERESR, HREER, MEEEULHEARDINES, HINEE BRIERNE
B, X—REBRNGWNIEEGE - HEIEREI AN TES RIS T1E S ERESH¥] -
L, H BT ERREE 2 IR B M S E R T A0 B, DUEERRAL AT LUBE f i 2 5] KR =
BB 9347 -

WmER2FR, TIGREER AR FZ S HUE S REifk, BaREE, RAEEMER
53CREATT - tnFREEIRIE R AMIER, AFEN MG BETRN, RERIAER
A TR SR B RREE « Dt BR TR — 22 TS B L BRX Common CrawlfIfE 8.
FEATHECZ AP, Common Crawlds 5 [FIFEFE L T 40 URH WETHE AR - ELETUI SRR
WAET, MBRFEFAE B AT LU RTE SR M ERRS AL, SURTATTIU R SUARER L token, LMER
FONSRETE R o TR JoT & 07 e 5 B0 25 FRE N 282 T B Rk A TTOJI R BT g v 5 1
}B/T%U\ﬁ’ﬁ%ﬂ[ﬁ]%@éﬁﬂﬁﬁﬁllﬁo A FEENMAEIRERERESEIE LR, DX ERERL
BT -

2.2.1 BRI

TRNZRE R B i & B R R RE SHRAIRITERE, T T80 /Y e & 0 e B 4 < R 2T
B HRARIMERE . BRI ERPIGEIR AR R 2k RE &, 251 g 2l
G RIBBITE -

MR %, Hoffa A0 77 208 URLs &R - (Bl THIEEL TR, &A1&
A RTURLE TR, EHBTS AR IR T 2 B s LRI T E DR R 26 [R5

BAERHN S IETTVE - At —HR B A =N, B O3 AT % - CARISRA 13X
M7, BT REB AN R, EEMERITEIHE LA SSRNERE, RIEARA
THFRMIBR SO, WERSFERIEG], WERT A “javascript” FHERIEESE (Raffel et al., 2020) -
X — RO RN & AT DA% ) — SN R A DL RiER), BEE SR E RS &
LRI . R TR EEMEEIE, FEMassiveText BB FEF, AR AGIRHELTHE
AFlgramFIEE M (Rae et al., 2021), LRGeS 7] 1Y i 128 12 (B R e 2 2 1R )R -

A TR BT % - Z R TIEEE SR BRI, FIangds+ A Ar5a A
RAFeR, EEZRAESE, HEARALEE, BLZAREEIEEZIR A THTMLIERR,
HlLes B shE B AR 7L PR fLAS IS - 9 T e s xX 3 IR . FImA OISR T
ER G IAE TR IR SR E - i, GPT-3#id Wiki% = i 2R R %5 T — 1 H#
B9 RER, il o RN EIRHTIR L, LLaMASE TAEZR T — P KenLMP)/ N GETHIE S
RRAL, FH DGR 2 H RS0

2.2.2 HUEXH
TEMTIEIET, BRI TFEEREE, Lee® A (2022) F Kl T n-gram% & MinHash ) 77 =

Ho TP E G S RS, BIT-HI5T0, MA/REE, IE, 202348 A3HE5H
52: WILRA
(c) 2023 FEPfERBELTHEFT ¥ LWERAL 3
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i Large-scale language model pretraining
Training on code

l_ GPT-3 Initial _l Instruction tuning

GPT-3 Series Codex Initial InstructGPT Initial

l LM + code training then instruction tuning

GPT-3.5 Series l Supervised instruction tuning

RLHF l_ _l RLHF

Figure 3: £f7%(2022)% NEH ) Open AT AL F (4 &

SRR R, IR R T LI A AL HornandesZE A (2022)45 R
DISRECR R AR LO% R SRR, H S BRI EA00MBECR RO 22
UM E T —1200MSE &R - BRIt Z S, PaLMIEZY (Chowdhery et al., 2022)t7E 183
PRBNTEFEAE LR A T RE LA RIS i MR RE . REBIBEEEH O AR T &R
HIPRE—3R(Zhang et al., 2022; Zeng et al., 2023; Scao et al., 2022; Touvron et al., 2023), {H
WA 5 R E Y B EE IR A 23R F P fe g AR E A A, ET518 3 (Raffel et
al., 2020)F, 1EEZA T EEFHEE, BEANEREFEZIFEINTENRE, FdEHT
VEE AR 2 i 2R g 2 2840, EALE 6 58 SR B HEAR —2 . Muennighoff%
AN(2023)7E9BZ 2 & 1) 1E SR _Eiht T HEE BRI SR R, il 2R EE s R E
FEARCAN, Bt LS IRALE M REIE - L5 EFnd, BUREENBAE NEE T2 IR
|, HUREEEEFITEARAN, FFIGR A PR % E# A S -

2.3 REHIEHNTIA

R RIE S RN TR RERZIF AT, XTI SRR A+ 4 B
% - OpenAlfJCodeX (Chen et al., 2021)8% A& KR 5 AR ZR A - HRIE R %
N (2022)FIMER , BIAAHS, H150penAIRIGPT RIEFE T HAMREZRE - Nt B EiiL%
B EE BB A IE SO AMERE, (HE TibE SRR A s RS A 5 th 2 — R H EEN
FetE, BZO7 IR M T — MO KR S SE i R A A B O, RmR RS AR I A2
FIZR IR EH L Z

TEZ AT ALY ZR A, R EE R B B MR B (Touvron et al., 2023; Nijkamp et
al., 2023b), fbATES RAE RS SCHRR BEFEAT T £ 8, (HSEhR TR F AN A ES
RIBEIREPHEAEFETERNEL R N7 B AREETE, LA (2023) X, XF
A BR3P DUE IR B i st 22 S (RIS PR S BE D 5 R0R - B, Eifak T —#F
S HIGithubH BOEE , HXFH M E S #1704, 403 T Jupyter Notebook, HFHEHERFE ARIE
TR RS, B R B E S M TR RS RS LRSS R T EERE . #—F
#1, Gunasekarf A (2023)INHRFR ARG R TCH BARRAT, MilRRE, — M FrRiEEdESE
ROZAETEW « TALE) ~ BRAERFCPEER - B, AT The StackEIEE (Kocetkov et
al., 2022)#17T T8, FIERAChatGPTAER T —Eh%dE, FEAEEHRINE LM -

2.4 PIXHNIGREGEE

REZR EHH D TIEFIR T ER > 3CEER, #l20Wudao (Yuan et al., 2021)~ Yuan
LOT (Wu et al., 2021), {EXEDEIE—HEENSEANL, 7H— T HEHEMFEAL AL
DRI —MEREBCIF AR AT, IR B BUCE Z B SGE R . ZFIPilet®RIIE 4, Ffl]
WS AR SCHERRIEAT T 038, RSO N AEHERIR, 45 RNER20R -

FATR A SRR _EREAR AT THES AT, SRR3R, TATAI, BHREinik
BUH) R token N R1T, X T HETEEL ET tokenZl A FITRIILGR, o0 A2 HEZ - BRit

B R R A R RS, BT, WK, P, 2023683 %50
B2 WA
(c) 2023 RIS BELHHIET S LERL 4



HEEE

Al E3ER | PR SORS BRESHR SRR
Pile-CC https://commoncrawl.org/the- WuDao ~ CCH B 37

PubMed Central
Books3

OpenWebText2
ArXiv

Github

FreeLaw

Stack Exchange
USPTO Backgrounds
PubMed Abstracts
EuroParl

Gutenberg (PG-19)
OpenSubtitles
Wikipedia(en)

DM Mathematics
Ubuntu IRC
BookCorpus2
HackerNews
Youtube Subtitles
PhilPapers

NIH Grant Abstracts

Enron Emails

data/
https://pubmed.ncbi.nlm.nih.gov/
https://bibliotik.me

https://www.reddit.com/
https://arxiv.org/
https://github.com/
https://www.freelaw.in/

https:/ /stackexchange.com/
https://www.uspto.gov/

https://pubmed.ncbi.nlm.nih.gov/
https://www.statmt.org/europarl/
https://www.gutenberg.org/

https://www.opensubtitles.org/en
https://www.wikipedia.org/

https://github.com/deepmind/
mathematics_dataset
https://webchat.freenode.net/

https://www.smashwords.com/
https://news.ycombinator.com/
https://www.kaggle.com/datasets/
wadzim /youtube-subtitles

https://philpapers.org/

https://reporter.nih.gov/exporter/
abstracts
https://www.cs.cmu.edu/~enron/
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ZON, ST A R P SORTE SRR GR A — AR - H A AR R Do A
SCRFIRSCMANSCRF AL, FEINERS, BN LSRRI 0E 2N, 3T i SCEUE R 2 E B
5o FICEIRP R S EARR TR A A R, PR, TR EE AETEAN
G N it P

HR Token# &

HIGEFR 0.8B
s 5B

KRN 120B
X AIZF 2008

e 100B
FIXCEM 9.5B
ERHANR 90B
e 64B
2RI 9.5B
Bt 598.8B

Table 3: H AR R BE R TokenZ EFERE 55T

2.5  FUZRIERL R BERY

HT RESEAEAINGMAER, STAEGFHFIZRER, R ARRSENEFITRE
WAl - Gopher(Rae et al., 2021)18 3 RA NG — 1 1.4BAH B8 F R B0 7 ORI AR 40
BAEN T RSB - 1R, BEEEIRBES P AWTIRA, 2 HIX EEE )%k
BRI SCR ST - B RERESEIREEZE, BEEIRYIZEEAE TR
AEERE S RETE (OpenWebText5C4) 7E1E & @RS EMEREFAERZ A BT - SRARIFER)
7715, Longpre§ A (2023)7E1.5BIAYIEA |, BF5T T ANIE] it 2 AUEER X T 08 5 AU Ab 3
ANFE RS LREREER - R A S A BB 20 TR R, AR
FOANR BT & TR TR AU R 4E FE RE IR Z B E R

X AR IME R I AT ISR A T EE AR B, BT DA IE SN SR 2 il & IRER A AE BiE £ n)
A, DARON T 2 BRI I ot AT 7 - (B T RIE S EANR IR AR, FIREE RGN
b, BAFERH —EERAEHERMNER . B, EREA R FEEE 5 H
M, HTPromptHIGI A, ARG WHE —ERAHEME, RaFER TEFENSES, R
AR PromptiZE AT 7 I, B2 FIEE RS KIEIEEE - BRI, QTS #4001 SRR
i 5 AR EER RN TEALGE 0, IR B IRE S A X IR A5 R -

YR Token®t IS UFEEHILE  Prompt #1  Prompt #2

20B 1.335 66.5 71.55
40B 1.334 65.6 73.88
60B 1.329 64.2 74.37
80B 1.328 64.8 76.17
100B 1.324 64.7 77.09

Table 4: FEEYIZRHIEST, TIEEBURAEAWT N - WREH Prompt #1045 RIE AW,
BRI 2, (B RE FHPrompt #2045 5%, NITEREFEZS 4T -

2.6 JTRTIGREE R
WEE KIE BRI B IRTE S A PRS2 R, e SR TR AR T 5 I R £ ) =R
SKRGEE K - [EWTogether A R YEMAIAKE: “ALEFEMRKLinuxif (87, & bt & KA TR

‘https://together.ai/blog/redpajama
Ho TP EEES RSB, BB, RRIE, hE, 2023F8H3HAEH.

B2 WA
(c) 2023 RIS BELHHIET S LERL 6
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kit W& BEEN H—REE FI—ERE SRR
GPT3-175B Absolute  Standard PreNorm LayerNorm LM(+FIM) Loss
CodeGen-16B RoPE Standard ParallelLayer LayerNorm LM Loss
PaLM-540B RoPE Multi-Query ParallelLayer LayerNorm LM(+UL2) Loss
OPT-175B Absolute  Standard PreNorm LayerNorm LM Loss
GLM-130B RoPE Standard PostNorm LayerNorm GLM+LM Loss
BLOOM-176B  ALiBi Standard PreNorm LayerNorm LM Loss
LLaMA RoPE Standard PreNorm RMSNorm LM Loss
CodeGen2-16B  RoPE Standard ParallelLayer LayerNorm LM Loss
MPT-7B ALiBi Standard PreNorm LayerNorm LM Loss
StarCoder Absolute  Multi-Query PreNorm LayerNorm LM+FIM Loss
Falcon RoPE Multi-Query ParallelLayer LayerNorm LM Loss
ChatGLM2-6B RoPE Multi-Query PreNorm RMSNorm -

Table 5: & FhkE FEAETRY

TRIIEIR 4 T2 RN BIME 5 B E BN EMEIES LB EIR - 20199, Google PR T
HTINZRT5HCAETESE (Raffel et al., 2020), ZEHE S M Common CrawlH B4 H 47 T
WES B % SR EIFI% - 20204E, Eleuther AIFYR T Pile{#E4E (Gao et al., 2021), Z%EHESE
AMUEFE T Common CrawlfER 3 EHE 4 F, BB T #043 vm t & S SCERE FH US AT 254k
BHRESZHEE . e, —SFFBER (OPT (Zhang et al., 2022)FGLM-130B (Zeng et
al., 2023)) 5% F I EOHR B2 30 4T B AR A () 1T 45

% F|LLaMARR B! (Touvron et al., 2023)H)f5 &, Togethers ® 4L ¥ I FF i T — 17 K
Z13TBHI T I 45 £ ¥E ZERedPajama(Computer, 2023) - RedPajamai ] T CCNetiii 7K £& &b #
777 (Wenzek et al., 2020), i35 T 20174 220204 [A] fJCommon Crawl®{ #& 5> K, 3 #b
7 T i1C4 ~ Wikipedia%s /= it 2 IR EUPE & - & BIRedPajamaZ{ i &, Together’d 7] Il %k H
T3BETBSEIEAISE & TFFIREAY . Bif5, 7ERePajamaZiiE £ 00 ., Together A F]>R
TR A AR A EE T IES R T — 126008 Token Y 5 /=1 i & FSlimPajama#{iE £ (Soboleva
et al., 2023) - LAh, FalconZHZHEEH T 20084 £ 2023F W] A Fi§ Common CrawlEiz4 A, I
FER T — 45T tokensf*Refined Web%{# % (Penedo et al., 2023), HAH600BEIE T4 7] LIA
FFARECES -

Ak, AR S M5 E TNLPAU R Z KiE - IR X HARBigCodei B % Tl
R F R EIR AT TIRARTE , AT T WM& TR, X FFERACHD
W Jupyter, Github issueZF#E 1T THFFRME, HEZLIFIR T K/INARI6TB B8 358 REES
FIFFRAAE T ZRELTE S The Stack(Li et al., 2023)

OpenLLaMATI H Z13 | ff fF{RedPajama « RefinedWeb#1The StackZIEFHTII1%%, AW
556X = RER W LIRS IREF IO T ZRA R (Geng and Liu, 2023) -

3 BRI

FEIX—TT 0, BT 32200 24 | A2 R AR AR SRl AT 08 - AR 3R 5 O Bl Ay 2 R AR Y
WL B ZGRAATILE, IREE AR BB AT R 24

3.1 NERmD

BB GRS K F SRR PLS AR A7 B 9 AS (Vaswani et al., 2017)FIFEX 7 B Zw Y (Shaw
et al., 2018; Su et al., 2021) K « HALEG I ERIG—ME N R, IERZREINLE IR AT 2
SR E GRS, Erpa] 2> A B AR AE Z B AT SR R 7z >k, BIZIBERT (Devlin
et al., 2019) ~ RoBERTa(Liu et al., 2019)f1GPT2(Radford et al., 2019)%, Wang (2020)%fixX
JUATNGEBI AL B G i W0 o AL BT B T AU, EE R B4R, AILVE HARNME

*https://huggingface.co/togethercomputer/RedPajama- INCITE-7B-Base
Shttps://huggingface.co/datasets/tiiuae/falcon-refinedweb

FoA TR PETEIE SRR ICE, FIR-FI55, /R, PE, 20238 H3HE5H.
&2 HISRAR

(¢) 2023 HEPLGFEREXIHIGFEE LR 7
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H—EMAE R R, BELWHNMMIE, MUESBSBR, B Transformer 1 5] AR X AL
B YRR S R DRI A T 40 (i PHUS 1% JE H 35 A - ShawZE A (2018)32 Hi T HENH AL B 4w g Ui &, 75
SIMREEN (2021) NEEEL I B HAES: T IR BHRIGRoPE, XA BERIGHEH 2 5w
RS T EEEZGZH . RERPER LIS B REXN AL E, HETRIIMERE T
7, BER HREAE ISR BUIE K AN I EUTE RIS ANES 8 XN K REHE RIE R,
EI5ET7R - ALiBi (Press et al., 2022) & Se#E H T XL B 4G B 1% 2 & RIF/MEM S, 8
i A F ALIBi AT DASEERAE B Al 45 78 R Bl SR B AR SK FE R BN, 5 ALIBif & 4w 15
FIMPTHEZY (Team, 2023)#E 2 7] LASCFF265,000- 17 TCHIHIA o

BERT ) RoBERTa ) GPT2
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Figure 4: AN[FTRYIZREERIAL B A I8 AL & HOAE UEE
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Figure 5: AN[FALE a2 EEAMERS FITERER TN,  ALiBifz & 4wt w] IAEYIZRIACE Wi 4
JE L BUS REFHITERE

3.2 HEEN

BHER /)& Transformerfd 8 fIAZ OISR, HHATREEREHO(L?), FE T Hit B ZEpE
ERMAKEREINI G K, ZAi TIERE TIRZ &3 IER SILHI(Tay et al., 2023a),
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Abstract

In recent years, large language models (LLMs) have garnered significant attention across various
domains, resulting in profound impacts. In this paper, we aim to explore the potential of LLMs
in the field of human-machine conversations. It begins by examining the rise and milestones
of these models, tracing their origins from neural language models to the transformative impact
of the Transformer architecture on conversation processing. Next, we discuss the emergence of
large pre-training models and their utilization of contextual knowledge at a large scale, as well
as the scaling to billion-parameter models that push the boundaries of language generation. We
further highlight advancements in multi-modal conversations, showcasing how LLMs bridge the
gap between language and vision. We also introduce various applications in human-machine con-
versations, such as intelligent assistant-style dialogues and emotionally supportive conversations,
supported by successful case studies in diverse fields. Lastly, we explore the challenges faced
by LLMs in this context and provide insights into future development directions and prospects.
Overall, we offer a comprehensive overview of the potential and future development of LLMs in
human-machine conversations, encompassing their milestones, applications, and the challenges
ahead.

1 Introduction

In recent years, there has been a remarkable surge in the interest and impact of LLMs across diverse
domains (Rodriguez, 2022; Khan et al., 2023). These models have revolutionized various fields, and the
ability of LLMs to generate coherent and contextually relevant responses has opened up new possibilities
for human-machine interaction (OpenAl, 2023). Within this expansive landscape, the realm of human-
machine conversations has emerged as a particularly dynamic and rapidly evolving domain. The ability
to engage in natural and meaningful dialogue with machines has long been a goal of Al research, and big
models have played a pivotal role in making this aspiration a reality.

LLMs are sophisticated artificial intelligence systems that have the ability to process and understand
human language at a remarkable scale. These models, such as GPT-3.5(Lin, 2023) and GPT-4 (OpenAl,
2023), are designed to generate text that is coherent and contextually relevant, making them valuable
tools for a wide range of applications. In the context of human-machine conversations, LLMs excel at
engaging in a natural and interactive dialogue with users. They can comprehend and respond to ques-
tions, provide information, offer suggestions, and even simulate human-like conversations. These models
leverage vast amounts of pre-existing textual data to learn patterns and generate responses that mimic hu-
man conversation, enabling them to understand user input, adapt to different conversational styles, and
provide meaningful and coherent answers. The characteristics of LLMs, including their immense size,
computational power, and training on diverse datasets, contribute to their ability to generate accurate and
contextually appropriate responses, making them valuable assets in enhancing human-machine interac-
tions.
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To comprehend the significance of big models in human-machine conversations, it is essential to un-
derstand their background and evolution. We provide a diagram to help readers familiarize the overall
structure (Figure 1). Section 2 gives a comprehensive overview of the development and milestones of
LLMs, tracing their origins from neural language models to the transformative impact of the Transformer
architecture on conversation processing. The rise of large pre-training models and their utilization of con-
textual knowledge at an unprecedented scale will also be explored. Furthermore, this section discusses
the scaling to billion-parameter models, pushing the boundaries of language generation and paving the
way for more advanced conversational capabilities. One key aspect that will be addressed is the advance-
ment of LLMs in facilitating multi-modal conversations, bridging the gap between language and vision
understanding. This opens up opportunities for more natural and immersive interactions between hu-
mans and machines. Section 3 focuses on two prominent areas: intelligent assistant-style dialogues and
emotionally supportive conversations. Through successful case studies, we demonstrate how LLMs can
assist users in various tasks and provide emotional support in sensitive contexts. Despite the promising
potential, LLMs face challenges in the context of human-machine conversations as mentioned in Section
4. Ethical concerns, biases, and the need for interpretability are some of the key challenges that need
to be addressed to ensure the responsible deployment of these models. Lastly, Section 5 highlights the
future directions of development.

1. Early conversations
2. Introduction of Neural Language
Models

3. Transformer Architecture Sec.2 The Rise and Milestones of > Sec 3. Applications of Human- 2. Emotionally Supportive Conversations
4. Emergence of Large Pre-training LLMs in Human-Machine <, H Machine Conversations with LLMs with LLMs
Models Conversations. H H

) _ B Sec.1Introduction =S 3. Successful Case Studies of Conversations

6. Multi-modal Conversations with LLMs
Sec4. Challenges of LLMs in Human- I} W Sec 5. Future Development Direction
Machine Conversation and Prospects

Figure 1: The overall diagram of this article

1. Intelligent Assistant-style Conversations
with LLMs

2 The Rise and Milestones of LLMs in Human-Machine Conversations

2.1 Early Conversations: Tracing the Roots of Conversational Al

Early conversations, such as ELIZA (Weizenbaum, 1966) and ALICE(Marietto et al., 2013), were pio-
neers in the field of human-machine conversations. However, these early systems had limitations. They
could not truly understand the meaning of the user’s input and relied heavily on pre-defined rules and
patterns. Consequently, these systems often provided generic and impersonal responses.

Despite their shortcomings, early conversations paved the way for advancements in natural language
processing and machine learning techniques. Researchers realized the need for more sophisticated mod-
els that could learn from data and context, leading to the development of modern LLMs like GPT-3.5.

2.2 Neural Language Models: Opening the Doors to Language Understanding

Neural Language Models (NLMs) have revolutionized the field of human-machine conversations, en-
abling more dynamic and contextually aware conversations, which leverage deep learning techniques,
such as recurrent neural networks (RNNs), to process and understand human language (Sutskever et
al., 2014). By training on large-scale datasets, these models learn the statistical patterns and semantic
relationships within the language, allowing them to generate more natural and contextually relevant re-
sponses. The integration of NLMs into human-machine conversations has significantly improved the
quality and naturalness of conversations. These models can consider the context of the conversation,
understand nuances, and generate coherent and contextually appropriate responses. Furthermore, they
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can also exhibit a sense of personality, empathy, and adaptability, which enhances user engagement and
satisfaction.

While there are still challenges to overcome, such as handling ambiguous queries and maintaining
privacy, NLM-based conversations have become invaluable tools for various applications in natural lan-
guage understanding and interaction. Their ability to generate human-like responses and engage in mean-
ingful conversations opens up new possibilities for human-machine conversations.

2.3 Transformer Architecture: Revolutionizing Conversation Processing

The Transformer (Vaswani et al., 2017) architecture has emerged as a breakthrough in the field of arti-
ficial intelligence, particularly in the realm of human-machine conversations. The Transformer model
revolutionized the way neural networks process and generate human language. Unlike earlier recurrent
neural networks (RNNs) that relied on sequential processing (Sutskever et al., 2014), the Transformer
introduced a novel attention mechanism that allowed for parallel processing of words in a sentence. In
addition, this architectural innovation overcame the limitations of sequential models, enabling the Trans-
former to capture long-range dependencies and contextual relationships more effectively. In the context
of human-machine conversations, the Transformer architecture has proven highly effective. It excels at
understanding and generating coherent responses, exhibiting a level of contextual awareness that makes
conversations feel more natural and engaging. Furthermore, the Transformer’s architecture allows for
parallel processing, making it highly efficient for large-scale training and inference. This scalability has
played a pivotal role in training LLMs, such as GPT-3.5, which have pushed the boundaries of human-
machine conversations by generating human-like responses across a wide range of topics.

The transformer has significantly improved the quality and coherence of responses, allowing dialogue
models to engage in more interactive and contextually aware conversations. With its scalability and ver-
satility, the Transformer architecture continues to drive advancements in natural language understanding
and conversational Al systems.

2.4 Emergence of Large Pre-training Models: Harnessing Contextual Knowledge at Scale

Large pre-training models have emerged as game-changer in the field of artificial intelligence, particu-
larly in the domain of human-machine conversations. In the context of human-machine conversations,
large pre-training models have shown tremendous potential, which possesses the ability to engage in
natural and interactive dialogues with users, simulating human-like conversations.

Model Publishing Agency #Parameters Architecture
BERT (Devlin et al., 2019) Google Al 110M/340M
RoBERTa (Liu et al., 2019) Facebook 123M/354M
SpanBERT (Joshi et al., 2020) Stanford 110M/340M
ERNIE (Sun et al., 2019) Baidu 110M
ERNIE-2.0 (Sun et al., 2020) Baidu 110M/340M Encoder
ALBERT (Lan et al., 2020) Google 12M-235M
DistilBERT (Sanh et al., 2019) Hugging Face 66M
ELECTRA (Clark et al., 2020) Google 14M/110M
SqueezeBERT (Iandola et al., 2020) Hugging Face 62M
GPT (Radford et al., 2018) OpenAl 117M Decoder
XLNet (Yang et al., 2019) CMU & Google  110M/340M
UniLM (Dong et al., 2019) Microsoft 340m ~ bneoder/Decoder
BART (Lewis et al., 2020) Facebook 140M,406M

PEGASUS (Zhang et al., 2020) Google 223M568M  reoder-Decoder

Table 1: Overview of Large Pre-training Models

In large pre-training models, as shown in Table 1, we can categorize them into three types based
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on their model architectures: Encoder-Only, Encoder-Decoder, and Decoder-Only. The Encoder-Only
models primarily focus on encoding input data, which transforms textual or other forms of input data into
semantic vector representations, where the encoder is responsible for encoding the input information into
high-dimensional representations. The Encoder-Decoders model combines the functionalities of both an
encoder and a decoder. The encoder encodes the input data into high-dimensional vector representations,
while the decoder generates output based on the semantic information provided by the encoder. The
Decoder-Only model specializes in generating task-related outputs. This model generates appropriate
output sequences by utilizing a decoder based on given conditions or context.

* Encoder-Only: BERT (Bidirectional Encoder Representations from Transformers) (Devlin et al.,
2019) pioneered this trend by leveraging Transformer-based pre-training and utilizing masked lan-
guage model (MLM) to generate deep bidirectional language representations for comprehensive
contextual understanding. Subsequently, ROBERTa (Liu et al., 2019) improved upon BERT by
enlarging the dataset, increasing model parameters and batch size, as well as removing the next
sentence prediction (NSP) task, leading to enhanced performance through improved text encod-
ing and dynamic masking. SpanBERT (Joshi et al., 2020) introduced novel pre-training objectives
specifically designed to better represent the context and establish long-distance dependencies.

In parallel, Baidu introduced two pre-training models, ERNIE (Sun et al., 2019) and ERNIE 2.0
(Sun et al., 2020), which leveraged large-scale Chinese corpora such as Baidu Baike, Baidu Search,
Baidu Zhidao, along with the English Wikipedia, for pre-training. ERNIE 2.0 (Sun et al., 2020)
further incorporated a continuous learning semantic understanding framework that continuously
learns from massive data and knowledge using techniques like deep neural networks and multi-task
learning. ALBERT (Lan et al., 2020), on the other hand, is a lightweight version of BERT that
reduces model size while maintaining high performance through parameter factorization of word
embeddings and cross-layer parameter sharing.

The development of these pre-training language models is closely related to the advancements in
conversation models. By better understanding context, effectively representing language, and estab-
lishing long-distance dependencies, these models provide a foundation and inspiration for conver-
sation construction and optimization. From the lightweight model DistilBERT (Sanh et al., 2019)
to the adversarial training-based ELECTRA (Clark et al., 2020) and the smaller and faster Squeeze-
BERT, these models have not only achieved breakthroughs in performance but also significantly
reduced model size and computational costs. They have made important contributions to both aca-
demic research and practical applications in the field of human-machine conversation.

* Encoder-Decoder: XLNet (Yang et al., 2019), UniLM (Dong et al., 2019), BART (Lewis et al.,
2020), and PEGASUS (Zhang et al., 2020) are pre-training models closely related to the devel-
opment of human-machine conversation. XLNet (Yang et al., 2019) significantly improves text
understanding by freely capturing contextual information through a “permutation-based training”
prediction approach. UniLM (Dong et al., 2019), combining the BERT encoder structure with
diverse pre-training tasks, demonstrates excellent performance across various natural language pro-
cessing tasks, making it highly applicable to human-machine conversation research. BART, with
its combination of bidirectional encoders and autoregressive decoders, possesses broad adaptability
and efficiency, effectively addressing the generation models in conversational systems. PEGASUS
(Zhang et al., 2020), utilizing the Transformer architecture and employing the Gap Sentences Gener-
ation pre-training objective, comprehends context by generating missing sentences and leverages the
Fine-tuning with an Easy Data Selection method for performance enhancement. The introduction
of these models has provided new insights and techniques for the development of human-machine
conversations, leading to improved performance and efficiency in dialogue modeling, including
enhanced contextual processing and generation capabilities.

* Decoder-Only: The GPT series (Radford et al., 2018), proposed by OpenAl, is a powerful pre-
training language model that achieves remarkable performance in complex NLP tasks without re-
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quiring supervised fine-tuning. By increasing the scale of training data and the number of network
parameters, the GPT series continually improves its model capacity, thus demonstrating the effec-
tiveness of continuously enhancing model capacity and corpus size.

As aresult, large pre-training models have revolutionized human-machine conversations by providing
a powerful tool for generating high-quality and contextually appropriate responses.

2.5 Scaling to Billion-Parameter Models: Pushing the Limits of Language Generation

In this paper, we refer to large pre-training models with billion-parameter parameters as LL.Ms. Billion-
parameter models represent a significant milestone in the development of LLMs and have ushered in a
new era of human-machine conversations. These models are characterized by their immense size and
computational power, pushing the boundaries of what was previously thought possible. It are built upon
the foundations of their predecessors, such as GPT-3.5, but with significantly increased capacity. They
are trained on vast amounts of textual data from diverse sources, allowing them to capture a wide range
of linguistic patterns and semantic relationships. The sheer scale of these models grants them a deeper
understanding of human language, resulting in more accurate and contextually appropriate responses.

In the domain of human-machine conversations, billion-parameter models have demonstrated remark-
able capabilities. They can engage in natural and interactive dialogues, understand complex queries, and
generate highly coherent and contextually relevant responses. These models have the potential to pro-
vide users with more personalized and tailored experiences, as they can adapt to different conversational
styles and preferences.

Similar to the pre-training models mentioned in the subsection 2.4, as shown in Table 2, billion-scale
language models are primarily divided into Encoder-Decoder architectures and Decoder-only architec-
tures. Moreover, as the model size increases, the model structures tend to become more standardized.

* Encoder-Decoder: The large-scale language models, namely TS5 (Raffel et al., 2020), ERNIE-3.0
(Sun et al., 2021), ERNIE-3.0 Titan (Wang et al., 2021), PaLM-2 (Google, 2023), and GLM-130B
(Zeng et al., 2022), which adopt the Encoder-Decoder architecture, play a significant role in the
human-machine conversation. Google’s T5 (Raffel et al., 2020) approaches all NLP tasks as “text-
to-text” problems, which grants it excellent adaptability when dealing with human-machine conver-
sation tasks. Baidu’s ERNIE-3.0 (Sun et al., 2021) and ERNIE-3.0 Titan (Wang et al., 2021) demon-
strate outstanding performance in knowledge enhancement and self-supervised learning, making
them particularly effective in handling knowledge-driven human-machine conversations. Google’s
PalLM-2 (Google, 2023), with its advanced reasoning capabilities, is especially well-suited for han-
dling complex human-machine conversation scenarios. On the other hand, Tsinghua University’s
GLM-130B model (Zeng et al., 2022), as a bilingual model, is particularly suitable for addressing
cross-lingual human-machine conversation tasks. The development and application of these models
have greatly enhanced the capabilities of human-machine conversation in understanding, reasoning,
and generating dialogue content, thereby significantly improving the performance and user experi-
ence of such systems.

* Decoder-Only: Large-scale pre-training models such as GPT2 (Brown et al., 2020), GPT3 (Ye et
al., 2023), GPT3.5(Lin, 2023), FLAN (Wei et al., 2022), InstructionGPT (Ouyang et al., 2022),
PalLM (Chowdhery et al., 2022), OPT (Zhang et al., 2022), Bloom (Scao et al., 2022), FLAN-
PalLM (Chung et al., 2022), and LLaMA (Touvron et al., 2023) have played a crucial role in various
domains, including human-machine conversation, natural language understanding, and generation.
The GPT series models from OpenAl (Brown et al., 2020; Ye et al., 2023; Lin, 2023), along with
OPT (Zhang et al., 2022) and LLaMA(Touvron et al., 2023) from Meta Al, leverage their extensive
parameters and complex model structures to provide robust semantic understanding and response
generation capabilities for human-machine conversation. Google’s FLAN and FLAN-PaLM en-
hance the model’s handling of unknown questions and generalization abilities in human-machine
conversation through instruction fine-tuning techniques. The InstructionGPT (Ouyang et al., 2022)
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optimizes GPT-3 to address toxic language and misinformation issues that may arise in human-
machine conversation. The PaLM (Chowdhery et al., 2022), trained by Google using large-scale
datasets and a distributed training architecture, enables the handling of complex human-machine
conversation tasks. Bloom (Scao et al., 2022), as an open-source model with extensive parameters
that supports multiple languages, offers powerful support for multilingual human-machine conver-
sation scenarios.

Model Publishing Agency #Parameters Architecture
TS5 (Raffel et al., 2020) Google Brain 220M-11B
ERNIE-3.0 (Sun et al., 2021) Baidu 10B
ERNIE-3.0 Titan (Wang et al., 2021) Baidu 260B Encoder-Decoder
PalLM-2 (Google, 2023) Google 1.04B-2.7B
GLM-130B (Zeng et al., 2022) Zhipu.Al 100M-515M
GPT-2 (Brown et al., 2020) 1.5B
GPT-3 (Ye et al., 2023) OpenAl 2.6B-200B
GPT-3.5 (Lin, 2023) -
FLAN (Wei et al., 2022) Google 137B
InstructGPT (Ouyang et al., 2022) OpenAl 1.3B-175B
PalLM (Chowdhery et al., 2022) Google 8B-540B Decoder
OPT (Zhang et al., 2022) Meta Al 6.7B-175B
Bloom (Scao et al., 2022) HuggingFace 560M-176B
FLAN-PaLLM (Chung et al., 2022) THUNLP 250M-11B
LLaMA (Touvron et al., 2023) Stanford 780M-65B

Table 2: Overview of Large Laguage Models

Nevertheless, billion-parameter models hold tremendous promise for the future of human-machine
conversations. As they continue to evolve, they have the potential to revolutionize various domains,
including customer support, virtual assistants, education, creative writing, and more. Their ability to
generate human-like responses and engage in meaningful interactions opens up new possibilities for
enhancing user experiences and pushing the boundaries of conversational artificial intelligence.

2.6 Multi-modal Conversations with LL.Ms: Bridging Language and Vision

Multi-modal conversation in LLMs represents an exciting frontier in the field of artificial intelligence,
particularly in the context of human-machine conversations. Traditionally, language models have focused
primarily on text-based interactions. However, with advancements in computer vision and multi-modal
learning, there is a growing interest in incorporating visual and other modalities into conversations.

In recent years, a major focus in the field of artificial intelligence has been on multi-modal large-scale
pre-training models, as shown in Table 3, which goal is to enable machines to understand and generate
various modalities of human conversations, including text, images, and sound. These models have played
a crucial role in making human-machine conversations more natural, rich, and intelligent. For example,
the PaLM-E (Driess et al., 2023), jointly developed by Google and the TUB, is an embodied vision and
language model. It is a generative model that takes multi-modal sentences as input to generate text,
providing natural and coherent responses for human-machine conversations. OpenAI’s CLIP (Radford
et al.,, 2021), on the other hand, employs contrastive learning to enable machines to understand the
relationship between images and text, providing a powerful tool for understanding user-provided image
inputs and generating relevant descriptions.

DeepMind’s Flamingo (Alayrac et al., 2022) and Google’s CoCa (Yu et al., 2022) establish connec-
tions between visual and language modalities. They are capable of processing and understanding both
visual and textual data, providing support for image understanding and description in human-machine
conversations. The Flamingo, in particular, can handle arbitrary interleaved sequences of visual and
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textual data, seamlessly processing image or video inputs. Google’s PaLLI (Chen et al., 2022a) and Al-
ibaba DAMO Academy’s OFA (Wang et al., 2022a), both with multilingual and multi-modal capabilities,
support multiple languages and understand inputs from various modalities, allowing them to adapt to dif-
ferent human-computer dialogue environments and requirements.

Microsoft’s BEiT-3 (Wang et al., 2022b) and Salesforce Research’s BLIP (Li et al., 2022) and BLIP-2
(Li et al., 2023) establish deeper connections between visual and language modalities. Through their
deep understanding and generation of images and text, these models provide richer and more accurate
responses. The KOSMOS-1 (Huang et al., 2023b), a multi-modal large-scale language model, has a
Transformer-based causal language model as its backbone. It can integrate inputs from language, vision,
and other modalities, enabling it to consider information from multiple modalities when understanding
user input and generating responses.

Finally, OpenAI’s GPT-4 (OpenAl, 2023) is a novel language model that has been improved in terms of
creativity, visual input, and longer contexts, which allows it to generate more natural, coherent, and rele-
vant responses. Overall, these multi-modal large-scale pre-training models have their unique advantages
and characteristics, and they have all contributed to the advancement of human-machine conversations
to varying degrees.

Model Publishing Agency #Parameters
PALM-E (Driess et al., 2023) Google & TUB 562B
CLIP (Radford et al., 2021) OpenAl 428M
Flamingo (Alayrac et al., 2022) DeepMind 3B-80B
CoCa (Yu et al., 2022) Google 383M-2.1B
PaLl (Chen et al., 2022a) Google 3B-17B
OFA (Wang et al., 2022a) DAMO Academy, Alibaba 33M-930M
BEiT-3 (Wang et al., 2022b) Microsoft 1.9B
BLIP (Li et al., 2022) Salesforce 446M
BLIP-2 (Li et al., 2023) Salesforce 474M-1.2B
KOSMOS-1 (Huang et al., 2023b) Microsoft 1.6B
GPT-4 (OpenAl, 2023) OpenAl -

Table 3: Overview of Multimodal LLMs

Multi-modal conversation in LLMs also holds promise for applications such as virtual assistants, in-
teractive storytelling, and social chatbots. For instance, a virtual assistant equipped with multi-modal
capabilities can process both text and images to provide more accurate and contextually relevant re-
sponses. Multi-modal dialogue in LLMs has the potential to reshape the landscape of human-machine
conversations, creating more immersive and context-aware interactions that better align with human com-
munication modalities. The integration of multi-modal capabilities in LLLMs enables them to comprehend
not just the text but also the contextual visual information, allowing for more contextually appropriate
responses. This opens up new possibilities for more dynamic and engaging human-machine interactions.

3 Applications of Human-Machine Conversations with LLMs

The application of LLMs for human-machine conversations is revolutionizing various industries by har-
nessing the capabilities of intelligent assistant systems and emotionally supportive conversations. In
the field of intelligent assistant-based human-machine conversation, LLMs have significantly improved
user experiences through natural language interactions and personalized recommendations. Another no-
table application of human-machine conversation with LLMs is emotional support conversations. These
systems aim to establish empathy with users, provide emotional support, and engage in meaningful con-
versations. By analyzing user inputs and offering appropriate responses, emotional support dialogues
can help individuals cope with stress, anxiety, or loneliness. Such systems have shown promising results
in supporting mental health by providing users with a safe and confidential environment to express their
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feelings and receive guidance. Successful cases of LLMs in human-machine conversation have emerged
across various domains, demonstrating their transformative impact.

3.1 Intelligent Assistant-style Conversations with LLMs

Intelligent Assistant-Style Human-Machine conversations system, exemplified by popular platforms such
as Siri, Alexa, and ChatGPT, has revolutionized the way users interact with technology. These systems
are primarily designed to address information needs and provide personalized assistance to users. With
a deep understanding of various business processes, they can offer comprehensive responses and fulfill a
wide range of user inquiries. Their rich knowledge base allows them to handle tasks such as answering
questions, providing recommendations, and assisting with navigation, making them invaluable tools for
traditional customer service products.

Modern Human-Machine conversations system are rapidly advancing, giving rise to a series of re-
markable models. OpenAI’s GPT-4 (OpenAl, 2023) is a large-scale multi-modal model that accepts both
image and text inputs and produces text outputs. While its capabilities still fall short of humans in certain
real-world scenarios, GPT-4 has demonstrated human-level performance on many professional and aca-
demic benchmarks, particularly in the domains of creativity, visual input processing, and understanding
longer contexts. Furthermore, OpenAl has developed an Al chatbot called ChatGPT (Lin, 2023), based
on GPT-3.5 and GPT-4 architectures. It engages in text-based interactions and leverages reinforcement
learning techniques to provide useful outputs.

In contrast, Google’s Bard (bar, 2023) is a chatbot built on the large language model LaMDA. Its
lightweight version extends to a broader user base while collecting and applying user feedback to con-
tinuously improve model performance. Claude (Bai et al., 2022), developed by Anthropic, is another
large-scale language model designed to detect and avoid pitfalls such as logical errors and inappropriate
content that ChatGPT may encounter. The model emphasizes usefulness and harmlessness, employing
the RLAIF algorithm.

For the Chinese-English bilingual environment, ChatGLM-6B (Du et al., 2022) from Tsinghua Uni-
versity is a language model with billions of parameters optimized specifically for Chinese. It supports
local deployment on consumer-grade graphics cards. Baidu’s ERNIE Bot (Sun et al., 2021) is a genera-
tive dialogue product built on the ERNIE model series, leveraging the power of the large language model
ERNIE 3.0-Titan, showcasing excellent text understanding and generation capabilities. Finally, MOSS
(mos, 2023) from Fudan University, as the first large-scale language model in China similar to ChatGPT,
offers enhanced functionalities through plugins, such as support for search engines, image generation,
calculators, equation solvers, and more, providing a richer interactive experience.

3.2 Emotionally Supportive Conversations with LLMs

Emotionally Supportive Human-Machine conversations have revolutionized the field of human-machine
interaction by focusing on emotions and social interaction. These systems aim to provide users with
information, emotional support, and engaging conversations. With rich emotions, knowledge, and per-
sonality as their main characteristics, these conversations can empathize with users, understand their
emotional states, and respond accordingly.

In the field of emotion-aware human-machine conversations, leading technology giants and academic
institutions such as Google, Meta, and Baidu have developed various outstanding models. Google’s
Meena (Adiwardana et al., 2020), a chatbot developed with 2.6 billion parameters and trained on 341GB
of social media conversation text, demonstrates human-level coherence and specificity in its responses.
Meta’s BlenderBot (Roller et al., 2021), on the other hand, is an open-domain dialogue bot with capa-
bilities for online searching and long-term memory. It is built upon deep learning models and is trained
to engage in interactive and responsive conversations. Another conversational application model by
Google, LaMDA (Thoppilan et al., 2022), can learn discussions on various topics and exhibits impres-
sive coherence and specificity in its responses after training and fine-tuning.

Baidu’s PLATO (Bao et al., 2020) is a large-scale open-domain dialogue generation network that mod-
els background knowledge using discrete latent variables. In the Chinese dialogue model domain, EVA
(Zhou et al., 2021) and OPD(opd, 2023) have demonstrated notable performance. EVA is a large-scale
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Chinese open-domain dialogue pre-training model that surpasses other Chinese pre-training dialogue
models in both automatic and human evaluation metrics. Its subsequent version, EVA2.0, has been opti-
mized in various aspects, and the 300M-parameter EVA2.0 (Gu et al., 2023) achieves the performance of
the 2.8B-parameter EVA1.0. OPD (opd, 2023), on the other hand, is currently the world’s largest open-
source Chinese dialogue pre-training model with 6.3 billion parameters. It exhibits excellent chit-chat
capability and knowledge question-answering ability, enabling in-depth multi-turn dialogue interactions
with users.

3.3 Successful Case Studies of Human-Machine Conversations with LLMs in Diverse Fields

Successful case studies of LLM in human-machine conversations have demonstrated their effective-
ness and impact across various fields. These systems have streamlined tasks such as content generation
(Alkaissi and McFarlane, 2023; Rodriguez, 2022), disease diagnosis and treatment(Duong and Solomon,
2023; Khan et al., 2023; Rao et al., 2023a; Rao et al., 2023b), and assisted software development(Amos,
2023; Castelvecchi, 2022; Surameery and Shakor, 2023), enhancing user experiences and improving
productivity. In addition, The integration of ChatGPT into the realm of data processing has the potential
to revolutionize the landscape of scientific research (Macdonald et al., 2023).

In the field of biomedicine, LLMs such as LLaMa (Touvron et al., 2023) and ChatGLM (Du et al.,
2022) often underperform due to a lack of specialized medical knowledge. To address this issue, HuaTuo
(Wang et al., 2023) has developed a Chinese medical instruction dataset using a combination of medical
knowledge graph and the GPT3.5 API. Additionally, leveraging the same medical data, this project
also trained a healthcare-oriented version of the ChatGLM model: ChatGLM-6B-Med.Bloomberg has
released BloombergGPT (Wu et al., 2023a), which is specifically trained on various financial data to
comprehensively support natural language processing tasks in the financial domain.

Overall, the successful case studies of LLM human-machine conversations in various fields highlight
their potential to transform industries, optimize processes, and enhance human-machine interactions.

4 Challenges of LLMs in Human-Machine Conversation

The use of LLMs in human-machine conversations presents several challenges that researchers and de-
velopers need to address:

* Data Bias and Ethical Issues: LLMs are trained on vast amounts of data, which may inadvertently
reflect biases present in the data. This can lead to biased responses or perpetuation of stereotypes
(Azaria, 2023). It is crucial to identify and mitigate these biases to ensure fair and inclusive in-
teractions. Additionally, the ethical implications of deploying powerful conversations should be
carefully considered, such as the potential for misuse or manipulation of information (Liebrenz et
al., 2023).

» Explainability and Transparency: LLMs operate as complex black boxes, making it difficult to
understand their decision-making processes. Users and stakeholders may have concerns about how
the models arrive at their responses or recommendations(Larsson and Heintz, 2020). Ensuring
transparency and providing explanations for the system’s behavior are essential to build trust and
accountability (Wischmeyer, 2020; OpenAl, 2023).

* Security and Malicious Use: As LLMs become more powerful, there is an increased risk of them
being exploited for malicious purposes, such as generating deceptive or harmful content(Ali and
others, 2023). Protecting the integrity of conversations and preventing malicious use is a significant
concern that requires robust security measures and monitoring (Hargreaves, 2023; Kasneci et al.,
2023).

* Incorrect, Long-term Memory and Persistence: Despite advancements, conversation models can
still produce inaccurate or nonsensical responses. Ensuring the systems have reliable mechanisms
for validation and error correction is essential. Additionally, conversations should be able to main-
tain a coherent context and memory over extended conversations, as well as recognize and address
inconsistencies in their responses. (Blog, 2023; Borji, 2023; Zhuo et al., 2023; OpenAl, 2023).
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Addressing these challenges is essential for the responsible and effective use of large models in human-
machine conversations. Researchers and practitioners need to collaborate and innovate to ensure ethical
considerations, transparency, security, reliability, and resource efficiency in the development and deploy-
ment of these powerful conversations.

5 Future Development Direction and Prospects

This section explores the future development direction and prospects, outlining the potential pathways
and opportunities that lie ahead in the field:

* Support and Research for Low-Resource Languages: LL.Ms have demonstrated remarkable per-
formance in high-resource languages, resources and data are scarce available for low-resource lan-
guages (Huang et al., 2023a). It is crucial to invest in research and develop techniques to make
these models more accessible and effective in low-resource language settings, enabling users from
diverse linguistic backgrounds to benefit from conversations (Mohtashami et al., 2023).

* Model Explainability and Transparency: Enhancing model explainability and transparency is
another significant prospect. Ensuring that these models provide interpretable and transparent re-
sponses is essential to build user trust and understand how the system arrives at its conclusions (Wu
et al., 2023b). Explainability and transparency is an ongoing area of research in the field.

* Personalized Conversations and Intelligent Assistants: LLMs have the potential to offer person-
alized experiences, but there are challenges in understanding and adapting to individual user pref-
erences, needs, and contexts. Designing conversations that can accurately capture and incorporate
user feedback, dynamically adapt to user preferences, and provide personalized recommendations
is a complex task that requires further research and development (Chen et al., 2022b).

* Social Applications and Industrial Adoption: There is a need to explore social applications and
promote the industrial adoption of large models in human-machine conversations. Integrating con-
versations into social platforms and applications can enhance user experiences, facilitate social in-
teractions, and offer new opportunities for information access and engagement (Zhao et al., 2023).
Encouraging the adoption of large models in various industries, such as healthcare, finance, and
entertainment, can lead to significant advancements and real-world impact in these domains.

These prospects will contribute to the advancement and responsible deployment of large models in
human-machine conversations. Continued research, collaboration, and innovation are necessary to over-
come these obstacles and unlock the full potential of large models in transforming the way humans
interact with machines.

6 Summary

In this paper, we investigates the role of LLMs in facilitating human-machine dialogue. It examines the
rise and development of these models, explores their applications in various domains, and discusses the
challenges associated with their deployment. Furthermore concludes by outlining future directions and
prospects, highlighting the need for ongoing research and addressing ethical considerations. It serves as
a valuable resource for researchers and practitioners interested in leveraging the potential of large models
in human-machine conversations.
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Abstract

Machine translation aims to automatically translate one natural language into another.
This process requires great ability of language understanding and language generation,
making machine translation a challenging task. Recent studies have shown that large
language models (LLMs) are capable of performing various tasks, including machine
translation, based on human instructions. The powerful ability of LLM provides new
possibilities for the innovation of natural language processing paradigms. To better
accomplish machine translation tasks with the support of LLMs, researchers have con-
ducted extensive research and analysis on the translation and multilingual capabilities
of these models. This paper introduces the latest developments in this field from the
following three aspects: evaluating translation capabilities of large language models;
eliciting translation capabilities of large language models; language ability of large
language models in different languages.

Keywords: Machine Translation , Large Language Model , In-Context Learning ,
Instruction-Tuning , Multilinguality
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1 58

HL2s#l7% (Machine Translation, MT) ZF|FITENIE—F HRIES BohiEif A —
FRERES SRR - MERT ALEIRE, HLas 80P bRod 8 R A B33 7 =X AT DLUSE A by 2 A1
R EIETR K, SR E BBt 225 A A E EENLEPRE L VIEEFE TSR
PR TR TS & FVERR R AR BPRE S AR AR, XA B A S SR HE S Y
Z3K (Nirenburg, 1989; Och and Ney, 2002; Vaswani et al., 2017)

TR, ERMEER LIZGmER KBS E KBS A (Large Language Model,
LLM) BILH THRGRME S . KBS EAREBEBARIES, HFRIBRELSEHEERNZE
HENRILERES: AE&HERY¥>] (In-Context Learning, ICL) (Brown et al., 2020), /8 4E#E
(Chain-of-Thought, CoT) (Wei et al., 2023)35HHLEE S GEWFI A L F X ESME BX H &
A2 BTN A5 SR A AT AL VRS - KR B A9 R RE ) ML e B e U iR it T mTRE -

HE, Fx KE S REENL B T E A T N H A REVTFT - A B EMLRX L
TAE, N=DHHENERESEE AN SRR T mNEnt g KBRS - K
B ERAENEEE A - KiESEBEAEARES ERIGES R -

WA X SR T TAEA TR MBS, RATTEBH ISR (1) S#FENRIEEEE
(tNChatGPT) T4 LAIFERR > 1E S0 LT RS E B ML s By, (HEfRIRH
RIS LINRFAERKER; (2) BR¥SS5ESHAE WM& BRI BA T =,
1B 2] 0] DLV /AN B AL B R AT AL B B, T 48 2 O RE 8 B8 47 B R B A B
715 (3) RESHEBEAEARES LMESRASEAFE, BE2ESFHEETUEDNES
BN AFRES Z BRI RIR R, BPEMEFEREES CORIMEARBIIES S - BF
Hevd, KiESBEBEH I NV SBT3 R TRk, £ T K& S BEEE LRI
s EE R ERRE T, AT+ KiE S BRI E 77t mT LIRS BY K 1R SR B 2 HiE
EwS RN PN b

RXWEENELHN T F2T RN AV SREEF B SHEAEMERE =, 83 4. 5T
SR BRE S EB FIRIERE S VTG - BRI BABE S RE BRI R RE R, 6Tk
SRR T AN R T T BT RE -

2 HBE
2.1 PLESENEE

T HU FIHL 25 801 (Nirenburg, 1989)E|ZE 1T #1253 #11% (Och and Ney, 2002), 2%
P &S B11% (Vaswani et al., 2017), PLESEEREUAMIEZS, VIgsBERUR AR - BHEl, &
U Fph 220 A B R Y 2 258 AT DAAE /DR 4 v B IRE S 6 (N E- 257 ) ElR T A\ 8% oKl K
F(Ng et al., 2019) - {HR, FHE SR B — B 7 (0] FOAL & B AR A To 1% 38 20 T 2 SR PRl
Ko AR RNTESFRNESBELZN, HE— 1 ENET W BME Z Y s8R A A
MEKX . T& WEFRNSCFREEZDEIETT M 1218 S LA EHIE ROURE RN TR A S BT A
%¥(Johnson et al., 2017; Costa-jussa et al., 2022; Yuan et al., 2022) - ILH], ZiE S L2eBIIEHE
BRI R Gt 2R IS 28 2040 « T EAR Z M8 5 KRB S REU N 25 SV EIE R oo 24
HETHFPI T RE(Garcia et al., 2023; Zhu et al., 2023) -

2.2 KiIBESHER

KE F R ) B AR ZEFY J& Transformer (Vaswani et al., 2017), ZEARYIZHES E1EF ER
%55 (Bengio et al., 2000), YIZREHEEAZ LITETE A EHLI1EF B15H1EEH(Zhang et al., 2022;
Lin et al., 2022). HA, EFEEESERERRIBEIZTH], RO MAE - £
FRTE R L 5 F @ BRAE S AT ISR AT DU R T R R P 2R S A B AR, AR S LA
PH(Petroni et al., 2019) ~ 1B F % A11R (Tenney et al., 2019)%, 3 HE&WIRIESHBENIES
HRLRE ST (Pavlick, 2022) - iXFRGRAIE T GESTH M RIE 5B H AR IR IR A\ BT84 72 Al &R N ilF
(i

HTE S SEVRIZ B V0O TINS5, 58 LS H A FEERIRE X
BXo M AGERE T TMOTIEB ST BRI N A R ARTIE S, HFE RIS ST X RAESS Y

RIE (Creative Commons Attribution 4.0 International License) ¥FA] HAR
B o R ETEE S RS, H30T-E39T, MUK, FE, 202398 H3HESH.
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7, SRR B R ST RHE S OOR « T2 ) Brown et al, 2020)81F £ TR
WAL & RIARURGH TS, (UER THERT N B - DABIRAESS A, ARIESR AL S A T
AR (A, V), M3E B TR IRRP = T(X1,01) @ T(Xe, o) @ -+ @ T (X, Vi) FFFBH IR
EEATX, IR HEEARE . NIRRT RGBT € RES, HERBIESERY - #lFEs
RY— BB KRR argmaxy p(P & T(X,)))- HR¥ BRI NEHZEH
BN BRRR AN SERHE B S5 - Figure UBIR T — 1 KEF BN T 522 S AT L 2s B 1 41
*.

FRAHUIH (Wei et al., 2021; Ouyang et al., 2022)U/ERA TR EL - BB &R ETE LR
FEASRINGAETY , B RIS 4L, (AT GRS S I SE e E 55 - XTI S, T84
AT RETHENERESEMSE, LT BRI ZER B -

BN
Chinese: #R E3krEAt 4 ? et
English: What do you like to eat?
LLM [ I like to eat spaghetti ]
Chinese: & &7 & KAl &

English:

Figure 1: K& EBALED H R T ESRIEAIRE

3 KIESRABFERES S

YR EFEB AR EEHEE D BIBEIE N, BEPIESGERNEESHAL, W
HAE T iR EE RER/ G . R SRAEX R REdE o i LR S ERITFARIES 2
BIRIXT R R R, HFE— P2 BRI ENEIFEAR, &R EIEE X OM—1R#E. Eik, #f
FENN KIE SR 1) 278 F BIERE 134T T B EAENG (Lin et al., 2022; Moslem et al., 2023;
Jiao et al., 2023b; Bang et al., 2023; Hendy et al., 2023; Garcia et al., 2023; Zhu et al., 2023) -

XEHR TIERABEREIIN AN, BERETREZMTHNRESEUEESZNEIFET WL
FIENERE ST - Table 175125 T X B 55 TAERIEARFB O - HHZhu et al. (2023) 393 TAE
FAER BN TR, fi1E T Flores-101 2B EHLEBIIFEURESE, £102MEF, 2027 L
FFXGLM ~ BLOOMZ ~ OPTHIChatGPTX VU MAAT FIKE SR £ 18 5 B R 134T T
i, H5IE R A I B 2 5 FATINLLB-1.3B(Costa-jussa et al., 2022) ~ M2M-12B(Fan
et al., 2021)3#1T T XL - MATAOBFREE RERAH: ZERZHOIENIAIES B, ChatGPTH
B OB R INAAT - ML TRATAOKIES AL, ChatGPTEARRIE S M ENFE T4, HHH
TE20% Ze 47 DADETE i O BRI 77 [a] 42 0] LU 38 K0 I B RS AINLLE - {H5 RN,
FEREAEFE AL, THEREFIESENFEL, ChatGPTIRE G T8 W B A5 AL 28
BiE RS (WFigure 2FT7R) -

WAl TAE EERE EENEHE RIEFHE
Lin et al. (2022) 13 182 GPT-3, XGLM
Moslem et al. (2023) 6 5 GPT-3, BLOOMZ
Jiao et al. (2023b) 5 8 ChatGPT,GPT4
Bang et al. (2023) 13 24 ChatGPT
Hendy et al. (2023) 18 10 ChatGPT
Zhu et al. (2023) 102 202 XGLM, BLOOMZ, OPT, ChatGPT

Table 1: BiFEHE17FA T/EMENE

EREE AR Zhu et al. (2023) % A A T WS PP KE SR AL GE i 25 5 H 3
R Mtimm . BT RESHEANIGEREEEERUER BEWERE, A8 HINE HE
PEAT PR, IR 5 & A A ERE B & I AREIR P A E L, 5 2o BT A I R I

Bt R EVRES SRS, HI0T-EE39T, MRE, FE, 202348 3HZESH.
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Figure 2: KiEE R ChatGPTSH I EVLA#IFEAINLLB, 7 FHVLAREIE R iGoogle Trans-
late HORFE AT H, (45 540 H (Zhu et al., 2023))

FSEPRENEAKF - i, HTFBLOOMEZ (Scao et al., 2022)F H T Flores-2001% Il 25 54 ,
fEFlores- 101808 8 FIFMBLOOMZ B RIS, MiAEEOR IR R, SECHNEERT
EET I B ) BIIERET] (Zhu et al., 2023) - & EEIRFEIRE PSR H S AR, il
AN TE A BP0 KI5 SR BIERE T, R — MES REM A -

ZAME, KiESEENEIERINTME SE, BT KiESHEEERIE E R KR
J1, WAL T X FEETE S AETERE S o HR, R ICGRIT B RS TR, AR
RIET KISETIE A BIRRE ) - QAT — PR KBS HARIIERE ), A KBS
FERE, IINE— AR BRI R R -

4 KESHEERRERE N B T AR

RIANR 875 2 K 5 LR RE ) ATRER 2 AR BRI, IR AR T
TR ST RIS RS AN A 7 2 Bl R BRI (Table 2) -

BxJi ®mER PR IAE
TERR A 2 Zhu et al. (2023)
RGBS Zhang et al. (2023a)
IR Vilar et al. (2022)

WRFE>] RflkE  Agrawal et al. (2022),Zhang et al. (2023a),Moslem et al. (2023),Zhu et al. (2023)
RFIMEL Moslem et al. (2023),Agrawal et al. (2022),Zhang et al. (2023a),Zhu et al. (2023)

~EE Zhu et al. (2023)

ENTEAES Zhu et al. (2023)

AR Li et al. (2023),Yang et al. (2023)
B HdEmE Li et al. (2023)

AR Jiao et al. (2023a),Zhang et al. (2023Db)

Table 2: BRFERE A BT TIEBE

4.1 FRABRZEIBRKESHEEREGE
BRSPS HANRFIREAR €SS, B, mOITER A faE R 2
et o FERAE R IBRRE S HABIFRE R, BARA%ESRE  ROIAEREE T 2 R R

Bt R EVRES SRS, HI0T-EE39T, MRE, FE, 202348 3HZESH.
52: WILRA
(c) 2023 FEFPLFEESVHIBEEHENEAS 33



