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Abstract
In this paper, we investigate the impact of
objects on gender bias in image captioning
systems. Our results show that only gender-
specific objects have a strong gender bias (e.g.
women-lipstick). In addition, we propose a vi-
sual semantic-based gender score that measures
the degree of bias and can be used as a plug-in
for any image captioning system. Our exper-
iments demonstrate the utility of the gender
score, since we observe that our score can mea-
sure the bias relation between a caption and
its related gender; therefore, our score can be
used as an additional metric to the existing Ob-
ject Gender Co-Occ approach. Code and data
are publicly available at https://github.com/
ahmedssabir/GenderScore.

1 Introduction

Visual understanding of image captioning is an im-
portant and rapidly evolving research topic (Karpa-
thy and Fei-Fei, 2015; Anderson et al., 2018).
Recent approaches predominantly rely on Trans-
former (Huang et al., 2019; Cho et al., 2022) and
the BERT based pre-trained paradigm (Devlin et al.,
2019) to learn cross-modal representation (Li et al.,
2020; Zhang et al., 2021; Li et al., 2022, 2023).

While image captioning models achieved no-
table benchmark performance in utilizing the cor-
relation between visual and co-occurring labels to
generate an accurate image description, this often
results in a gender bias that relates to a specific
gender, such as confidently identifying a woman
when there is a kitchen in the image. The work of
(Zhao et al., 2017) tackles the problem of gender
bias in visual semantic role labeling by balancing
the distribution. For image captioning, Hendricks
et al. (2018) consider ameliorating gender bias via
a balance classifier. More recently, Hirota et al.
(2022) measured racial and gender bias amplifica-
tion in image captioning via a trainable classifier
on an additional human-annotated existing caption
dataset for the gender bias task (Zhao et al., 2021).

To close the full picture of gender bias in image
captioning, in this work, unlike other works, we ex-
amine the problem from a visual semantic relation
perspective. We therefore propose a Gender Score
via human-inspired judgment named Belief Revi-
sion (Blok et al., 2003) which can be used to (1)
discover bias and (2) predict gender bias without
training or unbalancing the dataset. We conclude
our contributions are as follows: (1) we investigate
the gender object relation for image captioning at
the word level (i.e. object-gender) and the sentence
level with captions (i.e. gender-caption); (2) we
propose a Gender Score that uses gender in relation
to the visual information in the image to predict
the gender bias. Our Gender Score can be used as
a plug-in for any out-of-the-box image captioning
system. Figure 1 shows an overview of the pro-
posed gender bias measure for image captioning.

2 Visual Context Information

In this work, we investigate the relation between
gender bias and the objects that are mainly used
in image captioning systems, and more precisely,
the widely used manually annotated image cap-
tion datasets: Flickr30K (Young et al., 2014) and
COCO dataset (Lin et al., 2014). However, we fo-
cus mainly on the COCO dataset as the most used
dataset in gender bias evaluation. COCO Captions
is an unbalanced gender bias dataset with a 1:3 ra-
tio bias towards men (Zhao et al., 2017; Hendricks
et al., 2018; Tang et al., 2021). The dataset contains
around 120K images, and each image is annotated
with five different human-written captions.

To obtain the visual context o from each image
I , we use out-of-the-box classifiers to extract the
image context information o(I). Specifically, fol-
lowing (Sabir et al., 2023), the objects extracted
from all pre-trained models are obtained by ex-
tracting the top-3 object class/category (excluding
person category) from each classifier after filtering
out instances with (1) the cosine distance between
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init

<latexit sha1_base64="aOlGvyW1WkxBXXxA4QIza2vbr84=">AAACDHicbVDLSgMxFM3UV62vqks3wSpUkDIjvpaCG5cVbBXaoWTS2xqaSYbkjliGfoAbf8WNC0Xc+gHu/BvTOgtfBwKHc85Nck+USGHR9z+8wtT0zOxccb60sLi0vFJeXWtanRoODa6lNlcRsyCFggYKlHCVGGBxJOEyGpyO/csbMFZodYHDBMKY9ZXoCc7QSZ1yZauNcIvZqbbuBlrtg+qCoZFgllquDeyMtlzKr/kT0L8kyEmF5Kh3yu/truZpDAq5ZNa2Aj/BMGMGBZcwKrVTCwnjA9aHlqOKxWDDbLLMiG47pUt72rijkE7U7xMZi60dxpFLxgyv7W9vLP7ntVLsHYeZUEmKoPjXQ71UUtR03AztCgMc5dARxo1wf6X8mhnG0fVXciUEv1f+S5p7teCwdnC+XznZzesokg2ySaokIEfkhJyROmkQTu7IA3kiz9699+i9eK9f0YKXz6yTH/DePgGVdpqg</latexit>

Cosine (gender bias score)
<latexit sha1_base64="aOlGvyW1WkxBXXxA4QIza2vbr84=">AAACDHicbVDLSgMxFM3UV62vqks3wSpUkDIjvpaCG5cVbBXaoWTS2xqaSYbkjliGfoAbf8WNC0Xc+gHu/BvTOgtfBwKHc85Nck+USGHR9z+8wtT0zOxccb60sLi0vFJeXWtanRoODa6lNlcRsyCFggYKlHCVGGBxJOEyGpyO/csbMFZodYHDBMKY9ZXoCc7QSZ1yZauNcIvZqbbuBlrtg+qCoZFgllquDeyMtlzKr/kT0L8kyEmF5Kh3yu/truZpDAq5ZNa2Aj/BMGMGBZcwKrVTCwnjA9aHlqOKxWDDbLLMiG47pUt72rijkE7U7xMZi60dxpFLxgyv7W9vLP7ntVLsHYeZUEmKoPjXQ71UUtR03AztCgMc5dARxo1wf6X8mhnG0fVXciUEv1f+S5p7teCwdnC+XznZzesokg2ySaokIEfkhJyROmkQTu7IA3kiz9699+i9eK9f0YKXz6yTH/DePgGVdpqg</latexit>

Cosine (gender bias score)

<latexit sha1_base64="Nkd1koMoNB11wZESrmsioq+IwaU=">AAACAHicbVDJSgNBEO1xjXGLevDgpTERPEiYEbdjQASPEcwCSQg9PZWkSU/P0F0jhiEXf8WLB0W8+hne/Bs7y0ETHxQ83quiqp4fS2HQdb+dhcWl5ZXVzFp2fWNzazu3s1s1UaI5VHgkI133mQEpFFRQoIR6rIGFvoSa378e+bUH0EZE6h4HMbRC1lWiIzhDK7Vz+4UmwiOmtUgH9Cb0IQiE6g4L7VzeLbpj0HniTUmeTFFu576aQcSTEBRyyYxpeG6MrZRpFFzCMNtMDMSM91kXGpYqFoJppeMHhvTIKgHtRNqWQjpWf0+kLDRmEPq2M2TYM7PeSPzPayTYuWqlQsUJguKTRZ1EUozoKA0aCA0c5cASxrWwt1LeY5pxtJllbQje7MvzpHpa9C6K53dn+dLJNI4MOSCH5Jh45JKUyC0pkwrhZEieySt5c56cF+fd+Zi0LjjTmT3yB87nDz9oliE=</latexit>

Word Embedding

<latexit sha1_base64="PCJclGF4IEW/JtF6zQnr4HHYuwA=">AAACAHicbVC7TsMwFHXKq5RXgIGBxaJCYkBVgniNFV0Yi0QfUhtVjuu2Vh0nsm8QVZSFX2FhACFWPoONv8FpM0DLkSwdn3Pvte/xI8E1OM63VVhaXlldK66XNja3tnfs3b2mDmNFWYOGIlRtn2gmuGQN4CBYO1KMBL5gLX9cy/zWA1Oah/IeJhHzAjKUfMApASP17IMusEdIaiTK7vgmH5X27LJTcabAi8TNSRnlqPfsr24/pHHAJFBBtO64TgReQhRwKlha6saaRYSOyZB1DJUkYNpLpguk+NgofTwIlTkS8FT93ZGQQOtJ4JvKgMBIz3uZ+J/XiWFw7SVcRjEwSWcPDWKBIcRZGrjPFaMgJoYQqrj5K6YjoggFk1nJhODOr7xImmcV97JycXderp7mcRTRITpCJ8hFV6iKblEdNRBFKXpGr+jNerJerHfrY1ZasPKeffQH1ucPHN2Wrw==</latexit>

Caption Baseline

<latexit sha1_base64="EUTvH+4fP5zIjcw2tGxX2G79mWs=">AAAB+HicbVDJSgNBEO1xjXHJqEcvg0HwIGFG3A4iAQ96jGAWSIbQ06lJmvT0DN01YhzyJV48KOLVT/Hm39hZDpr4oODxXhVV9YJEcI2u+20tLC4tr6zm1vLrG5tbBXt7p6bjVDGosljEqhFQDYJLqCJHAY1EAY0CAfWgfz3y6w+gNI/lPQ4S8CPalTzkjKKR2nbhsoXwiNkNyA6o4VXbLroldwxnnnhTUiRTVNr2V6sTszQCiUxQrZuem6CfUYWcCRjmW6mGhLI+7ULTUEkj0H42PnzoHBil44SxMiXRGau/JzIaaT2IAtMZUezpWW8k/uc1Uwwv/IzLJEWQbLIoTIWDsTNKwelwBQzFwBDKFDe3OqxHFWVossqbELzZl+dJ7bjknZVO706K5aNpHDmyR/bJIfHIOSmTW1IhVcJISp7JK3mznqwX6936mLQuWNOZXfIH1ucPxw+THQ==</latexit>

< Gender >
<latexit sha1_base64="DHqZBasf5qMkVzws2cUYCPZo5Es=">AAACCnicbVDLSsNAFJ34rPUVdelmtAgupCTiayFScKHLClaFtpTJ5MYOnUzCzI1YQtdu/BU3LhRx6xe482+c1ix8He6Fwzn3MnNPkEph0PM+nLHxicmp6dJMeXZufmHRXVq+MEmmOTR4IhN9FTADUihooEAJV6kGFgcSLoPe8dC/vAFtRKLOsZ9CO2bXSkSCM7RSx11rIdwizc+7wlBbbHBYKCegQtCDo45b8areCPQv8QtSIQXqHfe9FSY8i0Ehl8yYpu+l2M6ZRsElDMqtzEDKeI9dQ9NSxWIw7Xx0yoBuWCWkUaJtK6Qj9ftGzmJj+nFgJ2OGXfPbG4r/ec0Mo4N2LlSaISj+9VCUSYoJHeZCQ6GBo+xbwrgW9q+Ud5lmHG16ZRuC//vkv+Riu+rvVXfPdiq1rSKOElkl62ST+GSf1MgpqZMG4eSOPJAn8uzcO4/Oi/P6NTrmFDsr5Aect0/AEpo/</latexit>

This is a < Gender >

<latexit sha1_base64="fneioYZs69tfE2uqsXScjp2aP6A=">AAAB/XicbVDJSgNBEO1xjXGLy81LYxA8SJgRNzwFvHiMYBZIQujpVJImPT1Dd42YDMFf8eJBEa/+hzf/xk4yB018UPB4r4qqen4khUHX/XYWFpeWV1Yza9n1jc2t7dzObsWEseZQ5qEMdc1nBqRQUEaBEmqRBhb4Eqp+/2bsVx9AGxGqexxE0AxYV4mO4Ayt1MrtNxAeMeEyHALtgmqDvh61cnm34E5A54mXkjxJUWrlvhrtkMcBKOSSGVP33AibCdMouIRRthEbiBjvsy7ULVUsANNMJteP6JFV2rQTalsK6UT9PZGwwJhB4NvOgGHPzHpj8T+vHmPnqpkIFcUIik8XdWJJMaTjKGhbaOAoB5YwroW9lfIe04yjDSxrQ/BmX54nldOCd1E4vzvLF0/SODLkgBySY+KRS1Ikt6REyoSTIXkmr+TNeXJenHfnY9q64KQze+QPnM8f2hiVbA==</latexit>

cloze gender:

<latexit sha1_base64="Mitt/vNimiY9B1IP0A+U1oanKYg=">AAACAnicbVDLSgMxFM34rPU16krcBIvgQsqM+FoWRHBZ0T6gHUomc6cNzWSGJCOWobjxV9y4UMStX+HOvzHTdqGtBwKHc+5Nco6fcKa043xbc/MLi0vLhZXi6tr6xqa9tV1XcSop1GjMY9n0iQLOBNQ00xyaiQQS+Rwafv8y9xv3IBWLxZ0eJOBFpCtYyCjRRurYu20NDzq7BaFBUMBXkQ9BwER32LFLTtkZAc8Sd0JKaIJqx/5qBzFNI3MV5USplusk2suI1IxyGBbbqYKE0D7pQstQQSJQXjaKMMQHRglwGEtzhMYj9fdGRiKlBpFvJiOie2ray8X/vFaqwwsvYyJJ84Djh8KUYx3jvA8cMAlU84EhhEpm/oppj0hCtWmtaEpwpyPPkvpx2T0rn96clCpHkzoKaA/to0PkonNUQdeoimqIokf0jF7Rm/VkvVjv1sd4dM6a7OygP7A+fwCh85eG</latexit>

Sentence Embedding

<latexit sha1_base64="GA0tOGuNUvN4TLaNc/oEii8OM8k=">AAACAXicbVDLSsNAFJ3UV62vqBvBTbAILqQk4mtZcOOygn1AG8pketOOncyEmYlYQt34K25cKOLWv3Dn3zhps9DWAwOHc+69c+8JYkaVdt1vq7CwuLS8Ulwtra1vbG7Z2zsNJRJJoE4EE7IVYAWMcqhrqhm0Ygk4Chg0g+FV5jfvQSoq+K0exeBHuM9pSAnWRuraex0NDzoVwR0Q7RCGlTIuyHHXLrsVdwJnnng5KaMcta791ekJkkTA9WRM23Nj7adYakoYjEudREGMyRD3oW0oxxEoP51cMHYOjdJzQiHN42aPTP3dkeJIqVEUmMoI64Ga9TLxP6+d6PDSTymPEw2cTD8KE+Zo4WRxOD0qzeFsZAgmkppdHTLAEhNtQiuZELzZk+dJ46TinVfObk7L1eM8jiLaRwfoCHnoAlXRNaqhOiLoET2jV/RmPVkv1rv1MS0tWHnPLvoD6/MHUQyXZA==</latexit>

object classifier

<latexit sha1_base64="GA0tOGuNUvN4TLaNc/oEii8OM8k=">AAACAXicbVDLSsNAFJ3UV62vqBvBTbAILqQk4mtZcOOygn1AG8pketOOncyEmYlYQt34K25cKOLWv3Dn3zhps9DWAwOHc+69c+8JYkaVdt1vq7CwuLS8Ulwtra1vbG7Z2zsNJRJJoE4EE7IVYAWMcqhrqhm0Ygk4Chg0g+FV5jfvQSoq+K0exeBHuM9pSAnWRuraex0NDzoVwR0Q7RCGlTIuyHHXLrsVdwJnnng5KaMcta791ekJkkTA9WRM23Nj7adYakoYjEudREGMyRD3oW0oxxEoP51cMHYOjdJzQiHN42aPTP3dkeJIqVEUmMoI64Ga9TLxP6+d6PDSTymPEw2cTD8KE+Zo4WRxOD0qzeFsZAgmkppdHTLAEhNtQiuZELzZk+dJ46TinVfObk7L1eM8jiLaRwfoCHnoAlXRNaqhOiLoET2jV/RmPVkv1rv1MS0tWHnPLvoD6/MHUQyXZA==</latexit>

object classifier

<latexit sha1_base64="xe1a+n5q5ss0yabusUYXYF7bVZE=">AAAB/nicbVDJSgNBEO2JW4zbqHjy0hgEDxJmxO0Y8OJBIYJZIAmhp1NJmvT0DN01YhgC/ooXD4p49Tu8+Td2loMmPih4vFdFVb0glsKg5307mYXFpeWV7GpubX1jc8vd3qmYKNEcyjySka4FzIAUCsooUEIt1sDCQEI16F+N/OoDaCMidY+DGJoh6yrREZyhlVruXgPhEdMbproJ6wK9jdoghy037xW8Meg88ackT6YotdyvRjviSQgKuWTG1H0vxmbKNAouYZhrJAZixvt2Rd1SxUIwzXR8/pAeWqVNO5G2pZCO1d8TKQuNGYSB7QwZ9sysNxL/8+oJdi6bqVBxgqD4ZFEnkRQjOsqCtoUGjnJgCeNa2Fsp7zHNONrEcjYEf/bleVI5KfjnhbO703zxeBpHluyTA3JEfHJBiuSalEiZcJKSZ/JK3pwn58V5dz4mrRlnOrNL/sD5/AF0MJW/</latexit>

Language Model

<latexit sha1_base64="NLikv0GsIIqhDP8VDp4zTqXpOug=">AAAB+HicbVDJSgNBEK1xjXHJqEcvjUHwIGFG3I5BLx4jmAWSIfR0epImPQvdNWIc8iVePCji1U/x5t/YSeagiQ8KHu9VdVc9P5FCo+N8W0vLK6tr64WN4ubW9k7J3t1r6DhVjNdZLGPV8qnmUkS8jgIlbyWK09CXvOkPbyZ+84ErLeLoHkcJ90Laj0QgGEUjde1SB/kjZtf5E+OuXXYqzhRkkbg5KUOOWtf+6vRiloY8Qiap1m3XSdDLqELBJB8XO6nmCWVD2udtQyMacu1l08XH5MgoPRLEylSEZKr+nshoqPUo9E1nSHGg572J+J/XTjG48jIRJSnyiM0+ClJJMCaTFEhPKM5QjgyhTAmzK2EDqihDk1XRhODOn7xIGqcV96JyfndWrp7kcRTgAA7hGFy4hCrcQg3qwCCFZ3iFN+vJerHerY9Z65KVz+zDH1ifP0i7k3E=</latexit>

Baseline

<latexit sha1_base64="Mitt/vNimiY9B1IP0A+U1oanKYg=">AAACAnicbVDLSgMxFM34rPU16krcBIvgQsqM+FoWRHBZ0T6gHUomc6cNzWSGJCOWobjxV9y4UMStX+HOvzHTdqGtBwKHc+5Nco6fcKa043xbc/MLi0vLhZXi6tr6xqa9tV1XcSop1GjMY9n0iQLOBNQ00xyaiQQS+Rwafv8y9xv3IBWLxZ0eJOBFpCtYyCjRRurYu20NDzq7BaFBUMBXkQ9BwER32LFLTtkZAc8Sd0JKaIJqx/5qBzFNI3MV5USplusk2suI1IxyGBbbqYKE0D7pQstQQSJQXjaKMMQHRglwGEtzhMYj9fdGRiKlBpFvJiOie2ray8X/vFaqwwsvYyJJ84Djh8KUYx3jvA8cMAlU84EhhEpm/oppj0hCtWmtaEpwpyPPkvpx2T0rn96clCpHkzoKaA/to0PkonNUQdeoimqIokf0jF7Rm/VkvVjv1sd4dM6a7OygP7A+fwCh85eG</latexit>

Sentence Embedding

<latexit sha1_base64="kajBpmdXCBSEB//K8PjHOGduvz8=">AAACH3icbZBLSwMxEMdn66vWV9VjL8EieJCyK76OBS8eK9gHtKVks9k2NJssSVYtS7+JF7+KFw+KiLd+GTV9HLR1IOE3/5khmb8fc6aN646czNLyyupadj23sbm1vZPf3atpmShCq0RyqRo+1pQzQauGGU4bsaI48jmt+/2rcb1+R5VmUtyaQUzbEe4KFjKCjZVkvgAtMEDhwd4pYEBf33APEiLLwjKCns04BMBAQNfmVodhJ190S+4k0CJ4MyjCLCqd/GcrkCSJqDCEY62bnhubdoqVYYTTYa6VaBpj0sdd2rQocER1O53sN0SHVglQKJU9wqCJ+nsixZHWg8i3nRE2PT1fG4v/1ZqJCS/bKRNxYqgg04fChCMj0dgsFDBFieEDC5goZv+KSA8rTIy1NGdN8OZXXoTaSck7L53dnBbLxzM7slCAAzgCDy6gDNdQgSoQeIRneIU358l5cd6dj2lrxpnN7MOfcEY/ccWcWg==</latexit>

a woman holding an
<latexit sha1_base64="I3pbbwiokULe7TN9jyIHgyc0Chs=">AAACBHicbVDJSgNBEO1xjXGLesylMQgeJMyI2zHgxWMEs0AyhJ5OTdKkp2forhHDkIMXf8WLB0W8+hHe/Bs7y0ETHxQ83quiql6QSGHQdb+dpeWV1bX13EZ+c2t7Z7ewt183cao51HgsY90MmAEpFNRQoIRmooFFgYRGMLge+4170EbE6g6HCfgR6ykRCs7QSp1CsY3wgFkaBRqkZFQoin2gmgk16hRKbtmdgC4Sb0ZKZIZqp/DV7sY8jUAhl8yYlucm6GdMo+ASRvl2aiBhfMB60LJUsQiMn02eGNEjq3RpGGtbCulE/T2RsciYYRTYzohh38x7Y/E/r5VieOVnQiUpguLTRWEqKcZ0nAjtCg0c5dASxrWwt1LeZ5pxtLnlbQje/MuLpH5a9i7K57dnpcrJLI4cKZJDckw8ckkq5IZUSY1w8kieySt5c56cF+fd+Zi2LjmzmQPyB87nD/bzmDw=</latexit>

umbrella in the rain

<latexit sha1_base64="Db/w8TUU5fiB5N9CRLySR/2+Z2k=">AAAB/XicbVDJSgNBFOyJW4xbXG5eGoPgQcKMuB2DXjxGMQskQ+jpvEma9Cx0vwnGIfgrXjwo4tX/8Obf2FkOmljQUFTV470uL5ZCo21/W5mFxaXllexqbm19Y3Mrv71T1VGiOFR4JCNV95gGKUKooEAJ9VgBCzwJNa93PfJrfVBaROE9DmJwA9YJhS84QyO18ntNhAdMrwTT9A76YhQctvIFu2iPQeeJMyUFMkW5lf9qtiOeBBAil0zrhmPH6KZMoeAShrlmoiFmvMc60DA0ZAFoNx1fP6SHRmlTP1LmhUjH6u+JlAVaDwLPJAOGXT3rjcT/vEaC/qWbijBOEEI+WeQnkmJER1XQtlDAUQ4MYVwJcyvlXaYYR1NYzpTgzH55nlRPis558ez2tFA6ntaRJfvkgBwRh1yQErkhZVIhnDySZ/JK3qwn68V6tz4m0Yw1ndklf2B9/gDaR5Vu</latexit>

Bias Revision

<latexit sha1_base64="39PK9CL8UUTgqRKWgoqn9LS1Ngs=">AAAB8nicbVDLSgNBEJyNrxhfUY9eBoMQL2FX4uMY8OIxgnlAsoTZyWwyZHZmmekVw5LP8OJBEa9+jTf/xtlkD5pY0FBUddPdFcSCG3Ddb6ewtr6xuVXcLu3s7u0flA+P2kYlmrIWVULpbkAME1yyFnAQrBtrRqJAsE4wuc38ziPThiv5ANOY+REZSR5ySsBKvT6wJ0ir5HxWGpQrbs2dA68SLycVlKM5KH/1h4omEZNABTGm57kx+CnRwKlgs1I/MSwmdEJGrGepJBEzfjo/eYbPrDLEodK2JOC5+nsiJZEx0yiwnRGBsVn2MvE/r5dAeOOnXMYJMEkXi8JEYFA4+x8PuWYUxNQSQjW3t2I6JppQsCllIXjLL6+S9kXNu6pd3tcrjXoeRxGdoFNURR66Rg10h5qohShS6Bm9ojcHnBfn3flYtBacfOYY/YHz+QOFr5C5</latexit>

(a)
<latexit sha1_base64="rj8qmZ9hP2neK9f4U3Sl80pwdnU=">AAAB8nicbVDLSgNBEJyNrxhfUY9eBoMQL2FX4uMY8OIxgnlAsoTZyWwyZHZmmekVw5LP8OJBEa9+jTf/xtlkD5pY0FBUddPdFcSCG3Ddb6ewtr6xuVXcLu3s7u0flA+P2kYlmrIWVULpbkAME1yyFnAQrBtrRqJAsE4wuc38ziPThiv5ANOY+REZSR5ySsBKvT6wJ0irwfmsNChX3Jo7B14lXk4qKEdzUP7qDxVNIiaBCmJMz3Nj8FOigVPBZqV+YlhM6ISMWM9SSSJm/HR+8gyfWWWIQ6VtScBz9fdESiJjplFgOyMCY7PsZeJ/Xi+B8MZPuYwTYJIuFoWJwKBw9j8ecs0oiKklhGpub8V0TDShYFPKQvCWX14l7Yuad1W7vK9XGvU8jiI6Qaeoijx0jRroDjVRC1Gk0DN6RW8OOC/Ou/OxaC04+cwx+gPn8weHNpC6</latexit>

(b)
<latexit sha1_base64="klgSfjSSVD3tg3Xv04JLaZtApRk=">AAAB8nicbVDLSsNAFJ3UV62vqks3g0Wom5JIfSwLblxWsA9IQ5lMJu3QySTM3Igl9DPcuFDErV/jzr9x0mahrQcuHM65l3vv8RPBNdj2t1VaW9/Y3CpvV3Z29/YPqodHXR2nirIOjUWs+j7RTHDJOsBBsH6iGIl8wXr+5Db3e49MaR7LB5gmzIvISPKQUwJGcgfAniCrB+ezyrBasxv2HHiVOAWpoQLtYfVrEMQ0jZgEKojWrmMn4GVEAaeCzSqDVLOE0AkZMddQSSKmvWx+8gyfGSXAYaxMScBz9fdERiKtp5FvOiMCY73s5eJ/nptCeONlXCYpMEkXi8JUYIhx/j8OuGIUxNQQQhU3t2I6JopQMCnlITjLL6+S7kXDuWpc3jdrrWYRRxmdoFNURw66Ri10h9qogyiK0TN6RW8WWC/Wu/WxaC1Zxcwx+gPr8weKRJC8</latexit>

(d)
<latexit sha1_base64="TySqh0QC2+gRG3wyCApFYVCZBY4=">AAAB8nicbVDLSgNBEJyNrxhfUY9eBoMQL2FX4uMY8OIxgnlAsoTZyWwyZHZmmekVw5LP8OJBEa9+jTf/xtlkD5pY0FBUddPdFcSCG3Ddb6ewtr6xuVXcLu3s7u0flA+P2kYlmrIWVULpbkAME1yyFnAQrBtrRqJAsE4wuc38ziPThiv5ANOY+REZSR5ySsBKvT6wJ0ir9HxWGpQrbs2dA68SLycVlKM5KH/1h4omEZNABTGm57kx+CnRwKlgs1I/MSwmdEJGrGepJBEzfjo/eYbPrDLEodK2JOC5+nsiJZEx0yiwnRGBsVn2MvE/r5dAeOOnXMYJMEkXi8JEYFA4+x8PuWYUxNQSQjW3t2I6JppQsCllIXjLL6+S9kXNu6pd3tcrjXoeRxGdoFNURR66Rg10h5qohShS6Bm9ojcHnBfn3flYtBacfOYY/YHz+QOIvZC7</latexit>

(c)

<latexit sha1_base64="j/nXDh+8JbXY/9ZK8IbcB3Uht+o=">AAACAXicbVDJSgNBEO1xjXGLehG8NAbBg4QZcTsGvHiMYBZIhtDTU0ma9PQM3TViGOLFX/HiQRGv/oU3/8bOctDEBwWP96qoqhckUhh03W9nYXFpeWU1t5Zf39jc2i7s7NZMnGoOVR7LWDcCZkAKBVUUKKGRaGBRIKEe9K9Hfv0etBGxusNBAn7Eukp0BGdopXZhv4XwgFkXVAiaBoIZanisYdguFN2SOwadJ96UFMkUlXbhqxXGPI1AIZfMmKbnJuhnTKPgEob5VmogYbzPutC0VLEIjJ+NPxjSI6uEtBNrWwrpWP09kbHImEEU2M6IYc/MeiPxP6+ZYufKz4RKUgTFJ4s6qaQY01EcNBQaOMqBJYxrYW+lvMc042hDy9sQvNmX50nttORdlM5vz4rlk2kcOXJADskx8cglKZMbUiFVwskjeSav5M15cl6cd+dj0rrgTGf2yB84nz/b05cY</latexit>

gender bias score

<latexit sha1_base64="q3fa38Bv5bcbwuZVVNAi/dFx9hc=">AAAB6HicbVDLSgNBEOyNrxhfUY9eBoPgQcKu+DoGvOgtAfOAJITZSW8yZnZ2mZkVwpIv8OJBEa9+kjf/xkmyB00saCiquunu8mPBtXHdbye3srq2vpHfLGxt7+zuFfcPGjpKFMM6i0SkWj7VKLjEuuFGYCtWSENfYNMf3U795hMqzSP5YMYxdkM6kDzgjBor1e57xZJbdmcgy8TLSAkyVHvFr04/YkmI0jBBtW57bmy6KVWGM4GTQifRGFM2ogNsWyppiLqbzg6dkBOr9EkQKVvSkJn6eyKlodbj0LedITVDvehNxf+8dmKCm27KZZwYlGy+KEgEMRGZfk36XCEzYmwJZYrbWwkbUkWZsdkUbAje4svLpHFe9q7Kl7WLUuUsiyMPR3AMp+DBNVTgDqpQBwYIz/AKb86j8+K8Ox/z1pyTzRzCHzifP5ufjME=</latexit>

I

<latexit sha1_base64="Oz1AQ9HX9owHyoxMsHps58AylYs=">AAAB6HicbVDLSgNBEOz1GeMr6tHLYhA8SNgVX8eAF48JmAckS5id9CZjZmeWmVkhLPkCLx4U8eonefNvnCR70MSChqKqm+6uMOFMG8/7dlZW19Y3Ngtbxe2d3b390sFhU8tUUWxQyaVqh0QjZwIbhhmO7UQhiUOOrXB0N/VbT6g0k+LBjBMMYjIQLGKUGCvVZa9U9ireDO4y8XNShhy1Xumr25c0jVEYyonWHd9LTJARZRjlOCl2U40JoSMywI6lgsSog2x26MQ9tUrfjaSyJYw7U39PZCTWehyHtjMmZqgXvan4n9dJTXQbZEwkqUFB54uilLtGutOv3T5TSA0fW0KoYvZWlw6JItTYbIo2BH/x5WXSvKj415Wr+mW5ep7HUYBjOIEz8OEGqnAPNWgABYRneIU359F5cd6dj3nripPPHMEfOJ8/1TeM5w==</latexit>o<latexit sha1_base64="Oz1AQ9HX9owHyoxMsHps58AylYs=">AAAB6HicbVDLSgNBEOz1GeMr6tHLYhA8SNgVX8eAF48JmAckS5id9CZjZmeWmVkhLPkCLx4U8eonefNvnCR70MSChqKqm+6uMOFMG8/7dlZW19Y3Ngtbxe2d3b390sFhU8tUUWxQyaVqh0QjZwIbhhmO7UQhiUOOrXB0N/VbT6g0k+LBjBMMYjIQLGKUGCvVZa9U9ireDO4y8XNShhy1Xumr25c0jVEYyonWHd9LTJARZRjlOCl2U40JoSMywI6lgsSog2x26MQ9tUrfjaSyJYw7U39PZCTWehyHtjMmZqgXvan4n9dJTXQbZEwkqUFB54uilLtGutOv3T5TSA0fW0KoYvZWlw6JItTYbIo2BH/x5WXSvKj415Wr+mW5ep7HUYBjOIEz8OEGqnAPNWgABYRneIU359F5cd6dj3nripPPHMEfOJ8/1TeM5w==</latexit>o

init

<latexit sha1_base64="GA0tOGuNUvN4TLaNc/oEii8OM8k=">AAACAXicbVDLSsNAFJ3UV62vqBvBTbAILqQk4mtZcOOygn1AG8pketOOncyEmYlYQt34K25cKOLWv3Dn3zhps9DWAwOHc+69c+8JYkaVdt1vq7CwuLS8Ulwtra1vbG7Z2zsNJRJJoE4EE7IVYAWMcqhrqhm0Ygk4Chg0g+FV5jfvQSoq+K0exeBHuM9pSAnWRuraex0NDzoVwR0Q7RCGlTIuyHHXLrsVdwJnnng5KaMcta791ekJkkTA9WRM23Nj7adYakoYjEudREGMyRD3oW0oxxEoP51cMHYOjdJzQiHN42aPTP3dkeJIqVEUmMoI64Ga9TLxP6+d6PDSTymPEw2cTD8KE+Zo4WRxOD0qzeFsZAgmkppdHTLAEhNtQiuZELzZk+dJ46TinVfObk7L1eM8jiLaRwfoCHnoAlXRNaqhOiLoET2jV/RmPVkv1rv1MS0tWHnPLvoD6/MHUQyXZA==</latexit>

object classifier

<latexit sha1_base64="xe1a+n5q5ss0yabusUYXYF7bVZE=">AAAB/nicbVDJSgNBEO2JW4zbqHjy0hgEDxJmxO0Y8OJBIYJZIAmhp1NJmvT0DN01YhgC/ooXD4p49Tu8+Td2loMmPih4vFdFVb0glsKg5307mYXFpeWV7GpubX1jc8vd3qmYKNEcyjySka4FzIAUCsooUEIt1sDCQEI16F+N/OoDaCMidY+DGJoh6yrREZyhlVruXgPhEdMbproJ6wK9jdoghy037xW8Meg88ackT6YotdyvRjviSQgKuWTG1H0vxmbKNAouYZhrJAZixvt2Rd1SxUIwzXR8/pAeWqVNO5G2pZCO1d8TKQuNGYSB7QwZ9sysNxL/8+oJdi6bqVBxgqD4ZFEnkRQjOsqCtoUGjnJgCeNa2Fsp7zHNONrEcjYEf/bleVI5KfjnhbO703zxeBpHluyTA3JEfHJBiuSalEiZcJKSZ/JK3pwn58V5dz4mrRlnOrNL/sD5/AF0MJW/</latexit>

Language Model

<latexit sha1_base64="NLikv0GsIIqhDP8VDp4zTqXpOug=">AAAB+HicbVDJSgNBEK1xjXHJqEcvjUHwIGFG3I5BLx4jmAWSIfR0epImPQvdNWIc8iVePCji1U/x5t/YSeagiQ8KHu9VdVc9P5FCo+N8W0vLK6tr64WN4ubW9k7J3t1r6DhVjNdZLGPV8qnmUkS8jgIlbyWK09CXvOkPbyZ+84ErLeLoHkcJ90Laj0QgGEUjde1SB/kjZtf5E+OuXXYqzhRkkbg5KUOOWtf+6vRiloY8Qiap1m3XSdDLqELBJB8XO6nmCWVD2udtQyMacu1l08XH5MgoPRLEylSEZKr+nshoqPUo9E1nSHGg572J+J/XTjG48jIRJSnyiM0+ClJJMCaTFEhPKM5QjgyhTAmzK2EDqihDk1XRhODOn7xIGqcV96JyfndWrp7kcRTgAA7hGFy4hCrcQg3qwCCFZ3iFN+vJerHerY9Z65KVz+zDH1ifP0i7k3E=</latexit>

Baseline

<latexit sha1_base64="Mitt/vNimiY9B1IP0A+U1oanKYg=">AAACAnicbVDLSgMxFM34rPU16krcBIvgQsqM+FoWRHBZ0T6gHUomc6cNzWSGJCOWobjxV9y4UMStX+HOvzHTdqGtBwKHc+5Nco6fcKa043xbc/MLi0vLhZXi6tr6xqa9tV1XcSop1GjMY9n0iQLOBNQ00xyaiQQS+Rwafv8y9xv3IBWLxZ0eJOBFpCtYyCjRRurYu20NDzq7BaFBUMBXkQ9BwER32LFLTtkZAc8Sd0JKaIJqx/5qBzFNI3MV5USplusk2suI1IxyGBbbqYKE0D7pQstQQSJQXjaKMMQHRglwGEtzhMYj9fdGRiKlBpFvJiOie2ray8X/vFaqwwsvYyJJ84Djh8KUYx3jvA8cMAlU84EhhEpm/oppj0hCtWmtaEpwpyPPkvpx2T0rn96clCpHkzoKaA/to0PkonNUQdeoimqIokf0jF7Rm/VkvVjv1sd4dM6a7OygP7A+fwCh85eG</latexit>

Sentence Embedding

<latexit sha1_base64="I3pbbwiokULe7TN9jyIHgyc0Chs=">AAACBHicbVDJSgNBEO1xjXGLesylMQgeJMyI2zHgxWMEs0AyhJ5OTdKkp2forhHDkIMXf8WLB0W8+hHe/Bs7y0ETHxQ83quiql6QSGHQdb+dpeWV1bX13EZ+c2t7Z7ewt183cao51HgsY90MmAEpFNRQoIRmooFFgYRGMLge+4170EbE6g6HCfgR6ykRCs7QSp1CsY3wgFkaBRqkZFQoin2gmgk16hRKbtmdgC4Sb0ZKZIZqp/DV7sY8jUAhl8yYlucm6GdMo+ASRvl2aiBhfMB60LJUsQiMn02eGNEjq3RpGGtbCulE/T2RsciYYRTYzohh38x7Y/E/r5VieOVnQiUpguLTRWEqKcZ0nAjtCg0c5dASxrWwt1LeZ5pxtLnlbQje/MuLpH5a9i7K57dnpcrJLI4cKZJDckw8ckkq5IZUSY1w8kieySt5c56cF+fd+Zi2LjmzmQPyB87nD/bzmDw=</latexit>

umbrella in the rain

<latexit sha1_base64="Db/w8TUU5fiB5N9CRLySR/2+Z2k=">AAAB/XicbVDJSgNBFOyJW4xbXG5eGoPgQcKMuB2DXjxGMQskQ+jpvEma9Cx0vwnGIfgrXjwo4tX/8Obf2FkOmljQUFTV470uL5ZCo21/W5mFxaXllexqbm19Y3Mrv71T1VGiOFR4JCNV95gGKUKooEAJ9VgBCzwJNa93PfJrfVBaROE9DmJwA9YJhS84QyO18ntNhAdMrwTT9A76YhQctvIFu2iPQeeJMyUFMkW5lf9qtiOeBBAil0zrhmPH6KZMoeAShrlmoiFmvMc60DA0ZAFoNx1fP6SHRmlTP1LmhUjH6u+JlAVaDwLPJAOGXT3rjcT/vEaC/qWbijBOEEI+WeQnkmJER1XQtlDAUQ4MYVwJcyvlXaYYR1NYzpTgzH55nlRPis558ez2tFA6ntaRJfvkgBwRh1yQErkhZVIhnDySZ/JK3qwn68V6tz4m0Yw1ndklf2B9/gDaR5Vu</latexit>

Bias Revision

<latexit sha1_base64="q3fa38Bv5bcbwuZVVNAi/dFx9hc=">AAAB6HicbVDLSgNBEOyNrxhfUY9eBoPgQcKu+DoGvOgtAfOAJITZSW8yZnZ2mZkVwpIv8OJBEa9+kjf/xkmyB00saCiquunu8mPBtXHdbye3srq2vpHfLGxt7+zuFfcPGjpKFMM6i0SkWj7VKLjEuuFGYCtWSENfYNMf3U795hMqzSP5YMYxdkM6kDzgjBor1e57xZJbdmcgy8TLSAkyVHvFr04/YkmI0jBBtW57bmy6KVWGM4GTQifRGFM2ogNsWyppiLqbzg6dkBOr9EkQKVvSkJn6eyKlodbj0LedITVDvehNxf+8dmKCm27KZZwYlGy+KEgEMRGZfk36XCEzYmwJZYrbWwkbUkWZsdkUbAje4svLpHFe9q7Kl7WLUuUsiyMPR3AMp+DBNVTgDqpQBwYIz/AKb86j8+K8Ox/z1pyTzRzCHzifP5ufjME=</latexit>

I

<latexit sha1_base64="Oz1AQ9HX9owHyoxMsHps58AylYs=">AAAB6HicbVDLSgNBEOz1GeMr6tHLYhA8SNgVX8eAF48JmAckS5id9CZjZmeWmVkhLPkCLx4U8eonefNvnCR70MSChqKqm+6uMOFMG8/7dlZW19Y3Ngtbxe2d3b390sFhU8tUUWxQyaVqh0QjZwIbhhmO7UQhiUOOrXB0N/VbT6g0k+LBjBMMYjIQLGKUGCvVZa9U9ireDO4y8XNShhy1Xumr25c0jVEYyonWHd9LTJARZRjlOCl2U40JoSMywI6lgsSog2x26MQ9tUrfjaSyJYw7U39PZCTWehyHtjMmZqgXvan4n9dJTXQbZEwkqUFB54uilLtGutOv3T5TSA0fW0KoYvZWlw6JItTYbIo2BH/x5WXSvKj415Wr+mW5ep7HUYBjOIEz8OEGqnAPNWgABYRneIU359F5cd6dj3nripPPHMEfOJ8/1TeM5w==</latexit>o

<latexit sha1_base64="SaOpF+C8YennPTvMxqnodlGuZ1o=">AAACDnicbVDLSgNBEJz1bXxFPXoZDIIHCbvi6yAS8SKIENGYQBLC7KSTDM7OLjO9Ylj2C7z4K148KOLVszf/xsnjoIkF3RRV3cx0+ZEUBl3325mYnJqemZ2bzywsLi2vZFfXbk0Yaw4lHspQV3xmQAoFJRQooRJpYIEvoezfnfX88j1oI0J1g90I6gFrK9ESnKGVGtmt4xrCAyb9jphcnl5fpOkJHahtUE3QKW1kc27e7YOOE29IcmSIYiP7VWuGPA5AIZfMmKrnRlhPmEbBJaSZWmwgYvyOtaFqqWIBmHrSPyelW1Zp0laobSmkffX3RsICY7qBbycDhh0z6vXE/7xqjK2jeiJUFCMoPnioFUuKIe1lQ5tCA0fZtYRxLexfKe8wzTjaBDM2BG/05HFyu5v3DvL7V3u5ws4wjjmyQTbJNvHIISmQc1IkJcLJI3kmr+TNeXJenHfnYzA64Qx31skfOJ8/9hWcnw==</latexit>

< MASK > gender

<latexit sha1_base64="gOrpJVnqcA5rJehJEspeHUR4yc8=">AAACG3icbZDLSgMxFIYz9VbrrerSTbAILqTMFG8LkYobQYSKthbaUjJp2oZmMkNyRizDvIcbX8WNC0VcCS58G9POLLT1QMLH/59Dcn43EFyDbX9bmZnZufmF7GJuaXlldS2/vlHTfqgoq1Jf+KruEs0El6wKHASrB4oRzxXszh2cj/y7e6Y09+UtDAPW8khP8i6nBIzUzpeawB4gIjE+SWh8A0RXZzeXcXyKE7Xviw6XPUxkjNv5gl20x4WnwUmhgNKqtPOfzY5PQ49JoIJo3XDsAFoRUcCpYHGuGWoWEDogPdYwKInHdCsa7xbjHaN0cNdX5kjAY/X3REQ8rYeeazo9An096Y3E/7xGCN3jVsRlEAKTNHmoGwoMPh4FhTtcMQpiaIBQxc1fMe0TRSiYOHMmBGdy5WmolYrOYfHger9Q3kvjyKIttI12kYOOUBldoAqqIooe0TN6RW/Wk/VivVsfSWvGSmc20Z+yvn4ARRyiGg==</latexit>

a < MASK > holding an

<latexit sha1_base64="q3fa38Bv5bcbwuZVVNAi/dFx9hc=">AAAB6HicbVDLSgNBEOyNrxhfUY9eBoPgQcKu+DoGvOgtAfOAJITZSW8yZnZ2mZkVwpIv8OJBEa9+kjf/xkmyB00saCiquunu8mPBtXHdbye3srq2vpHfLGxt7+zuFfcPGjpKFMM6i0SkWj7VKLjEuuFGYCtWSENfYNMf3U795hMqzSP5YMYxdkM6kDzgjBor1e57xZJbdmcgy8TLSAkyVHvFr04/YkmI0jBBtW57bmy6KVWGM4GTQifRGFM2ogNsWyppiLqbzg6dkBOr9EkQKVvSkJn6eyKlodbj0LedITVDvehNxf+8dmKCm27KZZwYlGy+KEgEMRGZfk36XCEzYmwJZYrbWwkbUkWZsdkUbAje4svLpHFe9q7Kl7WLUuUsiyMPR3AMp+DBNVTgDqpQBwYIz/AKb86j8+K8Ox/z1pyTzRzCHzifP5ufjME=</latexit>

I
<latexit sha1_base64="q3fa38Bv5bcbwuZVVNAi/dFx9hc=">AAAB6HicbVDLSgNBEOyNrxhfUY9eBoPgQcKu+DoGvOgtAfOAJITZSW8yZnZ2mZkVwpIv8OJBEa9+kjf/xkmyB00saCiquunu8mPBtXHdbye3srq2vpHfLGxt7+zuFfcPGjpKFMM6i0SkWj7VKLjEuuFGYCtWSENfYNMf3U795hMqzSP5YMYxdkM6kDzgjBor1e57xZJbdmcgy8TLSAkyVHvFr04/YkmI0jBBtW57bmy6KVWGM4GTQifRGFM2ogNsWyppiLqbzg6dkBOr9EkQKVvSkJn6eyKlodbj0LedITVDvehNxf+8dmKCm27KZZwYlGy+KEgEMRGZfk36XCEzYmwJZYrbWwkbUkWZsdkUbAje4svLpHFe9q7Kl7WLUuUsiyMPR3AMp+DBNVTgDqpQBwYIz/AKb86j8+K8Ox/z1pyTzRzCHzifP5ufjME=</latexit>

I

<latexit sha1_base64="42DyEhbB6IdNZolTlEJNwi5yuKY=">AAAB6XicbVDLSgNBEOz1GeMr6tHLYBA9SNgVX8eAF49RzAOSJcxOepMhs7PLzKwQlvyBFw+KePWPvPk3TpI9aGJBQ1HVTXdXkAiujet+O0vLK6tr64WN4ubW9s5uaW+/oeNUMayzWMSqFVCNgkusG24EthKFNAoENoPh7cRvPqHSPJaPZpSgH9G+5CFn1FjpgZ50S2W34k5BFomXkzLkqHVLX51ezNIIpWGCat323MT4GVWGM4HjYifVmFA2pH1sWypphNrPppeOybFVeiSMlS1pyFT9PZHRSOtRFNjOiJqBnvcm4n9eOzXhjZ9xmaQGJZstClNBTEwmb5MeV8iMGFlCmeL2VsIGVFFmbDhFG4I3//IiaZxXvKvK5f1FuXqWx1GAQziCU/DgGqpwBzWoA4MQnuEV3pyh8+K8Ox+z1iUnnzmAP3A+fwAgb40K</latexit>

a0
<latexit sha1_base64="42DyEhbB6IdNZolTlEJNwi5yuKY=">AAAB6XicbVDLSgNBEOz1GeMr6tHLYBA9SNgVX8eAF49RzAOSJcxOepMhs7PLzKwQlvyBFw+KePWPvPk3TpI9aGJBQ1HVTXdXkAiujet+O0vLK6tr64WN4ubW9s5uaW+/oeNUMayzWMSqFVCNgkusG24EthKFNAoENoPh7cRvPqHSPJaPZpSgH9G+5CFn1FjpgZ50S2W34k5BFomXkzLkqHVLX51ezNIIpWGCat323MT4GVWGM4HjYifVmFA2pH1sWypphNrPppeOybFVeiSMlS1pyFT9PZHRSOtRFNjOiJqBnvcm4n9eOzXhjZ9xmaQGJZstClNBTEwmb5MeV8iMGFlCmeL2VsIGVFFmbDhFG4I3//IiaZxXvKvK5f1FuXqWx1GAQziCU/DgGqpwBzWoA4MQnuEV3pyh8+K8Ox+z1iUnnzmAP3A+fwAgb40K</latexit>

a0

<latexit sha1_base64="bqu94df+0bm1c3496Q/021B8vek=">AAACBnicbVDLSsNAFJ3UV62vqEsRBotYQUoivpYFNy4r2Ac0IUwmk3boTBJmJkIIWbnxV9y4UMSt3+DOv3HSdqHVAxcO59zLvff4CaNSWdaXUVlYXFpeqa7W1tY3NrfM7Z2ujFOBSQfHLBZ9H0nCaEQ6iipG+okgiPuM9Pzxden37omQNI7uVJYQl6NhREOKkdKSZ+47HKmR4Hm7aAyPvDwroMNpALGXx8WxZ9atpjUB/EvsGamDGdqe+ekEMU45iRRmSMqBbSXKzZFQFDNS1JxUkgThMRqSgaYR4kS6+eSNAh5qJYBhLHRFCk7UnxM54lJm3Ned5dFy3ivF/7xBqsIrN6dRkioS4emiMGVQxbDMBAZUEKxYpgnCgupbIR4hgbDSydV0CPb8y39J97RpXzTPb8/qrZNZHFWwBw5AA9jgErTADWiDDsDgATyBF/BqPBrPxpvxPm2tGLOZXfALxsc3w0+YnA==</latexit>

P(g0y | co)
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Figure 1: An overview of the proposed gender bias measure for image captioning. (a) word level with word
embedding, (b) sentence level with semantic embedding, (c) our proposed gender score that relies on visual bias
revision (with GPT-2 for initialization P

(
g′y
)

(common observation as initial bias without visual) and with BERT
for similarity score), and (d) the proposed < MASK > gender estimation (prediction), also with visual bias revision.

objects (voting between classifiers of top-k) and (2)
a low confidence score via a probability threshold
< 0.2. We next describe each of these classifiers:

GloVe Gender Dist (Biased) GloVe Gender Dist (Balanced)

+ person + man + woman + person + man + woman
face walking lipstick can police police
hand cowboy dishwasher police white black
ballplayer gorilla sleeping go walking white
mailbox teddy horse walking black car
book ballplayer bathtub black car walking

Table 1: Most frequency count of object + gender in the
COCO Captions training dataset via Cosine Distance
with GloVe and balanced Gender Neutral GN-GloVe.

ResNet-152 (He et al., 2016): A residual deep net-
work that is designed for ImageNet classification
tasks, which relies heavily on batch normalization.
CLIP (Radford et al., 2021): (Contrastive
Language-Image Pre-training) is a pre-trained
model with contrastive loss where the pair of image-
text needs to be distinguished from randomly se-
lected sample pairs. CLIP uses Internet resources
without human annotation on 400M pairs.
Inception-ResNet FRCNN (Huang et al., 2017):
is an improved variant of Faster R-CNN, with
a trade-off of better accuracy and fast inference
via high-level features extracted from Inception-
ResNet. It is a pre-trained model that is trained on
COCO categories, with 80 object categories.

3 Gender Object Distance

The main component of our Gender Score (next
section) is the semantic relation between the ob-
ject and the gender. Therefore, in this section, we
investigate the semantic correlation between the
object and the gender in the general dataset (e.g.
wiki). More specifically, we assume that all images
contain a gender man, woman or gender neutral
person, and we aim to measure the Cosine Dis-
tance between the object o, objects with context

i.e. caption y from the image I and its related gen-
der a′ ∈ {man, woman, person}. In this context,
we refer to the Cosine Distance as the closest dis-
tance (i.e. semantic relatedness score) between the
gender-to-object via similarity measure e.g. cosine
similarity. We apply our analysis to the most widely
used human-annotated datasets in image captioning
tasks: Flikr30K and COCO Captions datasets.

We employ several commonly used pre-trained
models: (1) word-level: GloVe (Pennington et al.,
2014), fasttext (Bojanowski et al., 2017) and
word2vec (Mikolov et al., 2013) out-of-the-box
as baselines, then we utilize Gender Neutral GloVe
(Zhao et al., 2018), which balances the gender bias;
(2) sentence-level: Sentence-BERT (Reimers and
Gurevych, 2019) tuned on Natural Language Infer-
ence (NLI) (Conneau et al., 2017), (2b) SimCSE
(Gao et al., 2021) contrastive learning supervised
by NLI, and an improved SimCSE version with
additional Information aggregation via masked lan-
guage model objective InfoCSE (Wu et al., 2022).
In particular, we measure the Cosine Distance from
the gender a′ to the object o or caption y as shown
in Figure 1 (a, b) (e.g. how close the gender vector
of a′ is to the object o umbrella). Table 1 shows
the top most object-gender frequent count with the
standard and gender-balanced GloVe, respectively.
Gender Bias Ratio: we follow the work of (Zhao
et al., 2017) to calculate the gender bias ratio to-
wards men as:

biasto-m =
s(obj, m)

s(obj, m) + s(obj, w)
(1)

where m and w refer to the gender in the image,
and the s is our proposed gender-to-object semantic
relation bias score. In our case, we also use the
score to compute the ratio to gender neutral person:

Ratioto-n =
s(obj, m/w)

s(obj, person)
(2)
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COCO Captions Flickr30K

Avg: Gender Object Distance Ratio Avg: Gender Object Distance Ratio

Model + person + man + woman to-m to-w + person + man + woman to-m to-w
Word2Vec (Mikolov et al., 2013) 0.101 0.116 0.124 0.48 0.51 0.116 0.142 0.154 0.47 0.52
GloVe (Pennington et al., 2014) 0.146 0.175 0.169 0.50 0.49 0.131 0.170 0.168 0.50 0.49
Fasttext (Bojanowski et al., 2017) 0.180 0.200 0.191 0.51 0.48 0.146 0.196 0.191 0.50 0.49
GN-GloVe (Zhao et al., 2018) 0.032 0.055 0.054 0.50 0.49 0.024 0.085 0.088 0.49 0.50
SBERT (Reimers and Gurevych, 2019) 0.124 0.155 0.128 0.54 0.45 0.121 0.167 0.129 0.56 0.43
SimCSE-RoBERTa (Gao et al., 2021) 0.194 0.137 0.093 0.59 0.40 0.189 0.140 0.107 0.56 0.43
InfoCSE-RoBERTa (Wu et al., 2022) 0.199 0.222 0.211 0.51 0.48 0.228 0.265 0.241 0.52 0.47

Table 2: Result of Average Cosine Distance between gender and object in the COCO Captions and Flikr30K training
datasets. The ratio is the gender bias rate towards men/women. The results show there is a slight bias toward men.
GloVe and GN-GloVe (balanced) show identical results on COCO Captions, which indicate that not all objects have
a strong bias toward a specific gender. In particular, regarding non-biased objects, both models exhibit a low/similar
bias ratio e.g. bicycle-gender (GloVe: m=0.31 | w=0.27, ratio=0.53) and (GN-GloVe: m=0.15 | w=0.13, ratio=0.53).

Avg: Gender Score Bias Ratio Leakage

Model + person + man + woman m w to-m m w
Human 930 291
Gender Object Distance
Transformer (Vaswani et al., 2017) 0.075 0.062 0.033 0.82 0.44 0.65 0.85 1.40
AoANet (Huang et al., 2019) 0.079 0.061 0.047 0.77 0.59 0.56 0.82 1.29
Vilbert (Lu et al., 2020) 0.089 0.070 0.056 0.78 0.62 0.55 0.75 1.06
OSCAR (Li et al., 2020) 0.076 0.054 0.044 0.71 0.57 0.58 0.93 1.40
BLIP (Li et al., 2022) 0.068 0.050 0.040 0.73 0.58 0.55 0.83 1.32
TraCLIPS-Reward (Cho et al., 2022) 0.069 0.053 0.040 0.76 0.57 0.56 0.82 1.30
BLIP-2 (Li et al., 2023) 0.073 0.049 0.043 0.67 0.58 0.53 0.73 1.22

Gender Score
Transformer (Vaswani et al., 2017) 0.201 0.194 0.187 0.96 0.93 0.50 0.85 1.40
AoANet (Huang et al., 2019) 0.217 0.210 0.201 0.96 0.92 0.51 0.82 1.29
Vilbert (Lu et al., 2020) 0.225 0.217 0.207 0.96 0.92 0.51 0.75 1.06
OSCAR (Li et al., 2020) 0.196 0.188 0.181 0.95 0.92 0.50 0.93 1.40
BLIP (Li et al., 2022) 0.226 0.220 0.213 0.97 0.94 0.50 0.83 1.32
TraCLIPS-Reward (Cho et al., 2022) 0.198 0.194 0.185 0.97 0.93 0.51 0.82 1.30
BLIP-2 (Li et al., 2023) 0.224 0.215 0.210 0.95 0.93 0.50 0.73 1.22

Table 3: Result of the Average Cosine Distance and Gender Score, between gender and object information, on the
Karpathy test split. Our score balances the bias better than direct Cosine Distance, primarily because not all objects
exhibit strong gender bias. The leakage is a comparison between human-annotated caption and the classifier output
that uses the gender-related object to influence the final gender prediction, such as associating women with food.

4 Gender Score

In this section, we describe the proposed Gender
Score that estimates gender based on its semantic
relation with the visual information extracted from
the image. Sabir et al. (2022) proposed a caption
re-ranking method that leverages visual semantic
context. This approach utilized Belief Revision
(Blok et al., 2003) to convert the similarity (i.e.
Cosine Distance) into a probability measure.
Belief Revision. To obtain likelihood bias revisions
based on similarity scores (i.e. gender, object), we
need three parameters: (1) Hypothesis (g): caption
y with the associated gender a ∈ {man, woman},
(2) Informativeness (c): image object information
o confidence and (3) Similarities: the degree of
relatedness between object and gender sim(y, o).

GSa(y) =
1

|D|
∑

(y,o)∈D
P (gy | co) = P(gy)

α (3)

where P(gy) is the hypothesis probability of y, D
is the predicted captions with the gender a, and
P(co) is the probability of the evidence that causes
hypothesis probability revision i.e. visual bias revi-
sion via object context o from the image I , o(I):
Hypothesis: P(gy) (caption y with the gender a)

Informativeness: 1− P(co) (object context o)

Similarities: α =
[
1−sim(y,o)
1+sim(y,o)

]1−P(co)
(visual bias)

The visual context P(co) will revise the caption
with the associated gender P(gy) (i.e. gender
bias) if there is a semantic relation between them
sim(y, o). We discuss each component next:
Hypothesis initial bias: In visual-based belief revi-
sion, one of the conditions is to start with an initial
hypothesis and then revise it using visual context
and a similarity score. Therefore, we initialize the
caption hypothesis P(gy) with a common observa-
tion P(g′y), such as a Language Model (LM) (we
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Bias Ratio Toward Men Bias Ratio Toward Women

Model skateboard kitchen motorcycle baseball skateboard kitchen motorcycle baseball

Object Gender Co-Occ (Zhao et al., 2017)
Transformer (Vaswani et al., 2017) 0.96 0.50 0.83 0.75 0.05 0.50 0.16 0.25
AoANet (Huang et al., 2019) 0.97 0.51 0.85 0.81 0.02 0.48 0.14 0.18
Vilbert (Lu et al., 2020) 0.96 0.47 0.84 0.66 0.03 0.52 0.15 0.33
OSCAR (Li et al., 2020) 0.97 0.58 0.82 0.90 0.02 0.41 0.18 0.09
BLIP (Li et al., 2022) 0.96 0.52 0.88 0.97 0.03 0.47 0.11 0.02
TraCLIPS-Reward (Cho et al., 2022) 0.89 0.48 0.93 0.50 0.10 0.51 0.06 0.50
BLIP-2 (Li et al., 2023) 0.94 0.57 0.88 0.90 0.05 0.42 0.11 0.10

Gender Score
Transformer (Vaswani et al., 2017) 0.96 0.51 0.83 0.61 0.03 0.48 0.16 0.38
AoANet (Huang et al., 2019) 0.97 0.46 0.84 0.82 0.02 0.53 0.15 0.17
Vilbert (Lu et al., 2020) 0.96 0.53 0.84 0.65 0.03 0.46 0.15 0.34
OSCAR (Li et al., 2020) 0.98 0.42 0.78 0.83 0.01 0.57 0.21 0.16
BLIP (Li et al., 2022) 0.96 0.50 0.86 0.98 0.03 0.49 0.13 0.01
TraCLIPS-Reward (Cho et al., 2022) 0.88 0.43 0.92 0.50 0.11 0.56 0.07 0.49
BLIP-2 (Li et al., 2023) 0.93 0.56 0.82 0.89 0.06 0.43 0.17 0.10

Table 4: Example of the most common gender bias objects in COCO Captions, Karpathy test split. The result shows
that our score (bias ratio) aligns closely with the existing Object Gender Co-Occ approach when applied to the most
gender-biased objects toward men. Note that TraCLIPS-Reward (CLIPS+CIDEr) inherits biases from RL-CLIPS,
resulting in distinct gender predictions and generates caption w/o a specific gender i.e. person, baseball player, etc.

consider this as an initial bias without visual). We
employ (GPT-2) (Radford et al., 2019) with mean
token probability since it achieves better results.
Informativeness of bias information: As the vi-
sual context probability P(co) approaches 1 and in
consequence is less informative (very frequent ob-
jects have no discriminative power since they may
co-occur with any gender) 1 − P(co) approaches
zero, causing α to get closer to 1, and thus, a
smaller revision of P(g′y). Therefore, as we de-
scribed in the Visual Context Information Section
2, we leverage a threshold and semantic filter visual
context dataset from ResNet, Inception-ResNet v2
based Faster R-CNN object detector, and CLIP
to extract top-k textual visual context information
from the image. The extracted object is used to
measure the gender-to-object bias direct relation.
Relatedness between hypothesis and bias infor-
mation: Likelihood revision occurs if there is a
close correlation between the hypothesis and the
new information. As the sim(y, o) (gender, object),
gets closer to 1 (higher relatedness) α gets closer
to 0, and thus hypothesis probability is revised (i.e.
gender bias) and raised closer to 1. Therefore, the
initial hypothesis will be revised or backed off to
1 (no bias) based on the relatedness score. In our
case, we employ Sentence-BERT to compute the
Cosine Distance (Section 3) by using object o as
context for the caption y with associated gender a.

5 Experiments

Caption model. We examine seven of the most
recent Transformer state-of-the-art caption models:

Transformer (Vaswani et al., 2017) with bottom-up
top-down features (Anderson et al., 2018), AoANet
(Huang et al., 2019), Vilbert (Lu et al., 2020),
OSCAR (Li et al., 2020), BLIP (Li et al., 2022),
Transformer with Reinforcement Learning (RL)
CLIPS+CIDEr as image+text similarity Reward
(TraCLIPS-Reward) (Cho et al., 2022) and Large
LM2.7B based BLIP-2 (Li et al., 2023). Note that
for a fair comparison with other pre-trained mod-
els, OSCAR uses a cross-entropy evaluation score
rather than the RL-based CIDEr optimization score.

Data. Our gender bias score is performed on the
(82783 × 5 human annotations) COCO Captions
dataset. For baselines (testing), the score is used to
evaluate gender-to-object bias on the standard 5K
Karpathy test split images (Karpathy and Fei-Fei,
2015) (GT is the average of five human bias ratios).

Our experiments apply visual semantics between
the object or object with context i.e. caption and
its related gender information to predict object-to-
gender related bias. The proposed visual-gender
scores are (1): Cosine Distance, which uses the sim-
ilarity score to try to estimate the proper gender as
shown in Table 2; (2) Gender Score, which carries
out Belief Revision (visual bias likelihood revision)
to revise the hypothesis initial bias via similarity
e.g. Cosine Distance (gender, object). For our base-
line, we adopt the Object Gender Co-Occ metric
(Zhao et al., 2017) for the image captioning task.

In this work, we hypothesize that every image
has a gender ∈ {man, woman} or gender neutral
(i.e. person), and our rationale is that each model
suffers from Right for the Wrong Reasons (Hen-
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Visual: tennis ball
Caption: a < MASK > hitting
a tennis ball on a tennis court
Gender Object Distance:
man 0.44 woman 0.46
Gender Score:
man 0.45 woman 0.45

Visual: umbrella
Caption: a < MASK > holding
an umbrella in the rain
Gender Object Distance:
man 0.20 woman 0.20
Gender Score:
man 0.12 woman 0.13

Visual: paddle
Caption: a < MASK > riding a wave
on top of a surfboard
Gender Object Distance:
man 0.16 woman 0.11
Gender Score:
man 0.33 woman 0.30

Figure 2: Examples of Gender Score Estimation and
Cosine Distance. The result shows that (Top) the score
balances the bias (as men and women have a similar bias
for the sport tennis), (Middle) a slight bias object um-
brella toward women, and (Bottom) men strong object
bias relation (paddle, surfboard), the model adjusts the
women bias while preserving the object gender score.

dricks et al., 2018) or leakage (Wang et al., 2019)
(see Table 3), such as associating all kitchens with
women. Therefore, we want to explore all the cases
and let the proposed distance/score decide which
gender (i.e. bias) is in the image based on a visual
bias. In particular, inspired by the cloze probabil-
ity last word completion task (Gonzalez-Marquez,
2007), we generate two identical sentences but with
a different gender, and then we compute the like-
lihood revisions between the sentence-gender and
the caption using the object probability. Table 2
shows that GloVe and GN-GloVe (balanced) have
identical results on COCO Captions dataset, which
indicate that not all objects have a strong bias to-
ward a specific gender. In addition, Table 3 shows
that our score balances the bias of the Cosine Dis-
tance and demonstrates, on average, that not all ob-
jects have a strong gender bias. Also, our approach
detects strong specific object-to-gender bias and
has a similar result to the existing Object Gender
Co-Occ method on the most biased object toward
men, as shown in Table 4. TraCLIPS-Reward in-
herits biases from RL-CLIPS and thus generates
caption w/o a specific gender (e.g. person, guy, etc).
Therefore, we adopt the combined CLIPS+CIDEr
Rewards, which suffer less gender prediction error.

Gender Score Estimation. In this experiment, we
< MASK > the gender and use the object with context
to predict the gender as shown in Figure 2. The idea

Gender Bias Ratio

Model man woman to-m to-w

Object Gender Co-Occ (Zhao et al., 2017)
Transformer 792 408 0.66 0.34
AoANet 770 368 0.67 0.32
Vilbert 702 311 0.69 0.30
OSCAR 845 409 0.67 0.32
BLIP 775 385 0.66 0.33
TraCLIPS-Reward 769 381 0.66 0.33
BLIP-2 695 356 0.66 0.33
Gender Score (Gender Score Estimation)
Transformer 616 217 0.73 0.26
AoANet 527 213 0.71 0.28
Vilbert 526 161 0.76 0.23
OSCAR 630 237 0.72 0.27
BLIP 554 240 0.69 0.30
TraCLIPS-Reward 537 251 0.68 0.31
BLIP-2 498 239 0.67 0.32

Table 5: Comparison results between Object Gender Co-
Occ (predicted gender-object results) and our gender
score estimation on Karpathy test split. The proposed
score measures gender bias more accurately, particularly
when there is a strong object to gender bias relation.

is to measure the amplified gender-to-object bias
in pre-trained models. Table 5 shows that the fill-in
gender score has a more bias towards men results
than object-gender pair counting. The rationale
is that the model can estimate the strong gender
object bias as shown in Figure 2, including the
false positive and leakage cases by the classifier.
Discussion. Our approach measures the amplified
gender bias more accurately than the Object Gen-
der Co-Occ (Zhao et al., 2017) in the following two
scenarios: (1) where the gender is not obvious in
the image and is misclassified by the caption base-
line, and (2) when there is leakage by the classifier.
In addition, unlike the Object Gender Co-Occ, our
model balances the gender to object bias and only
measures a strong object to gender bias relation as
shown in Figure 2. For instance, the word “hitting”
in a generated caption (as a stand-alone without
context) is associated with a bias toward men more
than women, and it will influence the final gender-
to-caption bias score. However, our gender score
balances the unwanted bias and only measures the
pronounced gender to object bias relation.

6 Conclusion

In this work, we investigate the relation between
objects and gender bias in image captioning sys-
tems. Our results show that not all objects exhibit a
strong gender bias and only in special cases does an
object have a strong gender bias. We also propose a
Gender Score that can be used as an additional met-
ric to the existing Object-Gender Co-Occ method.
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Limitations

The accuracy of our Gender Score heavily relies
on the semantic relation (i.e. Cosine Distance) be-
tween gender and object, a high or low degree of
similarity score between them can influence the
final bias score negatively. Also, our model relies
on a large pre-trained model(s), which inherently
encapsulate their own latent biases that might im-
pact the visual bias revision behavior in gender-
to-object bias scenarios. Specifically, in cases
when there are multiple strong bias contexts (i.e.
non-objects context) with high similarity scores
toward a particular gender present within the cap-
tion. This can imbalance the final gender-to-object
score, leading to errors in gender prediction and
bias estimation. In addition, the false positive ob-
ject context information extracted by the visual
classifier will result in inaccurate bias estimation.

Ethical Considerations

We rely upon an existing range of well-known pub-
licly available caption datasets crawled from the
web and annotated by humans that assume a bi-
nary conceptualization of gender. Therefore, it is
important to acknowledge that within the scope of
this work, we are treating gender as strictly binary
(i.e. man and woman) oversimplifies a complex
and multifaceted aspect of human identity. Gen-
der is better understood as a spectrum, with many
variations beyond just two categories, and should
be addressed in future work. Since all models are
being trained on these datasets, we anticipate all
models contain other biases (racial, cultural, etc.).
For example, an observation in Table 1, when we
remove gender bias, we notice the emergence of
another bias, such as racial bias. For example, vec-
tors representing Black person or women are closer
together than those representing other colors, like
white. Moreover, there is another form of bias that
has received limited attention in the literature, the
propagation of gender and racial bias via RL (e.g.
RL-CLIPS). For instance, in Figure 1 the model
associates gender with race, as “asian woman”.
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