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Abstract

The race for developing state-of-the-art (SOTA)
machine translation (MT) systems often gives
the impression that this can only be done by
large organizations, most of which do not fully
open-source their systems. In this tutorial, we
dispel this myth by generalizing our experi-
ences in developing SOTA MT systems for
related languages. We cover topics ranging
from (a) the history of MT systems for related
languages, (b) curating high-quality datasets,
manually created as well as mined, (c) creat-
ing domain-diverse benchmarks, (d) compact
but high-quality open-source MT systems that
surpass other systems despite being an order of
magnitude smaller in terms of parameters and
computational costs than massively multilin-
gual generic systems and (e) robust automatic
and human evaluation. We hope that our tu-
torial encourages other groups, regardless of
scale, to engage in focussed efforts on related
languages or language groups to develop open-
source, high-quality MT systems.

1 Relevance to the CL Community

With increasing access to the web, the amount of
online content keeps growing rapidly, especially
in developing countries which are typically
multilingual. For example, India has over 1000
languages, 22 of which are spoken by over
96.71%1 of the population. Therefore, it becomes
increasingly important to develop high-quality
machine translation systems catering to a variety
of languages and domains. Within a country,
there are often language groups containing related
languages, and thus it behooves researchers to
focus on models for such language groups rather
than generic language agnostic systems. However,

1https://www.deccanherald.com/
national/the-population-of-india-and-
its-diversity-in-language-754286.html

developing such systems, despite the growth in
the field of MT, still remains a challenge for a
vast majority of researchers. The missing link
according to us is a principled answer to the
following question:

What does it take to build a SOTA massively
multilingual MT system for related languages?

Especially, answering this question will enable
smaller-scale organizations to narrow their efforts
and develop data and models allowing them to com-
pete with larger organizations. We think that the
CL community, which is mostly composed of such
marginalized groups, will certainly benefit from
our tutorial and our experiences.

2 Tutorial Overview

The focus of this tutorial will be an in-depth ex-
ploration of the fundamental components that con-
stitute any massively multilingual Neural Machine
Translation (NMT) system. While it might seem
like building state-of-the-art (SOTA) systems can
only be done by big organizations, we make the
case that for related languages or language fami-
lies, this need not be the case. This tutorial will
draw upon our years-long experiences in develop-
ing machine translation systems for related lan-
guages, in particular, our recent work on Indic-
Trans2 (AI4Bharat et al., 2023).

Initially, we will begin by presenting a con-
cise survey of the advancements made in machine
translation (MT) systems, highlighting the current
state of related languages, specifically Indic lan-
guages, and emphasizing the need for targeted ef-
forts to ensure that related languages, especially
low-resource languages, are not marginalized. Sub-
sequently, we will delve into a comprehensive dis-
cussion of each of the four key building blocks:

https://www.deccanherald.com/national/the-population-of-india-and-its-diversity-in-language-754286.html
https://www.deccanherald.com/national/the-population-of-india-and-its-diversity-in-language-754286.html
https://www.deccanherald.com/national/the-population-of-india-and-its-diversity-in-language-754286.html
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"Data," "Models," "Benchmarks," and "Evalua-
tion." Throughout these discussions, we will ad-
dress several pivotal aspects, including the tradeoff
between data quality and scale, the impact of high-
quality human-annotated data, the benefits of script
sharing for improved transfer learning between re-
lated languages, the effectiveness of data augmen-
tation techniques, the necessity for creating bench-
marks relevant to contemporary use cases, the im-
portance of demography-specific benchmarks, the
need for careful evaluation due to existing gaps
in MT model assessment, and the crucial need of
calibration of model-based metrics amidst the pre-
vailing hype. By examining these essential ele-
ments, the tutorial aims to provide participants with
a comprehensive understanding of the intricacies
and challenges associated with developing inclu-
sive multilingual NMT systems that are efficient
and superior in performance. Such practices, when
applied to a focused set of languages, especially
related languages, should enable smaller groups to
develop SOTA MT systems.

Throughout the tutorial, we will first start out by
discussing the experiences of existing prominent
works, especially for related languages, and then
zoom into specific practices we found useful for
IndicTrans2 as a use case.

3 Tutorial Outline

1. Brief introduction to Machine Translation
(MT) and related languages (30 mins)

• History of NMT (Sutskever et al., 2014;
Bahdanau et al., 2015; Vaswani et al.,
2017; Johnson et al., 2017; Arivazhagan
et al., 2019; Aharoni et al., 2019; Bapna
et al., 2022; Team et al., 2022)

• MT architectures (RNN (Rumelhart
et al., 1986; Hochreiter and Schmidhu-
ber, 1997) / Transformer (Vaswani et al.,
2017) / MoE (Fedus et al., 2022))

• Prominent MT systems (Google Trans-
late, Microsoft Azure Translate, M2M
(Fan et al., 2020), NLLB (Team et al.,
2022), IndicTrans1 (Ramesh et al., 2022),
etc)

• Make the case for language group-
specific models (motivated by Indic-
Trans1 (Ramesh et al., 2022), In-
dicBART (Dabre et al., 2022), In-
doBERT (Koto et al., 2020), Indo-
BART (Cahyawijaya et al., 2021), and

other language group-specific models
like AfroMT (Reid et al., 2021), Cre-
oleM2M 2)

2. Establish the main considerations for building
SOTA models (10 mins)

• Briefly cover important aspects: data,
benchmarks, modeling (size vs perfor-
mance), and evaluation.

• Touch upon what this implies for re-
lated languages (high potential of trans-
fer learning while ensuring compact-
ness) (Kunchukuttan and Bhattacharyya,
2020)

3. Data collection and creation (30 mins)

• Collecting monolingual data (Conneau
et al., 2020; Cahyawijaya et al., 2021;
Kakwani et al., 2020; Xue et al., 2021;
Doddapaneni et al., 2023; Aralikatte
et al., 2023)

• Mining parallel data (mining approaches
and challenges) (El-Kishky et al., 2020;
Schwenk et al., 2021; Ramesh et al.,
2022; AI4Bharat et al., 2023)

• Clean/Seed data creation (ILCI, Massive,
NLLB, and IndicTrans2 efforts) (Jha,
2010; Bastianelli et al., 2020; FitzGerald
et al., 2022; Team et al., 2022; AI4Bharat
et al., 2023)

• Quality vs Scale tradeoff (Bansal et al.,
2022)

• Note on scripts and writing systems

4. Focused discussion on benchmarks (20 mins)

• Overview of existing benchmarks
(Shared Task Benchmarks for Indic
languages (Bojar et al., 2014; Barrault
et al., 2019, 2020; Nakazawa et al., 2020,
2021), FLORES (Goyal et al., 2022;
Team et al., 2022), NTREX (Federmann
et al., 2022))

• Benchmark creation Process and Quality
Control (FLORES (Goyal et al., 2022;
Team et al., 2022) and IN22 (AI4Bharat
et al., 2023)).

• Importance of representing domains (di-
versity is important)

2https://huggingface.co/prajdabre/
CreoleM2M

https://huggingface.co/prajdabre/CreoleM2M
https://huggingface.co/prajdabre/CreoleM2M
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• Importance of source-original nature of
benchmarks (Zhang and Toral, 2019).

5. Break

6. Modeling (25 mins)

• Handling vocabulary, script mapping for
related languages (Sennrich et al., 2016;
Kudo and Richardson, 2018; Kunchukut-
tan, 2020; Ramesh et al., 2022)

• Model architectures: depth v/s width
(Kong et al., 2021; Li et al., 2022)

• Training pipelines (importance of multi-
stage training) (Dabre et al., 2019; Mohi-
uddin et al., 2022)

7. Evaluation (40 mins)

• Automatic evaluation and choices of met-
rics (BLEU (Papineni et al., 2002), chrF
(Popović, 2015, 2017), COMET (Rei
et al., 2020, 2022), etc.) and pros/cons.

• Common caveats in NMT evaluation and
Recommendations for Good Evaluation
Practices (Post, 2018; Kocmi et al., 2021;
Moghe et al., 2022; Vilar et al., 2022)

• Observations of existing models (promi-
nent models like NLLB, IndicTrans2,
Google Translate, etc.)

• Zero-shot performance due to language
relatedness.

• Human evaluation approaches (Ade-
quacy/Fluency, XSTS (Agirre et al.,
2016; Licht et al., 2022; Team et al.,
2022), etc) and correlation with auto-
matic metrics

8. Limitations and Future Directions (15 mins)

• Coverage of dialects and more lan-
guages.

• Connection with LLMs (ChatGPT,3

BLOOM (Workshop et al., 2023))
• Extension to speech translation

9. Summary and conclusion (10 mins)

Total time 180 mins

Type of the Tutorial Cutting-edge.

3https://platform.openai.com/docs/
models/gpt-3-5

Target Audience and Size Machine translation
and natural language generation (NLG) researchers
and engineers. 20-40 people.

Prerequisites Familiarity with machine transla-
tion.

Reading List (Dabre et al., 2020)

Special Requirements N/A

Ethical Considerations Nothing particular ex-
cept for biases in data and MT models.

4 Tutorial Instructors

Jay Gala (jaygala24@gmail.com) received his
B.E. from the University of Mumbai, India. He is
an AI resident at AI4Bharat, where he primarily
works on building open-source models, datasets,
and benchmarks for Indian languages. His research
interests broadly span in the area of multimodal and
multilingual representation learning, specifically
in the context of data-efficient learning, training
dynamics, and generalization.

Pranjal A. Chitale (cs21s022@cse.iitm.ac.in)
received his B.E. from the University of Mumbai,
India. He is currently an M.S. student at IIT Madras
advised by Prof. Mitesh Khapra, working at the
AI4Bharat lab. His interests lie in the fields of mul-
tilingual learning and data-efficient techniques and
works on building open-source datasets, models,
and benchmarks for Indic languages. His thesis
work will be primarily focused on the development
of multilingual NMT systems for Indian languages.

Raj Dabre (raj.dabre@nict.go.jp) received his
M.Tech. from IIT Bombay, India and his Ph.D.
from Kyoto University, Japan. He is a researcher at
NICT, Japan and a visiting researcher at AI4Bharat.
His research interests center on natural language
processing, particularly neural machine translation
for low resource languages, and on model compres-
sion and computing efficiency. He has MT and
NLG related publications in ACL, EMNLP, AAAI,
NAACL, COLING, INTERSPEECH and WMT.
He is a current member of the organizing commit-
tee of the Workshop on Asian Translation. He has
previously conducted tutorials on neural machine
translation and multilingual machine translation at
IJCNLP 2017 and COLING 2020, respectively.

https://platform.openai.com/docs/models/gpt-3-5
https://platform.openai.com/docs/models/gpt-3-5
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