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Abstract 

The recent introduction of ChatGPT has caused much stir in the translation industry because 
of its impressive translation performance against leaders in the industry. We review some 
major issues based on the BLEU comparisons of Chinese-to-English (C2E) and English-to-
Chinese (E2C) machine translation (MT) performance by ChatGPT against a range of leading 
MT providers in mostly technical domains. Based on sample aligned sentences from a sizable 
bilingual Chinese-English patent corpus and other sources, we find that while ChatGPT 
performs better generally, it does not consistently perform better than others in all areas or 
cases. 

We also draw on novice translators as post-editors to explore a major component1 in MT 
post-editing: Optimization of terminology. Many new technical words, including MWEs 
(Multi-Word Expressions), are problematic because they involve terminological 
developments which must balance between proper encapsulation of technical innovation and 
conforming to past traditions2.  Drawing on the above-mentioned reference corpus3 we have 
been developing an AI mediated MT post-editing (MTPE) system through the optimization 
of precedent rendition distribution and semantic association to enhance the work of 
translators and MTPE practitioners. 

1. Introduction 

In recent decades we have witnessed spectacular advancements in Machine Translation (MT) 
technology. More recently, a major turning point has appeared with the introduction of 
ChatGPT, which is based on a large language model and generative AI.   

We pose the following questions: 1. What is the range of variation in the performance of 
popular MT systems on technical subjects?  2. Are there some clear leaders which perform 
consistently better than others?  3. What kind of tools can effectively enhance MT results (for 

                                                      
1 MT post-editing includes several key stages and terminological optimization is the foremost. It entails 
(1) Identification of canididate constituents for improvement; (2) Appreciation of good available alterna-
tives; and (3) Selection of appropriate alternatives. (See Tsou et al. 2022; Green et al. 2013) 
2 See Tsou et al. 2020. 
3 See also Goto et al. 2013. 
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example, post-editing)? 4. How realistic is it for a robotic translator to replace human translator 
in the foreseeable future? 

To answer these questions: 1. We select in this study authoritative and parallel English and 
Chinese texts with recognized human translations (e.g., parallel bilingual patents) for their tech-
nical nature and legal status. 2. We compare translation performance of ChatGPT with the oth-
ers based on BLEU scores. 3. We focus on terminological deficiency and how to assist human 
subjects in remedying it.  This study draws on novice human translators who would review and 
select among alternate translations of technical terms with and without reference to their au-
thoritative usage frequencies, and analyze their selections with reference to the gold standards 
in the filed patents.  We conduct C2E and E2C tests with and without access to external re-
sources4 and analyze the results in the context of questions raised above. 

This paper begins with an examination of how ChatGPT 3.5 and 4 compare with some 
notable MT systems and explores the consequential implications for consumers and providers 
of MT technology, as well as what might be included in the timely introduction of AI mediated 
Post-Editing technology. We look at translation between Chinese and English on technical sub-
jects, where there is high demand for quality and where cost is an issue.  We first discuss our 
comparative analysis and some results from a preliminary small-scale study on how lexical 
improvement in Post-Editing may be achieved. 

Our study is based on a set of 3,000 bilingual sentences drawn equally from patent docu-
ments involving biotechnology as well as computer science and electronics. We focus on the 
bidirectional translation between English and Chinese for these sentences among a number of 
well-known MT systems5. 

2. Comparative Performance of 7 Notable MT Systems 

Among the large number of MT systems examined, we report on seven systems: Baidu, 
ChatGPT3.5, ChatGPT4.0, DeepL, Google, Niutrans and Youdao. Their BLEU scores on the 
3,000 sentences in science and technology are taken as the basis for this study. An illustrative 
sentence and its alternate translations are given in Table 1 based on comparison between their 
MT ouput and the “Gold standard” 6 of human translation in the filed patents. 
 
Table 1. Alternate Translations of an illustrative sentence7 

From 
Chinese 
Patent 

其中 SGLTs 家族中具有葡萄糖转运功能的成员主要分布于肠道和肾脏的近端小

管等部位，进而推断其在肠葡萄糖的吸收和肾脏葡萄糖的重摄取等过程中均发挥

着关键作用，因而使其成为治疗糖尿病的理想潜在靶点之一。 

                                                      
4 See Tsou et al. 2022. 
5 The 3,000 test sentences are taken from more than 30 million parallel sentences from the PatentLex 
corpus developed by Chilin (HK) Ltd in Hong Kong and available from TAUS and LDC (see references). 
Chilin first cultivated and curated a large corpus of 300,000+ Chinese-English parallel/comparable pa-
tents, and from it 30+m bilingually aligned Chinese-English sentences.  From that, a large corpus of bi-
lingual multi-word expressions is being cultivated in conjunction within the developments of an AI-me-
diated Machine Translation post-editing system that makes use of these progressively winnowed data-
bases.  
6 The Gold standard for the 3,000 test sentences is taken to be from the corresponding target language 
sentences in the filed patents. 
7 From patent WO2004040948A1 (US Priority) “Apparatus and method for controlling registration of 
print steps in a continuous process for the manufacture of electrochemical sensors” 
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From 
English 
Patent 

Members of SGLTs acting as glucose transporters are mainly distributed in the intestine 
and the proximal tubules of the kidneys, indicating that SGLTs are responsible for the 
majority of glucose reuptake in the intestine and the kidneys. SGLTs are considered as 
potential and ideal antidiabetic targets. 

Google Among them, members of the SGLTs family with glucose transport function 
are mainly distributed in the proximal tubules of the intestine and kidney, 
and it is inferred that they play a key role in the process of intestinal glucose 
absorption and renal glucose reuptake, thus making them It has become one 
of the ideal potential targets for the treatment of diabetes. 

BLEU 
Score 
0.1704 

GPT 3.5 Among the SGLT (sodium-glucose co-transporter) family, members with 
glucose transport function are mainly distributed in the intestine and proxi-
mal tubules of the kidneys. It is inferred that they play a crucial role in pro-
cesses such as intestinal glucose absorption and renal glucose reabsorption, 
making them one of the ideal potential targets for the treatment of diabetes. 

0.2005 
 

GPT 4.0 The members of the SGLTs family with glucose transport functions are 
mainly distributed in the proximal tubules of the intestine and kidney, 
thereby hypothesizing that they play a key role in processes such as intestinal 
glucose absorption and renal glucose reuptake. Therefore, they are consid-
ered one of the ideal potential targets for the treatment of diabetes. 

0.1876 
 

Niutrans Among them, the members of SGLTs family with glucose transport function 
are mainly distributed in the proximal tubules of intestine and kidney, and it 
is inferred that SGLTs play a key role in the process of intestinal glucose 
absorption and renal glucose reuptake, which makes them one of the ideal 
potential targets for the treatment of diabetes. 

0.1592 
 

Baidu Among them, the members of the SGLTs family with glucose transport func-
tion are mainly distributed in the intestinal tract and the proximal tubules of 
the kidney. It is inferred that they play a key role in the absorption of intes-
tinal glucose and the reabsorption of renal glucose, which makes them one 
of the ideal potential targets for the treatment of diabetes. 

0.1718 
 

DeepL The glucose transporting members of the SGLTs family are mainly located 
in the proximal tubules of the intestine and the kidney, and are thus hypoth-
esized to play a key role in both intestinal glucose absorption and renal glu-
cose reuptake, thus making them an ideal potential target for the treatment 
of diabetes. 

0.1635 

Youdao Members of the SGLTs family with glucose transport function are mainly 
distributed in the proximal tubules of the intestine and kidney, and it is in-
ferred that they play a key role in the process of intestinal glucose absorption 
and renal glucose reuptake, which makes them one of the ideal potential tar-
gets for the treatment of diabetes. 

0.1911 
 

 
Even though the range of BLEU scores varies from 0.16 to 0.2 for this example sentence, 

human evaluation has found these translations to be useful for reference but not as final prod-
ucts. 

It will be useful to look at the overall performance of Chinese-English translations of seven 
among the many MT systems we have evaluated.  Figure 1A and 1B show the scores in the 
bidirectional English-Chinese translations of the seven systems. The error bars are based on 
one standard deviation.  
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Figure 1A. Average BLEU Scores  
Chinese to English 

Figure 1B. Average BLEU Scores 
English to Chinese 

 
We note there is a wide range of overall BLEU scores (0.16 to 0.36) in the translation of this 
set of 3,000 technical sentences, which are low in general even though the results provide useful 
references.  

3. Pairwise Comparison between common MT Systems and ChatGPT 

To make the comparison more meaningful, we did pairwise comparison among the translation 
systems by plotting the corresponding BLEU scores on a grid. Each axis ranges from 0.0 to 
1.0, where 1.0 corresponds to a perfect match versus the reference sentence. Figure 2A shows 
a comparison between Google and ChatGPT-4 for the Chinese to English direction. Figure 2B 
shows the English to Chinese direction.  

     
Figure 2A. Google vs GPT-4 :  
Chinese to English 

Figure 2B. Google vs GPT-4 : 
English to Chinese 

 
Note that in the Chinese to English direction, ChatGPT4 outperforms Google.  In the Eng-

lish to Chinese direction, they are very close. Note also that the data is widely scattered with 
many data points on the X and Y axis indicating 0.0 BLEU scores for one of the systems. 
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Figures 3A and 3B below compare the output of GPT-4 with Baidu. 

 
Figure 3A. GPT-4 vs Baidu:   
Chinese to English 

Figure 3B. GPT-4 vs Baidu:   
English to Chinese 

 
Baidu and GPT-4 are very close for Chinese to English but Baidu outperforms for English 

to Chinese.  
 

Figures 4A and 4B compare GPT-4 with DeepL. 

 
Figure 4A. GPT-4 vs DeepL:   
Chinese to English 

Figure 4B. GPT-4 vs DeepL:   
English to Chinese 

 

Note that DeepL outperforms GPT-4 in both directions.  
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Figures 5A and 5B below compare the output of GPT-4 and Niutrans. 

    
Figure 5A. GPT-4 vs Niutrans:   
Chinese to English 

Figure 5B. GPT-4 vs Niutrans:   
English to Chinese 

 
Note that Niutrans outperforms GPT-4 in both directions.  

 
Figures 6A and 6B compare GPT-4 with Youdao. 

 
Figure 6A. GPT-4 vs Youdao:   
Chinese to English 

Figure 6B. GPT-4 vs Youdao:   
English to Chinese 

 
Youdao performs well in both directions. 
 Furthermore, the scattered nature of the data points on all the comparison graphs show 

that there is no single system is consistently above all others. 

4. Issues with Automated Scoring 

Table 2 shows a second detailed example. Compared with Niutrans, the performances of DeepL 
and ChatGPT3.5 are at opposite ends of the performance range (0.23 to 0.33). We also note 
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that a recent evaluation by Intento8 ranked Google highest for Chinese to English and English 
to Chinese. Intento used a different methodology than we have used.  Moreover, ChatGPT-4 
performed better than ChatGPT3.5 in this example, as can be seen in the Appendix. 
 
Table 2. Second Example Sentence for MT comparison 

From 
Chinese 
Patent 

合成/对抗疗法药物雷尼替丁的有效率为 82.20％，与制剂 F5 几乎相似，但长期使

用会阻止胃液的正常分泌。  

From 
English 
Patent 

The synthetic/allopathic drug ranitidine showed 82.20% which is almost similar to that 
of formulation F5 but long use block the normal secretions in the stomach. 

Google 
The effective rate of synthetic/confrontation drugs Rennitine is 82.20 %, 
which is almost similar to the preparation F5, but long -term use will 
prevent the normal secretion of gastric juice. 

BLEU Score 
0.2641 

GPT 3.5 The efficacy of the combination/antagonist therapy drug Ranitidine is 
82.20%, which is almost similar to the formulation F5, but long-term use 
will prevent the normal secretion of gastric juice. 

0.2326 

GPT 4.0 The efficacy of the synthetic/antagonistic therapy drug Rennitidine is 
82.20%, which is almost similar to Formulation F5, but long-term use may 
block the normal secretion of gastric acid. 

0.2773 

Niutrans The effective rate of synthetic/allopathic drug ranitidine is 82.20%, which 
is almost similar to preparation F5, but long-term use will prevent the nor-
mal secretion of gastric juice. 

0.3321 

Baidu The effective rate of the synthetic/antagonistic therapy drug ranitidine is 
82.20%, which is almost similar to the formulation F5, but long-term use 
can prevent the normal secretion of gastric juice. 

0.2696 

DeepL The synthetic/allopathic drug ranitidine is 82.20% effective, almost simi-
lar to preparation F5, but its long-term use prevents the normal secretion 
of gastric juice. 

0.2326 

 
The major differences involve the appropriate selection of translation for terms such as 

synthetic/combination and confrontation/antagonistic/allopathic.  There are also issues of sty-
listic variations and anaphora, which affect the BLEU evaluation.  However, these features may 
be important in high-value, high-demand translations in the legal or technical sector.  Moreo-
ver, it may be noted that the “Gold standard” is not infallible, as it is ultimately human based9.  

                                                      
8 See Intento 2023 State of Machine Translation Report. Intento rates Google and DeepL highest for Chi-
nese to English; Google highest for English to Chinese. GPT is rated as competitive. 
9  In the Chilin database, it has sentence ID WO2005063271-100314. The WIPO document 
is WO2005063271A1 and https://patentscope.wipo.int/search/en/detail.jsf?docId=WO2005063271. The 
Chinese document is https://patentscope.wipo.int/search/en/detail.jsf?docId=CN83099623. The original 
application is from India and appears to be in English. In addition to incorrectly using USE instead of 
USES in the English document, the drug name “Ranitidine” is sometimes capitalized and sometimes not 
capitalized. These are examples of imperfection in the "gold standard" text.  This application was filed in 
several countries (including the US and China) but was only granted in the UK. 

 



212

 

 

The average scores and plots in Figure 1 to Figure 7 are informative, but the widely scat-
tered data and large number of very low scores suggests that MT performance is highly unpre-
dictable.  

Given the widely scattered nature of the results, we conclude that the seven systems are all 
generally competitive with each other, without any system consistently outperforming all oth-
ers. It should be noted that all MT systems benefit from large data based on past practices and 
are not sensitive to innovations which are natural in any evolving system as may be found in 
natural language.  In selecting a system for production use, the user should run a suitable test 
with data that is representative of what he or she will encounter operationally, and examine the 
results in the light of appropriate criteria and requirements.   

Given that MT performance has become very effective, the likelihood of manual prelimi-
nary draft translations will diminish quickly.  This is especially so for high value documents, 
such as legal contracts and patent filings, where a careful review and post-editing of the ma-
chine translation outputs is inevitable in the foreseeable future.  With support from the Hong 
Kong Innovation and Technology Commission, Chilin (HK) Ltd is developing the PatentLex 
Translation Assistant (PaTTA) to perform AI-mediated Post-Editing.  It utilizes Chilin’s large 
corpus of bilingual technical terms and parallel sentences to help translators review and edit 
machine translations. Figure 7 shows how PaTTA can identify technical terms and suggest 
translation options (multiple renditions with frequencies) in post-editing.  

 

5. Towards Terminological Enhancement in Post-Editing 

As a consequence of the findings reported above, a new generation of MT post-editors will be 
needed who would be able to perform the following tasks: 



213

 

 

1. Review different MT outputs and identify the most suitable ones for necessary subsequent 
post-editing before incorporation in the final translation. 

2. Improve on the selected output through both light post-editing and heavy post-editing as 
necessary.  A major task or challenge will be to select the best amoung alternate translations 
of unfamiliar terms to conform to user or client requirements. 

In view of these requirements, we have been curating our big database to provide a timely and 
useful means to improve post-editing results.  On this basis, our PatentLex bilingual terminol-
ogy database provides access to comprehensive alternate renditions of technical terms which 
should be beyond the usual repertoire of the translator. This is especially true for relatively 
novice translators who have had insufficient training or exposure relating to technical subjects. 
It also provides access to additional information such as the authoritative usage frequencies of 
the alternate renditions in authentic context. 

Table 3 summarizes the results of a recent study focused on the post-editing process 
involving terminological improvement:  Translators were asked to look at two sets of uncom-
mon terms and for each given term, two alternate translations taken from the output of two 
separate MT systems. One of these being the same as that found in the referenced “Gold stand-
ard” of the filed patent.  Each translator is given two seperate tasks: (1) He/she makes a choice 
between the two alternative translations in the context of the example sentence given (2 Alt.), 
and (2) He/she is given additional information on the usage frequency distribution of the two 
alternate renditions from the massive PatentLex database (2 Alt.+PAT.).  The translator’s 
choice is assessed to the “Gold standard”.  The accumulative results of the two sets are com-
pared to see if the additional PatentLex information provided has helped the translator’s final 
choice in line with the “Gold standard”.   

The study was conducted among year 3 university students interested in translation 
from a university among the top 200 out of over 3,000 tertiary institutions of education in 
Mainland China.  They also provided information on their English score and time spent on the 
exercise. 

 
Table 3. Comparison of Terminological Enhancement in Translation10 

C to E 
2 Alt. (%) Time (min) 2 Alt. + PAT. (%) Time (min) CET4 CET6 

        52 17.05              70 17.03 498 430 
65.1 30.17 48.6       26 480 497 

E to C 
2 Alt. (%) Time (min) 2 Alt. + PAT. (%) Time (min) CET4 CET6 

42.1 18.65 62.9 19.17 496 439 
64.3 17.53              30 18.16 485 497 

 
The student responses show two kinds of opposing tendencies:  In C to E tasks, about half 

of the students, when given the two alternate renditions and additional PatentLex information 
such as distributional frequencies improve their performance from 52% to 70% with reference 
to the “Gold standard”.  For the remaining ones their performance dropped from 65% to 48.6% 
under similar conditions.  Such a contrasting trend is unusual and invites attention and expla-
nation.  One could be from the putative observation on the possible correlations between the 
students’ survey performance and their mandatory test score on English: CET4 and CET6. CET 
(College English Test) is required of university students in China for graduation. It is taken 
upon entry at university and CET6 is taken subsequently before graduation. CET6 has higher 
requirements than CET4, and the threshold is usually 425 for most institutions. 

Some generizations may be made from Table 3. The set of technical terms used in the 
exercise contain relatively uncommon words for the students and the results show that those 
                                                      
10 Alt: alternatives; +: additional usage frequency information among the altenatives in PatentLex; CET: 
China's College English Test. 
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students relatively weaker in English readily relied on the additional PatentLex information 
provided when doing the C to E exercise. Their improvement is from 50% to 70%, and it is 
northworthy that the time they spent on both tasks is about the same and equal to 17 minutes.  

On the other hand, the students relatively stronger in English seemed more engaged with 
the task and materials given. They spent considerably more time, averaging 26 to 30 minutes 
(compared to only 17 minutes for the same task by the other group). Despite their strenuous 
efforts, these year 3 students’ limited repertoire in English did not allow them to benefit sub-
stantially within the time allotted.  

The corresponding exercise on the translation of English terms to Chinese took place after 
the exercise on Chinese to English term translation. A similar trend may be observed for stu-
dents relatively weaker in English (as indicated by CET scores) i.e., the extra PatentLex infor-
mation benefited only one type of students: those relatively weak in English.  

In general Students relatively stronger in English seem unable to benefit from the extra 
information provided. In both cases there could be additional contributing factors which could 
account for the variations. The CET scores are only for English and not for Chinese, and it 
shows only one aspect of a student’s bilingual ability which is more than simply the combined 
knowledge of each language. The biggest drop of 34% follows from the introduction of addi-
tional PatentLex information in the last part of the exercise. This could be due to the fact that 
the students whose native language was Chinese were insufficiently stimulated by PatentLex 
input to help them resolve monolingual lexical issues even in Chinese because they were be-
yond the students’ usual repertoire. This was not dissimilar to the case of Chinese translation 
to English terms discussed earlier. However, because of the added pressure of time, the stimu-
lation effect of the extra information brought about greater uncertainty and the biggest drop 
from 64.3% to 30%. 

This study has been useful in several ways. It draws attention to the positive impact which 
the additional PatentLex information could make when directed at appropriately motivated 
post-editors and that its impact on truly experienced translators as well as the need for the 
broader process of post-editing to be investigated. 

 
6. Conclusion  
 
Despite the increasingly impressive MT performance of ChatGPT over MT providers, its su-
perior performance is neither exclusive nor consistent. This will likely give rise to the imminent 
deployment of a new generation of MT post-editors able to make judicious comparisons and 
revisions, and to replace front-line human translators. The development of AI mediated MTPE 
systems which provide both important terminological alternatives and the relevant contexts is 
an crucial direction of development. Our preliminary study shows that well-motivated 
measures could demonstratably enhance the productivity of suitable MTPE practitioners, and 
that MTPE can improve speed and quality, as well as versatility (i.e., range of unfamiliar sub-
jects for those already familiar with the grammatical structure of the target language). MTPE 
will help translators identify sentences that require additional editorial work and will facilitate 
their subsequent efforts. At the same time, the process of post-editing among different practi-
tioners in terms of experience, linguistic knowledge and attitude deserve further attention just 
as the capabiities of LLMs and other technologies deserve to be further explored. 

We also note the limitations of using BLEU scores to assess translations. BLEU scores are 
based on matching a translated sentence with reference translations, which are assumed to be 
the best possible. In reality, there often may be better alternates, especially over time.  This 
means the training databases should be updated regularly and special measures should be made 
to sensitize the MTPE practioners proactively to the developments, which no robotic system is 
capable of doing in the foreseeable future. 
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Appendix A. Comparison of the technical translation by GPT-4 and GPT 3.5. 

 
Figure 7A. GPT-4 vs GPT 3.5:   
Chinese to English 

Figure 7B. GPT-4 vs GPT 3.5:   
English to Chinese 

 
It is notable that GPT-3.5 outperforms GPT-4. On the Chinese to English translation of the 
source of 3,000 technical sentences between the two are significant. These interesting findings 
are only tentative but draw attention to the need to better understand the linguistic and related 
background of those doing translation and post-editing under time constraints.  ChatGPT is 
focused on improvement in the generation of human-like text based on prompts and not strictly 
on translation. The lower BLEU scores of GPT-4 shows that there is likely a gap between the 
improved “human-like” output and the practised wisdom embedded in the accumulative data-
base of Patents because of the much larger language models used in the training of the former. 
This is not surprising because the PatentLex database is retrospective while any successive 
attempt at human-like output would include innovations and suitable stylistic perferences.   


