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1 Background and Methodology

Recent work has demonstrated that specialized neu-
ral machine translation (NMT) models, as well as
Large Language Models (LLMs), can utilize fuzzy
matches (FMs) (i.e., similar translations for a given
source sentence) effectively to produce translations
of higher quality (Xu et al., 2020; Tezcan et al.,
2021; Moslem et al., 2023).

Earlier studies have shown that FM-
augmentation is especially useful in domain-
specific scenarios where large bilingual datasets
are available (Bulté and Tezcan, 2019; Xu et al.,
2020). A more recent study (Tezcan et al., Under
Revision) further demonstrated the effectiveness of
FM-augmentation in settings where this approach
alone is not helpful due to the availability of limited
bilingual data sets by using additional monolingual
data available in the target language through
back-translation (BT) (Sennrich et al., 2015;
Edunov et al., 2018) and subsequently applying
the Neural Fuzzy Repair (NFR) technique for
FM-augmentation, which relies on concatenating
source sentences with the translations FMs (Tezcan
et al., 2021).

This study further investigates the usefulness of
FM-augmentation for NMT in domain-specific sce-
narios where limited bilingual datasets are avail-
able without any additional monolingual datasets.
We aim to bridge this gap by generating additional
monolingual data in the target language using an
LLM and employing back-translation to generate
corresponding sentences in the source text, as also
proposed by Moslem et al. (2022). Additionally,
we use the synthetic source/target sentence pairs
for FM-augmentation in the context of specialized
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NMT systems.
In this preliminary study, we use the DGT Trans-

lation Memory (DGT-TM) of the European Com-
mission’s translation service1, for English→French,
covering European legislation texts. The dataset
includes 300,000 sentence pairs for NMT training
and 2,000 for validation and testing. The choice
of this data set is two-fold: (i) it has been demon-
strated that the NFR approach itself did not yield
performance improvements when using this data
set size obtained from the DGT-TM (Bulté and Tez-
can, 2019), and (ii) the NFR approach yielded clear
improvements when the training data was increased
through back-translating the additionally available
(high-quality) monolingual data in the target lan-
guage (Tezcan et al., Under Revision).

The proposed approach consists of three main
steps:

1. Synthetic Data Generation: First, synthetic
sentences in the target language (French)
are produced using the Mistral-7b-instruct-
v0.2 model (Jiang et al., 2023), following a
prompt designed to achieve thematic coher-
ence (Veselovsky et al., 2023). This stage em-
ploys the vLLM library2, which utilizes paged
attention (Kwon et al., 2023). Further details
on the synthetic data generation process are
provided in Appendix A.1.

2. Back-translation: Next, these synthetic sen-
tences are back-translated into the source lan-
guage using a pre-trained NMT system with
the same training data (300K sentence pairs),
only trained in the reverse language direction
(FR→EN). The synthetically generated bilin-

1https://opus.nlpl.eu/DGT/corpus/version/DGT
2https://github.com/vllm-project/vllm
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gual data set is then merged with the original
training data.

3. FM Augmentation: This step involves using
the NFR approach (Tezcan et al., 2021), which
retrieves the highest FM for each source sen-
tence from the merged training data and uses
its translation for source-augmentation in each
data partition, where FM similarity is mea-
sured by cosine similarity between sentence
embeddings3.

To test the usefulness of the proposed approach
in different data settings, the training data was in-
crementally increased through synthetic data gener-
ation in the target language from 300K sentences
(the same size as the bilingual data set) to 1.5M
sentences (five times larger than the bilingual data
set size).

We primarily utilized the default settings of the
transformer architecture as implemented in Open-
NMT4 (Klein et al., 2017) with early stopping.
SacreBLEU (Post, 2018), ChrF (Popović, 2015)
and COMET (Rei et al., 2020) were used to auto-
matically assess the MT performance.

2 Preliminary Results

The preliminary results of this ongoing study high-
light several key findings:

• Applying FM-augmentation (NFR) on the
original bilingual training data does not yield
better translation performance against the stan-
dard (baseline) NMT system, confirming pre-
vious findings (Bulté and Tezcan, 2019).

• Utilizing additional synthetic training data
without FM-augmentation, namely syntheti-
cally generated monolingual data in the target
language via Mistral and corresponding source
sentences produced through BT, achieves re-
sults comparable to the baseline NMT system.

• Using FM-augmentation in combination with
synthetic data generation improves results
across all additional monolingual data set
sizes, outperforming both the baseline and
NFR systems.

• The proposed approach achieves optimal im-
provements when the synthetically generated

3https://github.com/lt3/nfr
4https://github.com/OpenNMT/OpenNMT-py-v3.5.1

monolingual data set size is twice (BLEU and
ChrF) or four times (COMET) that of the orig-
inal bilingual data set. However, performance
declines with the addition of larger synthetic
data sets.

• The optimal improvements when using the pro-
posed approach are observed to be up to +1.44
BLEU points compared to the baseline NMT
system and +1.59 BLEU points compared to
the NFR system while showing statistically
significant improvements across all three met-
rics (bootstrap resampling with p < 0.05).

For an overview of the automated evaluation re-
sults for each system tested in this study, please see
Appendix A.3.

Preliminary results from this ongoing work sug-
gest that in this specific setting, the proposed ap-
proach, consisting of generating (i) synthetic mono-
lingual data in the target language via an LLM, (ii)
synthetic source sentences through back-translation,
and (iii) applying NFR, could be an effective strat-
egy for enhancing the performance of specialized
NMT systems.

The effectiveness of the proposed approach
prompts further investigation into whether (i) simi-
lar observations can be made in different data set-
tings (especially in lower-resource settings), do-
mains and language directions; and (ii) the MT
performance can be further enhanced through alter-
native synthetic data generation strategies (both in
the target and source language) and/or with increas-
ing amounts of such additional synthetic data.
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A Appendix

A.1 Synthetic Data Generation

Sampling Parameters for
Mistral-7b-instruct-v0.2

The specific sampling parameters differing from
default values are outlined below. For details on de-
fault parameter settings, please refer to the vLLM
library documentation at https://docs.vllm.ai/en/
latest/dev/sampling_params.html. These parame-
ter adjustments were adopted from the findings in
Moslem et al. (2022).

Parameter Value
Top-p 0.95
Top-k 50
Frequency Penalty 0.5
Repetition Penalty 1.2
Max Tokens 400

Table 1: Sampling parameters for Mistral-7b-instruct-v0.2
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Prompt Design
Table 2 outlines the specific prompt design uti-

lized for generating French sentences, highlighting
the instruction and the examples given to the lan-
guage model and the response given to that prompt.

A.2 FM-augmentation
See Table 3 for an example of FM retrieval and
source augmentation.

A.3 Translation Performance
See Table 4 for all metrics (BLEU, ChrF and
COMET) and Table 5 for the performance of the
back-translation model.

• Baseline refers to the standard NMT system
trained on the original 300k bilingual data.

• Baseline + BT(1:X) refers to the non-
augmented NMT system, using additional syn-
thetically generated target sentences (through
LLM) and their translations in the source lan-
guage (through back-translation), where X in-
dicates the ratio of synthetic to original data.

• NFR refers to the system trained on the
original bilingual data after applying FM-
augmentation.

• BT 1:X + NFR refers to the FM-augmented
NMT model, using additional synthetically
generated target sentences (through LLM)
and their translations in the source language
(through back-translation) with Neural Fuzzy
Repair, where X indicates the ratio of synthetic
to original data (the proposed approach in this
study).
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Prompt (French) LLM Response
[INST] Votre tâche consiste à générer des phrases
françaises similaires en termes de domaine et de style aux
exemples fournis ci-dessous.

Exemples de phrases :
1. Les cotisations des membres pour l’exercice au cours
duquel ils deviennent membres du Conseil oléicole
international sont exigibles à la date où ils deviennent
membres.
2. Au vu de ces circonstances, la Suède a été confrontée à
des difficultés temporaires d’approvisionnement général
en semences de plantes fourragères de printemps et en
semences de céréales de printemps, et ces difficultés ne
devraient pas se dissiper.
3. La contribution de chaque État membre participant
auprès duquel une contribution est demandée est propor-
tionnelle à la part du RNB de cet État membre dans le
total des RNB des États membres participants auprès
desquels une contribution est demandée.
4. L’article 199 ter est remplacé par le texte suivant:
5. Dans les limites du montant fixé, l’organe de la société
habilité à cet effet décide, le cas échéant, d’augmenter le
capital souscrit.

Veuillez générer 10 nouvelles phrases françaises
basées sur les exemples ci-dessus. [/INST]

1. Les impôts des nouveaux membres du Comité céréalier
international sont dus à la date où ils rejoignent ce comité.
2. En raison de ces circonstances, la Norvège a confronté
des difficultés temporaires d’approvisionnement général
en graines de fourrages d’été et en graines de blé d’été, et
ces difficultés ne devraient pas disparaître.
3. La contribution de chaque État membre participant, où
une contribution est demandée, est proportionnelle à la
part du Fonds communautaire de ce pays membre dans
le total des Fonds communautaires des États membres
participants where a contribution is requested.
4. L’article 200 quater est remplacé par le texte suivant :
5. Dans les limites du montant fixé, l’organe de la société
autorisé à cette fin décide, le cas échéant, d’augmenter le
capital souscrit.
6. Les cotisations des nouveaux membres du Conseil oléi-
cole européen sont exigibles à la date où ils deviennent
membres.
7. En raison des circonstances actuelles, la Fin-
lande a été confrontée à des difficultés temporaires
d’approvisionnement général en graines de fourrages hiver
et en graines de blé d’hiver, et ces difficultés ne devraient
pas se résoudre.
8. La contribution de chaque État membre participant où
une contribution est demandée est proportionnelle à la
part du Fonds communautaire de ce pays membre dans
le total des Fonds communautaires des États membres
participants where a contribution is demanded.
9. L’article 201 quinquiès est modifié pour devenir le texte
ci-après :
10. Dans les limites du montant prévu, l’organe de la
société compétent en matière de cession de droits décide,
si nécessaire, d’augmenter le capital souscrit.

Table 2: Prompt used for generating domain-specific French sentences alongside the LLM-generated response.
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S Debt, breakdown by residual maturity
score 0.9812
FMS Debt, breakdown by initial maturity
FMT Dette, ventilation par échéance initiale
S′ Debt, breakdown by residual maturity < sep > Dette, ventilation par échéance initiale
T Dette, ventilation par échéance résiduelle

Table 3: An example of FM retrieval and source augmentation (S′) for a given source sentence (S) for the EN→FR language
direction, with the translation ‘T ’. ‘FMS’ and ‘FMT ’ refer to the source and target sides of the retrieved FM, respectively. The
sentence similarity score is indicated as ‘score’.

Configuration BLEU ChrF COMET

Baseline 45.76 64.97 79.75
BT 1:1 45.69 65.11 80.20
BT 1:2 45.79 65.26 80.44
BT 1:3 44.96 64.70 80.43
BT 1:4 44.57 64.44 80.31
BT 1:5 45.19 64.89 80.64

NFR 45.61 64.91 79.90
BT 1:1 + NFR 47.14 65.91 80.76
BT 1:2 + NFR 47.20 66.03 80.76
BT 1:3 + NFR 47.03 65.90 80.90
BT 1:4 + NFR 46.87 65.80 80.91
BT 1:5 + NFR 45.90 65.52 80.88

Table 4: Automated evaluation of the different NMT systems.

System BLEU ChrF COMET

FR→EN 47.76 65.19 80.69

Table 5: Automated evaluation of the back-translation (NMT)
model, which is trained on the original parallel data set in
reverse language direction and evaluated on the reversed test
set.
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