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Abstract
Annotation and analysis of corrections in learner corpora have always presented technical challenges, mainly on
account of the fact that until now there has not been any standard tool available, and that original and corrected
versions of texts have been mostly stored together rather than treated as individual texts. In this paper, we present
CJVT Svala 1.0, the Slovene version of the SVALA tool, which was originally used for the annotation of Swedish
learner language. The localisation into Slovene resulted in the development of several new features in SVALA such
as the support for multiple annotation systems, localisation into other languages, and the support for more complex
annotation systems. Adopting the parallel aligned approach to text visualisation and annotation, as well as storing the
data, combined with the tool supporting this, i.e. SVALA, are proposed as new standards in Learner Corpus Research.
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1. Introduction

Learner corpora are samples of texts produced by
learners of a language, e.g. native, second or for-
eign language, and usually contain so-called error
annotation, sometimes referred to as ’correction
annotation’.

As such, correction of errors produces a sec-
ond version of the original essays – naturally, a
corrected one. However, very few projects have
acknowledged that fact by treating error-corrected
learner texts as aligned parallel versions of the orig-
inal texts, some rare examples being Reznicek et al.
(2012); Rosen et al. (2014); Boyd et al. (2014); Volo-
dina et al. (2019). Most widely-used approach until
today consists in adding corrections directly to the
erroneous token within the same original sentence
(e.g. Tenfjord et al., 2006; Granger, 2008; Mendes
et al., 2016; Glisic and Ingason, 2022).

While discussions are still ongoing as to the
’ideal’ approaches to learner corpus annotation (e.g.
Stemle et al., 2019), we argue in this paper that orig-
inal and corrected versions of learner texts should
be treated as individual texts, i.e. as translations
from one to another, and should be represented
as aligned parallel texts – partly due to the user-
friendliness of this approach, and partly due to the
fact that this way we give credit to the corrected ver-
sion as an independent interpretation of a learner
text. We also argue that this approach requires
reconsidering a number of choices: among oth-
ers, the choice of a tool for manual annotation, the
choice of data structures for representation of linked
parallel data and – probably, most challenging – the

adaptation of parallel data structures to fit into the
widely accepted corpus search interfaces based
on corpus workbench principles. Finally, we pro-
pose the solutions developed in our project as new
standards for the field of Learner Corpus Research.

Below, we describe the context in which the work
has been carried out with respect to annotation
tools (Section 2); introduce the SVALA tool (Wirén
et al., 2019) developed in the SweLL project (Volo-
dina et al., 2019) and the way we have modified
it to the needs of our project (Section 3); present
the data format and the technological solution for
the search environment (Section 4); summarize
the user experience and value for the community
(Section 5); and outline future steps (Section 6).

2. Background and Related Work

Learner corpora development is a highly cross-
disciplinary enterprise, and requires attention to
the demands of the involved disciplines. For one,
we expect the corpus to be manually annotated by
linguists or researchers from the field of Second
Language Acquisition (SLA) – which sets demands
on the user-friendliness of the tool to ensure con-
sistent annotations, ultimately making it faster and
more streamlined for annotators to complete their
tasks. Second, the output of the work in step one
should be compatible with search interfaces that
systems engineers are dealing with – which re-
quires the data format to be technologically sound.
Third, the end-users from humanities should be
able to interact with the search interfaces in a user-
friendly way without any requirements of extensive
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Figure 1: The interface of CJVT Svala 1.0 with highlighted novelties.

technological awareness or competence – here,
visualization of the data is a priority alongside re-
liable conversion between data formats. Finally,
the end-users from Natural Language Processing
or other technology-oriented fields should be able
to use the data in machine-intensive approaches
– which, again, sets demands on the data formats
and, specifically, on the consistency of annotations.

In an ideal world, all of these demands should
be given equal attention and fair treatment, start-
ing from the annotation tool. In the real world,
however, we frequently see examples where user-
friendliness of an annotation tool is overlooked for
the sake of retaining formats that systems engi-
neers can easily work with (e.g. Tenfjord et al.,
2006; Lüdeling et al., 2005; Glisic and Ingason,
2022). One such example is the adapted version
of the Sketch Engine tool, which has been used for
the analysis of Cambridge Learner Corpus1 and
the first two versions of the Slovenian corpus of stu-
dent writing Šolar. Over the years, user-friendliness
of XML-based annotation tools has been improved
(e.g. Obeid et al., 2013; Janssen, 2016), however,
the standard assumption that the corrections are a
feature of the original text remained.

The conceptual shift towards viewing the cor-
rected version as an individual text in its own right
came first in projects FALKO (Reznicek et al., 2012),
MERLIN (Boyd et al., 2014), CzeSL (Rosen et al.,
2014), later followed in SweLL (Volodina et al.,

1https://www.cambridge.org/sketch/
help/userguides/Using%20the%20Learner%
20Corpus%201.1.pdf

2019) and LaVa (Darg̀is et al., 2020). Of these pr-
jects, two have implemented annotation tools that
offer a way to visualize word order changes in a
user-friendly way, namely the tool feat (Hana et al.,
2014) used for annotation of CzeSL, Czech learner
language, and SVALA (Wirén et al., 2019) used for
annotation of SweLL, Swedish learner language.

Given our intention to work with the learner cor-
pus of Slovene in a parallel fashion, we focused
in particular on annotation tools aimed at parallel
representation in learner corpus context, of which
SVALA has proven to be the best one. SVALA of-
fers both a possibility to work in a text environment
in a usual way – which has been highly appreci-
ated by the linguists, - as well as automatically
builds aligment on a token level between the two
versions, saving a lot of manual effort (Rosén et al.,
2018; Wirén et al., 2019). Besides, the SVALA out-
put format is JSON, which is easy to work with in
automatic applications. However, JSON requires
conversion to representations acceptable in corpus
search interfaces, which is discussed in Section 4.

3. CJVT SVALA 1.0

For Slovene, three resources incorporating lan-
guage corrections can be mentioned: the Šolar
corpus, comprising texts written by primary and
secondary school students together with teacher
corrections (Kosem et al., 2016); the Lektor corpus,
comprising texts by adult native speakers together
with proofreader corrections (Popič, 2014); and the
KOST corpus with texts by learners of Slovene as

https://www.cambridge.org/sketch/help/userguides/Using%20the%20Learner%20Corpus%201.1.pdf
https://www.cambridge.org/sketch/help/userguides/Using%20the%20Learner%20Corpus%201.1.pdf
https://www.cambridge.org/sketch/help/userguides/Using%20the%20Learner%20Corpus%201.1.pdf
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a second/foreign language and corrections made
by the corpus creators (Stritar Kučuk, 2022). Until
recently, assembling these corpora proved to be a
rather intricate and time-consuming process. For
example, (Arhar Holdt and Kosem, 2023) illustrate
the array of methodological challenges faced during
the development of the Šolar corpus from version
1.0 to 3.0.

The opportunity to refine the corpus building
methodology presented itself within the framework
of the national project "Development of Slovene
in a Digital Environment" (2020–23),2 where our
objective was to streamline the development of cru-
cial language resources for contemporary Slovene.
Acknowledging the SVALA tool as a state-of-the-
art solution due to its open accessibility, rich func-
tionalities, and user-friendly design, we were keen
to integrate it into our workflows. Choosing to
customize the tool to meet Slovene requirements,
we incorporated the modules for transcription, ba-
sic anonymization, and error/correction annotation.
The automated anonymization and annotation work-
flow management were deemed less urgent for our
current needs and postponed for future endeav-
ours.

The result is CJVT SVALA that can be accessed
online 3, and the upgraded programme code was
added to the SVALA fork on GitHub under an
open licence (Anonymised Github). While adapting
SVALA for the needs of the Slovene community, we
also kept in mind the wider use of the tool. The
new features that can be benefited from, are:

a) Multiple languages: The programme now
has the option to support localisation to multiple lan-
guages. For CJVT SVALA, we chose to make the
interface available both in Slovene and English. We
added Slovene translations, but other languages
can be easily introduced.

b) Multiple annotation systems: The pro-
gramme now has the option to include multiple
annotation systems and the ability to switch be-
tween them through the interface. For the anno-
tation of corrections in different Slovene corpora,
different annotation systems are used. Currently,
CJVT SVALA supports two annotation systems (for
corpora Šolar and KOST), while new ones can be
easily added.

c) Complex annotation systems: We intro-
duced the option to group correction labels together
and to navigate through them in the part of the in-
terface where the appropriate correction label is se-
lected and assigned. This supports a user-friendly
use of complex annotation systems, such as the
annotation system of the corpus Šolar that com-
prises 180 correction labels, arranged into three
hierarchical levels (Arhar Holdt et al., 2022b). More-

2https://rsdo.slovenscina.eu/en
3https://orodja.cjvt.si/svala/

over, the labels in the menu can now be presented
with longer, more intuitive names, which eases their
search and selection.

d) Added file saving: We transitioned from back-
end connections to a server to saving and loading
files on a local computer. For this feature, we also
included the display of the text name in the interface
as well as in the exported file, supporting the anno-
tation workflows and versioning of the annotated
data.

e) Other modifications and simplifications:
CJVT SVALA is adapted so that it can be used inde-
pendently of the infrastructure that was otherwise
available for Swedish (namely the Swell portal).
Certain additional simplifications were introduced,
for example, we re-arranged the "show options"
dropdown, removed interactive links to graphs, and
downgraded the interactive user help to a regular,
descriptive one.

Figure 1 showcases the CJVT SVALA interface,
highlighting the aforementioned enhancements
with corresponding alphabet letters. In the central
part of the interface, two paragraphs of transcribed
text are presented – the Source text, composed by
a student, and the Target text, incorporating lan-
guage corrections. Beneath the texts lies a graph
connecting both versions, utilizing colors for clar-
ity: errors in the source text are marked in red,
while corrections are displayed in green. Clicking
on a link between the original and corrected word
or phrase allows the user to assign a label to the
specific language correction. Labels can be se-
lected from the left-side menu or via the search box
above it. Positioned above the menu are buttons
offering navigation to the previous/next link, the pre-
vious/next modification, and for manually grouping
or ungrouping linked words.

4. Output Format

As mentioned, SVALA outputs the results of the
annotation in JSON, in particular, as three JSON
files, one containing the original text, the other the
edited text, and the third one links between the
tokens or segments of the first two files with each
link accompanied by the code of the type of the
correction performed.

To enable further processing of corpora (in par-
ticular Šolar (Arhar Holdt et al., 2022a) and KOST
(Stritar Kučuk et al., 2023)) and the use of corpus
data within the tools at our disposal, we also devel-
oped a conversion procedure that transforms the
JSON format into XML, using the Text Encoding Ini-
tiative (TEI) Guidelines4 with the TEI customisation

4https://tei-c.org/release/doc/
tei-p5-doc/en/html

https://rsdo.slovenscina.eu/en
https://orodja.cjvt.si/svala/
https://tei-c.org/release/doc/tei-p5-doc/en/html
https://tei-c.org/release/doc/tei-p5-doc/en/html
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as recommended by CLARIN.SI.5 The corpus is
encoded as one XML document composed of the
overall TEI root containing the TEI header giving
the (mostly manually inserted but some automati-
cally produced) corpus meta-data and XIncludes
of the three parts of the corpus, i.e. as in JSON,
the file with original text, the file with corrected
text and the file with links (expressed as TEI link
groups) between the two together with the correc-
tion codes. The files with the original and corrected
text also contain the metadata of the individual
text. These two files were then also automatically
annotated with the CLASSLA-Stanza annotation
pipeline (Ljubešić and Dobrovoljc, 2019), adding
information about each token’s lemma, MULTEXT-
East morphosyntactic description (Erjavec, 2012),
Universal Dependencies part-of-speech and mor-
phological features (de Marneffe et al., 2021), and
the syntactic dependencies according to the Slove-
nian JOS formalism of syntactic dependencies (Er-
javec et al., 2010). In the Appendix, an example of
a TEI encoded sentence is presented.

5. Value for the Community and
Current Limitations

The value of the CJVT SVALA tool for users, partic-
ularly annotators, has been underscored through
an evaluation conducted as part of preparing the
KOST Slovene learner corpus (Stritar Kučuk, 2022).
This assessment involved 39 third-year Slovene
university students enrolled in the elective course
Slovene as a Second and Foreign Language at the
Faculty of Arts, University of Ljubljana. The aim
was to determine the tool’s intuitiveness and its ef-
fectiveness in facilitating language annotation with
minimal prior training. Participants, after a brief
training session, annotated 172 texts. The findings
revealed that a negligible fraction of annotation er-
rors were attributed to the SVALA application itself,
highlighting its user-friendly design (Stritar Kučuk,
2023). The participants furthermore appreciated
the opportunity for a practical application of their
linguistic knowledge in a technologically accessible
manner. This feedback attests to SVALA’s intuitive
design, affirming its role as a beneficial tool for both
novice and seasoned annotators.

The SVALA tool’s open license and adaptable
code can be leveraged for different languages and
corpora. First, one needs to translate the inter-
face to the desired language. Next, the annotation
system (or multiple systems) that will be used for
the specific project needs to be integrated into the
code. Once the tool has been adapted for a new
language or corpus and published online, it sup-

5https://github.com/clarinsi/
TEI-schema.

ports user-friendly annotation, with the capability
to export annotated data. These can then be lin-
guistically tagged with selected tools and, at the
end, formatted to the proposed XML TEI format,
ensuring that the resulting corpora are ready for
research and other purposes.

By following these steps, the SVALA tool can be
utilized for annotating corpora in various languages
and for different purposes, enriching the fields of
linguistics, natural language processing, and other
related disciplines with valuable data on language
corrections. However, there are identifiable short-
comings that, once addressed, could enhance the
international applicability. Firstly, the current setup
process, although transparent, requires a degree
of technical proficiency that might deter potential
users lacking in programming expertise. Streamlin-
ing this aspect through more automated setup pro-
cedures or detailed, step-by-step guidance could
lower the entry barrier for a wider user base. An-
other challenge lies in the tool’s untested compati-
bility with non-Latin scripts, a crucial area for expan-
sion to ensure true global utility. Addressing this
would necessitate testing across a variety of writ-
ing systems and possible technical adaptations to
guarantee seamless functionality. Additionally, the
process of localizing the interface and integrating
new annotation systems, while feasible, demands
certain effort and time. Simplifying these tasks
through predefined (interface) templates could ex-
pedite the adaptation process for new languages.

6. Conclusions

We have presented the Slovene localised version
of the SVALA tool, which had been originally de-
veloped for the annotation of Swedish learner lan-
guage. The Slovene version has confirmed not only
the usefulness of SVALA as an annotation tool for
learner language but also the methodological ap-
proach to data storage supported by the tool. The
benefits of such international collaboration between
research teams with similar needs and challenges
are also evidenced by the fact that the Slovene ver-
sion has introduced several new features that will
benefit the future users of SVALA.

Based on our past experience with annotation of
language corrections, and non-existence of similar
open-source tools for annotation, we propose that
this approach of treating original learner texts and
their corrected versions as aligned parallel texts
should become a standard in Learner Corpus Re-
search, and in other corpora containing corrections.
In that vein, we would urge the Learner Corpus
community to adopt SVALA as the tool used for an-
notation and analysis, and help expand its function-
alities rather than continue developing tailor-made
(in-house) solutions.

https://github.com/clarinsi/TEI-schema
https://github.com/clarinsi/TEI-schema
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The top priority of our current work is to enhance
the existing pipeline with a specialized corpus con-
cordancer that can fully leverage the new structure
and the rich metadata and annotations present in
corpora featuring error annotations. While the new
format has made integration into popular concor-
dancers like noSketch Engine (Rychlỳ, 2007) and
KonText (Machálek, 2020) easier, the search and
visualization of corpus data remain constrained to
separate views, either in the original texts or the
corrected versions. We are thus developing a user-
friendly tool that comprehensively presents both
text versions, enables searches for both the orig-
inal and corrected forms, and provides advanced
statistics on language corrections. Such a tool will
be of immense value to researchers, as well as
textbook authors, curriculum designers, and educa-
tors, ultimately leading to the creation of empirically-
based teaching materials and improvements in the
language learning process.
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This appendix gives an example of a TEI en-
coded sentence snippet from the Šolar 3.0 corpus
(Arhar Holdt et al., 2022a), which was converted
from the SVALA JSON format.

The teacher crossed out a stretch of two words
(where the error types were classified as "super-
fluous adverbs" and "pleonasm") in the sentence
below. Units that translate from single words into
phrases are indicated by square brackets.
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Seveda je smešen tudi ta težko oz. skoraj never-
jeten razplet sodbe. (Slovene)

‘[Of course] [it is] funny also this difficult i.e. al-
most incredible finale [of the verdict].’
<s xml:id="solar8s.8.3">

<w ana="mte:L" msd="UPosTag=PART"
lemma="seveda" xml:id="solar8s.8.3.1">Seveda</w>

...
<w ana="mte:O" msd="UPosTag=X|Abbr=Yes"

lemma="oz."
xml:id="solar8s.8.3.7">oz.</w>

<w ana="mte:L" msd="UPosTag=PART"
lemma="skoraj"
xml:id="solar8s.8.3.8">skoraj</w>

<w ana="mte:Ppnmein" msd="UPosTag=ADJ|Case=Nom|..."
lemma="neverjeten"
xml:id="solar8s.8.3.9">neverjeten</w>

<w ana="mte:Somei" msd="UPosTag=NOUN|Case=Nom|..."
lemma="razplet"
xml:id="solar8s.8.3.10">razplet</w>

<w ana="mte:Sozer" msd="UPosTag=NOUN|Case=Gen|..."
lemma="sodba"
xml:id="solar8s.8.3.11"
join="right">sodbe</w>

<pc ana="mte:U" msd="UPosTag=PUNCT"
xml:id="solar8s.8.3.12">.</pc>

<linkGrp corresp="#solar8s.8.3"
targFunc="head argument" type="JOS-SYN">

<link ana="jos-syn:modra"
target="#solar8s.8.3 #solar8s.8.3.1"/>

...
<link ana="jos-syn:modra"

target="#solar8s.8.3 #solar8s.8.3.12"/>
</linkGrp>

</s>
...
<s xml:id="solar8t.8.3">

<w ana="mte:L" msd="UPosTag=PART"
lemma="seveda"
xml:id="solar8t.8.3.1">Seveda</w>

...
<w ana="mte:L" msd="UPosTag=PART"

lemma="skoraj"
xml:id="solar8t.8.3.6">skoraj</w>

<w ana="mte:Ppnmein" msd="UPosTag=ADJ|Case=Nom|..."
lemma="neverjeten"
xml:id="solar8t.8.3.7">neverjeten</w>

<w ana="mte:Somei" msd="UPosTag=NOUN|Case=Nom|..."
lemma="razplet"
xml:id="solar8t.8.3.8">razplet</w>

<w ana="mte:Sozer" msd="UPosTag=NOUN|Case=Gen|..."
lemma="sodba"
xml:id="solar8t.8.3.9"
join="right">sodbe</w>

<pc ana="mte:U" msd="UPosTag=PUNCT"
xml:id="solar8t.8.3.10">.</pc>

<linkGrp corresp="#solar8t.8.3"
targFunc="head argument" type="JOS-SYN">

<link ana="jos-syn:modra"
target="#solar8t.8.3 #solar8t.8.3.1"/>

...
</linkGrp>

</s>

<linkGrp type="CORR" targFunc="orig corr"
corresp="#solar8s.8.3 #solar8t.8.3">
<link type="ID"

target="#solar8s.8.3.1 #solar8t.8.3.1"/>
<link type="ID"

target="#solar8s.8.3.2 #solar8t.8.3.2"/>
...
<link

type="S/DOD/pleonazem|S/ODVEČ/prislov-drugo"
target="#solar8s.8.3.6 #solar8s.8.3.7"/>

...
<link type="ID"

target="#solar8s.8.3.12 #solar8t.8.3.10"/>
</linkGrp>
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