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Abstract
Large Language Models (LLMs) have emerged as one of the most important breakthroughs in NLP for their
impressive skills in language generation and other language-specific tasks. Though LLMs have been evaluated in
various tasks, mostly in English, they have not yet undergone thorough evaluation in under-resourced languages
such as Bengali (Bangla). To this end, this paper introduces BenLLM-Eval, which consists of a comprehensive
evaluation of LLMs to benchmark their performance in the Bengali language that has modest resources. In this
regard, we select various important and diverse Bengali NLP tasks, such as text summarization, question answering,
paraphrasing, natural language inference, transliteration, text classification, and sentiment analysis for zero-shot
evaluation of popular LLMs, namely, GPT-3.5, LLaMA-2-13b-chat, and Claude-2. Our experimental results
demonstrate that while in some Bengali NLP tasks, zero-shot LLMs could achieve performance on par, or even
better than current SOTA fine-tuned models; in most tasks, their performance is quite poor (with the performance of
open-source LLMs like LLaMA-2-13b-chat being significantly bad) in comparison to the current SOTA results. There-
fore, it calls for further efforts to develop a better understanding of LLMs in modest-resourced languages like Bengali.
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1. Introduction

Since the advent of pre-trained language mod-
els (Devlin et al., 2019; Liu et al., 2019; Rogers
et al., 2020), NLP has witnessed revolutionary ad-
vancements over the years. These pre-trained lan-
guage models have produced SOTA results on a
variety of NLP tasks with little task-specific fine-
tuning. This leads to the development of vari-
ous pre-trained language models specialized in
the Bengali language, such as BanglaBERT (Bhat-
tacharjee et al., 2022), BanglaT5 (Bhattachar-
jee et al., 2023), and etc. These models have
demonstrated exciting progress in many down-
stream Bengali NLP tasks (Ekram et al., 2022;
Akash et al., 2023). However, one major concern
for these pre-trained models is that they require
fine-tuning using domain-specific large annotated
datasets, which is challenging for Bengali due to
its under-representation in the NLP domain (Joshi
et al., 2020; Chakraborty et al., 2021; Chowdhury
et al., 2021) despite being the sixth most spoken
language in the world with over 300 million native
speakers (Wikipedia, 2023a).

Recent developments in large language mod-
els (LLMs) (Brown et al., 2020; Shoeybi et al.,
2019; Rae et al., 2022; Zhang et al., 2022) have
transformed the landscape in NLP. These LLMs,

∗These authors contributed equally to this work.
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with parameter sizes exceeding a hundred bil-
lion, leverage the in-context learning capability to
achieve impressive performance in few-shot and
zero-shot learning scenarios without the need for
task-specific fine-tuning. This capability makes it
possible to reduce the need for the annotation of
huge datasets, allowing the model to perform well
on tasks that it was not trained on.

Despite the impressive capabilities of LLMs,
they may still frequently generate untruthful facts
that diverge from the original input (Ouyang et al.,
2022). To address this issue, the Reinforcement
Learning from Human Feedback (RLHF) mecha-
nism has been utilized to help LLMs generate hon-
est and harmless responses. ChatGPT and other
recently proposed LLMs like PaLM-2, Claude-2,
LLaMA-2-chat (Touvron et al., 2023; Anil et al.,
2023; Jahan et al., 2024) are trained via leverag-
ing this RLHF technique to mitigate various limita-
tions of the previous generation LLMs and gained
widespread popularity. While these LLMs are
trained in multiple languages, English possesses
the majority of the training data. Though ChatGPT
like LLMs has demonstrated strong zero-shot per-
formance in various NLP tasks in English (Laskar
et al., 2023a,b) and some other languages (Lai
et al., 2023) and domains (Jahan et al., 2023,
2024; Fu et al., 2024), these LLMs are yet to
be investigated in the widely spoken, yet modest-
resourced, Bengali language domain.
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In this regard, we aim to assess the efficacy
of LLMs in prevalent downstream NLP tasks spe-
cific to the Bengali language, a domain that has
not been thoroughly examined compared to the
numerous LLM evaluations conducted for English
and other Indo-European languages. Due to the
lack of task-specific annotated datasets in Bengali,
we conducted a zero-shot evaluation with LLMs
to investigate if LLMs could be utilized to address
the scarcity of large annotated datasets in Ben-
gali. Thus, the findings from this paper would
give insights into the capabilities and limitations of
LLMs in Bengali, which may pave the way to im-
plement LLMs in real-world applications like Ben-
gali Chatbots. To this end, we present BenLLM-
Eval - a comprehensive benchmark that evalu-
ates the zero-shot performance of various LLMs
on diverse NLP tasks in the Bengali language, in-
cluding text summarization, question answering,
paraphrasing, natural language inference, translit-
eration, text classification, and sentiment analy-
sis. The evaluation incorporates carefully crafted
prompts to ensure rigorous assessment of the fol-
lowing three popular LLMs: GPT-3.5, LLaMA-2-
13b-chat, and Claude-2, and compare them with
SOTA fine-tuned models. To the best of our knowl-
edge, this is the first work that evaluates LLMs in
the Bengali language. Our experimental results in
this paper are summarized as follows:

• Despite some exceptional cases, the zero-
shot performance of LLMs is generally infe-
rior compared to the SOTA fine-tuned models
across the majority of the tasks in our evalu-
ation. Given the substantial performance dis-
parities observed, it is reasonable to deduce
that LLMs, in their current form, are not suit-
able for serving as a comprehensive solution
for modest-resourced tasks in Bengali1.

• Considering LLMs remarkable performance
in zero-shot scenarios within the English lan-
guage and its subpar performance in modest-
resource languages like Bengali, this paper
emphasizes the significance of investigating
the limitations of LLMs tailored to diverse
modest-resource language groups.

2. Methodology

The objective of our study is to assess the efficacy
of LLMs in the context of NLP tasks specific to the
Bengali language. We cover 7 diverse and impor-
tant Bengali NLP tasks: (i) Text Summarization, (ii)
Question Answering (QA), (iii) Paraphrasing, (iv)

1We share the LLM-generated responses,
prompts, and parsing scripts for all seven tasks
here: https://github.com/saidul-islam98/BenLLMeval

Natural Language Inference (NLI), (v) Translitera-
tion, (vi) Text Classification, and (vii) Sentiment
Analysis over 8 benchmark datasets. For this pur-
pose, we evaluate ChatGPT (GPT-3.52), Claude-
23, and LLaMA-2-13b-Chat (Touvron et al., 2023)
models. Similar to the prior work on LLM evalua-
tion (Laskar et al., 2023a; Jahan et al., 2023), we
also focus on designing a zero-shot learning set-
ting to benchmark the performance of the LLMs.

We prepare a task instruction T for a given test
sample X and concatenate the text in the test sam-
ple with the task instruction to construct the prompt
P . The prompt P is then passed as input to the
LLMs, which generates the response R. A com-
prehensive description of the tasks, datasets, and
prompts devised for evaluating each specific task
is presented below and also summarized in Table
1. Next, we briefly discuss each task.

Text Summarization: Summarization is the
process of automatically generating a concise and
coherent summary of a longer text document (Nay-
eem and Chali, 2017a,b; Laskar et al., 2022), pre-
serving the most important information while re-
ducing the length (Nayeem et al., 2018). In this pa-
per, we evaluate the XL-Sum dataset (Hasan et al.,
2021) that consists of 1 million manually annotated
data samples from 44 languages. We only took the
Bengali samples for evaluation.

Question Answering: For the question-
answering task, we evaluate the performance of
LLMs on the SQuAD_Bangla dataset (Bhattachar-
jee et al., 2022). This dataset was constituted
using two benchmark English datasets: SQuAD
2.0 (Williams et al., 2018) and TyDi QA (Clark
et al., 2020). The objective of this task is to
determine whether the answer to a given question
Q can be inferred from the reference context C.
We provide the reference context along with the
question and ask LLMs whether they can infer the
answer to the question from the given reference.

Paraphrasing: The paraphrasing task aims to
generate a paraphrase of the input text. To evalu-
ate this task, we choose the Bengali samples from
the IndicParaphrase dataset (Kumar et al., 2022),
which is the largest Indic paraphrasing dataset
across 11 Indic languages (Wikipedia, 2023b).

Natural Language Inference: Natural Lan-
guage Inference (NLI) aims to predict the en-
tailment/contradiction relations between two input
sentences: a premise and a hypothesis. To eval-
uate LLMs for Bengali NLI, we utilize the BNLI
dataset (Bhattacharjee et al., 2022) (curated from
the benchmark XNLI dataset (Conneau et al.,
2018)) that provides annotated data with three cat-
egories: Entailment, Contradiction, and Neutral.

Transliteration: Transliteration is the process

2https://platform.openai.com/docs/models/gpt-3-5
3https://www.anthropic.com/index/claude-2

https://github.com/saidul-islam98/BenLLMeval
https://platform.openai.com/docs/models/gpt-3-5
https://www.anthropic.com/index/claude-2
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Dataset Type Data Split (Train / Valid / Test) Prompt
XL-Sum (Hasan et al., 2021) Text Summarization 8102 / 1012 / 1012 Please provide an one-sentence summary of the following Bangla text input. The input will

be a long Bangla paragraph, the output should be a short Bangla paragraph summarizing
only the vital information of the input text in one sentence. Please make sure that the output
contains the most essential statistical data. Note: Please do not provide anything other than
the summarized Bangla output.
[INPUT:]

SQuAD_Bangla (Bhattacharjee
et al., 2022)

Question-Answering 118k / 2.5k / 2.5k Please provide an answer to the input Bangla question based on the given Bangla context.
The input will contain a Bangla question followed by a context. The output should be the
answer in Bangla based on the context. Note: Please do not provide anything other than
the Bangla answer to the question.
[CONTEXT:]
[QUESTION:]

IndicParaphrase (Kumar et al.,
2022)

Paraphrasing 890k / 10k / 10k Please provide paraphrasing of the following input Bangla text. The input will be a complex
Bangla sentence, the output should be a paraphrased Bangla sentence maintaining the
original information of the input text unchanged. Note: Please do not provide anything except
the paraphrased Bangla output.
[INPUT:]

BNLI (Bhattacharjee et al., 2022) Natural Language
Inference (NLI)

381k / 2.42k / 4.9k Please determine the logical relationship between the given hypothesis and premise. The
input will consist of two sentences written in the Bangla language. The first sentence rep-
resents the premise, while the second sentence represents the hypothesis. Your task is to
determine whether the hypothesis is false (contradiction), true (entailment), or inconclusive
(neutral) given the premise. Please output a number indicating the logical relationship be-
tween them: 0 for false (contradiction), 1 for true (entailment), and 2 for inconclusive (neutral)
for neutrality. Note: Please avoid providing any additional information beyond the logical re-
lationship.
[PREMISE:]
[HYPOTHESIS:]

Dakshina (Roark et al., 2020) Transliteration
(single-word: lexicon)

- / - / 9.2k Task Description: Please provide the transliteration in native Bengali script for the input word.
The input will be a word written in Latin script and the output should be the transliterated Ben-
gali word of the given input. Please note that you are not asked to provide translation of the
input word, only provide the Bengali transliteration for the given input.
Note: Your response should include only the transliterated word in the native Bengali lan-
guage. Please do not add any explanation with the output.
[INPUT:]

Dakshina (Roark et al., 2020) Transliteration
(full sentence)

25k / 5k / 5k Task Description: Please provide the transliteration in native Bengali script for the input
sentence. The input will be a sentence written in Latin script and the output should be the
transliterated Bengali sentence of the given input. Please do not provide the translation of
the input sentence, only provide the Bengali transliteration for the given input.
Note: Your response should include only the transliterated sentence in the native Bengali
language. Please do not add any explanation with the output.
[INPUT:]

Soham News Article Classification
(Kakwani et al., 2020)

Text Classification 11284 / 1411 / 1411 For the Bengali news article given in the input, identify the appropriate section title for the ar-
ticle from the following classes: kolkata, state, sports, national, entertainment, international.
Note: Do not output any unnecessary words other than just the section title. The response
should be in English language and should be one word.
[INPUT:]

IndicSentiment (Doddapaneni et al.,
2022)

Sentiment Analysis - / 156 / 1000 For the given Input, is the sentiment in the input positive or negative? Note: Please do not
output anything other than the sentiment. Exclude any word like, Sentiment in the response.
[INPUT:]

SentNoB (Islam et al., 2021) Sentiment Analysis 12575 / 1567 / 1586 For the given Input, is the sentiment in the input positive or negative or neutral? Note: Please
do not output anything other than the sentiment. Exclude any word like, Sentiment in the
response.
[INPUT:]

Table 1: Datasets Details with our Prompts for Various Tasks.

of converting texts from one script to another
based on phonetic similarity. We utilize the Dak-
shina dataset (Roark et al., 2020) to evaluate
transliteration errors. Errors can be (i) Substitu-
tions, (ii) Insertions, or (iii) Deletions. A substitu-
tion error occurs when the predicted transliteration
differs from the reference transliteration. An inser-
tion error happens when extra characters/words
are present in the predicted transliteration. A dele-
tion error occurs when characters/words are miss-
ing from the predicted transliteration. The error
rate is calculated as:

error rate =
substitutions + deletions + insertions

total reference tokens
∗ 100

Two types of error rates are proposed for this
task in Dakshina dataset (Roark et al., 2020): the
Character-Error Rate (CER) treats each token as
an individual Unicode character, while the Word-
Error Rate (WER) treats each token as a substring
separated by whitespace. We report both CER
and WER for single-word transliteration, and WER
for full-sentence transliteration.

Text Classification: This task refers to the clas-
sification of the category for a given input text. To
evaluate the text classification capability of LLMs,
we use the Soham Bengali News Classification
dataset that is included in the IndicGLUE (Kakwani

et al., 2020) benchmark. This dataset contains six
news categories i.e., kolkata, state, national, inter-
national, sports, and entertainment.

Sentiment Analysis: We evaluate the Senti-
ment Analysis capability of the LLMs with two
datasets: SentNoB (Islam et al., 2021), and Indic-
Sentiment (Doddapaneni et al., 2022). The Sent-
NoB dataset comprises texts that are informally
written in Bengali, collected from public comments
on news and videos in social media covering a
wide range of domains like, politics, agriculture, ed-
ucation etc. The second dataset, IndicSentiment,
was manually curated for the IndicXTREME bench-
mark and contains product reviews of multiple cat-
egories. We only used the Bengali samples from
the dataset out of the 12 Indic languages.

3. Results and Discussion

We report the performance of LLMs for different
tasks and compare their performance with the cur-
rent SOTA fine-tuned models (see Table 2). Fur-
ther, we provide an in-depth error analysis for each
of the tasks in the Appendix A.

Text Summarization Evaluation: In the XL-
Sum dataset, we find that none of the LLMs could
outperform the current SOTA mT5 model. Among
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XL-Sum (TS) SQuAD_Bangla (QA) IndicPara (PP) BNLI (NLI) SNAC (TC) IndicSent (SA) SentNoB (SA)
Model R-1 R-2 R-L EM / F1 BLEU Acc. Acc. Acc. P R F1
GPT-3.5 20.19 5.81 15.53 44.85/78.67 2.81 52.71 48.47 90.20 57.70 54.56 53.17
LLaMA-2-13b-chat 0.41 0.14 0.34 31.73/67.95 0.01 42.37 29.27 69.16 48.39 48.49 48.43
Claude-2 20.79 5.55 16.47 49.92/79.04 1.89 32.20 48.61 88.48 53.28 54.38 52.79
mT5 (Hasan et al., 2021) 28.32 11.43 24.23 4.45 - - - - - -
BanglaBERT (Bhattacharjee et al., 2022) - - - 72.63/79.34 - 82.8 - - - - -
BanglishBERT (Bhattacharjee et al., 2022) - - - 72.43/78.40 - 80.95 - - - - -
XLM-R (Large) (Bhattacharjee et al., 2022) - - - 73.15/79.06 - 82.4 - - - - -
XLM-R (Kakwani et al., 2020; Doddapaneni et al., 2022) - - - - - 87.60 85.8 - - -
IndicBART (Kumar et al., 2022) - - - 11.57 - - - - - -
IndicBERT (Kakwani et al., 2020; Doddapaneni et al., 2022) - - - - - 78.45 89.3 - - -
mBERT (Kakwani et al., 2020; Doddapaneni et al., 2022) - - - - - 80.23 72.0 49.58 56.43 52.79
Bi-LSTM + Attn. (w/ FastText) (Islam et al., 2021) - - - - - - - 52.24 63.09 57.15
Bi-LSTM + Attn. (w/ Rand init) (Islam et al., 2021) - - - - - - - 56.16 64.97 60.25

Table 2: Performance Comparison between zero-shot LLMs & fine-tuned SOTA models on Text Summarization
(TS), Question Answering (QA), Paraphrasing (PP), Natural Language Inference (NLI), Text Classification (TC), and
Sentiment Analysis (SA). EM, Acc., P, R, and F1 denote Exact Match, Accuracy, Precision, Recall, and F1 score
respectively. Best results are boldfaced.

Task Pair 6-gram LSTM Transformer Noisy Channel GPT-3.5 LLaMA-2-13b Claude 2
CER (↓) WER (↓) CER (↓) WER (↓) CER (↓) WER (↓) WER (↓) CER (↓) WER (↓) CER (↓) WER (↓) CER (↓) WER (↓)

Lexicon 14.2 54.0 13.9 54.7 13.2 50.6 - 18.1 60.6 39.85 80.72 23.16 68.07
Sentence - 39.7 - - - 37.6 25.8 - 29.9 - 66.54 - 38.10

Table 3: Single-word and Full-sentence Transliteration results. Here, the baseline results are adopted from Roark
et al. (2020). Best results are boldfaced and lower (↓) is better.

the LLMs, Claude-2 performs the best in terms
of ROUGE-1 and ROUGE-L, while GPT-3.5 per-
forms the best in terms of ROUGE-2. We also find
that GPT-3.5 tends to generate much longer sum-
maries (229 words on average) than the gold ref-
erence summaries (148 words on average), while
the length of the Claude-2 generated summaries
(137 words on average) is more consistent with
the gold reference summaries (148 words on av-
erage). Moreover, to find out why LLaMA-2-13b-
chat achieves very low ROUGE scores, we man-
ually reviewed the responses and found out that
it ended up generating all the summaries in En-
glish. By translating the summaries to Bengali us-
ing Google’s Translation API (Google, 2020), the
R-1, 2, and L scores are increased to 4.69, 0.61,
and 3.61, respectively, for LLaMA-2-13b-chat.

Question Answering Evaluation: Since LLMs
frequently generate responses that may not be an
exact match of the gold label but are nonetheless
correct, our QA evaluation utilizes human interven-
tion to compute the F1 score. We find that Claude-
2 and GPT-3.5 achieve performance almost similar
to the current SOTA results in terms of F1. How-
ever, the performance of all LLMs is quite poor in
terms of Exact Match due to generating descriptive
responses, as well as paraphrases.

Paraphrasing Evaluation: For the paraphras-
ing task, we observe a very low BLEU score for
all LLMs, which is a phenomenon similar to what
happened with the EM metric for the QA task. Note
that the BLEU score also computes word-level sim-
ilarity, while such limitations of word-based similar-
ity metrics have also been noticed LLMs are eval-
uated in English datasets (Laskar et al., 2023a).

Natural Language Inference Evaluation: We
observe that while GPT-3.5 achieves the best re-
sults among all LLMs on the BNLI dataset, it is
still much lower in comparison to the current SOTA

BanglaBERT. Surprisingly, we find that Claude-2
is the worst performer in this task while being out-
performed by the much smaller LLaMA-2-13b-chat
model. To further investigate in which cases LLMs
perform poorly in the NLI task, we demonstrate
their predictions using the Confusion Matrix in Fig-
ure 1 of Appendix and find that LLaMA-2-13b-chat
was quite bad while predicting the Neutral types
and Claude-2 performed poorly while predicting
the Entailment types. In the case of GPT-3.5, it
performed poorer while predicting the Neutral type
class in comparison to the other types.

Transliteration Evaluation: From Table 3, we
find that GPT-3.5 achieves superior performance
over other LLMs in single-word transliteration.
While it fails to outperform the existing results, it
still achieves competitive performance compared
to the prior SOTA models. This is an interest-
ing observation given the intricate structure and
infrequent usage of lexicons in the test set. In
full-sentence transliteration, GPT-3.5 makes fewer
word errors and character errors (60.6% & 18.1%)
compared to other LLMs ((80.72% & 39.85%)
for Llama-2-13b-chat and (68.07% & 23.16%) for
Claude-2). However, the results are quite poor
compared to other SOTA models.

Text Classification Evaluation: LLMs per-
formed poorly on the Soham News Article classi-
fication dataset, with the best-performing LLM in
this dataset, the Claude-2 model achieving only
48.61% accuracy, followed by GPT-3.5 achiev-
ing 48.47% accuracy while the LLaMA-2-13b-chat
being the worst performer with an accuracy of
29.27%. On the contrary, the XLM-R model, which
is the SOTA for this task, obtained an accuracy of
87.60% in this dataset. While we achieved these
results by providing the class labels alongside our
prompts (see Table 1), if the class labels were
not mentioned, the accuracy dropped to 20.76%,
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18.36%, and 1.06% for Claude-2, GPT-3.5, and
LLaMA-2-13b-chat, respectively. This indicates
the importance of using descriptive prompts to im-
prove the zero-shot performance of LLMs.

Sentiment Analysis Evaluation: In the sen-
timent classification task, we observe that GPT-
3.5 performed exceptionally well on the IndicSen-
timent dataset (Doddapaneni et al., 2022), attain-
ing a new SOTA accuracy of 90.20% While we
also find that the Claude-2 model achieved impres-
sive performance (88.48% accuracy), the LLaMA-
2-13b-chat model performed much poorer. We
also find a similar trend for sentiment analysis
in the SentNoB (Islam et al., 2021) dataset. In
this dataset, to ensure a fair comparison with the
current SOTA, we use the precision, recall, and
F1 scores as evaluation metrics. While none
of the LLMs could outperform the current SOTA,
all of them (especially GPT-3.5 and Claude-2)
achieved performance comparable to the SOTA re-
sults. This is consistent with LLMs’ performance
for this task in English (Laskar et al., 2023a).

A detailed error analysis and sample outputs
for all tasks are presented in Appendix A.

4. Task Contamination Analysis

Task contamination analysis (Li and Flanigan,
2023) is essential to ensure a fair model evaluation
since it helps identify a model’s prior exposure to
test tasks on its training data. Inspired by the work
of Li and Flanigan (2023), we include task con-
tamination analysis in our evaluation to appropri-
ately assess the performance of the LLMs. We uti-
lize two methods: Task Example Extraction (TEE)
and Membership Inference (for generative tasks
like summarization and paraphrasing) to verify the
evidence of task contamination. TEE involves re-
trieving task examples from instruction-tuned mod-
els, although it doesn’t require an exact match with
existing training data, helps identify potential task
contamination in zero and few-shot learning sce-
narios, as any task examples found indicate pos-
sible prior exposure. Additionally, Membership
Inference is a method used for generation tasks,
where the model’s generated content is checked
against the original dataset for exact matches. If a
match is found, it implies that the content was part
of the LLM’s training data, indicating direct expo-
sure rather than general learning ability.

At first, we applied TEE to all tasks without ex-
plicitly mentioning the dataset name. Our find-
ings reveal that only GPT-3.5 could generate ex-
amples related to these tasks (except Natural Lan-
guage Inference), while Claude-2 and LLaMA-2-
13b-chat models failed to extract task examples
for any tasks. Therefore, there is a possibility
that such tasks were already included in the pre-

training data of GPT-3.5. Regarding the BNLI
dataset where no models could extract any task
examples, we find that the premises, hypotheses,
and labels generated by all LLMs for Bengali were
significantly inaccurate, providing evidence that
contamination did not occur. In terms of extracting
task examples in the transliteration task, we find
that only GPT-3.5 could extract the task examples
for both word-level and sentence-level translitera-
tion, whereas both LLaMA-2-13b-chat and Claude-
2 failed to extract any task examples.

Finally, we applied the Membership Inference
technique in the generative tasks (e.g., summa-
rization and paraphrase generation) to analyze
task contamination. In the summarization task,
none of the LLMs produced an output that aligned
with the test data labels. However, on the para-
phrasing task, GPT-3.5 produced around 50 exact
match instances, while Claude-2 produced 30 and
LLaMA-2-13b-chat produced 15 exact matches of
the generated outputs and test labels. So it is pos-
sible that the test set of the IndicPara dataset was
exposed to the LLMs while training.

In summary, contamination could be an issue
with the GPT-3.5 model in Sentiment Analysis,
Text Classification, Summarization, and QA tasks,
while all the models, i.e., GPT-3.5, LLaMA-2-13b-
chat, and Claude-2 were affected by task contam-
ination in the Paraphrasing task. However, in Nat-
ural Language Inference, we did not see any evi-
dence of task contamination.

5. Conclusions and Future Work

In this paper, we introduce BenLLM-Eval, which
provides a comprehensive zero-shot evaluation
of LLMs on seven benchmark NLP tasks to un-
derstand the capability of LLMs in the modest-
resourced Bengali language. The results revealed
that while in some tasks, zero-shot closed-source
LLMs like GPT-3.5 or Claude-2 perform on par
(e.g., summarization) or even outperform (e.g.,
sentiment analysis) current SOTA models, in most
tasks the LLMs exhibited considerably lower per-
formance compared to supervised fine-tuned mod-
els. We also observed that the open-source
LLaMA-2-13b-chat model performed significantly
poorer in most tasks. Thus, open-source LLMs
should be extensively evaluated on low to modest-
resource languages to ensure a proper under-
standing of their capabilities and limitations. Our
findings also reveal that in order to achieve opti-
mal performance across languages, LLMs should
also be trained on corpus covering various lan-
guages along with English. In the future, we in-
tend to expand our experiments by including ad-
ditional low to modest-resource languages, tasks,
datasets, and settings to obtain broader insights.
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Limitations

The datasets used to train LLMs like GPT-3.5 or
Claude-2 are not disclosed; consequently, some
datasets used to evaluate the model may or may
not have existed during model training. In addi-
tion, the API used to evaluate the GPT-3.5 model
is based on OpenAI’s GPT-3.5 turbo. Although an
improved version GPT-4 is also available, GPT-4 is
significantly more expensive than GPT-3.5. Thus,
we could not use GPT-4 in this work. Other than
these limitations, this study will provide a prac-
tical direction for future research into the perfor-
mance of LLMs in modest-resourced languages in
the NLP domain.

Ethics Statement

This study assesses the performance of LLMs in
seven benchmark NLP tasks in the Bengali lan-
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A. Appendix

A.1. Prompt Construction Details
In the process of adapting datasets into prompts,
we carefully analyzed the prompt templates in var-
ious LLM evaluation papers on English datasets
(Laskar et al., 2023a; Qin et al., 2023) and then
explored several prompt variants in Bengali for
each task to ascertain the optimal one. For ex-
ample, at the beginning of the Soham News Ar-
ticle Classification task, our prompts did not fea-
ture class labels, which caused a pronounced fail-
ure in the accurate classification of news articles
by all tested LLMs, markedly degrading their effec-
tiveness. However, this situation improved consid-
erably when we updated the prompts to integrate
class labels, leading to a notable improvement in

the models’ capacity to correctly associate articles
with their respective classes. Thus, experimenting
with different variations of prompts to come up with
the optimal one is a crucial step in our prompt de-
sign phase.

A.2. In-depth Error Analysis
In this section, we discuss some interesting cases
where GPT-3.5 failed to generate coherent re-
sponses given the input prompt. We discuss these
cases in the following sections:

A.3. Generative Tasks
The error cases for generative tasks like abstrac-
tive summarization, question answering, and para-
phrasing is discussed in this section.

A.4. Abstractive Summarizatoin
In the summarization task, we notice that GPT-
3.5’s responses are highly inconsistent. While
GPT-3.5 occasionally recognizes the context and
provides a good summary of the key points, it fre-
quently misses these details in the reference text
and overstuffs the response. One example can be
demonstrated as follows:
Prompt: Please provide an one-sentence sum-
mary of the following Bangla text input. The input
will be a long Bangla paragraph, the output should
be a short Bangla paragraph summarizing only
the vital information of the input text in one sen-
tence. Please make sure that the output contains
the most essential statistical data. Note: Please
do not provide anything other than the summarized
Bangla output.
Input: মানসুর আবব্াস পৰ্ধানমন্তৰ্ী বা তার পৰ্িতপক্ষ - েকউই
আসেল ক্ষমতায় যাবার মেতা িনরঙু্কশ সংখয্াগিরষ্ঠতা পানিন। আর
এর মেধয্ই িকংেমকার হেয় উেঠেছ রাম (Raam) নােম একিট
ইসলামপন্থী আরব দল (ইউনাইেটড আরব িলস্ট িহেসেবও দল-
িট পিরিচত)। এবােরর িনবর্াচেন পাঁচিট আসেন জয় েপেয়েছ এ
দলিট- যা িমস্টার েনতািনয়াহুেক ক্ষমতায় রাখা বা ক্ষমতা েথেক
িবদায় কের িদেত ভূিমকা রাখার সুেযাগ কের িদেয়েছ। িবিবিস
বাংলায় আরও পড়ুন: িফিলিস্তিন-ইসরােয়িল সংঘােতর মূেল েয
দশিট পৰ্শ্ন ইসরােয়লেক ইহুিদ রাষ্টৰ্ েঘাষণার পৰ্িতিকৰ্য়া কী হেব?
ইসরােয়েলর কােছ আরবরা েকন পরািজত হেয়িছল? ২০১৯ সাল
েথেক েনতৃতব্ িদেচ্ছন মানসুর আবব্াস রাম: িবস্ময়কর িকংেমকার
রক্ষণশীল মুসিলম মানসুর আবব্ােসর েনতৃেতব্ রাম দলিট মূলত
িফিলিস্তেনর গাজা শাসন করা হামােসর ধমর্ীয় ভাবধারায় গেড়
ওঠা একিট ইসলামপন্থী দল। ১৯৯৬ সােল পৰ্িতিষ্ঠত এই দলিট
শুরু েথেক ইসরােয়েলর পালর্ােমন্ট আসন েপেয় আসেছ। যিদও
২০০৯ সােলর িনবর্াচেন অংশ েনয়ার েক্ষেতৰ্ তােদর ওপর িনেষধা-
জ্ঞা িদেয়িছেলা েদশিটর িনবর্াচনী কতৃর্পক্ষ। পের সুিপৰ্ম েকাটর্ ওই
িনেষধাজ্ঞা বািতল কের েদয়। ২০২০ সােল ইসরােয়েলর আরব
রাজৈনিতক দলগুেলার েজাট- জেয়ন্ট আরব িলেস্টর অংশ িছেলা
যারা নিজরিবহীন ভােব পেনরিট িসট েপেয়েছ পালর্ােমেন্ট। তেব
একাই িনবর্াচেন লড়ার জনয্ চলিত বছেরর ২৮েশ জানুয়াির ওই
েজাট েছেড় আেস রাম। আরব সম্পৰ্দােয়র সামিগৰ্ক দরকষাকিষর
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(a) GPT-3.5 (b) Llama-2-13b-chat (c) Claude-2

Figure 1: Confusion matrices for different LLMs on the BNLI dataset for the NLI task.

ক্ষমতােক হুমিকর মুেখ েফলেলও এ িসদ্ধান্ত দলিটর 'িকংেমকার'
হেয় ওঠার পথও ৈতির কের িদেয়েছ। িনবর্াচেন েভাট িদেচ্ছন
এক ইসরােয়িল-আরব নারী দলিটর েপছেন থাকা বয্িক্ত ৪৬ বছর
বয়সী মানসুর আবব্াস হেলন দলিটর মূল বয্িক্ত। ইসরােয়েলর রা-
জৈনিতক ইিতহােসর গুরুতব্পূণর্ সময়িটেত িতিন এখন রাজনীিতর
েকেন্দৰ্ রেয়েছন। েজরুজােলেমর িহবৰ্ু িবশব্িবদয্ালয় েথেক পাশ
করা দন্ত িচিকৎসক িতিন। যিদও পের হাইফা িবশব্িবদয্ালয় েথেক
রাষ্টৰ্িবজ্ঞােন মাস্টাসর্ িডিগৰ্ লাভ কেরন। ২০১৯ সােল িতিন ইউনা-
ইেটড আরব িলেস্টর েনতা মেনানীত হন এবং ওই েজােটর অংশ
িহেসেব পালর্ােমেন্টও িনবর্ািচত হন। অবশয্ েবিনয়ািমন েনতািনয়াহু
ও তার িলকুদ পািটর্র সােথ েযাগােযাগ বাড়ােনার েচষ্টা করেত িগেয়
িতিন দেলর মেধয্ িবভিক্তও ৈতির কেরন। ইসরােয়েল আরব রাজ-
নীিত ইসরােয়েলর পৰ্ায় নবব্ই লাখ মানুেষর মেধয্ উিনশ লােখর
মেতা আরব আেছন যারা ১৯৪৮ সােল ইসরােয়েলর সীমানায় েথেক
িগেয়িছেলন। ওই পৰ্ায় সােড় সাত লাখ িফিলিস্তিন তােদর বািড়ঘর
েছেড় পািলেয়িছেলা অথবা তােদর বিহষ্কার করা হেয়িছেলা। যিদও
ইসরােয়েলর নাগিরক এমন অেনক আরব িনেজেদর িফিলিস্তিন বা
ইসরােয়িল িফিলিস্তিন িহেসেব পিরিচত হেত পছন্দ কেরন আর
অনয্রা িনেজেদর ইসরােয়িল আরব িহেসেব উেল্লখ কের থােক।
ইসরােয়েলর আরবেদর েবিশরভাগই সুিন্ন মতাদেশর্ িবশব্াসী আর
িদব্তীয় বড় অংশিট িখৰ্স্টান। ইসরােয়েলর দশ শতাংশ মুসিলম
আরব েবদুইন েগাতৰ্ েথেক আসা। ১৯৪৯ সােলর িনবর্াচেন তারা
অংশ িনেয়িছেলা। আরব রাজৈনিতক দলগুেলা েদশিটেত আরব-
েদর সমান অিধকােরর পেক্ষ েসাচ্চার ভূিমকা পালন কের এবং
একই সােথ িফিলিস্তেনর পৰ্িতও তােদর সমথর্ন আেছ। েবনজািমন
েনতািনয়াহু এখন রাম েকােনা েজােট যােব? গত বছর িমস্টার
েনতািনয়াহুর পৰ্িতপক্ষ েবিন গান্টজ আরব দলগুেলার সােথ েজাট
কের সরকার গঠেনর িবষয়িট পৰ্তয্াখয্ান কেরিছেলন। এর আেগ
েনতািনয়াহু িনেজও রােমর সােথ েজােটর সম্ভাবনা উিড়েয় িদেয়-
িছেলন। যিদও পৰ্চারণায় তার সুর িছেলা নরম। এখন যিদ তারা
একিট েজাট করেত পােরন তাহেল িমস্টার েনতািনয়াহু ও িমস্টার
আবব্াস- দুজেনই লাভবান হেবন। যিদও সংবাদদাতারা বলেছন,
েনতািনয়াহুর অনয্ শরীকেদর সােথ তারা িকভােব একেযােগ কাজ
করেবন তা এখেনা পিরষ্কার নয়। েজরুজােলেম িবিবিস সংবাদদা-
তা অবশয্ বলেছন েকায়ািলশেন না েথেকও িমস্টার েনতািনয়াহুেক
সমথর্ন েদয়ার চুিক্ত করেত পাের রাম। িকন্তু চুিক্ত বা সমেঝাতা
যাই েহাক- িমস্টার আবব্াস এখন িনিশ্চত েয দরকষাকিষর সুেযাগ
তার হােত। িতিন বেলেছন ইসরােয়েলর আরব জনেগাষ্ঠীর জনয্
েসরা িসদ্ধান্তিটই িতিন েনেবন। যিদও অেনেকই এখেনা এ িনেয়
িনিশ্চত নন। েজরুজােলম অিধকার কমর্ী ইতাফ আওয়াদ বলেছন,
িলকুদ ও রাম দেলর েজাট িফিলিস্তিনেদর জনয্ ভােলা হেব না।
Expected Response: গত দু বছেরর মেধয্ চতুথর্বােরর

মেতা একই সমসয্া হেচ্ছ ইসরােয়েল- িনবর্াচেনর পর সংখয্াগ-
িরষ্ঠতা েপেয়ও ক্ষমতায় থাকার জনয্ পৰ্েয়াজনীয় আসেনর জনয্
হাহাকার করেত হেচ্ছ পৰ্ধানমন্তৰ্ী েবিনয়ািমন েনতািনয়াহুেক।
GPT-3.5 Response: মানসুর আবব্াস েনতৃেতব্র রাম দল
ইসরােয়েলর পালর্ােমেন্ট পাঁচিট আসন িজেতেছ এবং এেদর িকং-
েমকার হেয় উঠার পথ ৈতির কেরেছ, িতিন ইউনাইেটড আরব
িলেস্টর েনতা িহেসেব পিরিচত এবং ইসরােয়েল আরব রাজনীিত
পৰ্ায় নবব্ই লাখ মানুেষর মেধয্ উিনশ লােখর মেতা আরব আেছন
যারা ১৯৪৮ সােল ইসরােয়েলর সীমানায় েথেক িগেয়িছেলন।
In the aforementioned example, GPT-3.5 fails to
highlight the most crucial information from the in-
put and saturates the output with superfluous texts.

A.4.1. Question Answering

In the Question Answering task, GPT-3.5 is given
instructions to provide responses based on the
given context. However, there are instances
where GPT-3.5 deviates from the context and at-
tempts to answer using information from its gen-
eral knowledge, resulting in a mismatch with the
gold label. While this problem occurred only in
a limited number of cases, the authors were un-
able to independently verify the accuracy of the re-
sponses in these instances, leading to their classi-
fication as incorrect answers.
Prompt: Please provide an answer to the input
Bangla question based on the given Bangla con-
text. The input will contain a Bangla question fol-
lowed by a context. The output should be the an-
swer in Bangla based on the context. Note: Please
do not provide anything other than the Bangla an-
swer to the question.
Context: েনপােলর রাজধানী কাঠমুনু্ডর উপতয্কায় পৰ্াপ্ত িনও-
িলিথক যুেগর েবশিকছু উপাদান এিটই িনেদর্শ কের েয িহমালয়ান
অঞ্চেল পৰ্ায় ৯০০০ বছর েথেক মানুষ বসবাস করেছ। এিট পৰ্িত-
িষ্ঠত েয পৰ্ায় ২৫০০ বছর পূেবর্ েনপােল িতবব্তী-বামর্ীয় জনেগাষ্ঠীর
বসবাস িছল। ১৫০০ খৃস্টপূবর্াে ইেন্দা ইরানীয় বা আযর্ জািতেগা-
ষ্ঠী এই িহমালয়ান উপতয্কায় পৰ্েবশ কের। ১০০০ খৃস্টপূবর্াে র
িদেক এই অঞ্চলিটেত িবিভন্ন েগাষ্ঠীর জনয্ সব্তন্তৰ্ রাজয্ ও কনেফ-
ডােরশন গেড় উেঠ। এরকমই একিট কনেফডােরশন িছল সািকয়া
যার একসময়কার রাজা িছেলন িসদ্ধাথর্ েগৗতম (৫৬৩-৪৮৩ খৃস্টা-
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পূবর্া ) িযিন েগৗতম বুদ্ধ বা শুধু বুদ্ধ নােমই পিরিচত। িতিন পিবতৰ্
ও সাধনাময় জীবনযাপেনর জনয্ তার রাজতব্ তয্াগ কেরিছেলন।
২৫০ খৃস্টপূবর্াে এই অঞ্চলিট উত্তর ভারেতর েমৗযর্ সমৰ্ােজয্র
(Mauryan) অধীেন আেস এবং পরবতর্ীেত ৪থর্ শতা ীেত এিট
গুপ্ত সমৰ্ােজয্র অধীেন একিট পুতুল রােষ্টৰ্ পিরণত হয়। পঞ্চম
শতা ীর েশষ হেত শুরু কের পরবতর্ী েবশ িকছুটা সময় শাসন
কের একদল শাসক যারা সাধারণভােব িলচ্ছিব (Licchavis) না-
েম পিরিচত। িলচ্ছিভ সামৰ্ােজয্র (Licchavi) পতন ঘেট অষ্টম
শতা ীেত এবং এরই সােথ শুরু হয় েনওয়াির (Newari) যু-
েগর। ৮৭৯ সােল েনওয়ািরেদর রাজতব্ শুরু হেলও সমগৰ্ রােষ্টৰ্র
উপর তােদর িনয়ন্তৰ্ণ অেনকটাই অিনিশ্চত িছল। একাদশ শতা ীর
েশষ ভােগ েনপােলর দিক্ষণাংশ দিক্ষণ ভারেতর চালুকয্ সামৰ্ােজয্র
(Chalukaya) অধীেন আেস। চালুকয্েদর রাজতব্কােল েনপােলর
ধেমর্ বয্াপক পিরবতর্ন আেস কারণ সব রাজাই িহনু্দ ধেমর্র পৃ্ষ্ঠেপা-
ষকতা করেতন এবং েবৗদ্ধ ধেমর্র পৰ্সােরর িবপরীেত িহনু্দ ধেমর্র
পৰ্চাের অবদান রােখন।
Question: েনপাল িক একিট সাবর্েভৗম েদশ ?
Expected Response: No Answer.
GPT-3.5 Response: হয্াঁ, েনপাল একিট সাবর্েভৗম েদশ।
In this particular instance, GPT-3.5 provides re-
sponses that go beyond the scope of the given con-
text, as the context itself lacks the necessary infor-
mation to yield the correct answer. Consequently,
this deviation from the context leads to a mismatch
with the gold label, ultimately resulting in an incor-
rect response.

A.4.2. Paraphrasing

In some instances, GPT-3.5 generates paraphrase
that completely changes the meaning of the input
sentences. For example:
Input: আগুেন েকানও হতাহেতর খবর পাওয়া যায়িন। [No
injury was reported because of the fire]
Expected Responses: ['অিগ্নকােণ্ড উেল্লখেযাগয্ েকান
ক্ষয়ক্ষিত হয়িন।', 'অিগ্নকােণ্ড উেল্লখেযাগয্ েকান ক্ষয়ক্ষিত হয়িন।',
'এই অিগ্নকােণ্ড হতাহেতর েকানও খবর েমেলিন।', 'এই অিগ্নকা-
েণ্ড হতাহেতর েকােনা খবর পাওয়া যায়িন।', 'অিগ্নকােণ্ড হতাহেতর
েকােনা খবর পাওয়া যায়িন।', 'অিগ্নকােণ্ড কারও হতাহেতর খবর
পাওয়া যায়িন।']
GPT-3.5 Response: েকান আপিত্তকর ঘটনা না হওয়ায়
আগুেনর সম্পেকর্ েকান খবর পাওয়া যায়িন। [There was no
news about the fire as there was no untoward in-
cident.] This is a matter of concern and presents
additional evidence that GPT-3.5 is not currently
suitable for serving as a universal problem solver
in the Bangla language.

A.5. Classification Tasks
In this section, we discuss the error cases in the
other three tasks that we consider: Natural Lan-
guage Inference (NLI), Text Classification, and
Sentiment Analysis.

A.5.1. Natural Language Inference

The confusion matrix obtained by evaluating GPT-
3.5 for the NLI task is demonstrated in Figure

1. The matrix reveals that GPT-3.5 demonstrates
high accuracy in predicting the Contradiction and
Entailment labels, but encounters significant chal-
lenges in accurately predicting the Neutral labels.
Approximately 49% of the misclassifications arise
when attempting to predict the Neutral class. A
thorough manual examination uncovers that GPT-
3.5 often exhibits bias towards expressing a par-
ticular opinion polarity (Contradiction, Entailment)
when dealing with logical relationships in Bangla,
and it fails to appropriately recognize and convey
neutrality even in cases where it is evident.

Prompt: Please determine the logical relation-
ship between the given hypothesis and premise.
The input will consist of two sentences written
in the Bangla language. The first sentence rep-
resents the premise, while the second sentence
represents the hypothesis. Your task is to deter-
mine whether the hypothesis is false (contradic-
tion), true (entailment), or inconclusive (neutral)
given the premise. Please output a number indi-
cating the logical relationship between them: 0 for
false (contradiction), true (entailment), and 2 for
inconclusive (neutral) for neutrality. Note: Please
avoid providing any additional information beyond
the logical relationship.
Premise: িঠক আেছ, েযখােন দুই-িতনটা িবমান এক সপ্তােহ
এেস েপৗেছেছ এবং আিম জানতাম না তারা েকাথায় যােচ্ছ।
Hypothesis: পৰ্িত সপ্তােহ একিটরও েবিশ িবমান আেস।
Expected Response: 1 (Entailment)
GPT-3.5 Response: 2 (Neutral)

A.5.2. Transliteration

A deeper look into the cases where LLMs fail yields
the following observations:

(i) Intricate pronunciation rules in Bengali
pose challenges in transliteration. Bengali, be-
ing a language rich in nuances, possesses dis-
tinct rules for pronunciation and spelling. In Ben-
gali, the same letter may produce different sounds
when used in different words. All LLMs encounter
significant challenges in scenarios where specific
rules govern the pronunciation of a particular let-
ter. For instance, the Latin lexicon ‘andre’ is pro-
nounced as ‘আঁেদৰ্’ in Bengali (similar to ‘addre’ in
English). The ‘n’ letter of the lexicon ‘andre’ is
silent in Bengali and instead represented as ‘◌ঁ’,
which creates a nasal sound, whereas even the re-
sponse of GPT-3.5 (which is the best-performing
LLM in this task) is ‘আেন্দৰ্’, which includes an ‘n’
sound. Such unconventional cases represent the
primary reasons for LLMs to struggle while translit-
erating lexicons from Latin to Bengali.

(ii) Difficulty in transliterating lexicons that
closely resemble English words. For instance,
when encountering the term ‘cador’, which bears
a strong resemblance to the English word cadre’,
GPT-3.5 mistakenly transliterates it as ‘কয্াডর’, a
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transliteration that shares a similar pronunciation
to ‘cadre’. However, the correct gold label for this
particular example is ‘চাদর’. Such instances of er-
roneous substitution lead to an increase in CER.

(iii) Transliteration of outdated pronuncia-
tions. Languages continuously undergo changes
based on their usage by individuals. In the Dak-
shina dataset, certain gold labels are annotated
with outdated pronunciations. While LLMs cor-
rectly transliterate various lexicons into more con-
temporary pronunciations, many such instances
in the Dakshina dataset are considered incorrect
transliterations due to outdated gold labels. For in-
stance, the term ‘ssoshur’ is transliterated as ‘শব্শুর’
by GPT-3.5, which represents an accurate contem-
porary transliteration. Nevertheless, the gold label
for this example is given as ‘শশুর’. Such cases re-
sult in 90% of the substitution errors in GPT-3.5.

Full Sentence Transliteration: As seen from
table 3, the zero-shot GPT-3.5 on full sentence
transliteration surpasses all the SOTA models
except one (i.e., Noisy Channel). Meanwhile,
Claude-2 achieves comparable performance with
the prior models. The error patterns encountered
in full-sentence transliteration largely align with
those observed in single-word transliteration, with
the addition of the following error case:

(i) Code-mixing creates a stumbling block
for GPT-3.5. While transitioning between vocab-
ulary words, LLMs demonstrate a tendency to
make mistakes. For instance, the following sen-
tence ‘Amake to tomra mute kore rekhechile’ con-
tains an occurrence of code-mixing with the En-
glish word ‘mute’. GPT-3.5 misidentifies it as a
Bengali word and transliterates the sentence as
‘আমােক েতা েতামরা মুেট কের েরেখিছেল’, whereas the ac-
curate transliteration of the word ‘mute’ should be
‘িমউট’ instead of ‘মুেট’. Such cases contribute to sub-
stitution errors in full-sentence transliteration.

A.5.3. News Article Classification

Our experimental results show that GPT-3.5 mis-
classified the category kolkata the most, failing to
generate the correct response in 503 of the test
set’s 569 examples (88.4%). The subsequent cat-
egory with the highest frequency of misclassifica-
tion is national. GPT-3.5 was unable to accurately
classify this particular category in 95 out of 175
instances, representing a misclassification rate of
54.20%. On the other hand, GPT-3.5 effectively
identified the category labeled as entertainment in
110 out of 130 occurrences, resulting in a success
rate of 92.30%.

A.5.4. Sentiment Analysis

The examples listed in Table 5, illustrate the error
cases where GPT-3.5 misclassifies the sentiment

of the given input. The first seven examples are
from the IndicSentiment test set and the rest of
the examples are from the SentNoB dataset. No-
tably, the positive class exhibits the most frequent
misclassification in both test sets, suggesting that
GPT-3.5 still has a considerable way to go toward
attaining a complete understanding of the Bangla
language. In the instances where the class is neu-
tral, the examples are mostly simple statements
with no sentiment word associated with them (table
entries 11, and 12), yet GPT-3.5 classified them
as either negative or positive. Furthermore, GPT-
3.5 demonstrates difficulties in capturing challeng-
ing Bangla sentiment words, i.e., অমািয়ক (Accom-
modating in English), সুিবধা (Advantage in English),
আপসহীন (Uncompromising in English) etc (example
2, 8, 13 in Table 5).

A.6. Unexpected, out of range response

In the tasks of text classification and sentiment
analysis, the prompts are designed to include the
target classes in order to identify any unexpected
or non-class responses. Based on our experimen-
tal findings, we observe that the outputs generated
by GPT-3.5 exhibit outcomes that deviate from the
expected range of outputs.
News Article Classification.
Prompt: For the Bengali news article given in
the input, identify the appropriate section title for
the article from the following classes: kolkata,
state, sports, national, entertainment, interna-
tional. Note: Do not output any unnecessary
words other than just the section title. The re-
sponse should be in English language and should
be one word. Input : ১০০ িদেনর কােজর পৰ্কেল্পর সাফলয্
েদখেত রােজয্ আসেছন েকেন্দৰ্র পৰ্িতিনিধ। সেঙ্গ ১০িট রােজয্র
পৰ্িতিনিধও। ৯ েথেক ১২ জানুয়ািরর মেধয্ পাঁচিট েজলায় রােজয্র
‘উদ্ভাবনী কােজ’র সাফলয্ েদখেবন তাঁরা। ঘটনাচেকৰ্, পঞ্চােয়ত
িনবর্াচেনর আেগ এই সফর হেত চেলেছ। ফেল পৰ্শাসেনর একাং-
েশর মেত, এই সফর েভােটর আেগ শাসকদেলর কােছ বড় পৰ্ািপ্ত
হেত পাের। িবেশষত, রাজয্গুিলর মেধয্ অিধকাংশই যখন িবেজ-
িপ অথবা িবেজিপ’র সহেযাগী দেলর সরকার পিরচািলত। ‘ইন্টার
েস্টট এক্সেচঞ্জ েপৰ্াগৰ্ােম’র আওতায় পৰ্িত বছর একিট বা দু’িট
রাজয্েক েবেছ েনওয়া হয়। চলিত বছের এ রাজয্েক েবেছ িনেয়েছ
েকন্দৰ্। েকন্দৰ্ীয় সরকােরর যুগ্মসিচব (এনআরইিজএ) অপরািজতা
সােরিঙ্গর েনতৃেতব্ ১১ জন পদস্থ আিধকািরক আসেবন। থাকেবন
১০িট রাজয্ েথেক পাঁচজন কের সরকাির পৰ্িতিনিধ। রাজয্গুিলর
মেধয্ রেয়েছ তািমলনাড়ু, অন্ধৰ্, েতলঙ্গনা, কনর্াটক, ও়িড়শা, িবহার,
িহমাচলপৰ্েদশ, ছত্তীসগঢ় এবং মধয্পৰ্েদশ। জমু্ম ও কাশ্মীর পৰ্িত-
িনিধ পাঠােব িক না, তার িনশ্চয়তা েমেলিন। পাঁচিট দেল ভাগ কের
পৰ্িতিনিধেদর িনেয় যাওয়া হেব পিশ্চম বধর্মান, বাঁকুড়া, পুরুিলয়া,
ঝাড়গৰ্াম এবং বীরভূেম। ১০০ িদেনর কােজর পৰ্কেল্পর আওতায়
শুিকেয় যাওয়া ঝরনায় িবকল্প উপােয় জেলর েজাগান িফিরেয় আনা,
ফ্লাই অয্ােশর ইট ৈতির, পুরুিলয়ার মািটেত েবদানার ফলন, মা-
িটর চিরতৰ্ িভন্ন হেলও আরেবর েখজুর চাষ, লািতন আেমিরকা
এবং দিক্ষণ পূবর্ এিশয়ার জনিপৰ্য় ডৰ্াগন ফুৰ্েটর চাষ, বৃক্ষপাট্টা
িদেয় গাছ বাঁচােনা-সহ িবিভন্ন কাজ পৰ্িতিনিধদেলর সামেন তুেল



2250

ধরা হেব। এই অিভজ্ঞতা ভিবষয্েত কীভােব ছিড়েয় েদওয়া যায়,
তা েদখেবন তাঁরা। ৯ জানুয়াির দুগর্াপুের পৰ্িতিনিধদেলর সেঙ্গ ৈব-
ঠক করেবন রােজয্র পঞ্চােয়তমন্তৰ্ী সুবৰ্ত মুেখাপাধয্ায়, মুখয্সিচব
মলয় েদ-সহ দফতেরর আিধকািরেকরা। সফেরর েশেষও ৈবঠক
হেব। রােজয্র এনআরইিজএ কিমশনার িদেবয্নু্দ সরকােরর কথায়,
‘আমােদর েস্লাগান আজেকর মজুির, আগামীর জীিবকা। শুধু মািট
কাটা নয়, সিদচ্ছা থাকেল এই পৰ্কেল্পর আওতায় েয িভন্ন ধরেনর
কাজ করা সম্ভব, পৰ্িতিনিধেদর তা েদখােনা হেব’।
Expected Response: State
GPT-3.5 Response: Development
Our study reveals that GPT-3.5, in particular, gen-
erated the word Development, which deviates from
the prompted range of responses. The generated
output is considered out of range as the prompt
specifically instructs the model to produce text
within the given categories of kolkata, state, sports,
national, entertainment, and international. In ad-
dition, the results of our experiment indicate that
GPT-3.5 produced 12 classes that are outside the
target class range, thus demonstrating the model’s
inability to comply with the specified instructions
for this specific task.
Sentiment Analysis.
Prompt: For the given Input, is the sentiment in
the input positive or negative? Note: Please do
not output anything other than the sentiment. Ex-
clude any word like, Sentiment in the response.
Input : স্টয্ান্ড-এ রেয়েছ েলেভল ইিন্ডেকটর যা িবল্ট-ইন বাবল
িভউ েলেভল এবং িথ্ৰ-ওেয় েহড যা ৩৬০ িডিগৰ্ েঘারােনা যায়।
Expected Response: Positive
GPT-3.5 Response: Neutral
In this instance, although we explicitly prompted
GPT-3.5 to generate output that is either positive
or negative, it produced a response that falls out-
side of the designated range, i.e., Neutral. This
observation implies that the model may possess
certain inherent biases towards sentiment classi-
fication among the three widely used categories,
namely positive, negative, and neutral.
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Dataset Task Type Prompt GPT-3.5 Response Gold Label
XL-Sum Text Summariza-

tion
Please provide an one-sentence summary of the following
Bangla text input. The input will be a long Bangla paragraph,
the output should be a short Bangla paragraph summarizing
only the vital information of the input text in one sentence.
Please make sure that the output contains the most essen-
tial statistical data. Note: Please do not provide anything
other than the summarized Bangla output. [INPUT: ঢাকার
ইস্ট ওেয়স্ট িবশব্িবদয্ালয় চতব্ের কাঁদােন গয্াস এরপর িবশব্িবদয্ালয় কতৃর্পক্ষ
অিনিদর্ষ্টকােলর জনয্ িবশব্িবদয্ালয় বন্ধ েঘাষণা কের। িবশব্িবদয্ালেয়র একজন
কমর্কতর্া িনিশ্চত কেরেছন, ছাতৰ্-ছাতৰ্ীেদর এসএমএস কের িসদ্ধান্ত জানােনা
হেচ্ছ। ওিদেক বাড্ডা এলাকায় ইস্ট ওেয়স্ট িবশব্িবদয্ালয়ও দুিদেনর জনয্ বন্ধ
েঘাষণা করা হেয়েছ। িবশব্িবদয্ালেয়র ওেয়বসাইেট এক েঘাষণায় বলা হেয়েছ,
অিনবাযর্ কারেণ আগািম ৭ ও ৮ অগাস্ট িবশব্িবদয্ালয় বন্ধ থাকেব। সকােলর
িদেক এই িবশব্িবদয্ালেয়র ছাতৰ্েদর সােথ পুিলশ এবং ছাতৰ্লীেগর সংঘষর্ হয়।
আরও পড়ুন: িজগাতলা-সােয়ন্স লয্াব 'ঠান্ডা', অশান্ত বাড্ডা আইিসিট আইেন
মামলায় শহীদুল আলম ৭ িদেনর িরমােন্ড জানা েগেছ, েসখােন সরকাির দেলর
অঙ্গ সংগঠন ছাতৰ্লীেগর েবশ িকছু সদসয্ সকাল ১০টার িদেক ছাতৰ্-ছাতৰ্ীেদর
কয্াম্পাস ঢুকেত বাধা িদেল সংঘষর্ শুরু হয়। িবশব্িবদয্ালেয়র েজেনিটক ইিঞ্জ-
িনয়ািরং িবভােগর ছাতৰ্ হৃদয় ইসলাম িবিবিসেক বেলেছন, ছাতৰ্লীেগর েছেলরা
েবশ িকছু িশক্ষাথর্ীেক মারধর কের। ভাঙচুর কের। পের পুিলশ েবশ কেয়ক
দফা কাঁদােন গয্াস েছাঁেড়। বাস চাপায় দুজন িশক্ষাথর্ীর মৃতুয্ েকন্দৰ্ কের সপ্তা-
হখােনক ধের সু্কেলর ছাতৰ্-ছাতৰ্ীরা েয িবকু্ষ আেন্দালন করিছেলা - তােত
েরাববার েথেক িবশব্িবদয্ালেয়র ছাতৰ্েদরও েযাগ িদেত েদখা যায়। আজ (েসাম-
বার) রাস্তায় সু্কেলর ছাতৰ্-ছাতৰ্ীেদর েদখা না েগেলও, কেয়কিট িবশব্িবদয্ালেয়র
িশক্ষাথর্ীরা িবেক্ষাভ িমিছল েবর করার েচষ্টা কের। িনরাপদ সড়ক: নথর্ সাউথ
ও ইস্ট-ওেয়স্ট িবশব্িবদয্ালয় বন্ধ েঘাষণা ]

ঢাকার ইস্ট ওেয়স্ট িবশব্িবদয্া-
লয় চতব্ের গয্াস কাঁদােনর পর
অিনিদর্ষ্টকােলর জনয্ বন্ধ েঘা-
ষণা করা হেয়েছ, বাড্ডা এলা-
কায় ইস্ট ওেয়স্ট িবশব্িবদয্াল-
য়ও দুিদেনর জনয্ বন্ধ েঘাষণা
করা হেয়েছ।

েসামবার দুপুেরর িদেক ঢা-
কার বসুন্ধরা এলাকায় িনরা-
পদ সড়ক ইসুয্েত িবেক্ষাভ
িমিছল েবর করা িনেয় নথর্-
সাউথ িবশব্িবদয্ালেয়র ছাতৰ্-
েদর সােথ পুিলেশর সংঘষর্
হয়। ছাতৰ্েদর ছতৰ্ভঙ্গ করেত
পুিলশ েসসময় কাঁদােন গয্াস
বয্বহার কের।

SQuAD_Bangla Question Answer-
ing

Please provide an answer to the input Bangla question
based on the given Bangla context. The input will contain a
Bangla question followed by a context. The output should
be the answer in Bangla based on the context. Note: Please
do not provide anything other than the Bangla answer to the
question. [CONTEXT: অয্াপল ইনকেপর্ােরেটড এর সদর দপ্তর কয্া-
িলেফর্ািনয়ার মধয্ িসিলকন ভয্ালীেত অবিস্থত। ৮৫০,০০ বগর্ িফট জায়গােত
৬িট িবিল্ডংেয় অয্াপেলর বতর্মান সদর ১৯৯৩ সােল েথেক অবস্থান করেছ।]
[QUESTION: অয্াপল ইনকেপর্ােরেটেডর সদর দপ্তর েকাথায় ?]

অয্াপল ইনকেপর্ােরেটড এর
সদর দপ্তর কয্ািলেফর্ািনয়ার
মধয্ িসিলকন ভয্ালীেত অব-
িস্থত।

কয্ািলেফর্ািনয়ার মধয্ িসিলকন
ভয্ালীেত

IndicParaphrase Paraphrasing Please provide paraphrasing of the following input Bangla
text. The input will be a complex Bangla sentence, the out-
put should be a paraphrased Bangla sentence maintaining
the original information of the input text unchanged. Note:
Please do not provide anything except the paraphrased
Bangla output. [INPUT: এেসা েতা, েতামার সেঙ্গ কথা আেছ।]

আেসা না, েতামার সােথ কথা
বলেত চাই।

['আমার কােছ এেস কথা
বল।', 'আমার কােছ এেস
কথা বল।', 'যাও, িগেয়
কথা বেলা।', 'আপিন আসুন,
কথা বলব।', 'আসুন, কথা
বলুন।', 'এেসা, েতামােদর
সেঙ্গ আলাপ কির।']

BNLI Natural Lan-
guage Inference
(NLI)

Please determine the logical relationship between the given
hypothesis and premise. The input will consist of two sen-
tences written in the Bangla language. The first sentence
represents the premise, while the second sentence repre-
sents the hypothesis. Your task is to determine whether
the hypothesis is false (contradiction), true (entailment), or
inconclusive (neutral) given the premise. Please output a
number indicating the logical relationship between them: 0
for false (contradiction), true (entailment), and 2 for incon-
clusive (neutral) for neutrality. Note: Please avoid providing
any additional information beyond the logical relationship.
[PREMISE: আর আিম েভেবিছলাম এটা একটা িবেশষ সুেযাগ, আর এখ-
েনা, এটা এখেনা, আিম মাতৰ্ নয়টা দুই-দুই এক্স-ও েযটা আমার এএফএফিস
িবমান বািহনীর কয্ািরয়ার েক্ষতৰ্ িছল।] [HYPOTHESIS: আিম জানতাম না
েয, েসই িদন আিমই একমাতৰ্ বয্িক্ত িছলাম না, িযিন েক্ষেতৰ্ উপিস্থত িছেলন।]

0 2

Soham News
Article Classifi-
cation

Text Classifica-
tion

For the Bangla news article given in the input, identify the
appropriate section title for the article. Note: Do not output
any unnecessary words other than just the section title. The
response should be in English language and should be one
word. [INPUT: পতাকা রেয়েছ যথাস্থােনই। তার সামেন জাপােনর পৰ্ধা-
নমন্তৰ্ী িশনেজা আেব-র সেঙ্গ হািস-হািস মুেখ করমদর্নরত নেরন্দৰ্ েমাদী। সব
িকছুই পৰ্থামািফক, মাপসই, যথাযথ। মালেয়িশয়ার রাজধানী কুয়ালালামপুের
চলেছ তৰ্েয়াদশ আিসয়ান-ইিন্ডয়া শীষর্সেম্মলন। তার সমান্তরাল এক িদব্পািক্ষক
ৈবঠেক িমিলত হেয়িছেলন ভারত ও জাপােনর পৰ্ধানমন্তৰ্ীদব্য়। েসখােনই ঘেটেছ
এই পতাকা-িবপযর্য়। ভারেতর জাতীয় পতাকার সবুজ আংশিটেক উপের েরেখ
স্থাপন করা হেয়িছল এই পতাকা। েকন এমন হল— উত্তের সংিশ্লষ্ট ভারপৰ্াপ্তরা
সংবাদ সংস্থােক জািনেয়েছন, এটা এেকবােরই অিনচ্ছাকৃত তৰ্ুিট। েসই সেঙ্গ
এ-ও জািনেয়েছন, েকানও মেতই েযন নাম পৰ্কাশ না-পায় ভারপৰ্াপ্তেদর।]

Politics International

IndicSentiment Sentiment Classi-
fication

For the given Input, is the sentiment in the input positive or
negative? Note: Please do not output anything other than
the sentiment. Exclude any word like, Sentiment in the re-
sponse. [INPUT: এই বিড ওয়াশ খুব ভােলাভােব পিরষ্কার কের এবং
তব্ক শুষ্ক হয় না।]

Negative Positive

SentNoB Sentiment Analy-
sis

For the given Input, is the sentiment in the input positive or
negative or neutral? Note: Please do not output anything
other than the sentiment. Exclude any word like, Sentiment
in the response. [INPUT: েশষ িভিডওটা পুেরা ভুিরেভাজ এর পর িমিষ্ট
দই এর মত লাগেলা । আপনােক সহসৰ্ পৰ্ণাম আদনান ভাই । দুঃখ লােগ
এই েভেব েয েকন বাংলা ভাগ হেলা । আবার আসেবন কলকাতায় িকন্তু সেঙ্গ
েবৗিদেক িনেয়এবােরর মেতা চােপ পেড় নয় িকন্তু]

Neutral Positive

Table 4: Sample prompts with GPT-3.5 generated responses for Text Summarization, Question Answer-
ing, Paraphrasing, Natural Language Inference, Text Classification, and Sentiment Analysis Tasks.



2252

Example Dataset Prompt GPT-3.5 Response Gold Label
1 IndicSentiment For the given Input, is the sentiment in the input positive or negative or

neutral? Note: Please do not output anything other than the sentiment.
Exclude any word like, Sentiment in the response. [INPUT: আিম বয্িক্তগতভােব
েদেখিছ েয, গােনর কথাগুিল অিতরিঞ্জত, এমনিক চলিচ্চতৰ্িট েদখার সময়ও আমার মেন হেয়িছল
েয, আিম েসগুিলেক এিগেয় িনেয় যাব। Translation: I personally found the lyrics to
be exaggerated, even while watching the film I felt like I was going to take
them on.]

Negative Positive

2 IndicSentiment For the given Input, is the sentiment in the input positive or negative or
neutral? Note: Please do not output anything other than the sentiment.
Exclude any word like, Sentiment in the response. [INPUT: িবয়ােরর জনয্ মরেত
হেব এবং ভয্ােলট পািকর্ংেয়র সুিবধাও রেয়েছ। Translation: The beer is to die for and
there is also valet parking.]

Negative Positive

3 IndicSentiment For the given Input, is the sentiment in the input positive or negative or
neutral? Note: Please do not output anything other than the sentiment.
Exclude any word like, Sentiment in the response. [INPUT: এখােন িবিভন্ন
ধরেনর েসিটংস, যন্তৰ্পািত এবং অপশন রেয়েছ, যার মেধয্ রেয়েছ িবল্ট ইন েলসন। Translation:
There are a variety of settings, tools and options, including built-in lessons.]

Negative Positive

4 IndicSentiment For the given Input, is the sentiment in the input positive or negative or
neutral? Note: Please do not output anything other than the sentiment.
Exclude any word like, Sentiment in the response. [INPUT: েবশ কেয়কিট চিরতৰ্
থাকা সেত্তব্ও বইিটর সেঙ্গ আমার েযাগােযাগ িবিচ্ছন্ন হয়িন। Translation: Despite several
characters, I never lost touch with the book.]

Negative Positive

5 IndicSentiment For the given Input, is the sentiment in the input positive or negative or
neutral? Note: Please do not output anything other than the sentiment.
Exclude any word like, Sentiment in the response. [INPUT: বয্বহৃত উপাদান
পুরু এবং পেকেট বাইের েথেক িনওিপৰ্ন আস্তরণ থােক যা েলন্সেক বাম্প েথেক রক্ষা কের এবং
হুক উপিস্থত থােক। Translation: The material used is thick and the pocket has
a neoprene lining on the outside to protect the lens from bumps and hooks
are present.]

Neutral Positive

6 IndicSentiment For the given Input, is the sentiment in the input positive or negative or
neutral? Note: Please do not output anything other than the sentiment.
Exclude any word like, Sentiment in the response. [INPUT: স্টয্ান্ড-এ রেয়েছ
েলেভল ইিন্ডেকটর যা িবল্ট-ইন বাবল িভউ েলেভল এবং িথ্ৰ-ওেয় েহড যা ৩৬০ িডিগৰ্ েঘারােনা
যায়। Translation: The stand has a level indicator with a built-in bubble view
level and a three-way head that can be rotated 360 degrees.]

Neutral Positive

7 IndicSentiment For the given Input, is the sentiment in the input positive or negative or
neutral? Note: Please do not output anything other than the sentiment.
Exclude any word like, Sentiment in the response. [INPUT: ওিরেয়েন্টর টাও-
য়ার এয়ার কুলােরর টয্াঙ্ক ক্ষমতা ১২ িলটার। এিট িরিফিলং ছাড়াই ২-৩ িদন চেল, যা েছাট
আকােরর কূলােরর জনয্ পৰ্তয্ািশত নয়। Translation: Orient’s tower air cooler has a
tank capacity of 12 liters. It lasts for 2-3 days without refilling, which is not
expected for a small sized cooler.]

Positive Negative

8 SentNoB For the given Input, is the sentiment in the input positive or negative or
neutral? Note: Please do not output anything other than the sentiment. Ex-
clude any word like, Sentiment in the response. [INPUT: অমািয়ক বয্বহার এই
েরসু্টেরেন্টর স্টাফেদর। Translation: The staff of this restaurant are accommo-
dating.]

Neutral Positive

9 SentNoB For the given Input, is the sentiment in the input positive or negative or
neutral? Note: Please do not output anything other than the sentiment. Ex-
clude any word like, Sentiment in the response. [INPUT:রুিটওয়ালােক অিতসতব্র
বাংলােদশ দেল তািমেমর জায়গায় েনওয়া েহাক । তাহেল আর কয্াচ িমস হেবনা। Translation:
Rutiwala should be replaced by Tamim in the Bangladesh team as soon as
possible. Then the catch will not be missed.]

Positive Negative

10 SentNoB For the given Input, is the sentiment in the input positive or negative or
neutral? Note: Please do not output anything other than the sentiment.
Exclude any word like, Sentiment in the response. [INPUT: েক বেলেছ আপনােক
এখােন েকবন ব্লয্াক কিফ পাওয়া যায় ? ভােলা কের েজেন তারপর িভিডও বানান। Translation:
Who told you Kebon black coffee is available here? Know better then make
videos.]

Neutral Negative

11 SentNoB For the given Input, is the sentiment in the input positive or negative or
neutral? Note: Please do not output anything other than the sentiment.
Exclude any word like, Sentiment in the response. [INPUT: ন থাক আপেন যান
আমার এক্সাম আেস। Translation: No you go. I have examination.]

Negative Neutral

12 SentNoB For the given Input, is the sentiment in the input positive or negative or
neutral? Note: Please do not output anything other than the sentiment.
Exclude any word like, Sentiment in the response. [INPUT: যারা েমাবাইল িদেয়
পৰ্িতিদন ৪০০ েথেক ৫০০ টাকা ইনকাম করেত চান তারা আমার েচেনলটা সাবস্কৰ্াইব কেরন।
Translation: Those who want to earn 400 to 500 taka per day with mobile
subscribe my channel.]

Positive Neutral

13 SentNoB For the given Input, is the sentiment in the input positive or negative or
neutral? Note: Please do not output anything other than the sentiment.
Exclude any word like, Sentiment in the response. [INPUT: আপসহীন িরপিটং
এভােনই আপসহীন ভােব খবর পৰ্চার কের জান। Translation: Uncompromising re-
porting Know how to report news without compromise.]

Negative Positive

14 SentNoB For the given Input, is the sentiment in the input positive or negative or
neutral? Note: Please do not output anything other than the sentiment.
Exclude any word like, Sentiment in the response. [INPUT: এটাই ত চাই ।
সবাই িমেলিমেশ থাকা । িকছু িকছু ইউিটউবাররা ত একজন আেরকজেনর িপছেন সারািদন
গুেতাগুিত কের। Translation: That’s what I want. Everyone together. Some
YouTubers gossip about each other all day long.]

Neutral Positive

Table 5: Error analysis of the Sentiment Analysis Task (IndicSentiment and SentNoB dataset). Note:
The translation was not provided in the prompt. It is just included in the table for general understanding
purposes.
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