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Message from the Organizing Committee

As researchers achieve unprecedented technological breakthroughs in natural language processing, the
need to understand the systems underlying these advances is more pertinent than ever. BlackboxNLP,
now in its eighth iteration, has played an important role in bringing together scholars from a diverse
range of backgrounds in order to rigorously study the behavior, representations, and computations of
“black-box” neural network models. Our workshop showcases original, cutting-edge research on topics
including but not limited to:

• Mechanistic interpretability, reverse engineering approaches to understanding particular properties
of neural models.

• Understanding how language models use context by measuring their context-mixing processes
(e.g., their token-to-token interactions).

• Scaling up analysis methods for large language models (LLMs).

• Probing methods for testing whether models have acquired or represent certain linguistic proper-
ties.

• Adapting and applying analysis techniques from other disciplines (e.g., neuroscience or computer
vision).

• Examining model performance on simplified or formal languages.

• Proposing modifications to neural architectures that increase their interpretability.

• Open-source tools for analysis, visualization, or explanation to democratize access to interpretabi-
lity techniques in NLP.

• Explanation methods such as saliency, attribution, free-text explanations, or explanations with
structured properties.

• Evaluation of explanation methods: how do we know the explanation is faithful to the model?

• Evaluation of techniques for steering LLM output behavior

• Uncovering the reasoning processes of LLMs

• Understanding under the hood of memorization in LLMs.

• Insights into LLM Failures

• Opinion pieces about the state of explainable NLP.

The eighth BlackboxNLP workshop will be held in Suzhou, China on November 9, 2025, hosted by the
Conference on Empirical Methods in Natural Language Processing (EMNLP). 28 full papers, 26 non-
archival extended abstracts, and 3 shared tasks were accepted for in-person and online presentations,
from a total of 99 submissions. This year’s workshop will also feature two invited talks and a shared
task roundtable. BlackboxNLP 2025 would not have been possible without the high-quality peer reviews
submitted by our program committee, as well as the logistical assistance provided by the EMNLP or-
ganizing committee. Our invited speakers, authors, and presenters have allowed us to put together an
outstanding program for all participants to enjoy. Welcome to BlackboxNLP! We look forward to seeing
you in Suzhou and online.
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15:30 - 17:00 Neighborhood Selection is Critical for Explaining Large Language Models

15:30 - 17:00 Mechanisms of In-Context Syntactic Generalization in Language Models
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15:30 - 17:00 Accelerating Path Patching with Head Pruning for Efficient Circuit Discovery

15:30 - 17:00 T-FIX: Text-Based Explanations with Features Interpretable to eXperts

15:30 - 17:00 Can Explainability and Privacy Coexist in Natural Language Processing? An
Empirical Study

15:30 - 17:00 Characterizing Mamba’s Selective Memory using Auto-Encoders

15:30 - 17:00 Towards discovering linguistic indicators for misalignment in language models

15:30 - 17:00 MIND: Multi-Granular INterpretable Detection of Mental Manipulation

15:30 - 17:00 SCOPE: Semantic Entropy Probes for LLM-as-a-Judge

15:30 - 17:00 Scratchpad Thinking: Alternation Between Storage and Computation in Latent
Reasoning Models

15:30 - 17:00 Probing the Diffusion: An Interpretability Toolkit for Text-to-Image Models

15:30 - 17:00 Mitigating Sycophancy in Language Models via Sparse Activation Fusion

15:30 - 17:00 Mitigating Sycophancy in Language Models via Multi-Layer Activation Steering

15:30 - 17:00 Emergent World Beliefs: Exploring Transformers in Stochastic Games

15:30 - 17:00 Pivotal Tokens Encode Reasoning Shifts in Large Language Models

15:30 - 17:00 Sycophancy as compositions of Atomic Psychometric Traits

15:30 - 17:00 Prompt Genotyping: A Large-Scale Meta-Analysis of Linguistic and Structural
Features Predictive of LLM Performance

15:30 - 17:00 Under the Hood of Graph Transformers: Explanations and Linguistic Probing on
ISGs
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17:00 - 17:20 Closing Remarks and Awards
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