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Abstract

We present a large-scale evaluation of 30 cogni-
tive biases in 20 state-of-the-art large language
models (LLMs) under various decision-making
scenarios. Our contributions include a novel
general-purpose test framework for reliable
and large-scale generation of tests for LLMs,
a benchmark dataset with 30,000 tests for
detecting cognitive biases in LLMs, and a
comprehensive assessment of the biases found
in the 20 evaluated LLMs. Our work confirms
and broadens previous findings suggesting
the presence of cognitive biases in LLMs by
reporting evidence of all 30 tested biases in
at least some of the 20 LLMs. We publish
our framework code and dataset to encourage
future research on cognitive biases in LLMs:
https://github.com/simonmalberg/cognitive-
biases-in-1lms.

1 Introduction

Transformer-based LLMs (Vaswani, 2017) and
other foundation models (e.g., Gu and Dao, 2023)
have gained significant attention in recent years. At
an accelerating pace, models are becoming larger
and more capable, conquering additional modal-
ities such as vision and speech (Shahriar et al.,
2024). This makes LLMs increasingly attractive for
complex reasoning (Dziri et al., 2024; Saparov and
He, 2022) and decision-making tasks (Eigner and
Hindler, 2024; Echterhoff et al., 2024). However,
using LLMs for high-stakes decision-making, e.g.,
for managerial or public policy decisions, comes
with severe risks, as they may produce flawed yet
convincingly articulated outputs, such as hallucina-
tions (Zhang et al., 2023).

Humans are at most boundedly rational (Simon,
1990) and biased (Tversky and Kahneman, 1974).
LLMs are trained on human-created data and typ-
ically fine-tuned on human-defined instructions
(Ouyang et al., 2022) and through reinforcement
learning from human feedback (RLHF) (Bai et al.,
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Figure 1: An LLM changes its answer as the framing of
the decision changes, indicating the susceptibility of the
LLM to the Framing Effect.

2022). Therefore, it is likely that human biases
also creep into LLMs through the training proce-
dure and data (Caliskan et al., 2017). While gender,
ethical, and political biases in LLMs have been
extensively studied (Wan et al., 2023; Kamruzza-
man et al., 2023; Bowen III et al., 2024; Rozado,
2024), cognitive biases distorting human judgment
and decision-making away from rationality (Hasel-
ton et al., 2015) have only very recently seen at-
tention from LLM researchers. An example for
a cognitive bias called the Framing Effect is il-
lustrated in Figure 1. Interested readers will find
detailed descriptions of 30 different cognitive bi-
ases in Appendix B. Cognitive biases can have a
severe impact on decision-making by luring man-
agers, policy-makers, and now potentially LLMs
into making bad or dangerous decisions without
even realizing it.

Building on previous work that found some cog-
nitive biases in LLMs, we share three main contri-
butions for a much broader understanding of cogni-
tive biases in LLMs:

1. A systematic general-purpose framework
for defining, diversifying, and conducting
tests (e.g., for cognitive biases) with LLMs.
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2. A dataset with 30,000 cognitive bias tests progress in the task of comprehensive mitigation of
for LLMs, covering 30 cognitive biases un- cognitive biases in LLMs (e.g., Wang et al., 2024a)
der 200 different managerial decision-makingand thus comprises the main motivation for this
scenarios. paper.

3. A comprehensive evaluation of cognitive LLMs as Data Generators Labeling, assem-
biases in LLMs covering 20 state-of-the-art bling, or creating large amounts of data with de-
LLMs from 8 model developers ranging from sired properties have always been associated with
1 billion to 175+ billion parameters in size.  high costs and signi cant labor. Moreover, this pro-

cess is inherently intricate due to the annotator's
2 Related Work and the instructions' biases (Parmar et al., 2023).
Cognitive Biases in LLMs Recently, LLMs' Recent impressive performance by the s_tate-of-the-

grt LLMs (e.g., Dubey et al., 2024, Achiam et al.,

presence in high-stakes decision-making ha2023 h hifted th . h K
rapidly become ubiquitous (Wu et al., 2023; Sing-~""" ) has shifted the perspective on these tasks,
alling LLMs to the rescue.

hal et al., 2023). In the pursuit of explainable and®
trustworthy models, it is imperative to extend the The surveys by Tan et al. (2024), Long et al.

traditional scope of biases, e.g., gender and ethic&?om) sug:marlze th? progresi n ;h'f] direc-
ones (Gallegos et al., 2024), to account for biaseg?fn' Nota Y If_ee etda. (2023_) S ov(\j/e the C_O_St'
and heuristics of cognition that directly impact the® ectiveness of LLM data creation and competitive

rationality of LLMs' judgments (Hagendorff et al., performance of models trained on this data. Diver-
2023) sity of prompts is shown to directly impact the

Earlier works in this direction (Talboy and Fuller, diversity of ggnerated data (Yu _et al., 2_024)’ with
2023; Macmillan-Scott and Musolesi, 2024) fo_works proposing self—generated instructions (Wang
cused on detecting effects on the level of individual®! a:., 2022Land multl-ﬁtep (Heﬁ,t al., ﬁOZS; Wang
prompts. Separate research directions investigatet & 2024b) approaches to achieve the respective

challenges of cognitive bias detection and mitigagnhadncgmer;]t. IW? e:cnploy a_S|m|Iar sétratt_agygby
tion for lists of less than six cognitive biases (Tju—Intro ucing the logic of scenarios (see Section 3).

atja et al., 2024: Itzhak et al., 2024), particular =2rlier ndings (Efrat and Levy, 2020) elicited

LLM roles (Pilli, 2023; Koo et al., 2023 Ye et al. aws in LLMs' instruction-following, and more re-
2024), or speci ¢ domains (Schmidgall et al., 2024;cent work (He et al., 2024) still indicates the strug-
Opedal et al., 2024). gle with complex instructions. Moreover, synthetic
With the ai,m of having a large-scale benchmarkdatasets are found to exhibit biases (Yu et al., 2024).
for cognitive biases in LLMs, follow-up works pro- In our frameworl_<, we malr?tgln a careful ballance
posed a number of frameworks. Notably, a frameIgetween preserving the validity of well-established

work proposed by Echterhoff et al. (2024) encapg:ogniti\./e p_ias testing paradigms and bringing in
sulates quantitative evaluation and automatic mitit-he variability of data generated by LLMs.
gation of qognitive biases; however, its v_ariability3 Test Eramework
is constrained to only ve biases and a single sce-
nario of student admissions — two limitations weWe introduce a novel framework for reliably gener-
directly address in this paper. The recent contribuating diverse and large-scale sets of tests for evalu-
tion of Xie et al. (2024) explores a similar direction ating LLMs. The main motivation for the creation
through multi-agent systems. Their frameworkof the framework was to ef ciently scale tests that
similar to our approach, requires user-de ned, biashave astatic abstract paradign{that is based on
speci ¢ input and employs an LLM for the gen- corresponding research and has to be strictly fol-
eration of the dataset; however, their constructiodowed) by generatingliverse contextaround it.
additionally involves expert post-validation as theThe framework comprises fo@ntities and three
tests are entirely generated by the LLM. We profunctions. Entities hold together certain pieces
pose a way to overcome this limitation while notof information, while functions transform entities
compromising on the validity and diversity of the into other entities. All entities and functions are
dataset (see Section 3). explained in the following. We use lower case let-
The development of a scaleable, systematic, antérst; s; c; r; b; ::: to denote entities and their con-
expandable benchmark would allow for furthertents. Functions are denoted by upper case letters



Test Case: Anchoring Bias

CONTROL TEMPLATE TREATMENT TEMPLATE
Situation: Situation:
Suppose you are [[a/an]] [[type]] manager at Suppose you are [[a/an]] [[type]] manager at
[[organization]]. You [[formulate a task of [[organization]]. You [[formulate a task of
guantitative allocation of a single concrete quantitative allocation of a single concrete
resource for one single particular purpose. resource for one single particular purpose.
Do not include any numbers.]]. Do not include any numbers.]].
Prompt: Prompt:
Which allocation level do you Do you intenc to allocate more thar
choose for this purpose? {{an chor}} % for this putpose? Which
Answer options: allocation level do you choose for this purpose?
Option1: 0% Answer options:
Option2: 10% Option1: 0%

Option2: 10%
Option11: 100%
Option11: 100%

Scenario A marketing manager at a company from the telecommunication services industry
deciding the best strategy to launch a new service package on social media platforms.

Insertions  [[a/an]]: "a", [[type]]: "marketing", [[organization]]: "telecommunications company",
[[formulate a task of quantitative allocation of a single concrete resource for one
single particular purpose. Do not include any numbers]]: "allocate a budget for
promoting the new service package on social media platforms”, {{anchor}}: "87".

Table 1: This table shows an example test case for measurifgtiering Biadn LLMs. It uses a control and

a treatment template. Gaps are highlighted in [[blue]] if insertions are sampled from an LLM and in {{red}} if
insertions are sampled from a custom values generator. The difference between both templates, the part that elicits
the bias, is highlighted iyellow. The bottom part shows the insertions generated for the gaps by the test generator.

G; D;E. Some functions use an LLM internally. set of options to choose from. Given a template
We usef  orh to denote a pre-trained LLMs with t, multiple speci ¢ instances® of that template
parameters. can be created by inserting additional information
Among the entities, only a few starting entitiesx;  (z1;:::; zm) into all gapsx; 2 g according to
are human-created; all other entities are createtthe instructiong;. See Table 1 for an illustration
by applying functions to the starting entities. Ta-of how templates work.
ble 1 provides an example illustrating the main en-
tities and Figure 2 shows the pipeline of functionsTest Case A test casec = [ty;t5;v; m] binds
through which entities ow. together two templates andt», a set of custom
o value generatorg = fvi;Vvy;:::g and a metrian.
3.1 Entities t; andt, are deliberately crafted and are typically
Template A templatet = [x;g;p] includes a very similar to each other. They are, however, de-
language sequence = ( X1;::;;Xn) Of n tokens  ned to have at least one carefully chosen differ-
Xi. Some of these tokens represent gaps, @ith  ence suitable for eliciting a certain testable behav-
fXj;Xk; :::g being the set of all gaps . Each gap ior of interest in an LLM. Intuitivelyt; andt, can
Xj 2 g comes with a corresponding instructipn  often be interpreted as a control and a treatment
explaining the rules of what may be inserted intotemplate, respectively. Custom value generators
the gap, withp = fpj; px;:::g being the set of all v; can be used to sample different valwes v,
gap instructions. according to a speci ed distribution. Sampled cus-
Intuitively, a template is a generalized descriptom values can then be inserted into template gaps,
tion of a decision task witkx including a situ-  X; w;X; 2 g. The metricm de nes the main
ation description, a prompt or question, and aestimation measure of the test outcome. A detailed



description of a metric follows in Section 4.5. We reason about the answer options before ultimately
denote test cases @swhen they include template choosing one and the second instructs the LLM to
instances?; t9 without any remaining gaps instead extract only the chosen option from its previous
of raw templated;;ty, i.e., all gaps have been response. Once both answers have been obtained
lled. from the LLM, they are returned in a decision result

. . . rCO;h D(h ,C(b
Scenario A scenarios is a Ianguage sequence

describing a particular role and an environment irEstimate The estimate functiof (c% reop ) =
which a decision is made. It is used together withb estimates the score of the test case, a vaJue
the gap instructionp; to Il the gaps in a template. using the metrian 2 c®on the answera;; a, 2
We suggest to de ne many different scenarios as & . For simplicity, we suggest to de ne such
source of diversity of the nal tests. thatb 2 [ 1;1]. The exact metric used in our

o o implementation is introduced in Section 4.5.
Decision Result A decision resultreop =

[a1; @] stores the answers of an LLM to atest 4 Framework Application to Cognitive
casec’. The answers; anday are provided to Bias Tests for LLMs

template instanced; t3 2 c° respectively. A valid o
answer chooses exactly one of the options de ned he general-purpose framework described in Sec-

in a template instance. tion 3 allows for conducting scaleable tests of vari-
ous kinds (see Appendix A for examples). In this
3.2 Functions section, we introduce our speci ¢ application of the

Generate A test generato65(f :c:s) takes an framework to measuring cognitive biases in LLMs.

LLM f , atest case, and a scenaristo sample 4 1 Bias Selection
a test case’ G(f ;c;9) by inserting values _ _ _ L
into the template gaps. These insertions can pWe aim to identify a subset of cognitive biases most

either sampled from the custom value generatoré!€vant to managerial decision-making. As a start-
fvi:va; g 2 cor from the LLMf according to ing point, we chose th€ognitive Bias Codeifo

the template instructionsand scenaris. Which graphic (Il 'and IIISenson, 201?’ as arll§OIFjone by
insertions are sampled from the LLM versus fromAtre'des and Kelley (2023). The graphic lists and

the custom values generators is de ned in the Spé:_ategorizes 188 cognitive biases. To identify the

ci c test generator, which is designed in close align—ZUb_S?t of theks_e biases most re;:e\éant in rgana?engl
ment with the corresponding templates. ecision-making, we assessed the number of pub-

In our framework implementation, the two 'Cations thaft medntlr(])n the blasl |rlsahmlzrr1a$ﬁment
template instances are sampled in two indeper?—onteXt’ as found througBoogle Scholar. The

dent LLM calls t9 f GEN (t;s) and t9 exact search query we used is
f GEN (t,;s), whereGEN denotes the particular “(bias}” AND (“decision-making"
LLM prompt used for generation (see Appendix D). OR "decision”) AND

However, identical gaps that exist in both templates
will only be lled once fort; and their insertions
will then be copied over tt, to ensure consistency

between the template instances. TBEN prompt We ranked all 188 cognitive biases by the num-
provides the LLM with the template as illustrated per of identi ed search results and selected the
in Table 1 and instructs the LLM to suggest suitable3o most frequently discussed biases. We removed
insertions for the gaps resembling the scenario. three biases from the list where we found no testing
Decide The decide functiom (h : c® uses a po- procedure applicable tq LLMs_and two biases _that
appeared to be semantic duplicates of other biases

tentially different LLM h to decide on answers : :

ay andsallz to the two template; t9 2 ¢ respec- we a'lready mcIu_deq. We replace_d them with the
tively. The answers are sampled in two independen‘ye biases _foIIowmg n t.he ranked list (see Table 5
LLMcalls,a;  hPEC (%) anda,  hDEC () In Appendix C for details).

: N Based on the available scienti c literature, we
whereDEC is the LLM prompt used for retrieving desianed a unique test ¢ 4 corresponding test
decisions (see Appendix D). We implem@&iEC '9 uniqu e ponding

as two prompts, where the rst lets the LLM freely  'Google Scholar (assessment done on March 6, 2024)

(intitle:"management” OR
intitle:"managerial”)



Figure 2: Our overall test pipeline comprises four steps: for each test case, it (1) takes a scenario and a test case
with two templates as input, (2) samples two instances of the templates by inserting suitable values into all template
gaps, (3) lets a decision LLM choose one option for each template instance, and (4) uses the corresponding metric
to estimate the nal bias value.

generatolG for each of the top 30 cognitive biases. We combined industry groups, manager posi-
We aimed to de ne the test case templates to re ections, and decision-making situations into 200 sce-
the minimum viable test design and included gapsario strings and manually reviewed all of them.
for speci cs about a scenario. To ensure a highiVe identi ed three industry groups with at least one
validity of the test designs, we conducted multipleimplausible scenario and regenerated their scenario
rounds of internal peer reviews and subsequerstrings using a different seed.

revisions for all 30 tests until all authors of this )

work agreed that the test design was valid. Arft-3 Dataset Generation

example test can be seen in Table 1. A detailedur full dataset is generated by sampling 5 test
collection of scienti c references and descriptionscases for each of the 200 scenarios and 30 cogni-
of the exact test designs for all 30 biases can bgve biases, resulting in 30,000 test cases in total.
found in Appendix B. While the 200 scenarios serve as the main source
of diversity in the dataset, the 5 test cases sampled

. o per bias-scenario combination allow us to add im-
To increase the diversity of our tests, we generatefortant additional perturbations (we refer to Song

a set of 200 unique management decision-makingt al. (2024) for why this is important) by inserting

scenarios. A scenario includes a speci ¢ managegifferent custom values into the test cases for those
position, industry, and decision-making task, e.9. test cases that rely on them.

4.2 Scenario Generation

“A clinical operations manageat a com- We used &PT-4d.LM with temperature=0.7

pany from thepharmaceuticals, biotech- to sample values for the template gaps as it was
nology & life sciences industeciding among the most capable LLMs available at the
on whether troceed with Phase 3 trials time and appeared to provide reliable populations.

after reviewing initial Phase 2 results 44 Dataset Validation

‘We generated these scenarios in three SteRge nerformed validation of the generated dataset
Firstly, we extracted the 25 industry groups dem o perspectivescorrectnessi.e., how well

ned in the Global Industry Classi cation Stan- e gan insertions in test cases are aligned with
dard (GICS) industry taxonomy (MSCl and Global, ,eir corresponding instructions, anddiversity;

2023). Secondly, we prompted3PT-4dLMwith ;o 1o\ dissimilar the test case3are to each
temperature=1.0 to return 8 commonly found  ihar

manager positions per industry group. Thirdly, we

prompted the LLM a second time to generate a suit€orrectness This stage comprises two proce-
able decision-making situation for each managedures. Firstly, we randomly selected 300 samples
position in an industry group. from our dataset, 10 samples per each of the 30



biases, and performed manual veri cation. In total, Echterhoff Tjuatja

we identi ed 3 test cases with aws that could po- Metric Ours etal. et al.

tentially impact the test logic; of these, 2 tests fall (2024)  (2024)

into the scope of the validation procedure on the

next step. Self-BLEU # 0.72  0.96 0.96
Secondly, we used théFEvaL framework ~ ROUGE-1# 037 043 0.52

(Zhou et al., 2023) to evaluate the instruction- ROUGE-L# 0.30 0.36 0.43

following performance w.r.tveri able instructions ROUGE-lgym# 0.36  0.40 051

(e.q., “Do not include any numbers.”). Test cases
of 7 biases include instructions that contain con-
straints crucial for the cognitive biases' testing de-
signs, andFEvAL thus allows us to fully validate
the insertions of the respective gapsthat the
correctness of the corresponding tests is most de- e . Diversity metrics scores for the datasets.
pendent on. Among these 7 biases with veri able
instructions, the percentage of tests where inser-
tions satis ed the corresponding instruction was
100% for 4 biases and 96.7%, 98.4%, and 99.6%
for the other 3 biases. The details of the veri cation
and an additional check on toxicity are provided in
Appendix F.

LLM-based validation is an active and promising
area of research (Chiang and Lee, 2023); however,
we consciously did not use LLM-as-a-judge for
assessing the correctness of the dataset due to cur-
rent inconsistencies and biases in these approaches

(Stureborg et al., 2024, Chen et al., 2024). Figure 3: Cumulative distribution of cosine similarity

Diversity For evaluating the diversity of the gen- scores for the datasets.

erated dataset, we used the standard (Liang et al.,

2024) diversity metrics. Namely, we follow Jin

et al. (2024), Ye et al. (2022), Tong et al. (2024),

Chung et al. (2023) and report ROUGE, pair-

wise cosine similarities, Self-BLEU, and Remote-

Cligue distances, respectively. For comparison,

we use the two largest publistfebenchmarks

of cognitive biases in Echterhoff et al. (2024)

and Tjuatja et al. (2024). To our knowledge,

these are the only published novel datasets with

100+ tests on cognitive biases. We use OpenAl's

text-embedding-3-large  model to obtain em-

beddings of the datasets. Figure 4: Metric codomain for scalg = f1;2;:::; 79,
The results are assembled in Table 2. Botty: = Y2 = 0 and different values of parameter

n-gram- and embedding-based metrics indicate

higher diversity of our dataset. We additionallyScores (i.e., steeper curve); that, given the bench-

investigated the distribution of pairwise cosine sim- . L
o . . .. marking nature of our dataset, adds to the reliability
ilarity scores in the datasets (Figure 3). Besides .

. ) . of measuring the average effect across the tests.
the higher diversity (i.e., smaller mean value), our

dataset has a noticeably lower variance in similarityy 5 Bias Measurement

Remote-Clique
L, distancé'
Remote-Clique
cosdistance"'

095 081 0.86

0.46  0.35 0.42

2Th(:.‘ evaluation \(vas conducted on _October 10, 2024. Wq'o Consistently Obtain decisiorﬁ and ay, two
were unable to obtain the dataset of Xie et al. (2024) beyond fi | d df test M
the 100-row dataset published on GitHub. Therefore, wePption scales are de ned for our test cases. ore

excluded it from our comparison. concretely, we use a 7-point Likert scalg for



some test cases and an 11-point percentage scale

2 for others to de ne the domain of answers. In
line with common practice (Wu and Leung, 2017),
we treat the Likert scale as an interval one.

In order to quantify the presence and strength of

cognitive biases based on the decisianganday,
we introduce the following single universal metric
mz2[ 1;1]

k (J al?)’lj J az;Yzj) (1)
max[l a;yilil asy.ll

m (ar.2; Y1.2;K) =

where we denoted 5.y, = & yi; 1 =1;2. To . . .
account for variations in the test cases, we use add‘T[JgUI'e 5: The plOt shows the absolute biasedness (|.e.,

tional parameterg;;y, 2 that allow us to trace the strength of the biasedness, independent of direction)

. e - . - of models in relation to their size (bubble diameter) and
relative shifts in the decisions. Similarly, parame-, -
Chatbot Arena score (as a measure of general capability).

terk = 1accounts for variations in the order of \yhen no such score is available, we take the mean of
options in the templatetS. the other models' scores and mark the model with a ™"
In its most commonly used form across our tests,

the metricm is simpli ed to:

k (a1 ap).
max [ag; az]

m (az;2; k) = (2)
A visual intuition for the codomain of the metric is

presented in Figure 4.

4.6 Selection of LLMs

We hypothesize that the susceptibility of LLMs for

cognitive biases may be in uenced by factors such

as model size, architecture, and training procedure.

Therefore, we decide to evaluate a broad selection

of 20 state-of-the-art LLMs from 8 different de-

velopers and of vastly different sizes. A list of all Figure 6: The dendrogram shows how LLMs would
evaluated models with further details is includedP€ clustered based on their mean biasedness (based on
in Appendix E. As baseline, we also ad®andom complete linkage with a Euclidean distance metric).
model that chooses answer options at random. We

evaluate all LLMs withtemperature=0.0. To ac-  clear general correlation between a model's size or
count for the well-observed LLMs' bias w.r.t. the capability and its biasedness, there is a noticeable
order of options (Zheng et al., 2023), we reversgjiscrepancy in absolute biasedness of the models.
options' order in randomly selected 50% of tests. The Gemini 1.5 Pro LLM seem to be the least bi-
ased while still highly capable model. Qwen2.5
72B, GPT-40 mini, Mistral Large, and Gemini 1.5

A perspective on the absolute biasedAexdshe Flash follow up closely. The larger OpenAl models
models in relation to other model characteristicsseéem to be somewhat more biased and Llama mod-
such as size and general capability is provided ifls of different sizes seem to score vastly different
Figure 5. As a proxy for a model's genera| Capajn terms of general Capablllty and biasedness with
bility, we show each model's Chatbot Aréhscore  hone striking a competitive combination of both.

on the horizontal axis. While there seems to be no Figure 6 highlights clusters of models that ex-

e _— hibit similar biases. Some models that come from
Absolute bias scores remove any leading signs to measur?] - .

only strength and not the direction of the bias the same model families (e.g., Gemma, WizardLM)

“Chatbot Arena (scores from October 14, 2024) and some models of comparable size (e.g., Llama

5 Results & Discussion



Figure 7: The heatmap shows the average bias scores for all evaluated models and biases.

3.2 1B and 3B) show similar bias characteristicsric's strength as an unbiased estimator. One LLM
Further, three of the largest models tested can bdemonstrating surprisingly low average biasedness
found in the bottom three branches of the dendrds the smallest Llama model (1B parameters). For
gram, apparently showing similar behaviors. this model, we registered the highest decision fail-
ure rate (the model could not decide for an option

The mean bias scores of all 20 models on all 3Gy 339 of test cases), suggesting that this LLM's

Cognitive biases are visualized in Figure 7. All mOd'genera| behavior may not be Strong]y grounded in
els show signi cant biasedness on at least somgood reasoning.

of the tested cognitive biases. The vast majority

of biases is positive, con rming that most cogni-g  Conclusion

tive biases present in humans can also be mea-

sured in LLMs. Only two of the 30 tested biasesWe have presented a comprehensive evaluation of
Status-Quo BiaandDisposition Effectwere mea- 30 cognitive biases in 20 state-of-the-art LLMSs.
sured with strong negative direction, on averagel his contribution broadens the current understand-
On both biases, negative scores express a modelisg of cognitive biases in LLMs through a sys-
preference for change. TliRandormodel shows tematic and large-scale assessment under various
no biasedness on average, highlighting our metlecision-making scenarios. We con rm early evi-



dence from previous work suggesting that LLMsing the generating LLM clear restrictions on what
have cognitive biases and nd that a majority ofto generate and how. Looking ahead, we anticipate
cognitive biases known in humans is also present ithat the majority of LLMs will soon possess the
most LLMs. Human decision-makers consideringcapability of generating test cases reliably. This
to employ LLMs to enhance the quality of their de-development paves the way for a more widespread
cisions should be careful to select suitable modeland effective application of our framework in the
not only based on their reasoning capabilities bututure.
also based on their proneness to biases and shouldin our evaluation, biasedness was calculated us-
generally weigh their interest for faster and betteiing discrete decisions made by the LLMs. Future
decisions against the ethical implications. work can also take into account token probabili-
In this work, we further demonstrated how ourties for an even more nuanced measurement and
general-purpose test framework can be applied toomparison of cognitive biases in LLMs.
generating tests for LLMs at a large scale and with
high reliability. We publish our dataset of cognitive 8 ~ Ethical Considerations
bias tests to guide developers of future LLMs in

) ) . Our cognitive bias dataset of 30,000 test cases is
creating less biased and more reliable models.

one of the signi cant contributions of this paper.
With this dataset, we also provide test cases for
biases related to social attributes, eSpcial De-

Our paper provides a systematic framework foSirability BiasandStereotyping The stereotypes
de ning and conducting cognitive bias tests with In our dataset are generated bGRT-4d.LM and
LLMs. While we have demonstrated our pipeline&r€ often mildly negative or can sometimes be con-
using managerial decision-making as an exammgidered neutral (for a detailed toxicity analysis, see
and established a respective dataset with 30,0d09ure 9 in Appendix F). Therefore, more harm-
test cases for cognitive biases, our framework idul stereotypes are not propagated but can also not
theoretically generalizable beyond just this domairP€ a@ssessed with our dataset. Manually curated
and task. We provide some illustrative eXam|O|e_49enchmarks must also be consulted to understand
of applying our framework to other domains anga@nd mitigate stereotypes against social groups and
test kinds in Appendix A but rely on future work Ccultures.
to assess the framework’s versatility at scale. Our Although we present a large dataset on cognitive
framework balances LLM generation and its benebiases that allows for a comprehensive evaluation,
t of cost-effectiveness with human control through it iS important to understand that no benchmark
templates with generalized instructions, which arecan eliminate the need to evaluate an LLM for a
similarly bene cial for other decision-making do- speci ¢ use case to understand the risks. While our
mains and use cases. work can be used to factor in cognitive biases in
While over 180 cognitive biases are known in-tM selection, it should by no means serve as a

humans (lll and Benson, 2016), our current datasf €€ Pass for using LLMs for purely machine-based
provides test cases for 30 of these biases. Our s@€cision-making. Also, we ask anyone working
lection procedure utilized mentions in publicationsWith our dataset not to use it to train current or
as an indicator for the relevance of biases in thduture models but apply it for evaluative purposes

chosen domain of managerial decision-making. AQNIY-

th'ls may not;)eha perfectl_3|/| rellablleS(;ndlcat'qr fot:,Use of Al Assistants We used Al assistant tools
relevance and there are still over cognitive g, support us in creating the code for our frame-

ases not covered_ln our dataset,_\_/ve |nv_|te 0th%ork. We did not use Al assistants for writing any
researchers to design tests for additional biases a'%qections of this paper

domains.

Our test cases were generated with only ondotal Computational Budget Throughout this
model, aGPT-4d_LM, chosen for its capabilities research project, we spent a total of USD 793.55
at the time of development. We also evaluate then various APIs to run inference with the evaluated
same LLM on the dataset, which may give it an unLLMs. An overview of the APIs used can be found
fair advantage. We assume this in uence to be lowin Table 6 in Appendix E.
due to the detailed instructions in the templates giv-

7 Limitations
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LLM is prompted to estimate a variable. Addition- are desirable and reject those which are undesirable”
ally, the treatment variant contains an instruction(Edwards, 1957).
to rst evaluate the variable relative to the provided Common testing procedures rely on scales such
numerical value. This value serves as the anchor ias the Social Desirability Scale (SDS) (Edwards,
the test design. 1957), the Marlowe-Crowne Social Desirability
The anchoring effect is thus identi ed for devi- Scale (M-C SDS) (Crowne and Marlowe, 1960), or
ations between the estimations in the anchor-frethe Social Desirability Scale-17 (SDS-17) (Stdber,
and anchored formulation. The answers are ol2001), which include a number of statements about
tained on an 11-point percentage scale personality traits which are either clearly socially
desirable or undesirable, e.g., “I'm always willing
to admit it when | make a mistake” (Crowne and
A stereotype is a generalized belief about a particuMarlowe, 1960). These scales can be used to test
lar group of people (Cardwell, 1999). how many times a subject responds with a socially
To test the presence of stereotyping in LLMs, wedesirable answer.
de ne a set of groups with common stereotypes, Our test procedure is inspired by Albert and
covering different genders, ethnicities, sexual oriTullis (2013), who report that people tend to follow
entations, religious beliefs, and job types. We thersocially desirable norms more strictly in public set-
introduce a decision situation where the decisiortings as opposed to anonymous settings. We ask
heavily depends on knowing a certain group ofthe LLM to express whether a statement is true
people well and instruct the model to estimate aor false as it pertains to the LLM. In control, we
particular characteristic of that group. In treatmentnote that the LLM's answer will be treated con -
the model is told what the group is (e.g., Muslims),dentially and not be shared with anyone. In treat-
whereas in control, it is not. ment, we note that the LLM's answer will be made
The model can choose from four options describpublic and can be linked back to the LLM. We
ing the characteristics of the group, where twosample statements from the the M-C SDS (Crowne
options represent characteristics stereotypical aind Marlowe, 1960). From the scale, we remove
that group and two options represent characterid¢7 statements describing emotions, thoughts, or
tics atypical of that group. For each pair of optionsyeal-world interactions which are not applicable to
one is typical of people overall, while the other isLLMs, leaving 16 statements testable with LLMs.
atypical of people overall. If the model switches We obtain answers on a 7-point Likert scale
from choosing an atypical characteristic to a steredFhe metric takes a value df only if the model
typical one once the particular group is known, weself-reports undesirable behavior in control, the
conclude that the model exhibits stereotyping. Iranonymous setting, but then chooses desirable be-
the inverse case, it would exhibit negative steredhavior in treatment, the public setting, and in
typing. We obtain answers on a 7-point Likert scalethe reverse case.

1.

B.3 Stereotyping

B.5 Loss Aversion

B.4  Social Desirability Bias Proposed by Kahneman and Tversky (1979), loss
Social desirability bias is “the tendency to presentversion is present when the “disutility of giving up
oneself and one's social context in a way that isan object is greater than the utility associated with
perceived to be socially acceptable” (Bergen andcquiring it” (Kahneman et al., 1991), i.e., when
Labonté, 2020). It is often studied in the contextlosses are perceived to be psychologically more
of surveys where it refers to the tendency to anpowerful than gains. Well-established, this bias has
swer survey questions in a way that will be viewedbeen investigated in both risky and riskless (Tver-
favorably by others (Krumpal, 2013). Edwardssky and Kahneman, 1991) contexts from various
(1953) introduced the notion of social desirability perspectives, including neuroscience (Tom et al.,
describing the “relationship between the judged2007), game theory (Shalev, 2000), and machine
desirability of a trait and the probability that the learning (Salt k et al., 2023).

trait will be endorsed”. The bias has been studied We base our testing on the variation of the stan-
extensively in survey respondents self-reportinglard Samuelson's colleague probleiormulated
their personality traits showing a “tendency of subin Ert and Erev (2013). The model is presented
jects to attribute to themselves statements whickvith a choice of two options with the material out-



comesf 1.2 designed as followsa(> 0 denotes the who found that individuals tend to be motivated
commodity amountp denotes probability): to regain their behavioral freedoms when these
freedoms are reduced or threatened (Brehm, 1966;
(3) Brehm and Brehm, 2013). The level of reactance
is in uenced by the importance of the threatened
freedom and the strength of the threat as perceived
(4) by the individual (Steindl et al., 2015).
Our test design is based on the procedure pro-
The second option, while being risky due to aposed by Dillard and Shen (2005), who measure
potential loss, yields a more pro table outcome inreactance in the different responses of subjects to
expectation. In control and treatment, we switchgither a low-threat or a high-threat scenario. We
the positions of the two options to account for thedescribe a behavior where the test taker previously
response bias. Loss aversion is thus present whdad the freedom to choose if and how often to en-
the LLM consistently opts for the deterministic 9age in this behavior. This is followed by a number
option, and we utilize a 7-point Likert scalg to  Of facts describing the negative consequences of

f1 = a;a> 0;i.e., guaranteed gain

a, > 2 withp=

fr=
2 a; with p =

NI NI

obtain answers. this behavior. In control, these facts are presented
as part of a low-threat framing and in treatment as
B.6 Halo Effect part of a high-threat framing.

The halo effect is originally de ned in Thorndike ~ Speci cally, our low-threat scenario recom-
(1920) and is commonly known as “the in uence mends that the subject changes his/her behavior
of a global evaluation on evaluations of individ-(e.g., “consider doing it responsibly”) while the
ual attributes” (Nisbett and Wilson, 1977), evenhigh-threat scenario demands a change of behavior
when there is suf cient evidence for their indepen<e.g., “you have to stop it”).
dence. Cooper (1981) generalizes the de nition to To measure the effect, we present the model with
the presence of correlation between two indepereptions describing different levels of engagement
dent attributes. Notably persistent (Wetzel et alwith the behavior. An increased engagement with
1981), this bias is well-studied in the elds of con- the behavior from the low-threat to the high-threat
sumer science (Leuthesser et al., 1995), public relaariant indicates the presence of reactance (i.e.,
tions (Coombs and Holladay, 2006), and educatioran adverse response to the threat). We obtain the
(Abikoff et al., 1993). answers to the effect on an 11-point percentage
We build on the testing procedure of Lachmanscale ».
and Bass (1985). In both control and treatment _ _
an asset is presented to the LLM, and the moqép-8 Con rmation Bias
is prompted to evaluate a concrete attribute of thi©riginally described by Wason (1960), con rma-
asset. In treatment, the halo is additionally introtion bias commonly refers to the “inclination to
duced: a separate independent attribute of this assdiscount information that contradicts past judg-
is described either positively or negatively. ments” (Kappes et al., 2020). Con rmation bias is
The halo effect is present in cases of the estimaiown to arise during the search and the interpre-
tion shift in treatment compared to control, either atation of information, as well as their combination
positive one provided with a positive halo or a neg{Klayman, 1995; Nickerson, 1998). Approaches
ative one given a negative halo. The symmetricalo testing this bias include variations of the classi-
behavior results in the opposite effect. We obtaircal Wason selection task (Wason, 1966), two-phase
answers to the halo effect test on a 7-point Likergvidence-seeking paradigms (Cook and Smallman,

scale 1. 2008; Fischer et al., 2011), and weighting of pro-
vided evidence (Snyder and Swann, 1978; Beebe
B.7 Reactance and Pherson, 2011).

Reactance refers to “an unpleasant motivational We directly employ the latter technique for the
arousal that emerges when people experiencetasting. In the control and treatment procedures,
threat to or loss of their free behaviors” (Steindlthe model is associated with a proposal and is pre-
et al., 2015). Rosenberg and Siegel (2018) presesented with a set of arguments against it. In control,
an extensive review of reactance theory. Readhe model is said to have not yet decided on its
tance theory was rst proposed by Brehm (1966)proposal. On the contrary, in treatment, the LLM



is prompted to have already made the decision, i.eaf control, reports that factors typical of skill situa-
this decision is considered the model's past judgtions, such asompetition choice familiarity, and
ment. In both variants, the LLM is prompted to involvementcan cause individuals to feel inappro-
select the number of presented arguments that apgiately con dent.

relevant while and after making the decision in Our test design builds onto the ndings by
control and treatment, respectively. Langer (1975). We describe an activity that typi-

The answers of the LLM to the con rmation cally has some success probability\We then ask
bias test are obtained on an 11-point scgleThe the model to judge its own success probability as-
metric re ects the extent to which this selection suming that it would conduct the activity. We also
is imbalanced between the cases of absence aiadd factors from skill situations to the description.
presence of the past judgment. Speci cally, we describe a situation where the
model has recently been hired by an organization
to supervise a business activity which typically has
The not-invented-here syndrome (NIH) is com-a success probability of = 50%. To enrich the
monly described as an attitudinal bias against theituation with bias-inducing factors, we randomly
knowledge that an individual perceives as externahdd either a description of (A) how the model is
(Katz and Allen, 1982; Kostova and Roth, 2002) competingagainst others, (B) how it has full free-
The framework by Antons and Piller (2015) de-dom of choiceregarding how to run the activity,
picts two key elements of this bias: rst, the source(C) how it is highlyfamiliar with the activity, (D)
of knowledge, distinguishing organizational, con-how it will be deeplyinvolvedin the execution, or
textual (disciplinary), and spatial (geographical)E) no description of an additional factor.
externality. Second, the underestimation of the We measure the illusion of control as any success
value of this knowledge or the overestimation ofprobability judged by the model that exceeds the
the costs of its obtainment. There may be differenbbjective success probabiligy The answers are
underlying mechanisms causing this syndrome, insbtained on an 11-point percentage scale
cluding ego-defensive (e.g., Baer and Brown, 2012%3 _ o
or utilitarian functions (e.g., Argote et al., 2003). B3-11 Survivorship Bias

Our test follows the concept of value estimationSurvivorship bias is a form afelection biaghat
by introducing a decision scenario and asking focan occur when we only focus on data from sub-
the evaluation of a respective proposal. In controliects who “proceeded past a selection or elimina-
the test case informs that one proposal is suggestdibn process” (a.k.a. “survivors”) “while overlook-
by a colleague in the decision-maker's own teaming those who did not” (Elston, 2021). Hence, sur-
In treatment, the statement is changed to indicateivorship bias can cause us to draw conclusions
the external source of the proposal, whereby webout the general population of subjects that are
sample the type of externality to be either organizabiased toward the survivors. The bias was rst de-
tional, contextual, or spatial. For spatial externalityscribed by statistician Wald (1943) who studied
we additionally sample the country of the colleagueWorld War 1l aircraft and the damage they incurred
Hereby, we include the three most populated courduring battle. Since then, survivorship is often ob-
tries per continent (only two for North America served in nancial and investment contexts (Brown
and Oceania). et al., 1992; Ball and Watts, 1979).

A lower evaluation of the proposal, when itis  To test the presence of the bias in LLMs, we de-
described as from an external source, indicates thecribe a decision-making task that involves choos-
presence of the not-invented-here syndrome. Thimg somehowgoodentities from a pool that con-
answers are obtained on a 7-point Likert scale tains bothgoodandbadentities. We then introduce
a characteristic of these entities that could be used
to separatgoodfrom bad entities and de ne what
An illusion of control is “an expectancy of a per- percentagezyooq andxpag Of the entities have this
sonal success probability inappropriately highercharacteristic among ttgoodand thebad entities,
than the objective probability would warrant” respectivelyXgqoq andXpag are sampled from the
(Langer, 1975). In other words, people tend tosame narrow interval and are very close together.
overestimate their ability to control events (Thomp-4n control, we report botixyo0q andxpaq to the
son, 1999). Langer (1975), who named the illusiormodel, whereas in treatment, we only repojéod,

B.9 Not Invented Here

B.10 lllusion of Control



re ecting a situation where we only focus on the information bias(Winterbottom et al., 2008) or
survivors. Lastly, we ask the model how importantshared information biagvan Swol, 2007).
it thinks the characteristic is to distinguigfood For our tests, we employ a simpli ed version
from badentities. of the experiment by Baron et al. (1988), with a
Speci cally, we sample bothgeoq and xpaq  description of a decision event and a currently con-
from a relatively small intervgl0:90; 0:95]to sim-  sidered course of action. In control, we ask the
ulate a situation where the difference is likely notmodel about its con dence in advancing with this
statistically signi cant between the two groups andcourse. In treatment, we instead ask if the model
both,Xgood aNdXpad, are large. needs any additional information to advance with
We measure the strength of survivorship biaghis course. Answers indicating strong con dence
as the excess importance of the characteristic i the control variant and a high need for additional
treatment over control as judged by the model. Thénformation in the treatment variant suggest the

answers are obtained on a 7-point Likert scale  Presence of information bias.
We obtain answers to the information bias test

B.12 Escalation of Commitment on a 7-point Likert scale.

First examined in Staw (1976), escalation of comg 14 Mental Accounting

mitment, also known asommitment biasrefers Proposed by Thaler (1985), mental accounting is

to “the act of 'carrying on' with questionable or . ) -
. = described as “a cognitive process whereby people
failing courses of action” (Sleesman et al., 2018) : :
treat resources differently depending on how they

Due to its nature, the bias has been extensivel .
. : re labeled and grouped, which consequently leads
studied, among others, in nance (McCarthy etal., . " . . Y
tp violations of the normative economic principle

1993), governance (Pan et al., 2006), and researc

. of fungibility” (Kivetz, 1999), i.e., the same re-
& development (Schmidt and Calantone, 2002). sources in different mental accounts are not equiva-

1;;“; prohger(]j ure 'i ba_sed t?]n the ndn:_gs Ef tStaWIent. An extensive review of various facets of this
( I)’.W 'Cf emphasizes edconnec |o_nb_l_e Welegffect and its presence in different applications is
escalation of commitment and responsibility. In_ 004 Silva et al. (2023).

this paradigm, the model is presented with a de- We frame our test in direct accordance with the

cision that has been made in the past and euvig, ..o, ticket” experiment in Tversky and Kah-

dence suggesting that this decision should havﬁeman (1981), which is a standard technique to

been made differently. We then ask the model foQalicit mental accounting (Thaler, 1999; Henderson

![ts Imter_motn ttr? chantgc? the_ de(.:'S'?tn_'blT tg‘? Ct?]nénd Peterson, 1992). In both variants, an invest-
Lrlt_)Mvarlac;]_, the [?[as ¢ eCIstlon !sa; fl ;Je ('ih ement decision is described. In control, this invest-
. » and in the treatment vanant — 10 anotner o v js ost irrevocably, and the model is prompted
independent actor.

i o to choose whether or not to make another such
Greater commitment to decisions made by thg, estment to compensate for the lost one. The

subject indicates the' presence of the bias. Thgeaiment variant, in turn, features a separate, in-
answers to the effect's testing are measured on atﬁ'ependent loss of the same amount. The LLM is
11-point percentage scale. then prompted to decide if the initial investment

decision nonetheless holds or not.

A discrepancy in these two decisions indicates

Information bias denotes the heuristic to requesthe presence of mental accounting, i.e., it shows
new information even when none of the potenthat the equal losses described belong to different,
tial ndings could change the basis for action,non-equivalent mental accounts. The answers are
which was demonstrated for the medical domain bybtained on a 7-point Likert scalq.
Baron et al. (1988). In their experiments, subjects o _
chose to run medical tests that could not changB-1° Optimism Bias
the prior treatment decision for the hypotheticalOptimism bias represents the “tendency to overes-
patients. The term information bias is, howevertimate the likelihood of favorable future outcomes
also employed as a catch-all phrase for a group adind underestimate the likelihood of unfavorable
information-related biases (e.g., con rmation bias)future outcomes” (Bracha and Brown, 2012). This
and further speci cations exist, such aarrative  effect is ubiquitous (Weinstein, 1989) and impacts

B.13 Information Bias



diverse aspects of human activities: ethics in requestions, real-world events, and case histories,
search (Chalmers and Matthews, 2006), nancesach resulting in different extents of the observed
(Seaward and Kemp, 2000), people's health (Milesffect (Christensen-Szalanski and Willham, 1991).
and Scaife, 2003) and safety (DeJoy, 1989). Fife- Our test follows the procedure in Biais and We-
Schaw and Barnett (2004) identi es two main ap-ber (2009). The case features information about
proaches to measure the optimism bias: direct and variable. In both control and treatment variants,
indirect comparisons. the model is tasked with assessing an estimate of
For our testing, we adopt the latter techniquethis variable made by independent evaluators; their
(Heine and Lehman, 1995; Harris, 1996). Eitherualitative assessment is provided. In treatment,
a positive or a negative situation is introduced. Inthe LLM is additionally provided with the true
control and treatment, the model is prompted tovalue of this variable, which is unknown to these
estimate the likelihood of facing such a situation forindependent evaluators.
an abstract subject and the LLM itself, respectively. A shift towards the true value in treatment in-
As in the de nition of the optimism bias, we dicates the presence of the hindsight bias. The
consider positive and negative shifts in estimatioranswer options are presented on an 11-point per-
for the corresponding types of circumstances taentage scales.
be indicators of the optimism bias. The answers ) )
to the test are given by the model on an 11-poinB-18 Self-Serving Bias
percentage scale. The “tendency to attribute success to internal fac-
_ tors and attribute failure to external factors” is
B.16 Status-Quo Bias known as the self-serving bias (Bradley, 1978).
Status quo bias is known as a disproportionate preffwo motivations, namely self-enhancement and
erence for the current state of affairs, the statuself-recognition, are proposed to explain such at-
quo, over other alternatives that may be availablgribution (Shepperd et al., 2008). As a widespread
(Samuelson and Zeckhauser, 1988). The statusias (Blaine and Crocker, 1993), self-serving bias
quo often serves as a reference point against whicis targeted in a number of experiment approaches
other alternatives are evaluated (Masatlioglu andCampbell and Sedikides, 1999).
Ok, 2005). Our testing stems from the achievement task
Our test design introduces a decision task wittparadigm in Miller and Ross (1975); Snyder et al.
two options where one option is presented as th€l976). The test features a task, which is intro-
status quo and the other as an alternative. To aduced as being failed or successfully completed
count for any natural preference the model mayy the model in the control and treatment variants,
have for one option over the other and isolate onlyespectively. The LLM is then prompted to assess
the status quo bias, we switch the option that ighe extent to which its performance in this task is
marked the status quo between control and treagxplained by internal factors.
ment. The discrepancy between control and treatment
We measure status quo bias when the modeadstimates points to the presence of self-serving bias,
consistently prefers the option marked as the statuand it is thus quanti ed on the basis of answers
quo in both, control and treatment, even thougtobtained on a 7-point Likert scalq.
the options are switched. We obtain answers in the o o
testing procedure on a 7-point Likert scalg B.19  Availability Heuristic
o _ Introduced in Tversky and Kahneman (1973), the
B.17 Hindsight Bias availability heuristic, often referred to availabil-
Hindsight bias refers to the propensity to believeaty bias denotes the in uence of “the ease with
that an outcome is more predictable after it iswhich one can bring to mind exemplars of an event”
known to have occurred (Roese and Vohs, 2012fFolkes, 1988) on one's judgment, decisions, and
Four strategies have been proposed to form a theevaluations concerning this event. The bias is tested
retical foundation for this phenomenon, with cogni-on the basis of the natural human recall or imag-
tive reconstruction and motivated self-presentatiorining of events, especially of vivid (Carroll, 1978;
being the more common ones (Hawkins and Hastig,versky and Kahneman, 1983) or abstract (Gabriel-
1990). In Guilbault et al. (2004), approaches tocik and Fazio, 1984) ones, though some papers em-
studying hindsight bias are classi ed into almanacploy proxies to account for the availability (Kliger



and Kudryavtsev, 2010). according to the majority (Leibenstein, 1950). This
Consistent with approaches in Tversky and Kaheffect has been observed in various processes, in-
neman (1973) and MacLeod and Campbell (1992)luding politics (Schmitt-Beck, 2015) and man-
we explore the correlation between the recall laagement (Rohlfs, 2003). Several paradigms have
tency of an event and estimations of its probabilitybeen proposed for eliciting the bandwagon effect
of occurrence in the future. In the test, an event i¢Bindra et al., 2022).
introduced to the model. In both variants, we ask We adopt the method by Nadeau et al. (1993).
for the estimation of the probability of a particular In the test, the model is presented with a task and
outcome. In the treatment variant, we additionallytwo opinions, each suggesting a distinct solution.
simulate an availability proxy for this outcome by In the control and treatment variants, both opinions
providing the LLM with a recent example of such are labeled alternatingly; a single arbitrary label is
an outcome. consistently attributed to the majority at both stages.
The answers to the availability heuristic test aren each case, the LLM is prompted to choose the
measured on an 11-point percentage scaleThe preferred point of view.
metric re ects the impact of the induced recency on A switch in the model's selection indicates the
the test estimation: the metric is proportional to theabsence of the bias, while consistent choices show
difference between treatment and control answergither the presence of bandwagon effect (in case of
alignment with the majority option) or its opposite
variant, sometimes callexhob effec{Leibenstein,
Risk compensation, also knownRasltzmann effect 1950). The answers to the test are obtained on a
is the tendency to compensate additional safety im#-point Likert scale ;.
posed through regulation by riskier behavior (Hed-
lund, 2000). One hypothesis states that there exisf8-22 Endowment Effect
a personal target level of risk (Wilde, 1982), while Coined by Thaler (1980), the endowment effect
the effect has also been attributed to rational ecaefers to one's inclination “to demand much more
nomic behavior (Peltzman, 1975). In their reviewto give up an object than one would be willing to
Hedlund (2000) conclude that risk compensatiorpay to acquire it” (Kahneman et al., 1991). Several
occurs in some contexts while it is absent in others;ognitive origins for the effect have been proposed
depending on four factors in uencing risk compen-in Morewedge and Giblin (2015). Two predomi-
sating behavior: visibility of the safety measure, itsnant strategies to assess the endowment effect are
perceived effect, motivation for behavior changethe exchange paradigm (Knetsch, 1989) and the
and personal control of the situation. Risk compenvaluation paradigm (Marzilli Ericson and Fuster,
sation has almost exclusively been discussed witB014).
respect to personal injury and health risks, most re- In our experiment, we follow the latter approach
cently for the case of face masks during COVID-19(Kahneman et al., 1990). In control, the LLM is
(Luckman et al., 2021). prompted to evaluate the minimum amount it is
In our test design, a decision-making scenariavilling to accept(WTA) to give up the asset it
is described along with a risky option and the perewns. Symmetrically, in the treatment variant, we
sonal risk attached to this choice. In the control, theestimate the model's maximum willingness to pay
test case directly asks for the probability of going(WTP) to acquire the same asset, which, in this
ahead with the risky choice. The treatment includegase, it does not possess initially.
an additional statement about a new regulation by The normalized difference betwe&WTA and
the organization reducing the risk. WTP (options are provided on an 11-point percent-
The difference in probability of the risky be- age scale ;) quanti es the endowment effect.
havior between control and treatment indicates the )
presence and strength of a risk compensation effe®:23 Framing Effect
The answers are obtained on an 11-point percerithifts of preference when the same problem is
age scale ,, framed in different ways” (Tversky and Kahneman,
1981) denote the presence of the framing effect. In
the classi cation by Levin et al. (1998), three types
The bandwagon effect denotes the tendency tof framing, namely goal, attribution, and risk, are
change and adopt opinions, habits, and behaviadenti ed to be susceptible to the effect. This cog-

B.20 Risk Compensation

B.21 Bandwagon Effect



nitive bias has been studied in contexts includingo overestimate the role of dispositional factors”
healthcare (Gallagher and Updegraff, 2011), polit(Ross, 1977). Experimental practices to measure
tics (Druckman, 2001), and consumer science (Jithe bias include the attitude attribution paradigm
etal., 2017). (Jones and Harris, 1967) and the silent interview
Our testing strategy follows directly from the paradigm (Snyder and Frankel, 1976), among oth-
attribute framing effect de nition and replicates the ers.
study conducted in Fuenzalida et al. (2021). The Our testing follows the methodology in Flick
model is prompted to perform an evaluation given aand Schweitzer (2021), Hooper et al. (2015), and
guantitative metric measured in percent. In controRiggio and Garcia (2009), which elicits the FAE
and treatment, this attribute is framed differentlyfrom the actor-observer perspective. Both control
we employ positive (valug of the initial metric) and treatment feature a description of a controver-
and negative (valug v of the opposite metric) sial action, and between variants, the role of the
framings, respectively. LLM varies: it is either the actor or the observer of
As descriptions are essentially identical in boththe activity.
variants, an inconsistency in the LLM's evaluation When prompted to select the best reasoning for
serves as an indicator of the framing effect. Thahe action, the model is provided with dispositional
answers are obtained on a 7-point Likert scale and situational explanations identical in both vari-
The biasedness depends on the direction and maapats. A score based on the answers selected from
nitude of the deviation. Note that, by de nition a 7-point Likert scale ; re ects the FAE, which
of the framing effect, a less favorable evaluationis measured as the difference between the types of
is expected to be obtained in the negative framing@nswers given: when the LLM employs situational
and a more favorable — in the positive one. explanation while being the actor and adopts the
) dispositional one in the observer perspective, the
B.24 Anthropomorphism bias is maximized.
Anthropomorphism, oanthropomorphic biasis
the “tendency to imbue the real or imagined be
havior of non-human agents with human-like charProposed in Kahneman and Tversky (1982), plan-
acteristics” (Epley et al., 2007). Dacey (2017) arhing fallacy is de ned as the tendency “to under-
gues for treating this effect as a cognitive bias anastimate the completion time, even when one has
analyses several control measures for it. Besidesonsiderable experience of corresponding past fail-
other subjects (Chaminade et al., 2007; Portal et alures”. Kahneman and Tversky (1982) introduced
2018), Al has been actively promoting discussionsan inside versus outsideognitive model for the
in the studies of anthropomorphism (Proudfootplanning fallacy, which was extended in Buehler
2011; Salles et al., 2020). et al. (2010). The classical testing procedure com-
We draw the inspiration for the testing from Wad-pares predicted and actual task completion times
dell (2019), which connects the concepts of prefin various settings (Buehler et al., 1994; Burt and
erence and credibility to anthropomorphism. OurKemp, 1994).
variation of testing introduces a subjective piece Due to the infeasibility of leveraging the true
of information. In control, it is attributed to a ma- completion times, we test whether the models
chine; in treatment - to a human author. The LLM“maintain their optimism about the current project
is prompted to evaluate the credibility and accuracyn the face of historical evidence to the contrary”
of this information piece. (Buehler et al., 2010). The procedure features the
The anthropomorphism is more prominent whentask of allocating time for a project. In the control
the model opts for greater credibility and accuracyersion, the LLM is directly asked to estimate the
of the piece when attributed to a human, the arrequired percentage of time, while the treatment

B.26 Planning Fallacy

swers are obtained on a 7-point Likert scale prompt additionally contains the concrete percent-
o age of overdue time, i.e., the negative historical ev-

B.25 Fundamental Attribution Error idence for the completion times of similar projects.

Also known asattribution bias the fundamental Insuf cient update in the allocation of time

attribution error (FAE) is rst described in Heider across variants suggests the propensity of the model
(1982). It corresponds to the propensity “to unto maintain the estimates disregarding the negative
derestimate the impact of situational factors ancvidence, which indicates the susceptibility to the



planning fallacy. The answers are obtained on athree positive and three negative aspects. To ac-
11-point percentage scale. count for potential bias in the magnitudes of these
traits, in treatment, we inverse each trait into an op-
posite one. In both variants, the model is prompted
An instantiation of the matching law (Myerson andto choose which group of the aspects has a greater
Hale, 1984; Herrnstein, 1961), hyperbolic discountweight.

ing “induces dynamically inconsistent preferences, A consistent assignment of greater weights to
implying a motive for consumers to constrain theirnegative aspects in both variants shows the pres-
own future choices” (Laibson, 1997). The two com-ence of the negativity bias. The answers are ob-
mon proposed paradigms for eliciting hyperbolictained on a 7-point Likert scale;.

discounting involve choosing between prede ned

con gurations for the utility function (Ainslie and B.29 In-Group Bias

Haslam, 1992) and directly reconstructing the 'nd"ln-group bias, oin-group favoritism refers to the

vidual's utility function (Benzion et al., 1989). “tendency to favor members of one's own group
_We apprqach f[he testing using the fo_rmer techc')ver those in other groups” (Everett et al., 2015).

nique (Rubinstein, 200_3)' In both var'lants, theThis bias occurs on the basis of many real-world

LL_M_ Is prompted to decide betwe_en thlons Of_ re'groupings. (Fuetal., 2012) and is closely connected

ceiving a reward at a corresponding time. Choice$, 1ha notion of fairess (Chae et al., 2022).

in the variants are represented in the following dia- We test the bias using a variation of thieta-

B.27 Hyperbolic Discounting

grams, wherd >0 > I tor game(Forsythe et al., 1994; Kahneman et al.,
Control 1986), v_vhich is a common approach for testing i'n-
choice 1 choice 2 group bias (Everett et al., 2015; Abbink and Harris,
/ \ 2019). In the test, a reward and two subjects are
Rewardr Reward r introduced. The LLM is prompted to decide which
Time 0 Time of the two subjects to assign the reward to. In con-
trol and treatment variants, the rst and the second
subjects share a group attribution with the model,
respectively.
choice 1 Treatment choice 2 In-group bias is present for the LLM's selections
/ \ that coincide with the designated in-group mem-
Rewardr Reward r bers in both variants. The answers are obtained on
Time T Time T + a 7-point Likert scale 1.

Hyperbolic discounting is identi ed for cases B.30  Disposition Effect

when the LLM opts for a smaller immediate result The disposition effect describes a tendency to sell
in control (choice 1) but decides for a larger laterassets that have increased in value while holding on
reward when the base tinfeis distant in treatment to assets that have lost value (Weber and Camerer,
(choice 2). The answers are obtained on a 7-poirt998). The effect was rst described by Shefrin
Likert scale 1. and Statman (1985), who isolated the bias from
other effects (e.g., tax considerations) in nancial
B.28 Negativity Bias investment contexts and traced it back to an aver-
Negativity bias re ects the inclination to “weigh sion to loss realization describedprospect theory
negative aspects of an object more heavily than pogKahneman and Tversky, 2013).
itive ones” (Kanouse and Hanson Jr, 1972). The in- Our test design introduces two assets that the
ception and evolution of this effect are discussed irsubject currently owns that can uctuate in value.
Vaish et al. (2008). In Rozin and Royzman (2001)One of the assets has recently increased in value
a classi cation of the negativity bias into four types while the other has lost value. We then ask the
is proposed. model which of the two assets it would rather sell
We test thenegative potencgerspective of the while keeping the other asset. To account for a
effect based on Ito et al. (1998). The test featurenatural preference of the model for one of the assets
an object. In control, this object is associated withover the other, we switch the asset that has gained



value and the asset that has lost value betwedd Prompts
control and treatment.

To introduce more concrete values, we reporpur framework uses standardized prompts to ob-
the percentage increase or decrease in asset vali@n answers from the LLMs. For generating test
for both assets. Percentage values are randomfpSes, we use the followit@EN prompt to sam-

sampled from a uniform distributiofd0; 50] ple insertions for the template gaps:
We report a disposition effect when the model
consistently prefers selling the asset that has i
creased in value while holding on to the asset thg
has lost value in both control and treatment, eve
though the assets are switched. We obtain answe
in this testing procedure on a 7-point Likert scale
1.

C Selected Cognitive Biases

You will be given a scenario and a
template.

The template has gaps indicated by
double square brackets containing
instructions on how to fill them,
e.g., [[write a sentence]].

SCENARIO

Table 5 includes an overview of all cognitive biases
included in our dataset and the ve cognitive biaseg
we excluded.

{{scenario}}
TEMPLATE
{{template}}
Fill in the gaps according to
the instructions and scenario.

Provide the answer in the following
JSON format:

{{format}}

where the keys are the original
instructions for the gaps and
values are the texts to fill the
gaps.

Hereby, parts in curly brackets will be inserted
dynamically into the prompt depending on the ex-
act test case that is to be generated. We enable
the Structured Outputgeature ofGPT-4do ensure
complete, reliable outputs that are easy to parse.

TheDEC prompt for obtaining decisions from
an LLM is split into two steps. Firstly, we provide
the LLM with a template instance and instruct it to
select an option. The LLM can freely reason about
the options before ultimately deciding:

You will be given a decision-making
task with multiple answer options.

{{test_case}}

Select exactly one option.
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