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Abstract

Grokking, the phenomenon in which neural net-
works generalize long after fitting their training
data, has been studied in supervised settings
on many epochs. LLM pre-training instead
involves next-token prediction over an unla-
beled corpus, with limited data repetition and
no explicit train/validation split. To address
this, we propose an exposure-based framework
that enables the study of grokking-like dynam-
ics during LLM pre-training. We ground our
evaluation in BLiMP minimal pairs, which pro-
vide controlled grammatical contrasts. For
every BLiMP minimal pair, we identify a
critical phrase, the smallest continuous span
that captures the grammatical contrast and
the phenomenon-relevant context. Examples
whose critical phrase appears in the pre-training
window are assigned to the proxy-train split;
the remaining examples are assigned to the
proxy-validation split. Across five grammat-
ical phenomena, we observe delayed general-
ization. Analyzing pre-training checkpoints
before and after generalization shows that most
of the code length compression in the proxy-
validation split happens within the delayed gen-
eralization window, grammatical concept vec-
tors become more predictive of grammatical
acceptability and occupy a higher-dimensional
subspace after generalization. We also find that
attention from the critical token to the relevant
context token is concentrated in a small number
of heads.

1 Introduction

Grokking is a phenomenon in neural networks
where models transition from fitting training ex-
amples to generalizing to held-out examples. In
the classical setting, models are trained for many
epochs on a fixed supervised train split and evalu-
ated on a held-out validation split drawn from the

Code is available at https://github.com/
SherinBojappa/pre_training-analogue-of-grokking

same task distribution (Power et al., 2022). This de-
layed transition provides a well-defined behavioral
boundary for analyzing internal changes associated
with the onset of generalization.

A pre-training formulation of grokking would
provide a way to identify when an ability begins
to generalize during training. Training loss alone
does not reveal which abilities are acquired at a
given stage. This is relevant because frontier mod-
els increasingly use multi-stage pre-training, with
changes in data composition (Yang et al., 2025).
Skill-specific generalization transitions could there-
fore inform when to change the data mixture based
on whether the targeted abilities have begun to gen-
eralize.

However, classical grokking is defined with re-
spect to a particular task: models are trained on a
subset of task examples and delayed generalization
is measured on held-out examples from the same
task. This setting does not directly carry over to
language-model pre-training. During pre-training,
the model is optimized for next-token prediction
over a large unlabeled corpus, rather than trained
directly on labeled examples from the downstream
evaluation task. As a result, there is no natural
supervised train/validation split over downstream
examples. To bring the classical grokking formu-
lation into the pre-training setting, we construct
an exposure-based proxy split over downstream
evaluation datasets.

We address this problem by constructing an
exposure-based proxy split for studying delayed
generalization during language-model pre-training.
We use grammar as a test case because grammatical
dependencies are structured, measurable, and can
be tested using controlled minimal-pair datasets. In
particular, we use BLiMP (Warstadt et al., 2020),
where each example contains an acceptable sen-
tence and a minimally different unacceptable sen-
tence targeting a specific grammatical phenomenon.
For each minimal pair, we extract a critical phrase:
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Figure 1: Delayed-generalization curves and cumulative C4 exposure for the analyzed BLiMP phenomena. Blue
and red lines show mean accuracy on the proxy-train (exposed), and proxy-validation (unexposed) splits across
three random seeds; x-axis shows training steps; shaded bands indicate £1 standard error. Orange bars show the
cumulative number of unique critical phrases encountered in the C4 pre-training stream up to each checkpoint.
Across phenomena, proxy-train accuracy rises before proxy-validation accuracy.

a contiguous span that contains the grammatical
difference and the context needed to evaluate the
grammatical dependency. We then assign examples
to either a proxy-train split if the critical phrases
appear verbatim in the C4 (Raffel et al., 2020) to-
kens seen during the analyzed pre-training window,
or to a proxy-validation split otherwise.

This split does not imply that the model has
never seen the relevant grammatical rule. It
only distinguishes examples with verbatim critical-
phrase exposure from examples without such ex-
posure. This gives a pre-training analogue of the
classical grokking setup: the model may first per-
form well on examples with direct phrase exposure
and only later improve on examples without direct
exposure.

Using this framework, we study early pre-
training checkpoints of 35M, 60M, and 130M pa-
rameter LLaMA-style language models on five
BLiMP grammatical phenomena. We first measure
whether examples with verbatim critical-phrase
exposure reach high accuracy before examples
without such exposure, and test this effect against
matched random splits that preserve split sizes. We
then analyze grammar-specific contrast represen-
tations and attention patterns before and after the
delayed-generalization transition to ask whether
the behavioral lag is accompanied by changes in

the model representations of grammatical concepts
and attention patterns. We find that proxy-train
accuracy consistently reaches high accuracy before
proxy-validation accuracy, revealing delayed gener-
alization. Checkpoint-level analyses further show
that this transition is accompanied by changes in
grammar-specific concept vectors and attention-to-
context patterns.
Our contributions are:

1. We introduce an exposure-based framework
for studying grokking-like delayed generaliza-
tion during language-model pre-training.

2. We show that, across five grammatical phe-
nomena, examples with verbatim critical-
phrase exposure reach high accuracy before
examples without such exposure.

3. We validate this effect with matched random-
split permutation tests, showing that the ob-

served lag is not explained by split size alone.

4. We show that the transition is accompanied by
changes in grammar-specific concept vectors
and attention-to-context patterns.

2 Related Work

Grokking and delayed generalization.
Grokking was introduced as a delayed tran-
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sition from memorization to generalization, where
models first reach high training accuracy while
validation accuracy remains low, and only later
generalize to held-out examples (Power et al.,
2022). Most prior work studies this behavior in
controlled settings with explicit train/validation
splits, such as modular arithmetic and other
algorithmic tasks (Gromov, 2023; Nanda et al.,
2023). Mechanistic analyses suggest that the
behavioral transition can be preceded by internal
changes in circuits or representations (Nanda
et al., 2023). Subsequent work extends grokking
to richer language-like synthetic tasks involving
hierarchical structure (Murty et al., 2023). We
study a pre-training setting in which the model
is trained on next-token prediction over natural
language, rather than directly on a supervised
downstream task.

Grokking-like dynamics during language-model
pre-training. Recent work has begun to ask
whether grokking-like dynamics occur during
language-model pre-training. Li et al. (2026b) ana-
lyze grokking in large mixture-of-experts models.
However, they evaluate on downstream tasks af-
ter applying LoRA fine-tuning, making it unclear
whether the observed dynamics are due to pre-
training alone. They also define grokking solely
via training loss, without a validation split. Lv et al.
(2025) argue that language models develop copying
ability in a grokking-like manner, with induction
heads emerging during pre-training. These works
move grokking beyond synthetic tasks, but they
do not directly adapt the classical train/validation
formulation to downstream evaluation examples.
We address this gap by constructing an exposure-
based proxy split: downstream evaluation exam-
ples are separated according to whether their crit-
ical phrases appear verbatim in the pre-training
corpus. This lets us measure whether performance
improves first on examples with direct corpus ex-
posure and only later on examples without such
exposure.

Linguistic generalization and representation
geometry. BLiMP provides controlled minimal
pairs for evaluating grammatical knowledge in lan-
guage models. Prior work using BLiMP shows that
different grammatical phenomena follow different
learning trajectories across checkpoints (Bunzeck
and ZarrieB3, 2024). We use BLiMP for a different
purpose: to test whether grammatical minimal pairs
exhibit delayed generalization during pre-training.

Representational geometry during learning.
Prior work suggests that generalization can be ac-
companied by changes in the geometry of model
representations. Studies of transformer training
dynamics find that hidden-state geometry changes
over training, including shifts in anisotropy, intrin-
sic dimensionality, and overall representation com-
plexity (Razzhigaev et al., 2024; Li et al., 2026a).
Rather than measuring the geometry of hidden-
state representations across all tokens, we focus
on grammar-specific concept vectors. This is mo-
tivated by work that treats concepts or behaviors
as directions in activation space (Park et al., 2024;
Rimsky et al., 2024). In our use of concept vectors,
we do not aim to steer the model or to establish a
general theory of linear representations. Instead,
we use grammar-specific concept directions as a
diagnostic tool for tracking how the separability
and dimensional structure of grammatical concepts
change across pre-training checkpoints.

Generalization and memorization in language
models. McCoy et al. (2023); Merrill et al. (2024)
assess whether the outputs of a fully trained model
are novel with respect to its pre-training data. Hup-
kes et al. (2023) provides a broader taxonomy for
understanding generalization. Our work differs
from Hupkes et al. (2023); McCoy et al. (2023);
Ruzzetti et al. (2026) by studying when generaliza-
tion emerges across pre-training checkpoints and
how internal representations change during that
transition. Ruzzetti et al. (2026) is especially rele-
vant because it asks if examples containing more
frequent lexical items are easier for fully trained
models. It finds that lexical popularity has only a
small effect on grammatical tasks in fully trained
models. This is consistent with our checkpoint-
level findings: exposure to the target pattern is im-
portant early in pre-training, but the performance
gap between exposed and unexposed examples nar-
rows as training progresses. These works primarily
characterize generalization through black-box eval-
uation of model behavior. In contrast, we study
when generalization emerges across pre-training
checkpoints and examine how internal representa-
tions change during that transition.

3 Method

In this section, we describe the pre-training setup,
the exposure-based proxy split used to measure
delayed generalization, and checkpoint-level repre-
sentation and attention analyses.
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3.1 Pre-training and Evaluation Setup

We train LLaMA-style decoder-only language mod-
els (Touvron et al., 2023) with 35M, 60M, and
130M parameters from the codebase released by
Zhao et al. (2024). Models are trained on English
C4 (Raffel et al., 2020) with context length 256
and batch size 512, for 2000 steps with checkpoints
every 100 steps. The model is trained on approxi-
mately 200M non-padding tokens. We use a cosine
learning-rate schedule. The 35M and 60M mod-
els use learning rate 1073, and the 130M model
uses learning rate 5 x 10~%. The 60M model is
trained with three independent random seeds and
is used for the main checkpoint-level analyses; the
35M and 130M models are used as scale robustness
checks.

At each checkpoint, we evaluate on BLiMP us-
ing the EleutherAl evaluation harness (Gao et al.,
2024). Each BLiMP example is a minimal pair
containing one acceptable and one unacceptable
sentence. The model is correct if it assigns a higher
probability to the acceptable sentence, making the
chance accuracy 50%. We focus on the first 2000
pre-training steps because we do not want to ana-
lyze the fully saturated regime, but rather compare
model behavior before and after proxy-validation
accuracy begins to improve. We train our models
on one NVIDIA RTX ADA 6000 48 GB GPU.

3.2 [Exposure-Based Proxy Split

For each BLiMP minimal pair, we extract a criti-
cal phrase: a contiguous span containing the token
that differs between the acceptable and unaccept-
able sentence, together with the context needed to
evaluate the grammatical dependency. We extract
critical phrases from both the acceptable and un-
acceptable sentences, lowercase them, and strip
trailing punctuation. Dataset-specific extraction
rules and examples are provided in Appendix A.1.

We define exposure by exact critical-phrase over-
lap with the C4 tokens seen during the analyzed pre-
training window. A BLiMP example is assigned
to the proxy-train, or exposed, split if either its
acceptable or unacceptable critical phrase appears
verbatim in C4 during this window. It is assigned to
the proxy-validation, or unexposed, split otherwise.
This exposure-based splitting procedure captures
only verbatim critical-phrase exposure; it does not
imply that the model has never seen the underlying
grammatical rule or related constructions.

3.3 Delayed-Generalization Measurement

Let Atyain(t) and Ay, () denote accuracy on the
proxy-train and proxy-validation splits at check-
point ¢, and let 7 be an accuracy threshold. We
define

ttrain<7-) = min{t : Atrain(t) > T}v
tval<7-) = min{t : Aval(t) > 7'}_

The delayed-generalization lag is
At(T) = tval(T) - ttrain(T)-

We use 7 = 80% as the primary threshold be-
cause BLiMP is binary and 80% represents sub-
stantial above-chance performance while still be-
ing reached within the analyzed checkpoint range.
Since checkpoints are saved every 100 steps, transi-
tion times are checkpoint-level estimates. For rep-
resentation and attention analyses, we set thefore =
100 and tapter = tva1(80%). For the 60M model,
we compute ¢, separately for each seed and use
the median value for interpretability analyses. Ap-
pendix Table 5 reports split sizes and transition
checkpoints across thresholds.

3.4 Dataset Selection

Studying delayed generalization requires a
“Goldilocks” regime: the dataset must be neither
so easy that accuracy saturates in the first few
checkpoints, nor so hard that proxy-validation
accuracy never reaches a meaningful threshold.
We therefore select BLIMP datasets where a
transition can be measured within our 2000-step
checkpoint window.

We apply four filtering stages. We exclude
datasets that generalize too early (mean accuracy
over steps 100-300 > 70%) or never reach high ac-
curacy (peak accuracy < 80%); datasets for which
the targeted grammatical contrast and context de-
pendency cannot be captured by a sub-sentential
critical phrase; datasets with fewer than 100 proxy-
train examples after constructing the train/val splits,
and datasets whose proxy-validation split never
reaches 80%. These criteria select datasets where
delayed generalization is measurable, but they do
not condition on the proxy-train split improving
before the proxy-validation split. This yields six
eligible datasets.

After constructing the candidate datasets, we
use the matched random-split test below as a lag-
validation step. We retain datasets whose exposure-
based lag is significant at p < 0.05 in at least two
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seeds. This excludes Determiner—Noun Agreement
2, which shows zero lag and no significant seeds.
The final analysis set contains five grammatical
phenomena. Full selection details are provided in
Appendix B.

3.5 Matched Random-Split Test

The observed lag between proxy-train and proxy-
val examples could arise from split size or arbi-
trary differences between examples, rather than
from corpus exposure. To test this, we compare the
exposure-based split to matched random splits. For
each dataset and seed, we generate 1000 random
splits that preserve the number of proxy-train and
proxy-val examples, but randomly reassign exam-
ples independently of critical-phrase exposure. For
each random split, we recompute the checkpoint-
level accuracy curves and measure the lag between
the two groups reaching 80% accuracy. This yields
a null distribution of lags expected from arbitrary
splits with the same group sizes. We then com-
pare the delayed-generalization lag of the exposure-
based proxy-train/proxy-validation split to this null
distribution using a one-tailed empirical p-value,

c+1

p:ﬁa

where c is the number of random splits whose lag
is greater than or equal to the observed exposure-
based lag, and n = 1000 is the number of random
splits. Full seed-wise lags and p-values are reported
in Appendix B.1.

3.6 Code Length Measurement

For each critical phrase corresponding to grammat-
ical sentences in the validation set, we measure its
code length in bits under the checkpoint 6;:

n

- Eloggpgt(x@- | 20, <),
=1
Z (1)

where x7.,, is the critical phrase from the gram-
matical sentence; xg is a single prefix token re-
quired to provide context for the first token of the
phrase. It is the same constant for every phrase,
split, and checkpoint; z; = (x1,...,2;_1) is
the left context tokens provided from the criti-
cal phrase for the subsequent tokens; ; denotes
the parameters of the checkpoint at training step
t € {100,200, ...,2000}.

L(l‘l;n | 915) =

3.7 Grammatical Concept Vectors Analyses

To analyze how grammatical information is repre-
sented across training, we construct grammatical
concept vectors from grammatical and ungrammat-
ical BLiMP pairs. For a given checkpoint and ex-
ample 1, let hér)am and hﬁﬁlgram denote the model
hidden states for the acceptable and unacceptable
sentence. We define the concept vector v;
—p@ _p@

gram ungram-*

Unless otherwise stated, hidden states are taken
from the final layer at the last content-token posi-
tion. Although these vectors are constructed from
paired activation differences, we refer to them as
grammatical concept vectors because they repre-
sent the grammatical concept expressed by each
BLiMP minimal pair. This construction is moti-
vated by work treating concepts and behaviors as
directions in representation space (Park et al., 2024;
Rimsky et al., 2024).

We analyze these vectors in two ways. First, we
compute a mean-difference concept vector from
the proxy-train split,

1 N (‘
v N Z (hgramt ulr)xgram,t) ’

and evaluate whether this direction separates
grammatical from ungrammatical sentences in
the proxy-validation split. Similar to the mean-
difference scoring approach of Zou et al. (2025),
we score each sentence in the proxy-validation split
by its dot product with v; and report AUROC.

Second, we measure the effective rank of the
mean-centered concept-vector matrix (Roy and Vet-
terli, 2007). For each checkpoint ¢, we form a ma-
trix V; € RV*4 where N is the number of minimal-
pair examples and d is the hidden-state dimension.
The i-th row of this concept-vector matrix is the
example-level concept vector
}L(l)

ungram,t*

_ 3@

hgram t

We mean-center V; across examples and compute

its singular values. Given nonzero singular values

o1,...,0., we normalize 0}, = ak/zj o; and
define

T
effective rank = exp ( Z 01 log 6k> .
k=1
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Figure 2: Code length of proxy-validation critical phrases across pre-training checkpoints. Shaded regions indicate
the delayed-generalization window for each phenomenon. Code length decreases substantially during this interval

for most phenomena and changes very little later on.

A higher effective rank indicates that the grammat-
ical concept vectors are distributed across more
independent directions.

3.8 Attention-to-Context Analysis

For each minimal pair, we identify the critical token
teritical, Whose form differs between the acceptable
and unacceptable sentence, and the earlier context
token teontext, Which is needed to determine the
correct grammatical form. At each checkpoint,
layer, and head, we extract the attention weight
from £cpigical 1O teontext, averaged over all minimal
pairs in the dataset. We then measure the change in
this attention-to-context score from tpefore tO tafter
and identify the heads with the largest increase.
We also measure the attention entropy at tcyitical t0
identify if attention becomes more spread out or
concentrated after generalization.

4 Results

We first show that the exposure-based proxy split
reveals delayed generalization, then analyze code
length, concept-vector geometry, and attention dy-
namics across the transition.

4.1 Exposure-Based Splits Reveal Delayed
Generalization

Figure 1 shows accuracy on the proxy-train (ex-
posed) and proxy-validation (unexposed) splits
across early pre-training checkpoints averaged over
three independently trained 60M-parameter models.
Across the five analyzed BLiMP phenomena, the

proxy-train split reaches high accuracy earlier than
the proxy-validation split. This produces a positive
delayed-generalization lag: examples whose criti-
cal phrases appear verbatim in the C4 pre-training
window reach the 80% accuracy threshold before
examples without verbatim critical-phrase expo-
sure. The delayed-generalization lag varies by
grammatical phenomenon. Some phenomena, such
as Regular Subject—Verb Agreement 1, show rela-
tively short lags, whereas Irregular Past Participle
Verbs and Existential There Subject Raising show
larger delays. We use the 80% accuracy threshold
as the primary transition criterion.

We also run the same exposure-conditioned eval-
uation for the 35M and 130M models. In both set-
tings, the proxy-train split generally reaches high
accuracy before the proxy-validation split. The
delayed-generalization lag varies across datasets
and model sizes. These results show that the
delayed-generalization lag is not specific to the
60M model. Delayed-generalization curves for
these model sizes are shown in Appendix C.

We validate the delayed-generalization lag using
the matched random-split test described in Sec-
tion 3.5; full seed-wise results are reported in Ap-
pendix B.1. Table 1 shows that five of the six el-
igible datasets exhibit significant exposure-based
delayed-generalization lags in at least two seeds.
Determiner—Noun Agreement 2 is the only eligible
dataset with zero observed lag in all three seeds and
no significant permutation-test result; we therefore
exclude it from the main analysis and report it as a
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Figure 3: Concept-vector AUROC on the proxy-validation split across pre-training checkpoints. At each checkpoint,
we compute a mean-difference vector from proxy-train minimal pairs and score proxy-validation sentences by their
dot product with this vector. AUROC measures how well these scores separate grammatical from ungrammatical

sentences using final-layer last-token representations.

Dataset Observed lag range Significant seeds
Det.—Noun Agr. 1 100-500 2/3
Det.—Noun Agr. 2 0 0/3
Subj.—Verb Agr. 1 300-500 3/3
Subj.—Verb Agr. 2 300-900 2/2
Irr. Past Participle 500-600 3/3
Exist. There Raising 400-500 3/3

Table 1: Matched random-split permutation test results.
Observed lag range is the range of delays, in train-
ing steps, between the proxy-train and proxy-validation
splits reaching 80% accuracy across seeds. Significant
seeds are those where the exposure-based lag exceeds
the matched random-split null distribution at p < 0.05.
For Subject—Verb Agreement 2, one seed is excluded
because the proxy-validation split does not reach 80%
accuracy within the training window.

non-lagging eligible case. Matched random splits
do not reproduce the observed lag, indicating that
it is not explained by split size alone.

Continuous metrics and relationship to training
loss. Prior work has shown that apparent emer-
gent behavior can arise from the use of discontinu-
ous evaluation metrics (Schaeffer et al., 2023). We
therefore examine a continuous measure of gram-
matical preference by computing the log-likelihood
margin for each minimal pair,

m = log P(grammatical)—log P(ungrammatical),

where positive values indicate that the model as-
signs higher likelihood to the grammatical sentence.
Across most phenomena, the margin generally in-
creases over the same training interval as accuracy,
indicating that the observed transitions are also re-
flected in a continuous metric. C4 training loss
decreases smoothly, while different grammatical
phenomena improve at different checkpoints. Thus,
global training loss captures overall model improve-
ment but does not identify when individual gram-
matical abilities begin to generalize. Results are
reported in Appendix Table 8.

4.2 Most Code-Length Reduction Occurs
During Delayed Generalization Window

Inspired by Morris et al. (2026), who use model-
based compression to study memorization, we track
the code lengths of grammatical critical phrases
across pre-training checkpoints. In figure 2 we
find that the reduction in code length of the critical
phrases occur in the delayed generalization win-
dow and upon further training there is not much
reduction. Together with the increase in grammat-
ical accuracy, this suggests that the model learns
the underlying grammatical pattern during this win-
dow. The subsequent plateau suggests diminishing
returns from continued training for these abilities,
motivating skill-specific generalization transitions
as a potential signal for when changes to the train-
ing data mixture may be useful.

4767



Det.--Noun Agr. 1

Reg. Subj.--Verb Agr. 1

Reg. Subj.--Verb Agr. 2

w
]
o

300

e T

w
=3
S

280

N
3
S

¥ 260
5

o
o

o
% 240
g

Effective Rank

NONN
X
S

N
o

B 220

g

& 200
180

)
=3
1S3

160

o
@
S

/\//\-//\v—<

N
o
o

VA S

Effective Rank
NONN
S N =
S o© ©

-
@
o

o
o
=]

500 1000

Step

1500 2000 500

Irr. Past Part. Verb

1000

1500 2000 500 1000

Step

1500 2000

Step

Exist. There Raising

N N

3001 N/\M—C
275

+ 2504

£

5

< 2254

)

g 200 4

175

150

125 A

500 1000

Step

1500 2000

500 1000

Step

1500 2000

Figure 4: Effective rank of grammatical concept vectors across pre-training checkpoints for the five analyzed BLiMP
phenomena. Higher effective rank indicates that the grammatical concept vectors span more independent directions

in representation space. Dashed vertical lines mark tpefore

marks the delayed-generalization window.

4.3 Concept Vectors Capture Grammatical
Separability

Figure 3 tracks how well grammatical concept
vectors separate grammatical from ungrammati-
cal sentences on the proxy-validation split across
pre-training checkpoints as defined in 3.7. Higher
AUROC indicates that grammatical and ungram-
matical sentences are more separable along the
concept-vector direction.

Across the five analyzed phenomena, separabil-
ity generally strengthens during pre-training, but
the trajectory differs by phenomenon. Determiner—
noun agreement, Regular subject—verb agreement
1, and Existential-there subject raising show the
clearest increases. Irregular past participles are
already separable early and remain well above
chance. Regular subject—verb agreement 2 re-
mains closer to chance. Overall, these results show
that separability along grammatical concept vec-
tors generally improves during pre-training, but
the strength and timing of this improvement vary
across grammatical phenomena. Results across all
layers are provided in Figure 8 in the appendix.

4.4 Concept Vectors Become More
Distributed After Generalization

We next ask how grammar-specific concept vectors
change in dimensionality during and after delayed
generalization. Figure 4 shows that the effective
rank of grammatical concept vectors generally in-

= 100 and the dataset-specific tasr; the shaded region

creases during early pre-training. At tpefore, the
rank is lower, suggesting that the grammatical con-
cept is concentrated in a smaller number of domi-
nant directions. During the delayed-generalization
window, the rank fluctuates. We use the dataset-
specific t,ser values reported in Table 7. After ¢,ger,
the effective rank increases and remains higher than
at tpefore across all five agreement datasets. This pat-
tern suggests that after delayed generalization, the
grammatical concept vector is represented across
a higher-dimensional subspace. Prior work (Li
et al., 2026a; Razzhigaev et al., 2024) has shown
that hidden-state representations can become more
compressed after generalization. In our analysis,
we find that for these concept vectors, effective
rank generally increases after delayed generaliza-
tion, suggesting that the grammatical concept does
not collapse into a few dominant directions. In-
stead, the grammatical concept vectors become
distributed across more directions. Results across
all layers are provided in Figure 9 in the appendix.

4.5 Attention-to-Context Changes Around
Delayed Generalization

Figure 5 shows the average attention-to-context
score across early pre-training checkpoints. Rather
than showing a uniform increase across all lay-
ers and heads, the attention changes are local-
ized: some layers show clear increases around the
delayed-generalization transition, while others re-
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Figure 5: Average attention-to-context score across pre-training checkpoints. Each panel shows one BLiMP
phenomenon; each line shows one layer, averaged over all 8 heads. The score is the attention weight from the
critical token ?iical to the earlier context token Zconeext that determines the relevant grammatical dependency.

main stable or decrease. The largest attention-to-
context changes are concentrated in a small number
of heads, and the strongest heads differ across phe-
nomena, as shown in Table 9. The full layer—head
results are provided in Appendix Table 10.

Determiner—noun agreement shows the strongest
increase in an early layer, whereas the Subject—
verb phenomena show their strongest increases in
later layers. Appendix Figure 10 shows that atten-
tion entropy also fluctuates early and then often
stabilizes or decreases after ¢,s,. Representative
token-level heatmaps in Appendix Figure 11 show
a qualitative pattern: after ¢,s.,, selected heads at-
tend more strongly to dependency-relevant context
tokens. Together, these results suggest that delayed
grammatical generalization is accompanied by a lo-
calized and phenomenon-specific reorganization of
attention, rather than a uniform shift toward more
concentrated attention.

5 Conclusion

We studied whether grokking-like delayed general-
ization can be observed during standard language-
model pre-training. Because pre-training lacks an
explicit supervised train/validation split, we con-
struct an exposure-based proxy split over BLIMP
minimal pairs. Using this split, we find a pre-
training analogue of grokking. Unlike the pro-
longed many-epoch train—validation gap often stud-
ied in classical supervised grokking, our setting
reveals a checkpoint-level lag between exposed
and unexposed evaluation examples. Across five
grammatical phenomena, proxy-train split reaches

high accuracy before proxy-validation accuracy,
and matched random-split tests suggest that this
lag is not explained by the split size alone. We fur-
ther find that much of the reduction in code length
of grammatical critical phrases occurs during the
delayed-generalization window, with relatively lit-
tle additional reduction under continued training.

We show that this behavioral transition is ac-
companied by changes in grammar-specific con-
cept vector representations and attention patterns.
Grammatical and ungrammatical examples become
increasingly separable, concept vectors become dis-
tributed across higher-dimensional subspace after
generalization, attention analyses show increased
attention from the critical token to the context to-
ken needed to resolve the grammatical dependency,
with the largest changes concentrated in different
heads across phenomena. Together, these results
suggest that corpus exposure can be used to iden-
tify when specific abilities begin to generalize dur-
ing pre-training. This may be particularly useful
for frontier models trained with multi-stage pre-
training and changing data mixtures, where detect-
ing skill-specific generalization transitions could
help determine when additional training on a given
data mixture yields diminishing returns and when
the training distribution might be changed.

6 Ethical considerations

This work uses publicly available datasets: C4 for
pre-training and BLiMP for evaluation. We use
these resources for research and evaluation under
their respective terms of use. We do not redistribute
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matched C4 documents or extracted text. The study
is focused on understanding language-model train-
ing dynamics, and we do not foresee direct negative
societal impacts.

Limitations

Our framework relies on exact critical-phrase over-
lap as a proxy for exposure. It does not mean that
the model has never seen the same grammatical
rule in other sentences. Thus, the proxy validation
split should be interpreted as examples without ver-
batim critical-phrase exposure, not as examples
with entirely unseen grammar.

This work tests the framework on grammatical
phenomena, where BLiIMP minimal pairs make it
possible to define a sub-sentential critical phrase.
Future work could extend this framework beyond
grammar to other settings where the relevant be-
havior can be linked to a sub-sentential phrase or
span.

References

Bastian Bunzeck and Sina Zarrief3. 2024. Fifty shapes of
BLiMP: syntactic learning curves in language models
are not uniform, but sometimes unruly. In Proceed-
ings of the 2024 CLASP Conference on Multimodality
and Interaction in Language Learning, pages 39-55,
Gothenburg, Sweden. Association for Computational
Linguistics.

Leo Gao, Jonathan Tow, Baber Abbasi, Stella Bider-
man, Sid Black, Anthony DiPofi, Charles Foster,
Laurence Golding, Jeffrey Hsu, Alain Le Noac’h,
Haonan Li, Kyle McDonell, Niklas Muennighoff,
Chris Ociepa, Jason Phang, Laria Reynolds, Hailey
Schoelkopf, Aviya Skowron, Lintang Sutawika, and
5 others. 2024. The language model evaluation har-
ness.

Andrey Gromov. 2023. Grokking modular arithmetic.
Preprint, arXiv:2301.02679.

Dieuwke Hupkes, Mario Giulianelli, Verna Dankers,
Mikel Artetxe, Yanai Elazar, Tiago Pimentel, Chris-
tos Christodoulopoulos, Karim Lasri, Naomi Saphra,
Arabella Sinclair, Dennis Ulmer, Florian Schottmann,
Khuyagbaatar Batsuren, Kaiser Sun, Koustuv Sinha,
Leila Khalatbari, Maria Ryskina, Rita Frieske, Ryan
Cotterell, and Zhijing Jin. 2023. A taxonomy and
review of generalization research in nlp. Nature Ma-
chine Intelligence, 5(10):1161-1174.

Melody Zixuan Li, Kumar Krishna Agrawal, Arna
Ghosh, Komal Kumar Teru, Adam Santoro, Guil-
laume Lajoie, and Blake Aaron Richards. 2026a.
Tracing the representation geometry of language
models from pretraining to post-training. In The

Thirty-ninth Annual Conference on Neural Informa-
tion Processing Systems.

Ziyue Li, Chenrui Fan, and Tianyi Zhou. 2026b.
Grokking in LLM pretraining? monitor
memorization-to-generalization ~ without  test.
In The Fourteenth International Conference on
Learning Representations.

Ang Lv, Ruobing Xie, Xingwu Sun, Zhanhui Kang, and
Rui Yan. 2025. Language models “grok” to copy.
In Proceedings of the 2025 Conference of the Na-
tions of the Americas Chapter of the Association for
Computational Linguistics: Human Language Tech-
nologies (Volume 2: Short Papers), pages 735-741,
Albuquerque, New Mexico. Association for Compu-
tational Linguistics.

R. Thomas McCoy, Paul Smolensky, Tal Linzen, Jian-
feng Gao, and Asli Celikyilmaz. 2023. How much
do language models copy from their training data?
evaluating linguistic novelty in text generation using
RAVEN. Transactions of the Association for Compu-
tational Linguistics, 11:652-670.

William Merrill, Noah A. Smith, and Yanai Elazar. 2024.
Evaluating n-gram novelty of language models using
rusty-DAWG. In Proceedings of the 2024 Confer-
ence on Empirical Methods in Natural Language Pro-
cessing, pages 14459-14473, Miami, Florida, USA.
Association for Computational Linguistics.

John Xavier Morris, Chawin Sitawarin, Narine
Kokhlikyan, Chuan Guo, G. Edward Suh, Alexan-
der M Rush, Kamalika Chaudhuri, and Saeed
Mabhloujifar. 2026. How much can language models
memorize?

Shikhar Murty, Pratyusha Sharma, Jacob Andreas, and
Christopher Manning. 2023. Grokking of hierarchi-
cal structure in vanilla transformers. In Proceedings
of the 61st Annual Meeting of the Association for
Computational Linguistics (Volume 2: Short Papers),
pages 439448, Toronto, Canada. Association for
Computational Linguistics.

Neel Nanda, Lawrence Chan, Tom Lieberum, Jess
Smith, and Jacob Steinhardt. 2023. Progress mea-
sures for grokking via mechanistic interpretability. In
The Eleventh International Conference on Learning
Representations.

Kiho Park, Yo Joong Choe, and Victor Veitch. 2024.
The linear representation hypothesis and the geome-
try of large language models. In Forty-first Interna-
tional Conference on Machine Learning.

Alethea Power, Yuri Burda, Harri Edwards, Igor
Babuschkin, and Vedant Misra. 2022. Grokking:
Generalization beyond overfitting on small algorith-
mic datasets. Preprint, arXiv:2201.02177.

Colin Raffel, Noam Shazeer, Adam Roberts, Katherine
Lee, Sharan Narang, Michael Matena, Yanqi Zhou,
Wei Li, and Peter J Liu. 2020. Exploring the lim-
its of transfer learning with a unified text-to-text

4770


https://aclanthology.org/2024.clasp-1.7/
https://aclanthology.org/2024.clasp-1.7/
https://aclanthology.org/2024.clasp-1.7/
https://doi.org/10.5281/zenodo.12608602
https://doi.org/10.5281/zenodo.12608602
https://arxiv.org/abs/2301.02679
https://doi.org/10.1038/s42256-023-00729-y
https://doi.org/10.1038/s42256-023-00729-y
https://openreview.net/forum?id=FDruZlKWUb
https://openreview.net/forum?id=FDruZlKWUb
https://openreview.net/forum?id=blfwRondjY
https://openreview.net/forum?id=blfwRondjY
https://doi.org/10.18653/v1/2025.naacl-short.61
https://doi.org/10.1162/tacl_a_00567
https://doi.org/10.1162/tacl_a_00567
https://doi.org/10.1162/tacl_a_00567
https://doi.org/10.1162/tacl_a_00567
https://doi.org/10.18653/v1/2024.emnlp-main.800
https://doi.org/10.18653/v1/2024.emnlp-main.800
https://openreview.net/forum?id=NhU661EZ9C
https://openreview.net/forum?id=NhU661EZ9C
https://doi.org/10.18653/v1/2023.acl-short.38
https://doi.org/10.18653/v1/2023.acl-short.38
https://openreview.net/forum?id=9XFSbDPmdW
https://openreview.net/forum?id=9XFSbDPmdW
https://openreview.net/forum?id=UGpGkLzwpP
https://openreview.net/forum?id=UGpGkLzwpP
https://arxiv.org/abs/2201.02177
https://arxiv.org/abs/2201.02177
https://arxiv.org/abs/2201.02177

transformer. Journal of machine learning research,

21(140):1-67.

Anton Razzhigaev, Matvey Mikhalchuk, Elizaveta Gon-
charova, Ivan Oseledets, Denis Dimitrov, and Andrey
Kuznetsov. 2024. The shape of learning: Anisotropy
and intrinsic dimensions in transformer-based mod-
els. In Findings of the Association for Computational
Linguistics: EACL 2024, pages 868—874, St. Julian’s,
Malta. Association for Computational Linguistics.

Nina Rimsky, Nick Gabrieli, Julian Schulz, Meg Tong,
Evan Hubinger, and Alexander Turner. 2024. Steer-
ing llama 2 via contrastive activation addition. In
Proceedings of the 62nd Annual Meeting of the As-
sociation for Computational Linguistics (Volume 1:
Long Papers), pages 15504-15522, Bangkok, Thai-
land. Association for Computational Linguistics.

Olivier Roy and Martin Vetterli. 2007. The effective
rank: A measure of effective dimensionality. In 2007
15th European Signal Processing Conference, pages
606-610.

Elena Sofia Ruzzetti, Fabio Massimo Zanzotto, and
Tommaso Caselli. 2026. Lexical popularity: Quan-
tifying the impact of pre-training for LLM perfor-
mance. In Proceedings of the 19th Conference of the
European Chapter of the Association for Computa-
tional Linguistics (Volume 1: Long Papers), pages
1209-1230, Rabat, Morocco. Association for Com-
putational Linguistics.

Rylan Schaeffer, Brando Miranda, and Sanmi Koyejo.
2023. Are emergent abilities of large language mod-
els a mirage? In Thirty-seventh Conference on Neu-
ral Information Processing Systems.

Hugo Touvron, Thibaut Lavril, Gautier Izacard, Xavier
Martinet, Marie-Anne Lachaux, Timothée Lacroix,
Baptiste Roziere, Naman Goyal, Eric Hambro, Faisal
Azhar, Aurelien Rodriguez, Armand Joulin, Edouard
Grave, and Guillaume Lample. 2023. Llama: Open
and efficient foundation language models. Preprint,
arXiv:2302.13971.

Alex Warstadt, Alicia Parrish, Haokun Liu, Anhad Mo-
hananey, Wei Peng, Sheng-Fu Wang, and Samuel R.
Bowman. 2020. BLiMP: The benchmark of linguis-
tic minimal pairs for English. Transactions of the
Association for Computational Linguistics, 8:377—

392.

An Yang, Anfeng Li, Baosong Yang, Beichen Zhang,
Binyuan Hui, Bo Zheng, Bowen Yu, Chang Gao,
Chengen Huang, Chenxu Lv, Chujie Zheng, Day-
iheng Liu, Fan Zhou, Fei Huang, Feng Hu, Hao
Ge, Haoran Wei, Huan Lin, Jialong Tang, and 41
others. 2025. Qwen3 technical report. Preprint,
arXiv:2505.09388.

Jiawei Zhao, Zhenyu Zhang, Beidi Chen, Zhangyang
Wang, Anima Anandkumar, and Yuandong Tian.
2024. Galore: Memory-efficient LLM training by
gradient low-rank projection. In Forty-first Interna-
tional Conference on Machine Learning.

Andy Zou, Long Phan, Sarah Chen, James Campbell,
Phillip Guo, Richard Ren, Alexander Pan, Xuwang
Yin, Mantas Mazeika, Ann-Kathrin Dombrowski,
Shashwat Goel, Nathaniel Li, Michael J. Byun, Zifan
Wang, Alex Mallen, Steven Basart, Sanmi Koyejo,
Dawn Song, Matt Fredrikson, and 2 others. 2025.
Representation engineering: A top-down approach
to ai transparency. Preprint, arXiv:2310.01405.

A Appendix

A.1 Critical Phrase Extraction

For each BLiMP minimal pair, we extract a critical
phrase: the contiguous span that contains the token
differing between the grammatical and ungrammat-
ical sentences, together with the context needed to
evaluate the grammatical dependency. The critical
phrase extraction rule is defined separately for each
grammatical phenomenon. For Determiner—Noun
Agreement 1, we extract the span from the deter-
miner to the changed noun. For Regular Plural
Subject—Verb Agreement 1, we extract the span
from the subject head noun to the changed verb.
For Regular Plural Subject—Verb Agreement 2, we
extract the span from the changed subject noun to
the following verb. For Irregular Past Participle
Verbs, the span is from the subject head noun to the
changed verb form. For Existential There Subject
Raising, we extract the sentence-initial existential
construction through the predicate that determines
whether the raising construction is licensed. Ex-
amples of critical phrases are shown in Table 2 in
the appendix. For every minimal pair, we extract
critical phrases from both the acceptable and unac-
ceptable sentences. Before matching against C4,
we lowercase the phrases and strip trailing punctu-
ation.

Table 2 shows representative BLIMP examples
from the datasets used in this work. Each row
contains an acceptable sentence and a similar unac-
ceptable sentence. The difference between the two
sentences is used to extract the critical phrase for
the exposure-based proxy split.

B Candidate Dataset Selection

BLiMP contains 67 minimal-pair datasets spanning
a range of grammatical phenomena. To study de-
layed generalization, we require datasets where a
transition from near-chance to high accuracy is ob-
servable within our checkpoint range. We apply a
multi-stage set of criteria to filter out the datasets
to study.
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dataset acceptable

unacceptable critical phrases

blimp_regular_ Paula references Robert.
plural_subject_verb_
agreement_1
blimp_regular_
plural_subject_verb_
agreement_2

blimp_determiner_noun_

The students perform.

Raymond is selling this

agreement_1 sketch.
blimp_existential_ There is soon to be a cat ex-
there_subject_raising isting.

blimp_irregular_past_ The mushroom went bad.

participle_verbs

Paula reference Robert. Paula reference; Paula refer-

ences
The student perform. student perform; student per-
forms

Raymond is selling this this sketch; this sketches

sketches.
There is willing to be a cat  There is soon to; There is
existing. willing to

The mushroom went; The
mushroom gone

The mushroom gone bad.

Table 2: Example BLiMP minimal pairs from the datasets used in this study. Each row shows one dataset with an
acceptable sentence and its minimally different unacceptable counterpart.

Stage 1: Accuracy-based filtering. We exclude
datasets where the model already generalizes early
in training (mean accuracy over steps 100-300 >
70%; 19 datasets) and datasets where the model
never reliably generalizes (peak accuracy < 80%;
27 datasets). Since BLiMP is a binary task (chance
=50%), 80% corresponds to 60% of the maximum
above-chance performance. The accuracy criteria
excludes 46 datasets. The remaining 21 candidate
datasets are listed in Table 4.

Stage 2: Phrase extractability. Our proxy-split
methodology requires extracting a sub-sentential
critical phrase whose presence in the C4 training
corpus determines whether an example is assigned
to the train or validation split. For 6 of the 21
candidates, the grammatical dependency spans the
full sentence, making sub-sentential extraction

inapplicable: anaphor_number_agreement,
anaphor_gender_agreement, princi-
ple_A_case_2, tough_vs_raising_2, coordi-

nate_structure_constraint_object_extraction,

and wh_island. Since BLiMP sentences are
synthetically generated and the benchmark was
released after the C4 corpus used in the training of
the models in the study was collected, full BLiMP
sentences do not appear verbatim in C4, making
full-sentence matching uninformative. This leaves
15 datasets with extractable sub-sentential phrases.

Stage 3: Minimum train split size. ~After search-
ing C4 for critical phrase matches, we require at
least 100 examples in the train split to ensure a reli-
able accuracy curve. This stage excludes 4 datasets.

Stage 4: Validation convergence. Finally, we
require that the validation split accuracy reaches at
least 80% by the end of training. Datasets where
the validation curve does not converge indicate that

the model fails to generalize beyond its training
exposure, and therefore are not suitable for our
study on grokking. This removes four additional
datasets.

Table 3 reports the train and validation split sizes
and peak validation accuracy for all datasets with
extractable phrases, organized by which stage they
are filtered out.

B.1 Full permutation-test results

We perform a permutation test to evaluate whether
the observed lag between exposed and unexposed
examples is specific to the exposure-based proxy
split. For each dataset and random seed, we pre-
serve the sizes of the exposed and unexposed splits,
but randomly reassign examples to the two groups
independently of corpus exposure. This produces a
null distribution over lags that would be expected
from arbitrary splits of the same size.

For each of 1000 random permutations, we
recompute the checkpoint-level accuracy curves
for the two permuted groups. We then measure
grokking strength which is defined as the lag, in
training steps, between the first checkpoint at which
the train and validation values reach 80% accu-
racy. The observed exposure-based lag is compared
against this null distribution using a one-tailed em-
pirical p-value,

_cert
p—n+1,

where c is the number of permutations whose lag
is greater than or equal to the observed lag, and
n = 1000 is the number of permutations.

Table 6 reports the full seed-wise results. Five of
six datasets show significant exposure-based lags
in at least two seeds. Subject—Verb Agreement 1, Ir-
regular Past Participle Verbs, and Existential There
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Dataset Train Val Peak Val
determiner_noun_agreement_ 1 873 127 89.2%
determiner_noun_agreement_2 883 117 92.6%
regular_plural_subject_verb_agreement_1 383 617 90.3%
irregular_past_participle_verbs 234 766 85.1%
existential_there_subject_raising 254 681 84.3%
regular_plural_subject_verb_agreement_2 476 524 80.8%
irregular_plural_subject_verb_agreement_1 501 499 75.3%
irregular_plural_subject_verb_agreement_2 634 366 75.4%
determiner_noun_agreement_irregular_1 778 222 53.6%
determiner_noun_agreement_irregular_2 837 163 79.8%
determiner_noun_agreement_with_adjective_1 19 981 —
determiner_noun_agreement_with_adj_2 33 967 —
determiner_noun_agreement_with_adj_irregular_2 43 957 —
determiner_noun_agreement_with_adj_irregular_1 67 933 —
only_npi_licensor_present 0 1000 —
superlative_quantifiers_1 0 1000 —

Table 3: Proxy train/validation split sizes and peak proxy-validation accuracy for datasets with extractable sub-
sentential critical phrases. Peak Val is the maximum proxy-validation accuracy across checkpoints, averaged over
three seeds where available. Datasets are grouped by selection outcome: those passing all stages (top), those
excluded by Stage 4 for insufficient validation convergence (middle), and those excluded by Stage 3 for fewer
than 100 proxy-train examples (bottom). For datasets excluded at Stage 3, Peak Val is not reported because the
proxy-train split is too small to form a reliable delayed-generalization curve.

Subject Raising are significant in all three seeds.
Determiner—Noun Agreement 1 is significant in
two of three seeds. Subject—Verb Agreement 2
is significant in both seeds; the remaining seed is
not evaluated because the unexposed split does not
reach the 80% threshold within the training window.
Determiner—Noun Agreement 2 is the only dataset
with no significant seeds. These results show that
the observed lags are not generally reproduced by
arbitrary splits with the same group sizes.

B.2 Dataset Summary

Appendix Table 5 reports the proxy-train and proxy-
validation split sizes for each dataset, together with
the proxy-validation transition checkpoints across
thresholds from 70% to 90% on one seed.

C Effect of Scale on Delayed
Generalization

Figures 6 and 7 confirm that grokking curves ap-
pear at both scales: training-split accuracy consis-
tently leads validation-split accuracy. However, the
dynamics differ across scales. The 35M model
reaches the validation 80% threshold earlier than
the 130M model on most datasets, despite being
the smaller model. This could be due to the fixed-
budget capacity effect: because all three models are
trained for the same number of steps, smaller mod-
els see more tokens per parameter and are more
capacity-constrained, which may force earlier ex-

traction of generalizable patterns. Larger models
may require more training before their additional
capacity is converted into robust generalization.

Figures 6 and 7 show that the delayed-
generalization pattern is also visible at other model
scales. In both the 35M and 130M models, the
proxy train split generally reaches high accuracy
before the proxy validation split, indicating that the
delayed-generalization pattern is not specific to the
60M model.

D Delayed-Generalization transition
points

Table 7 reports the delayed-generalization transi-
tion point s, for each dataset. We define ¢,
as the first saved pre-training checkpoint at which
accuracy on the proxy validation split reaches 80%.
Because checkpoints are saved every 100 steps, this
value is a checkpoint-level estimate of the transition
time.

For each dataset, we compute . separately
for each of the three independently trained 60M-
parameter LLaMA seeds and report the median
value. These median transition points are used for
the interpretability analyses.

E Concept Vectors

Figure 8 shows the same concept-vector AUROC
analysis across all layers. The main trends from
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Dataset Early Peak  Final
only_npi_licensor_present 592%  99.6% 96.1%
anaphor_number_agreement 474% 982% 97.1%
determiner_noun_agreement_ 1 56.7% 96.0% 95.7%
determiner_noun_agreement_2 503% 95.1% 93.3%
determiner_noun_agreement_with_adjective_1 58.0% 94.5% 94.2%
regular_plural_subject_verb_agreement_1 64.6% 93.5% 92.5%
superlative_quantifiers_1 38.1% 93.5% 64.0%
principle_A_case_2 558% 92.7% 91.0%
determiner_noun_agreement_with_adj_2 489% 922% 91.4%
regular_plural_subject_verb_agreement_2 52.1% 90.7%  88.6%
determiner_noun_agreement_irregular_2 54.0% 89.1% 86.2%
anaphor_gender_agreement 32.7% 88.9% 88.5%
irregular_plural_subject_verb_agreement_2 577% 88.4% 87.4%
determiner_noun_agreement_with_adj_irregular 2 54.6% 88.1% 86.2%
irregular_past_participle_verbs 609% 87.1% 82.3%
tough_vs_raising_2 65.7% 85.5% 83.5%
determiner_noun_agreement_with_adj_irregular_1  52.4% 84.3% 82.8%
existential_there_subject_raising 574% 84.1% 83.6%
irregular_plural_subject_verb_agreement_1 533% 81.8% 80.7%
coordinate_structure_constraint_object_extraction  50.6% 81.7% 80.9%
wh_island 29.0% 812% 79.1%

Table 4: The 21 candidate BLiMP datasets that pass the initial accuracy-based filtering criteria: early accuracy
below 70% and peak accuracy at least 80%. Early is the mean accuracy over steps 100-300; Peak is the maximum
accuracy across all checkpoints; Final is the mean accuracy over steps 1600-2000.

‘ tafter
Dataset Train Val ‘ 70% 75% 80% 85% 90%
Det.-Noun Agr. 1 873 127 | 500 700 1000 1000 1400
Reg. Plural Subj.-Verb Agr. 1 383 617 | 600 600 600 700 1300
Reg. Plural Subj.-Verb Agr. 2 476 524 | 700 700 800 1200 N/A
Irr. Past Participle Verb 234 766 | 500 600 800 1400 N/A
Existential There Subject Raising 254 681 | 800 1100 1400 N/A N/A

Table 5: Proxy train/validation split sizes and validation transition steps tuse; across different accuracy thresholds.
Each threshold column reports the first saved pre-training checkpoint, in training steps, at which proxy-validation
accuracy reaches that threshold. N/A indicates that the threshold is not reached within the 2000-step training

window. Checkpoints are saved every 100 steps.

the final-layer analysis are broadly preserved, but
the strength of the grammaticality signal varies
by layer and phenomenon. Existential-there rais-
ing and irregular past participles show consistent
separability across many layers, with AUROC in-
creasing early and remaining well above chance.
Regular subject—verb agreement shows a weaker
but still positive trend: the first subject—verb dataset
improves gradually across layers, while the second
remains closer to chance. Determiner—noun agree-
ment is more layer-dependent, with the clearest
increase appearing in the later layers. Overall, the
all-layer results support the main finding that gram-
maticality directions strengthen during pre-training,
while also showing that the layer at which the sig-
nal is most visible depends on the grammatical
phenomenon.

Figure 9 shows effective rank across all layers.
The overall pattern supports the main result that
grammatical concept vectors become spread across
more directions after the delayed-generalization
window. Across different grammatical phenomena,
effective rank rises sharply early in training, indicat-
ing that the grammatical contrast quickly becomes
distributed across a broader subspace. This effect
is most stable in the middle and later layers, which
generally maintain higher rank than the earliest lay-
ers. The dynamics around ¢,s; are phenomenon-
dependent: some datasets continue to increase or
remain high after the delayed-generalization point,
while others peak earlier and then stabilize or de-
cline slightly.
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Figure 6: Delayed-generalization curves for the 35M model. Blue and red lines show accuracy on the proxy-train

and proxy-validation splits, respectively.

Dataset Lag (Run 1/2/3) p-value (Run 1/2/3) # Sig.
Det.—Noun Agr. 1 500/200/100 0.001/0.003/0.087 2
Det.—Noun Agr. 2 0/0/0 0.682/0.911/0.706 0
Subj.—Verb Agr. 1 500/300/400 0.001/0.001/0.001 3
Subj.—Verb Agr. 2 300/900/N/A  0.001/0.001/N/A 2
Irr. Past Participle 500/600/500 0.001/0.001/0.002 3
Exist. There Raising  500/400/400 0.024/0.030/0.002 3

Table 6: Full permutation-test results across three seeds. Lag is the number of training steps between the proxy-train
and proxy-validation splits reaching 80% accuracy. The empirical p-value is computed as (¢ + 1)/(n + 1), where ¢
is the number of 1000 matched random permutations with lag greater than or equal to the observed lag. The Sig.

column reports the number of seeds with p < 0.05.

Dataset tafter
Det.—Noun Agr. 1 700
Reg. Subj.—Verb Agr. 1 600
Reg. Subj.—Verb Agr.2 800
Irr. Past Part. Verb 1000
Exist. There Raising 1100

Table 7: Dataset-specific ¢,per values used in the inter-
pretability analyses. %, iS the first saved pre-training
checkpoint at which proxy-validation accuracy reaches
80%, computed separately for each seed and reported
as the median across three 60M runs.

F Attention

Attention entropy. We measure attention en-
tropy at tcritical to test whether attention becomes
more concentrated after delayed generalization.
For each layer and head, we compute the entropy
of the attention distribution from %,itjca1 OvVer all

preceding tokens:
H= —Zajlogaj,
J

where «; is the attention weight from £¢ itical to
token j. Lower entropy indicates that attention is
concentrated on fewer tokens, while higher entropy
indicates more diffuse attention. Figure 10 shows
that entropy often decreases or stabilizes after ¢ e,
consistent with attention becoming less diffuse dur-
ing the same window in which attention-to-context
increases.

Token-Level Attention Patterns. Figure 11
shows token-level attention heatmaps for represen-
tative examples from the five analyzed BLiMP phe-
nomena. Each row compares the selected head
at tpefore = 100 and at the corresponding #,ger.
Before delayed generalization, attention is often
dominated by early tokens or simple positional pat-
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Figure 7: Delayed-generalization curves for the 130M model. Blue and red lines show accuracy on the proxy-train
and proxy-validation splits, respectively.

Dataset 100 200 300 400 500 600 2000

Det-Noun1  -1.87(021) -2.34(0.17) -1.61(0.28) -0.82(0.44) +0.23(0.70) +0.57 (0.72)  +3.12 (0.90)
Subj.-Verb1  -0.05(0.54) -0.26 (0.51) +0.21(0.57) +0.60 (0.64) +1.16(0.70) +1.89(0.82) +2.63 (0.90)
Subj.-Verb2  -0.19(0.49) -0.31(0.47) -0.19(0.50) +0.38(0.61) +1.03(0.68) +1.50(0.69) +2.84 (0.83)
Irr. Past Part. ~ +0.20 (0.57)  -0.45(0.47)  +0.37 (0.68) +0.78 (0.69) +0.92(0.70) +1.49 (0.75)  +2.26 (0.79)
Exist. There  +1.20(0.59) +1.73(0.64) +0.99(0.52) +1.21(0.54) +1.65(0.60) +1.77 (0.60) +4.03 (0.82)

Training loss 7.59 6.78 6.12 5.59 5.44 491 4.00

Table 8: Continuous log-likelihood margin and accuracy across pre-training checkpoints. Each dataset entry reports
the mean log-likelihood margin, with accuracy in parentheses. Positive margins indicate higher likelihood assigned
to the grammatical sentence. The final row reports C4 training loss.

terns. After t.er, the same heads exhibit more Dataset Best Head A Attn
structured attention patterns that are better aligned Det.-Noun Agr. 1 L2 H7 +0.81
with the relevant grammatical dependency. Fig- Reg. Subj.-Verb Agr.1 L6 H2 +0.35
ure 11 shows representative token-level attention Reg. Subj-Verb Agr. 2 L5 HO 1063

p ’ . Irr. Past Part. Verb L6 H2 +0.35
heatmaps for the best attention-to-context head in Exist. There Raising L5 H3 +0.61

each phenomenon. For Determiner—Noun Agree-
ment 1, the critical noun sketch shifts from attend- ~ Table 9: Summary of the Head with the largest increase

ing mostly to the sentence-initial token Raymond at in attention-to-context for each dataset. A Attn is com-
puted as the average attention from Zgggical tO feontext at

tatter minus the same quantity at fpefore. The strongest in-
creases occur in different layers and heads across gram-
matical phenomena.

toefore to attending more strongly to the determiner
this at t,5er. For Regular Subject—Verb Agreement
1, the changed verb references increases attention
to the subject Paula after grokking. For Regular
Subject—Verb Agreement 2, the verb perform simi-
larly attends more to the subject noun sfudents after ~ forms.
grokking, matching the dependency needed to eval-
uate subject—verb number agreement. For Irregular
Past Participle Verbs, the changed verb form woke
shows stronger attention to the preceding subject
Kevin after t,ser, consistent with noun—verb con-
text used to distinguish valid and invalid participial
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Figure 8: Concept-vector AUROC on the proxy-validation split across all layers. At each checkpoint and layer,
we compute a mean-difference vector from proxy-train pairs and measure how well dot-product scores separate
grammatical from ungrammatical proxy-validation sentences using last-token representations from that layer.
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Figure 9: Effective rank of grammatical concept vectors across all layers and pre-training checkpoints. Higher
effective rank indicates that the grammatical concept vectors span more independent directions. Dashed vertical
lines mark tpefore = 100 and dataset-specific tuge;; the shaded region marks the delayed-generalization window.

4777



Det.--Noun Agr. 1 Reg. Subj.--Verb Agr. 1 Reg. Subj.--Verb Agr. 2

144
18 124
> 1.6 > > 1.2+
2 2 2
g g 104 2
g4 \_\* 2 H
5 5 57 \"\/\/\/—
S 12 S 5
c 2 081 =
£, ] g
i kS % 08
< c c
8 os $ 0.6 g
= = = 064
0.6
044 Layer
04 0.4 — 0
250 500 750 1000 1250 1500 1750 2000 250 500 750 1000 1250 1500 1750 2000 250 500 750 1000 1250 1500 1750 2000 —u
Pre-training step Pre-training step Pre-training step — L2
— 3
— L4
Irr. Past Part. Verb Exist. There Raising i
—u
124
g 2
g g104
€ =
G T
5 5 081
€ =
g g
£ £
o © 0.6
c c
5 5
8 3
= =
0.4
0.2
250 500 750 1000 1250 1500 1750 2000 250 500 750 1000 1250 1500 1750 2000
Pre-training step Pre-training step

Figure 10: Mean attention entropy at the critical token across pre-training checkpoints. Each panel shows one
BLiMP phenomenon; each line shows one layer, averaged over all 8 heads. Lower entropy indicates that attention
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4778



Det.--Noun Agr. 1
(L2, H7)

1.0 1.0
_Raymond _Raymond
is 0.8 _is 0.8
_selling o6 _selling 06
_this _this
0.4 0.4
_sketch _sketch
0.2 . 0.2
</s> </s>
0.0 0.0

v O @ & 7
SR @
7 = b2 \
£ 7 “
7 7
toerore = 100 tatter = 700
1.0
- _Paul
-
) 0.8
<
2~
g ; _references A _references 0.6
'-é:; —Robert . _Robert 04
a
o . : 0.2
@
3
. 0.0
. > .
o 5
& S
7
toerore = 100 tatter = 600
~ 1.0 1.0
g _The _The
< 0.8 0.8
£ _students _students
g 2 0.6 0.6
1 . _perform _perform
Z:';‘ﬂ 0.4 0.4
i . .
«n 0.2 0.2
-]
9
5 0.0 0.0
e o - g e & - g
Fe © LS
s 7SS ¢
7 4 7
toefore = 100 tarter = 800

Irr. Past Part. Verb
(L6, H2)

tarter = 1000
1.0 1.0
_There _There
_were _were
0.8 d 0.8
o threatening threatening 4
£
_to _to
T 0.6 0.6
g~
m be be
is -
£3 _no _no{
& 0.4 0.4
o _sweater _sweater
%
w
N
_falling 0.2 _falling 0.2
</s> </s>
0.0 0.0
E R R R . TR I S B T R R R S ) 7
<« D & Ps N S s & e
s 4 & ) P s 4 & B 2
& 4 & /
toefore = 100 tarter = 1100

Figure 11: Token-level attention heatmaps for the heads with the largest increase in attention-to-context.
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Layer Head Det-Noun 1 Subj-Verb 1 Subj-Verb 2 Irr-Past-Part Exist-There

0 0 0.07 -0.10 0.12 0.17 -0.18
0 1 0.03 -0.25 024 0.34 0.32
0 2 -0.04 -0.03 -0.04 -0.20 021
0 3 -0.02 0.11 0.13 021 0.22
0 4 +0.00 -0.08 -0.09 0.17 -0.19
0 5 0.13 0.18 0.15 0.34 0.29
0 6 0.05 0.18 0.16 0.28 0.26
0 7 0.18 0.13 0.10 0.23 0.15
1 0 +0.11 -0.14 -0.05 0.11 0.23
1 1 +0.08 -0.19 0.13 031 -0.40
1 2 +0.09 0.17 0.10 -0.20 0.35
1 3 +0.26 -0.06 0.10 -0.02 -0.03
1 4 0.22 -0.00 -0.08 0.11 -0.09
1 5 +0.27 -0.06 +0.03 0.18 045
1 6 0.04 0.27 022 031 021
1 7 -0.04 -0.10 -0.11 -0.13 -0.02
2 0 +0.02 -0.09 +0.13 -0.06 043
2 1 0.65 -0.10 0.15 0.29 -0.10
2 2 +0.68 -0.15 -0.06 021 043
2 3 0.15 +0.04 +0.31 +0.09 -0.03
2 4 +0.43 0.04 +0.22 +0.29 +0.16
2 5 +0.02 -0.22 -0.06 -0.20 -0.44
2 6 +0.29 -0.16 -0.01 -0.27 -0.35
2 7 +0.77 +0.10 +0.41 +0.30 -0.10
3 0 +0.02 024 0.18 -0.33 -0.36
3 1 +0.20 -0.33 0.20 -0.39 -0.76
3 2 +0.47 -0.11 -0.01 +0.01 -0.16
3 3 +0.02 -0.12 +0.11 -0.18 +0.03
3 4 +0.18 -0.08 -0.00 -0.11 0.24
3 5 021 -0.18 0.13 -0.25 -0.33
3 6 -0.49 +0.07 +0.08 -0.13 +0.43
3 7 +0.21 -0.07 0.02 -0.03 0.16
4 0 +0.07 -0.21 -0.09 0.17 -0.00
4 1 +0.25 -0.07 +0.24 +0.15 -0.35
4 2 +0.14 -0.14 +0.05 0.16 -0.58
4 3 +0.00 -0.06 +0.07 -0.07 031
4 4 +0.18 -0.26 -0.01 0.47 0.49
4 5 +0.03 -0.13 +0.01 -0.04 0.11
4 6 +0.09 -0.09 0.13 +0.01 +0.22
4 7 +0.27 +0.16 +0.34 +0.26 -0.09
5 0 +0.21 +0.11 +0.62 +0.20 +0.20
5 1 +0.02 -0.19 +0.04 -0.31 -0.50
5 2 0.25 +0.17 +0.38 0.18 047
5 3 +0.14 -0.08 0.12 -0.02 +0.61
5 4 0.03 -0.14 -0.05 0.30 027
5 5 +0.08 -0.30 0.24 0.29 +0.02
5 6 +0.55 +0.03 +0.08 +0.00 +0.09
5 7 0.12 -0.01 -0.06 0.14 +0.10
6 0 +0.09 -0.07 +0.32 +0.14 -0.06
6 1 +0.05 -0.03 +0.25 +0.09 +0.09
6 2 +0.14 +0.35 +0.48 +0.35 +0.20
6 3 +0.01 -0.30 0.18 0.24 047
6 4 +0.07 +0.16 +0.19 +0.04 -0.03
6 5 +0.15 -0.09 +0.06 0.33 025
6 6 +0.06 +0.18 +0.27 +0.15 0.35
6 7 +0.50 +0.10 +0.12 +0.13 +0.15
7 0 +0.03 +0.12 +0.52 +0.18 0.07
7 1 +0.12 0.23 +0.00 0.22 -0.50
7 2 +0.10 -0.35 028 0.11 +0.01
7 3 034 +0.07 +0.05 +0.05 +0.01
7 4 025 0.24 0.12 -0.47 -0.02
7 5 0.13 -0.07 -0.05 -0.42 -0.09
7 6 +0.13 -0.03 -0.08 -0.10 -0.03
7 7 0.4 -0.02 +0.05 +0.11 +0.13

Table 10: Change in attention-to-context from tpefore tO tager for all layer-head combinations across the five analyzed
datasets. Each entry reports A attention-to-context, computed as attention from #icar t0 Leontext at tagier Minus the
same quantity at fpeore- Bold indicates the head with the largest positive increase for each dataset.
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