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Abstract

Multi-Agent (MA) systems are effective at solv-
ing complex tasks that demand planning, tool
use, and the synthesis of evidence from multiple
sources. Existing systems typically adopt Hi-
erarchical Manager-Worker (HMW) or Router-
based Message Passing (RMP) structures as
their communication protocol. However, these
designs restrict agent autonomy: Worker agents
cannot directly consult specific “peers”’, and
misrouted messages can propagate errors. In-
spired by bus architectures in computer systems,
we propose BusMA, a communication frame-
work that allows any agent to address other
agents through a shared channel, i.e., the Bus.
It consists of agent registration, message rout-
ing, and shared memory management compo-
nents. Worker agents, each equipped with tools,
have their own local memory and can reason,
act (tool usage), and communicate by posting
shared messages with specific intents. We intro-
duce four intents: discussion, challenge, guid-
ance, and request for explanation, which support
fine-grained communication among agents. A
Chair agent monitors the shared memory to co-
ordinate interactions and facilitate convergence
among Workers. To evaluate the effectiveness
of BusMA, we conduct extensive experiments
with two frontier LLMs across 13 tasks span-
ning visual reasoning, mathematical reasoning,
and knowledge retrieval. The results demon-
strate that BusMA consistently outperforms
state-of-the-art HMW and RMP methods.!

1 Introduction

Multi-Agent (MA) systems powered by Large Lan-
guage Models (LLMs) (OpenAl, 2025; Google
DeepMind, 2026; DeepSeek-Al, 2024), comprise a
set of agents that can reason, act, and communicate
to solve complex real-world tasks. These tasks,
such as mathematical reasoning (Lei et al., 2024)
and knowledge retrieval (Huang et al., 2025), re-
quire effective collaboration (Fang et al., 2025; Du
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Figure 1: Comparison of hub-mediated topologies and
BusMA. Left: In hub-mediated frameworks, Workers
have restricted autonomy as passive executors, unable
to initiate worker-to-worker communication (indicated
by x). Right: BusMA enables agents to directly ad-
dress specific peers through a shared channel (the Bus),
supporting four communication intents: Discussion,
Challenge, Guidance, and Request for Explanation.

Task Allocation

et al., 2025). Hence, the effectiveness of MA sys-
tems largely depends on the communication quality
between agents and their coordination (Guo et al.,
2024; Chen et al., 2024b; Liang et al., 2024; Du
et al., 2024; Wu et al., 2024c; Peng et al., 2026).

MA frameworks typically rely on hub-mediated
topologies, which use a central component to route
communication between worker agents, such as
Hierarchical Manager-Worker (HMW) and Router-
based Message Passing (RMP). HMW employs
a manager agent to assign tasks and collect re-
sults (Qian et al., 2024; Gu et al., 2025; Zhang
et al., 2025b). Similarly, RMP uses a router agent
to mediate all message exchanges (Wu et al., 2024a;
Nonomura and Mori, 2024). However, these topolo-
gies have two main limitations: (1) RMP and HMW
agents have restricted autonomy as passive execu-
tors, unable to initiate worker-to-worker commu-
nication for critique or error correction (Ke et al.,
2025; Jin et al., 2025; Krishnan, 2025); and (2)
the HMW manager and RMP router suffer from
error propagation, acting as cognitive bottlenecks
that force all information to pass through a single
hub (Piatti et al., 2024; Han et al., 2024; Maragheh
and Deldjoo, 2025).
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To overcome these limitations, we draw inspira-
tion from distributed systems (Oki et al., 1993) and
the computer bus architecture (Patterson and Hen-
nessy, 2017) to propose BusMA, a communication
substrate that enhances agent autonomy, allowing
collaborative interactions on demand. Analogous
to a hardware bus where components independently
initiate data transfers, BusMA enables agents to
directly address specific peers through a shared
channel (i.e., the Bus), rather than passively waiting
for task assignments or router mediation. BusMA
also follows a logic similar to the Information Bus
proposed by Oki et al. (1993) where distributed sys-
tems share a common communication channel by
maintaining autonomy. Figure 1 illustrates existing
frameworks and BusMA for MA communication.

The Bus includes three modules: agent registra-
tion to register agent roles and unique addresses,
message routing for facilitating direct communi-
cation, and shared memory (history) management.
BusMA instantiates a set of Worker agents and a
Chair agent. Each Worker is equipped with tools,
maintains its own local memory and can reason,
act (tool usage), and communicate through the Bus.
Unlike current HMW and RMP approaches, when a
Worker needs to communicate with a specific peer,
it simply posts a message to the Bus. Messages
cover four communication intents: discussion, chal-
lenge, guidance, and request for explanation. This
keeps agent-specific reasoning local, while only the
necessary information is shared through the Bus.
The Chair agent, a special case of a Worker agent
with act disabled, monitors the shared memory to
identify conflicts, detect missing evidence, and is-
sue follow-up requests, to facilitate convergence.
Compared to HMW approaches, the Chair agent
acts as primus inter pares (first among equals),
mitigating information bottlenecks.

Extensive experiments across 13 datasets show
that BusMA outperforms competitive HMW and
RMP frameworks. Our analysis reveals that col-
laboration yields larger gains on tasks where in-
termediate steps can be verified by peers, such as
mathematical reasoning and knowledge retrieval,
while producing competitive performance on per-
ceptual tasks such as visual reasoning. Our analysis
further shows that fine-grained role division is not
uniformly beneficial and that Worker heterogeneity
can allow errors to propagate undetected.

2 Related Work

2.1 LLM-based Agents.

LLMs such as GPT (OpenAl, 2023), Gemini (Co-
manici et al., 2025), and DeepSeek (DeepSeek-Al,
2024) serve as the backbone for autonomous agent
development. Agentic architectures augment the
base LLM with complementary mechanisms, in-
cluding advanced planning strategies for task de-
composition (Huang et al., 2024; LI et al., 2025;
Hu et al., 2025; Erdogan et al., 2025; Zhou et al.,
2024; Zhang et al., 2025a), external tool use and
knowledge bases (Zhang et al., 2024b; Wu et al.,
2024b; Qin et al., 2024; Feng et al., 2026), and
long-term memory or reflection mechanisms for
persistent state and iterative improvement (Shinn
et al., 2023; Zhong et al., 2024; Mei et al., 2025;
Xu et al., 2025; Chhikara et al., 2025). LLM-based
agents have been applied to diverse domains such
as automated programming (Trivedi et al., 2024;
Zhang et al., 2024a; Chen et al., 2025b), system
interaction (Wu et al., 2024d; Bonatti et al., 2025),
and scientific discovery (Hong et al., 2025; Novikov
etal., 2025). However, single-agent systems remain
brittle on long-horizon, interdependent tasks, with
evaluations reporting systematic failures in plan-
ning, decision-making, and instruction following
(Liu et al., 2024; Xie et al., 2024; Wang et al.,
2025; Mohammadi et al., 2025; Chen et al., 2025a).
However, effective dialogue and collaboration be-
tween specialized agents is important for improving
downstream performance (Li et al., 2023; Du et al.,
2024; Tran et al., 2025; Chen et al., 2024a).

2.2 LLM-based MA Systems.

HMW and RMP topologies rely on a hub (a manager
or a router) for coordination and information flow.
Representative HMW systems include AgentVerse
and ChatDev (Chen et al., 2024b; Qian et al., 2024,
2025; He et al., 2025), tool-oriented approaches
such as OctoTools (Lu et al., 2025), and evolving
orchestration paradigms that train a centralized or-
chestrator via reinforcement learning (Dang et al.,
2025). RMP systems include AutoGen (Wu et al.,
2024a) and router-based variants (Yue et al., 2025;
Yao et al., 2025; Nonomura and Mori, 2024), with
recent work introducing learnable protocol routing
for scenario-aware selection (Du et al., 2026). How-
ever, communication between agents in RMP and
HMW is restricted (Ke et al., 2025; Jin et al., 2025;
Krishnan, 2025); while these frameworks may also
suffer from error propagation (Piatti et al., 2024;
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Han et al., 2024; Maragheh and Deldjoo, 2025; Sa-
girova et al., 2024). These limitations highlight the
need for more flexible communication strategies.

3 The BusMA Framework

Our BusMA framework consists of three compo-
nents: (1) Worker Agents, agents equipped with
tools that maintain their own local memory and
can reason, act (tool usage), and communicate; (2)
a Chair Agent, a special case of a Worker agent
with action execution disabled; and (3) the Bus, the
infrastructure handling agent registration, message
routing, and shared memory management. Figure 2
illustrates this architecture.

Workflow Overview. BusMA operates through
on demand collaboration (Figure 2). A task begins
with the input to the Chair Agent, who reasons over
the task to identify the first Worker to contact and
monitors the shared memory. Activated Workers
execute an iterative loop: reasoning over local
memory, followed by either invoking a local tool
(Act) or posting a message to the Bus (Call). A
Call generates a message and shares it via the
Bus to the target agent; the calling Worker then
suspends until reactivated. The Chair is reactivated
only when a message is addressed to it. Finally,
the Chair accesses the shared memory to assess
progress, issue follow-up calls, or complete the
task.

3.1 Worker Agent

Workers are the core operational units of BusMA.
Each one is equipped with a specific tool set (e.g.,
web search, code execution) and communicates by
posting shared messages with specific intents via
the bus. The main mathematical notations used by
BusMA are listed in Table 1.

Activation and Initialization. When a Worker
receives a message from the Bus, it is activated
and begins its iteration (f = 0). It constructs its
initial context by concatenating the system prompt
P;, the received message M;, and descriptions of
peers N and tools 7;. By modifying #; and 7;,
BusMA instantiates workers with different capa-
bilities tailored to specific tasks (e.g., search, code
execution). During execution, the Worker main-
tains a local memory state %K;(¢) that accumulates
private reasoning and tool output across subsequent
iterations.

Symbol Description
Worker Agent «;
L LLM backbone
Pi System prompt
M; Messages from the bus
K; (1) Local memory at iteration ¢
Ti Available tool set
N Accessible peer agents
Tinax Max local iterations per activation

priv
it
Chair Agent (Tepair = 0)
COOR
Pchair
SUBM
chair
glob
chair,z

Private reasoning at iteration #

Coordination mode prompt
Submission mode prompt

Global view at iteration ¢

Communication Bus

s Routing index
A Unique agent address

R Address registry

Q; Message queue (FIFO buffer)
H Shared memory (history)

Table 1: Mathematical notation for BusMA components.

Reasoning and Action Selection. Following the
ReAct framework (Yao et al., 2023), each Worker
alternates between reasoning and acting. At itera-
tion ¢, the LLM backbone £ analyzes the current
context (including M; and %;(z)) to produce pri-
vate reasoning rf.)’r;v, capturing how it interprets new
information and selects the next step. Based on
ri," and the available resources, the Worker selects
one of two actions: Act or Call. Act invokes a
tool to gather information or perform operations;

Call posts a shared message to the Bus.

* Act. The Worker identifies a tool 7; € 7; and
configures its execution arguments 6 (e.g., a
file path or a formulated search query). The
Worker executes the tool and receives an out-
put o, = 7;(#). For instance, a search tool
may take a query as 6 and return a list of
publications as the output. The Worker then
updates its local memory with both the private
reasoning and the tool output,

Kt + 1) =90 U 0} (1)
Next, it proceeds to iteration ¢ + 1, reconstruct-
ing its context with P;, the latest Bus message
M;, the peer and tool descriptions (N, 7;),
and the updated local memory K; (7 + 1).

* Call. The Worker chooses a target agent o €
N and generates an action a®! = (@ JaMmisj),
where m;_,; is the shared message. The

Worker formats the message as JSON, and

the Bus parses it for sending it to the target

agent. After posting the message to the Bus,

the Worker suspends its current iteration.
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Figure 2: Overview of the BusMA communication substrate.

To enable high-quality communication, each
Worker frames m;_, ; by selecting a communication
intent. We define four types: discussion for bidi-
rectional information exchange, request for expla-
nation for clarifying ambiguous context, challenge
for questioning results, and guidance for providing
expertise. The Worker pairs the intent with cor-
responding evidence and a focused question (e.g.,
tool output or a detected inconsistency). These four
intent types expand the communication space be-
yond conventional assign-and-return exchanges in
hub-mediated systems. In particular, the challenge
intent allows one agent to question another’s inter-
mediate results, enabling re-examination through
deliberation rather than passive error propagation.

The Worker’s current iteration terminates under
two conditions: (1) the Worker chooses Call, or
(2) the Worker reaches the maximum iteration limit
Thmax- In the second case, the Worker posts a fail-
ure message to the agent that originally activates
it. Appendix A provides an example prompt for
the Worker, including the JSON communication
protocol and formatting requirements.

3.2 Chair Agent

The Chair Agent is a special case of a Worker
agent with Act disabled, serving as the system’s
coordinator and entry point. Unlike existing HMW
and RMP systems, the Chair Agent does not gener-
ate an explicit plan or decompose and assign sub-
tasks upfront. Instead, it initiates collaboration and
synthesizes information from Worker interactions.
BusMA decouples message routing from task syn-
thesis: Workers address specific peers directly on
the Bus, and this peer-to-peer information exchange
completely bypasses the Chair. The Chair does
not use tools (i.e., Tehair = 0, see Figure 2), instead
it operates in two modes with different prompts:

PCOOR for the coordination phase and PSYBM for
chair o ) chair
the submission phase. Appendix A presents the

two-phase prompts for the Chair agent.

Coordination Mode. Atr = 0, the Chair receives
the task and begins coordination using Pcchgi?R. It
reasons over the task description to identify the
first Worker to contact, then issues a Call before
it starts monitoring the shared memory. During
this period, Workers communicate with each other
through Call, exchanging information, critiques,
and requests.

The Chair is reactivated only when a Worker
addresses it. Upon reactivation, the Chair accesses
the shared message (history) H to update its global
view rflljz?r’ , of task progress. Specifically, it iden-
tifies unresolved disagreements, detects missing
evidence or unaddressed questions, and formulates
follow-up requests. Then, the Chair either (i) con-
tinues coordination by calling another agent, or (ii)
outputs a JSON structure with a submit field to
transition to the submission mode.

Submission Mode.  The Chair switches to P3UBM
and generates the final response by synthesizing
the task description and accumulated information.

This is a single-step generation.

3.3 Communication Bus

The communication Bus provides a shared substrate
for agent interaction with three modules: Agent
Registration, Message Routing, and Shared Memory
Management.

Agent Registration. Upon system initialization,
each instantiated agent «; (Workers and the Chair)
is registered to the Bus and assigned a unique
address A;. This creates an address registry
R = {(a;,A;) | @; € N}, enabling agents to
be addressed as message receivers.
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Message Routing. To support seamless collab-
oration, the Bus maintains a dedicated First-In-
First-Out buffer Q; for each agent. When an agent
a; issues a Call and posts a message specifying
a‘jau = (aj,m;-;), the Bus parses the message,
extracts the receiver a, and verifies it against the
registry R. The Bus then augments the message:

ﬁ\li_q'(S) = (mi—)jaIDs S7ai)’ (2)

where ID is a unique identifier, s is the routing
index assigned by the Bus, and a; is the sender.
The Bus pushes 71;_, ; into the receiver queue Q;.
The receiver consumes messages in arrival order.
Upon activation, an agent pops one message from
its queue @Q;, and the remaining messages await
subsequent activations. This design allows an agent
to post messages to multiple receivers concurrently
while maintaining consistency, as each receiver
consumes incoming messages in a strict order.

Shared Memory Management. The Bus main-
tains a shared memory (history) H that stores all
shared messages routed. Each newly sent message
is appended to H in ascending order of its routing
index s (with the unique ID assigned at routing
time), preserving the complete communication his-
tory. When any Worker posts a message to the
Chair, the Bus provides the Chair with access to H,
enabling global progress assessment and synthesis
during coordination.

3.4 Overall Information Flow in BusMA

We propose a new method to organize information at
three levels of granularity (Figure 3). Each Worker
maintains private reasoning rf,rtw in its local mem-
ory K;(t), accumulating intermediate evidence and
tentative conclusions that remain internal unless
made public to the Bus via Call. When a Worker
issues a Call, it publicizes only actionable content
as a shared message m;_,; with a communication

Datasets Modality Domain o 8 @ =
AlgoPuzzleVQA (Ghosal et al., 2025) Vision General v v
Hallusion-VD (Guan et al., 2024) Vision  General v
PuzzleVQA (Chia et al., 2024) Vision General v v
VQA 2.0 (Goyal et al., 2017) Vision General v v
Game of 24 (Lile, 2024) Text Math v 7/
Omni-MATH (Gao et al., 2025) Text Math a4
CLEVR-Math (Dahlgren Lindstrom and Abraham, 2022) Vision Math v/
MathVista (Lu et al., 2024) Vision Math e
GPQA (Rein et al., 2024) Text Knowledge v v v/
MMLU-Pro (Wang et al., 2024) Text Knowledge 4
SciFIBench (Roberts et al., 2024) Vision Knowledge v v
HotpotQA (Yang et al., 2018) Text Knowledge v /7

Table 2: Diversity-oriented tasks. Icons denote required
skills: visual understanding &3, numerical calculation 8,
knowledge retrieval &, and multi-step reasoning 2.

intent ( 3.1) and supporting evidence. Upon each
reactivation, the Chair accesses H to update its
global view rfll::i)r’ .- identifying conflicts, detecting
gaps, and issuing targeted follow-ups. We hypoth-
esize that this separation reduces communication

overhead while preserving coordination coherence.

4 Experimental Setup

4.1 Benchmarks

Following Lu et al. (2025) and Roucher et al. (2025),
we evaluate BusMA on two complementary bench-
mark groups: one prioritizing breadth across modal-
ities and the other emphasizing depth in complex
problem-solving.

Diversity-oriented. We use 12 standard datasets
spanning three categories: (1) Visual Reasoning
(e.g., VQA 2.0), (2) Mathematical Reasoning (e.g.,
Omni-MATH), and (3) Knowledge Retrieval (e.g.,
HotpotQA). Table 2 details the domain, modality,
and required skills for each task. Following Lu et al.
(2025), we adopt a sample size of 200 instances per
dataset and apply their corresponding evaluation
metrics for a fair comparison. Detailed dataset
description is provided in Appendix C.

Complexity-oriented. We use the GAIA (Mialon
et al., 2024) validation set (165 questions). This
benchmark requires agents to combine file parsing,
web browsing, and code execution. Following the
OpenDeepResearch (Roucher et al., 2025) setting,
we report exact-match accuracy.

4.2 Baselines

For diversity-oriented tasks, we evaluate four
general-purpose MA frameworks: Octolools
(Lu et al., 2025) (HMW-style planner—executor),
SmolAgents (Roucher et al., 2025), LangGraph
(LangChain Inc., 2025) (HMW), and AutoGen (Wu
et al., 2024a) (RMP). For the complexity-oriented
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OctoTools SmolAgents LangGraph AutoGen BusMA (Ours) A

AlgoPuzzleVQA 47.5 315 45.5 39.5 60.0 +12.5
Hallusion-VD 73.0 75.5 69.0 69.5 72.5 -3.0
PuzzleVQA 56.5 53.0 55.5 55.5 63.0 +6.5
- VQA 2.0 67.5 3.0 65.0 66.5 75.5 +2.5
= Game of 24 75.0 68.5 62.0 475 88.5 +13.5
fd Omni-MATH 52.0 49.5 41.0 41.0 55.0 +3.0
2 CLEVR-Math 745 72.0 71.0 30.5 71.5 +3.0
8 MathVista 65.0 63.0 53.5 55.5 62.5 -2.5
| GPQA 60.5 54.0 55.5 45.5 56.0 -4.5
MMLU-Pro 68.0 3.0 52.5 59.0 79.5 +6.5
SciFIBench 72.0 66.0 75.0 70.0 76.5 +1.5
HotpotQA 53.5 545 30.5 50.5 57.0 +2.5
Average 63.8 61.1 56.3 52.5 68.6 +4.8
AlgoPuzzleVQA 66.0 555 52.0 37.0 63.0 -3.0
Hallusion-VD 75.5 75.0 74.0 72.0 71.0 +1.5
PuzzleVQA 80.5 72.0 75.0 58.0 76.0 45
< VQA20 715 71.5 75.5 69.5 76.0 -1.5
ET: Game of 24 88.0 89.5 81.5 73.5 96.5 +7.0
22 Omni-MATH 53.5 67.0 50.0 66.0 68.0 +1.0
= CLEVR-Math 89.0 71.5 76.0 57.0 89.5 +0.5
‘£ MathVista 715 67.5 64.5 55.0 79.0 +1.5
& GPQA 68.5 64.5 59.5 64.5 69.5 +1.0
MMLU-Pro 72.0 77.0 62.5 46.0 79.0 +2.0
SciFIBench 81.0 75.5 78.5 54.5 82.5 +1.5
HotpotQA 57.0 54.5 55.0 44.5 59.0 +2.0
Average 73.8 70.1 67.0 58.1 76.3 +2.5

Table 3: Accuracy (%) of MA frameworks across tasks
and models. Bold denotes best method in each task, and
the second best is underlined. A shows the performance
difference between BusMA and the best baseline.

GAIA benchmark, we compare against special-
ized state-of-the-art systems including Magenti-
cOne (Fourney et al., 2024) and OpenDeepResearch
(Roucheretal., 2025). To further isolate the benefits
of MA collaboration, we also include a single-agent
baseline using Gemini-2.5-Flash and Pro with stan-
dard Function Calling. Detailed configurations for
all baselines are provided in Appendix D.

4.3 Implementation Details

We use DeepSeek-V3 (DeepSeek-Al, 2024) and
Gemini-2.5-Flash (Comanici et al., 2025) as LLM
backbone L. Since DeepSeek-V3 does not sup-
port image input, all frameworks evaluated under
the DeepSeek-V3 setting route visual tool calls
to Gemini-2.0-Flash; this mapping is applied uni-
formly across BusMA and all baselines. Following
the principle of role based specialization (Qian
et al., 2024; Zhang et al., 2025b), we instantiate
task specific Workers: a Web Agent for retrieval,
an ImageQA Agent for vision, and a Code Agent
for coding. For GAIA, to isolate the impact of
Worker performance, we adopt the Browser Agent
and file analysis tools from Roucher et al. (2025)
via adapters that map external agent I/O to the Bus
protocol. To ensure fair comparison with baselines
that execute agents sequentially, BusMA is config-
ured to activate only one agent at a time during
experiments. This setting isolates the effect of com-
munication structure from parallelism. We also
compare with a single-agent baseline (Appendix B).
The prompts for each agent are listed in Appendix
A. Hyperparameters are provided in Appendix C.

Methods MA Levell Level2 Level3 Overall
Gemini-2.5-Flash-F/C 30.1 12.7 7.7 17.6
Gemini-2.5-Pro-F/C 39.6 24.1 19.2 28.2
MagenticOne 4 52.8 36.0 15.4 38.2
OpenDeepResearch 4 58.5 43.0 19.2 442
BusMA v 60.3 47.6 26.9 48.5

Table 4: Performance (%) on GAIA. F/C denotes single-
call function calling (non-agentic); MA systems use
Gemini-2.5-Flash. Best is boldfaced.

5 Results

5.1 Diversity Benchmarks

Table 3 shows results across models and tasks.
Overall, BusMA achieves the best average accu-
racy, surpassing the best baseline (OctoTools) by
4.8% with DeepSeek-V3 and 2.5% with Gemini-
2.5-Flash.

In visual reasoning (AlgoPuzzleVQA, Hallusion-
VD, PuzzleVQA, and VQA 2.0), BusMA ranks first
or second in seven of the eight task—backbone com-
binations. Improvements are larger with DeepSeek-
V3 but more modest with the stronger Gemini-2.5-
Flash model, suggesting that, on visual reasoning
tasks, accuracy is mainly determined by the base
model’s image understanding (multimodal) capa-
bility, which additional agent communication is
unlikely to substantially improve.

In mathematical reasoning, BusMA achieves the
best performance in the majority of benchmarks,
including Game of 24, Omni-MATH, and CLEVR-
Math across both backbone models. On MathVista,
it leads with Gemini-2.5-Flash (79.0%) and remains
competitive with DeepSeek-V3. These results sug-
gest that BusMA’s diverse communication intents
enhance iterative verification capability of agents,
potentially mitigating error propagation that com-
monly occurs in HMW and RMP methods (Cemri
et al., 2025).

For knowledge-intensive tasks, BusMA per-
forms strongly on MMLU-Pro, SciFIBench, and
HotpotQA, achieving the best results with both
backbone models. This advantage may stem
from BusMA’s three-level information organiza-
tion: Workers keep outputs from web search tools in
their local memory K; (), externalizing only more
important information. This separation mitigates
long-context overhead, while the Chair’s access to
the shared memory enables synthesis across multi-
ple sources. On GPQA, our method achieves the
best result with Gemini-2.5-Flash but ranks sec-
ond with DeepSeek-V3, indicating sensitivity to
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Configuration PuzzleVQA MathVista GPQA
BusMA (Full) 76.0 79.0 69.5

w/ Manager 71.5 (-4.5) 72.0 (-7.0) 68.0 (-1.5)
w/ SmolAgents Workers 76.0 (+0.0) 77.5 (-1.5) 70.5 (+1.0)
SmolAgents Baseline 72.0 67.5 64.5

Table 5: Ablation study results (%). w/ Planner Chair
replaces the Chair agent with the Manager agent, a task
decomposition planner. w/ SmolAgents Workers substi-
tutes BusMA Workers with those from SmolAgents.

settings where retrieval provides limited support.
In such cases, Workers may make mistakes, which
can mislead the Chair’s co-ordination.

Gemini-2.5-Flash outperforms DeepSeek-V3,
consistent with prior work (Comanici et al., 2025).
However, BusMA yields larger relative improve-
ment with DeepSeek-V3, suggesting better gains
when the base model is weaker.

5.2 GAIA Benchmark

Table 4 shows the performance across GAIA dif-
ficulty levels. Single-model baselines Gemini-
2.5-Flash-FunctionCalling and Gemini-2.5-Pro-
FunctionCalling substantially underperform all MA
systems, achieving 17.6% and 28.2% respectively,
suggesting that architectural design rather than
model capacity is critical for tackling complex
tasks. More specifically, BusMA achieves 60.3%,
47.6%, and 26.9% accuracy for Levels 1, 2, and 3
respectively, with 48.5% overall. This corresponds
to a 4.3% improvement over OpenDeepResearch.
Notably, BusMA achieves a larger lead on Levels
2 and 3 (4.6% and 7.7%), which require more ad-
vanced reasoning and complex collaboration. This
highlights BusMA’s ability to provide effective solu-
tion paths. Moreover, despite using the exact same
Browser Agent as OpenDeepResearch, BusMA still
outperforms the latter across all levels, indicating
that the improvement is not solely attributed to
the Browser Agent, but associated with the Chair’s
coordination and the Bus modules for Message
Routing and Shared Memory Management.

6 Analysis

6.1 Ablation Study

We conduct an ablation study to analyze the con-
tributions of BusMA’s core components. We se-
lect one representative benchmark from each do-
main: PuzzleVQA (visual reasoning), MathVista
(mathematical reasoning), and GPQA (knowledge

Step 1: Chair Discussion
Reason Requires domain knowledge; no tools available.
CaLL Delegate to Web agent for symmetry search.
Step 2: Web Discussion
ReasoN  Search symmetry for each candidate.
Act GoogleSearch(“triisopropyl borate

symmetry”)
CALL Triisopropyl borate has C3h. X Error
Step 3: Chair Submit

Reason Cannot verify; select higher confidence option. X Propagated
CaLL Submit A.

Table 6: Error case from GPQA. Query: Which molecule
has C3h symmetry? Correct: C. Output: A.

retrieval). We use Gemini-2.5-Flash for all the
experiments. Table 5 shows the results.

First, the w/ HMW Manager setting converts
BusMA into HMW by replacing the Chair with a
Manager. Following Wu et al. (2024a) and Roucher
et al. (2025), we modify the Chair’s coordination
mode prompt to function as a centralized coordi-
nator that assigns tasks and collects results (see
Appendix A), and disable communication among
Workers. This restricts Workers to passive execu-
tors unable to initiate peer-to-peer communication
for critique or error correction. The accuracy drop
of 1.5 to 7.0 percentage points across tasks supports
the effectiveness of BusMA’s communication and
coordination design.

Second, we replace BusMA’s Worker implemen-
tation with the SmolAgents Worker implementation
(Roucher et al., 2025) as described in Section C
(w/ SmolAgents Workers), while keeping the Chair
and communication substrate unchanged. We ob-
serve that performance remains close to the original
BusMA (within 1.5%), yet this variant exceeds Smo-
1Agents by 4.0% to 10.0% across tasks. This gap
indicates that the agents communication accounts
for the majority of BusMA’s improvement, suggest-
ing robustness to different Worker implementations.

6.2 Qualitative Analysis

Figures 4 and 5 show communication trajectories of
BusMA and the best-performing baseline SmolA-
gents on the same Omni-MATH problem. BusMA
tackles this task with two agents: the Chair and the
Code Agent. The Chair discusses with the Code
Agent about required calculations and requests the
Code agent to provide a more detailed explanation
after receiving an unreliable response. Looking at
the full communication trajectory of BusMA (Table
8 in Appendix E), the Chair also guides the Code
Agent to validate candidate answers using simple
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Reason

This is a problem related
to... | should ask aresult, but it seems
CodeAgent for help. too complicated...
Call Call

: [CodeAgent]
Message: Three
distinct vertices are

Reason
The CodeAgent provided

: [CodeAgent]
Message: Could you
please explain the reasoning

Reason
The CodeAgent provide result,
but it seems too complicated...

Call

Reason

When 2n+1 > 3, the
probability that a randomly
chosen triangle contains the
origin in its interior is given by
(n+1)/(4n-2) for

n>1... However, for n>1, we
have (n+1)/(4n-2)

Call

Submit
For n > 1, the probability Q
is (n+1)/(4n-2).

Receiver: [CodeAgent]
Message: please calculate the
probability using the formula
(n+1)/(4n-2) for n=1, explain
why the result might be
incorrect for the problem? Can
you also verify with another
method if the result is wrong?

...a series of

'5 chosen at Random from behind the formula? Also,

6 the vertices of a given explicitly state the formula used
regular polygon of and how it was derived with a
2n+1 sides.. step- by-step explanation.

******* Discuss - - - -Discuss - - Require Explanation - - -
Reason Reason

= I can use the formula The initial formula | provided, 3n

S 2 which is 3n / (4n2+ 6n +2) / (4n"2 + 6n + 2), appears to be

22 call incorrect based on

[ol) my derivations and calculations...

5 & def

82 calculate_probability(n): Act
return (3*n) / (2*(2*n+1)* -

g""l)) call
C R .
e o Receiver: [Chair]
Receiver: [Chair] Message: ... 0

Message: 'The
probability is
\frac{3n{4n"2+6n+2}'

interactions

Reason

| need to calculate probability
using the formula (n+1)/(4n-2)
for n=1, explain why it might be
incorrect, and verify using
another method.

Act

print("= [(2n+1)(2n)(2n-1) / 6] -
[(2n+1)n(n-1) / 2]")

print("= (2n+1)[(2n)(2n-1) -
3n(n-1)] / 6")..

Call

Receiver: [Chair]

Message: when n=1,

the polygon has 2n+1 = 3 Sides

Figure 4: BusMA communication trajectory for answering a question from Omni-MATH: Three distinct vertices are
chosen randomly from the vertices of a regular polygon with (2n+1) sides; what is the probability that the center lies
inside the triangle formed by the three chosen vertices? The full trajectory is provided in Table 8.

test cases (1, 2 and 3), while the Code Agent chal-
lenges the Chair’s hypotheses when appropriate.
Although both agents initially make errors, iterative
interaction yields the correct solution and a brief
reflection on the causes of failure. By contrast, for
SmolAgents, the Manager generates an incorrect
answer and delegates to a Code Agent. Howeyver, it
only collects feedback without enabling two-way
communication, so the initial error persists. Apart
from the ablation study in 6.1, this further high-
lights the main difference between our Chair Agent
acting as primus inter pares with Workers compared
to standard HMW managers. Appendix G provides
an analysis of over-specialization in CLEVR-Math.

6.3 Error Analysis

Table 6 presents a failure case from GPQA where
BusMA produces an incorrect answer due to er-
roneous retrieval (a detailed analysis is provided
in Appendix F). Based on the GoogleSearchTool
retrieval outputs, the Web Agent incorrectly claims
that triisopropyl borate has C3h symmetry (it actu-
ally belongs to C3, lacking the horizontal mirror
plane), while providing only speculative informa-
tion for the correct answer. The Chair, lacking
access to GoogleSearchTool, cannot independently
verify the Web Agent’s claims and thus selects the
option presented with higher confidence. This case
highlights a limitation of Worker heterogeneity:
when specialized tools are exclusively assigned to
specific agents, other agents have no means to cross-
validate their outputs, allowing retrieval errors to
propagate undetected.

Tried direct i i to
= Total triangles: C(2n + event Problem statement
S 1,3 Counts no-center triangles Regular (2n + 1)-
‘é Tries a vertex-order instead Uses semicircle gon P(center inside  gybmitted
g test for "center inside" criterion (3 vertices in one triangle of 3random |/ (@n-1)
Derivation stalls (no open semicircle) Hands vertices)
closed form) counting to CodeAgent Answer in n 0
ffffffffffffffffffffffffffffffffff Task Allocation — - - - - = = — -
i Counting
‘é’, Calculates total triangles as 0
g C(2n+1,3)=(2n+1)(2n)(2n -
< 1)/ 6 Returned
(@] 1-(n-1)/(2n-1)=n/(2n-1)

Figure 5: SmolAgents communication trajectory for the
same Omni-MATH task in Figure 4.

7 Conclusion

We introduced BusMA, a communication substrate
that enables agents to directly address specific peers
through a shared channel, supporting four communi-
cation intents: discussion, challenge, guidance, and
request for explanation. BusMA features Worker
Agents that can reason, act, and communicate, a
Chair Agent that monitors shared memory to facili-
tate convergence, and a Bus with agent registration,
message routing, and shared memory management
modules. Extensive experiments across 13 tasks
spanning visual reasoning, mathematical reasoning,
and knowledge retrieval demonstrate that BusMA
consistently outperforms state-of-the-art HMW and
RMP methods. In future work, we plan to ex-
tend agents to incorporate confidence estimation,
allowing them to identify and mitigate informa-
tion asymmetry. We also aim to evaluate BusMA
on tasks such as WebWalkerQA (Wu et al., 2025)
that require coordinating more agents and longer
reasoning chains to further assess its scalability.
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Limitations

BusMA improves collaboration through interaction
but does not enhance an LLM’s underlying capabil-
ities. In visual reasoning tasks where perception is
the bottleneck, additional exchanges may introduce
noise, yielding smaller gains or regressions. A core
limitation is error propagation through the shared
memory. When external tools provide incomplete
or wrong evidence, Workers may produce mislead-
ing messages that bias the Chair’s synthesis, as seen
in our weaker GPQA results. Tool heterogeneity
compounds this issue: agents often cannot verify
outputs from unfamiliar tools, allowing errors to
spread. Confidence-aware arbitration with conflict
detection could help address this.

The tasks used in our experiments typically in-
volve coordination among only 2-3 agents. Widely
used multi-agent benchmarks do not yet require
large-scale agent collaboration, and prior work has
found that increasing the number of agents does not
necessarily improve task performance. Architec-
turally, BusMA does not impose structural barriers
to scaling: each agent receives a unique address and
the shared memory grows linearly with the num-
ber of routed messages. As the number of agents
increases, the shared memory accumulates more
messages and the Chair must synthesize longer
communication histories, creating bus contention.
Hardware bus mechanisms such as blocking replies,
arbitration protocols, and priority scheduling are be-
yond the scope of this work. In future work, we plan
to include these features to enable synchronization
in larger-scale scenarios.
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A System Prompts

Here, we provide the prompts used in our experiments for reproducibility. Each box contains the system
prompt for the corresponding agent.

Prompt A: Abstract Prompt

Role
You are a focused analysis assistant within a multi-agent system. You analyze tasks, use tools,
and communicate findings precisely.

Team Structure
You work collaboratively with the following agents:
<Available Agents>

Communicate in different types
<discussion, Request for explaination, challenge, guidance>

Working Framework
Follow a Reason-act-call loop:
1) Think 2) Act (tool call) 3) Observe 4) Iterate 5) Call

Output (JSON-only)

{
"thought”: "<reasoning, strategy, next steps>",
"action”: { "tool"”: "<tool_name>", "parameters": {} },
"calling": false,
"message”: ""

}

## Available Tools
{{TOOLS}}

## Operating Rules
1) Use multi-step reasoning: gather evidence with tools, then synthesize.
2) Tool outputs arrive next turn.
3) JSON-only output; no extra text.
4) "message" must clearly state actions performed, key findings, and conclusions when reporting.
5) Decompose complex tasks into focused tool calls.
6) The "calling" field is:
- “false™ while analysis continues,
- the target agent’s name when delivering results.

Prompt B: Chair Agent Coordination Mode

You are ChairAgent, the main coordinator of a multi-agent system that solves complex tasks.
Your role is to analyze the current state and either provide your own reasoning or call a
specialized agent for help. Solve the task step by step;

Communicate in different types

<Discussion, Request for Explanation, Challenge, Guidance>

MAIN TASK:
${task}
Image: ${image_path}

If the image path is provided, this is a visual question. First, reason through it yourself step
by step; if you are not sure, ask ImageAgent for help.

First, review your reasoning history and agents' responses:
${responses}

Your teammates:
<Available agents>

660



For every step, you must repeat the reasoning-and-calling process. Avoid unnecessary repetition.
Finally, submit when you think you have the answer.

PROVIDE REASONING:
Output your reasoning as a JSON object:

{

"thought”: "Your own reasoning”

b

CALL AN AGENT:

OQutput your call as a JSON object:
{
"receiver":
"message”:
"parameters”: {}

}

nn
’

nn

SUBMIT FINAL ANSWER:
When you have enough information to complete the task:

{
"calling”: "Submit”

3

Prompt C: Chair Agent Submission Mode

You are the main coordinator of a multi-agent system that breaks down complex tasks into
manageable subtasks. Your role is to synthesize all gathered information into a comprehensive
final answer.

INITIAL TASK:
${main_task}

Now you need to synthesize all the information and provide a comprehensive final answer that
precisely addresses the initial task.

COLLECTED FACTS AND RESULTS:
${message}

Your task is to:
1. Review all the information from message and confirmed facts
2. Synthesize a complete answer to the original task

OQutput your answer as a JSON object with this structure:

{
"reasoning”: "",
"final_answer":

nn

}

Prompt D: ImageQA Agent

You are a professional image analysis assistant, a specialized sub-agent within a multi-agent
system. Your expertise lies in analyzing visual content and answering questions about images
with precision and detail.

Team Structure

You work collaboratively with the following agents:
<Available Agents>

Communicate in different types

<Disscusion, Request for explaination, Challenge, Guidance>

Working Framework
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Follow a Reason-act-call loop:
1) Think 2) Act (tool call) 3) Observe 4) Iterate 5) Call

Output Format
Every response must be a JSON object with this exact structure:

{
"thought": "<reasoning, strategy, next steps>",
"action”: { "tool"”: "<tool_name>", "parameters”: {} },
"calling": false,
Ilmessage”: nn

3

Available Tools

{{TOOLS}}

Core Principles

1. Multi-step reasoning is mandatory: Always perform at least two steps - first call tools to
gather information, then synthesize findings

2. Tool feedback timing: When you call a tool, you receive its feedback in the next interaction
cycle

3. JSON-only output: Never output text outside the JSON structure

Prompt E: Web Agent

You are a professional web search and information retrieval sub-agent. Find, analyze, and
synthesize accurate, up-to-date knowledge.

Team Structure

You work collaboratively with the following agents:
<Available Agents>

Communicate in different types

<Disscusion, Request for explaination, Challenge, Guidance>

Working Framework
Follow a Reason-act-call loop:
1) Think 2) Act (tool call) 3) Observe 4) Iterate 5) Call

Output (JSON-only)

{
"thought": "<reasoning, strategy, next steps>",
"action”: { "tool": "<tool_name>", "parameters”: {} },
"calling": false,
"message”: ""

}

Available Tools

{{TOOLS}}

Search Strategy

Keyword optimization: compress to core terms; use domain terms.
Progressive refinement: overview — focused aspects — verification.
Decompose complex queries into sub-queries.

In thought: state strategy, interim understanding, next probes, gaps.

Prompt F: Code Agent

You are a coding assistant. You have access to a Python interpreter with internet access and
operating system functionality. You work hard to solve tasks.
You work in a team and communicate with other agents to solve tasks.

Team Structure
You work collaboratively with the following agents:
<Available agents>
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Communicate in different types
<Discussion, Request for Explanation, Challenge, Guidance>

When given a task, proceed step by step to solve it. At each step:
Thought: Briefly explain your reasoning and what you plan to do next.
Code: Provide Python code that implements your plan. If relevant,
OQutput Format

At each step, output a JSON object in the following format:
Ethought”: "Your thought here.”,

"code"”: "Your Python code here."

3

When you think you have the answer, output a JSON object in the following format:
{

"thought”: "Final summary of the solution”,
"receiver”: "AgentType",

"message”: "Your response with natural language”
}

Guidelines for Writing Code

Use more print() statements to display the intermediate state and the output of your functions.
What you submit should be based on what you print and output.

Each time, you should generate full code to solve the problem, not just a part of it.

Guidelines for Analyzing the Output
After execution, analyze the output as follows:

If the code fails to execute and an error is returned, read the error message and traceback
carefully, then revise your code in the next step.

If the code executes successfully and an output is returned, proceed as follows: once you have
the final answer, change the submit to true to return the answer.

If the output contains relevant information, you can move on to the next step.

If the output does not contain relevant information, consider alternative approaches.

Prompt G: Ablation Study: w/ HMW Manager

You are manager, the main coordinator of a multi-agent system that solves complex tasks.

Your role is to (1) analyze the current state, (2) dynamically decompose the task into small
subtasks, (3) assign them to specialized agents, (4) track progress and incorporate feedback,
and (5) synthesize the final answer. You should avoid doing detailed subtask work yourself;
instead, delegate early and iterate based on agent feedback. Solve the task step by step.

MAIN TASK:
${task}
Image: ${image_path}

If the image path is provided, this is a visual question. First, reason through it yourself step
by step; if you are not sure, ask ImageAgent for help.

Your teammates:
<Available agents>
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For every step, You have to repeat the reasoning and calling process, you can't repeat. At last,
submit if you think you get the answer.

CALL AN AGENT:
Output your call as a JSON object:
{

"receiver”: ,
"message”: ",
"parameters”: {3}

3

SUBMIT FINAL ANSWER:
When you have enough information to complete the task:

{
"calling”: "Submit”
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B Single-Agent Baseline Comparison

To isolate the benefits of multi-agent collabora-
tion, we compare BusMA with a single-agent base-
line built on the SmolAgents framework (Roucher
et al., 2025), using Gemini-2.5-Flash with the same
toolset as BusMA Workers. Table 7 presents the
results across all 12 diversity-oriented tasks.

Task Single Agent BusMA A

AlgoPuzzleVQA 63.5 63.0 -0.5
Hallusion-VD 76.0 77.0 +1.0
PuzzleVQA 79.0 76.0 -3.0
VQA 2.0 74.0 76.0 +2.0
Game of 24 78.0 96.5 +18.5
Omni-MATH 65.5 68.0 +2.5
CLEVR-Math 79.0 89.5 +10.5
MathVista 66.0 79.0 +13.0
GPQA 65.0 69.5 +4.5
MMLU-Pro 76.5 79.0 +2.5
SciFIBench 77.5 82.5 +5.0
HotpotQA 455 59.0 +13.5
Average 70.5 76.3 +5.8

Table 7: Single-agent baseline vs. BusMA (Gemini-2.5-
Flash). A denotes the improvement of BusMA over the
single agent.

BusMA outperforms the single agent on 10 of
12 tasks with an average improvement of 5.8 per-
centage points. The largest gains appear on tasks
with verifiable intermediate steps, such as Game of
24 (+18.5%), HotpotQA (+13.5%), and MathVista
(+13.0%), where peer verification through com-
munication intents effectively aids iterative error
correction. On visual reasoning tasks such as Al-
goPuzzleVQA (—0.5%) and PuzzleVQA (-3.0%),
performance is comparable or slightly lower. This
is consistent with our finding in Section 5: accu-
racy on these tasks is primarily bounded by the
base model’s multimodal perception capability, and
they lack verifiable intermediate steps for peer cor-
rection, so additional inter-agent communication
provides limited benefit.

C Experimental Setups

C.1 Benchmark Details

To ensure a comprehensive evaluation, we catego-
rize the diversity-oriented benchmarks as follows:

Visual Reasoning. This category includes Algo-
PuzzleVOA (Ghosal et al., 2025), Hallusion-VD
(Guan et al., 2024), PuzzleVQA (Chia et al., 2024),
and VQA 2.0 (Goyal et al., 2017). These tasks

require aligning visual inputs with complex textual
queries.

Mathematical Reasoning. This category in-
cludes Game of 24 (Lile, 2024), Omni-MATH (Gao
et al., 2025), CLEVR-Math (Dahlgren Lindstrom
and Abraham, 2022), and MathVista (Lu et al.,
2024). These assess multi-step calculation and
logical deduction.

Knowledge Retrieval. This category includes
GPQA (Rein et al., 2024), MMLU-Pro (Wang et al.,
2024), SciFIBench (Roberts et al., 2024), and Hot-
potQA (Yang et al., 2018), focusing on retrieval and
factual synthesis.

C.2 Third-Party Integration Implementation

To incorporate external agents (e.g., from Smo-
lAgents), BusMA provides lightweight adapters.
These adapters implement three core methods to
bridge the external agent’s native protocol with the
BusMA communication Bus:

register_agent. This method assigns the exter-
nal agent a unique address on the Bus and records
it in the registry.

receive_message. This method listens for Bus
messages directed to the specific agent address,
extracts the relevant content, and queues it for the
agent’s native processing loop.

handle_message. This method invokes the
agent’s native execution method with the extracted
inputs. It then captures the agent’s output and pack-
ages it back into a standardized Bus-compatible
message frame.

C.3 Model Configuration

We prioritize unified settings. For DeepSeek-V3,
since it does not natively support image inputs, all
visual question answering components (e.g., inside
the ImageQA Agent) are handled by Gemini-2.0-
Flash, configured with identical temperature and
reasoning parameters to ensure consistency.

C.4 Diversity Benchmarks
C.4.1 Agent Setup

Chair Agent. The Chair Agent serves as the
coordinator with a maximum of 10 iterations and
no tools available.

ImageQA Agent. The ImageQA Agent is
equipped with ImageQATool for image analysis
with a maximum of 5 iterations.
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Web Agent. The Web Agent retrieves informa-
tion from the internet using GoogleSearchTool and
WikiSearchTool with a maximum of 5 iterations.

Code Agent. The Code Agent generates code
to handle mathematical problems and statistical
computations by outputting code during Act and
receiving execution results at the next iteration. The
maximum number of iterations is set to 5.

C.4.2 Tool Setup

We used the following tools in our experiments.
Their implementation and parameters are the same
as those in the baseline.

ImageQATool. The ImageQATool analyzes im-
ages through two parameters: image_path speci-
fying the file path of the image and question con-
taining the query about the image, where the tool
makes a single model call using the question as the
prompt along with the uploaded image and returns
the model’s response as its output.

WikiSearchTool. The WikiSearchTool retrieves
Wikipedia articles through a query parameter that
specifies the search term, returning both the search
results list and the extracted content from the first
matching Wikipedia page. Its implementation is
based on the wikipedia package version 1.4.0.

GoogleSearchTool. The GoogleSearchTool per-
forms web searches through two parameters: query
for the search text, utilizing the Google Custom
Search API to retrieve a list of search results con-
taining the title, URL link, and snippet for each
result.

CodeExecution. The CodeExecution tool re-
ceives code generated by the Code Agent, creates a
temporary directory to execute the code, and returns
the execution results.

C.5 GAIA

C.5.1 Agent Setup

Chair Agent. The Chair Agent serves as the
coordinator with a maximum of 10 iterations and
no tools available.

Browser Agent. The Browser Agent, integrated
from OpenDeepResearch, employs GoogleSearch-
Tool for basic retrieval operations and multiple
coordinated BrowserTools for webpage browsing,
with a maximum of 20 iterations.

File Agent. The TextInspectorTool from Open-
DeepResearch is integrated through the SmolAgents
framework to enable browsing and inspection of
local files. The maximum number of iterations is
set to 12.

Code Agent. The Code Agent generates code
to handle mathematical problems and statistical
computations by outputting code during Act and
receiving execution results at the next iteration. The
maximum number of iterations is set to 12.

D Baselines Details

Here we present details of baseline models for
clarity and reproducibility.

D.1 Diversity Benchmarks

OctoTools. OctoTools (Lu et al., 2025) is an
open-source agentic framework for complex
reasoning across diverse domains that requires
no training, offers user-friendly operation, and
supports easy extension. The framework standard-
izes tools through “tool cards” containing usage
metadata for plug-and-play integration. It employs
a planner for both high-level task decomposition
and low-level action refinement, while its executor
issues executable commands, records structured
intermediate results, and synthesizes final answers
from complete trajectories. We use package
version 1.0.0 with a two-agent configuration
comprising a Planner and an Executor, with the
step budget set to 50. While preserving Octolools’
fundamental reasoning capabilities, we augment
it with four tools: Image_Captioner_Tool,
Wikipedia_Knowledge_Searcher_Tool,
Google_Search_Tool, and
Python_Code_Generator_Tool, alongside the
base Generalist_Solution_Generator_Tool.

SmolAgents. SmolAgents (Roucher et al., 2025)
is a lightweight, open-source Python library for
building and running agents with minimal code,
while remaining model-, tool-, and modality-
agnostic. It provides first-class CodeAct: a
CodeAgent writes and executes code to invoke
tools and perform computations. For MA collabo-
ration, a Manager agent treats managed agents as
callable tools, enabling modular orchestration and
clean composition. We use package version 1.8.0
with a four-agent configuration comprising Man-
ager, Code Agent, ImageQA Agent, and Web Agent.
The Manager has a maximum deployment di-
mension of 10, whereas all other agents are set
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to 5. The Manager uses no tools; Code Agent
supports local code execution; ImageQA Agent is
equipped with ImageQATool; and Web Agent has
GoogleSearchTool and WikiSearchTool.

LangGraph. LangGraph (LangChain Inc., 2025)
is a Python library for building stateful, multi-actor
applications with LLMs, enabling developers to
create complex agent workflows using graph-based
orchestration. For MA systems, LangGraph im-
plements a Supervisor architecture where a central
coordinator agent manages task distribution and
orchestrates specialized Workers, treating each as a
distinct node in the execution graph. We use pack-
age version 0.3.21 with a four-agent configura-
tion comprising Supervisor, Code Agent, ImageQA
Agent, and Web Agent. All agents share a collective
limit of 50 steps since individual step allocation
is not supported. The Supervisor uses no tools;
the Code Agent supports local code execution; the
ImageQA Agent is equipped with ImageQATool;
and the Web Agent has GoogleSearchTool and
WikiSearchTool.

AutoGen. AutoGen (Wu et al., 2024a) is an open-
source framework for building LL.M applications
through conversational MA systems, where agents
collaborate via structured dialogue to solve com-
plex tasks across diverse domains. It provides
customizable agents that operate in various modes
combining LLLMs, human inputs, and tools, with
both natural language and code serving as program-
ming interfaces for defining flexible interaction
patterns. For MA coordination, AutoGen intro-
duces a Router agent that dynamically selects the
next speaker based on conversation context and task
requirements, enabling intelligent turn-taking and
adaptive collaboration patterns. We use package
version @. 7. 3 with a four-agent configuration com-
prising Router, Code Agent, ImageQA Agent, and
Web Agent. All agents share a collective limit of 50
steps. The Router uses no tools; the Code Agent
supports local code execution; the ImageQA Agent
is equipped with ImageQATool; and the Web Agent
has GoogleSearchTool and WikiSearchTool.

D.2 GAIA

Gemini FunctionCalling. Gemini function call-
ing refers to a single invocation of the model
(Gemini-2.5-flash, Gemini-2.5-pro). Based on the
Gemini API’s function-calling capability, we regis-
ter three functions: GoogleSearch, which sends the
given query to the Google Custom Search API (top-

k = 5); CodeExecution, which runs code generated
by Gemini and returns the result; and FileExecu-
tion, which parses a local file into text and feeds
it back to Gemini. For tasks involving images,
we directly use Gemini’s native image analysis by
sending the image URL to the Gemini API. We set
the temperature to 1.0 and cap the maximum output
length at 8,192 tokens. For Gemini-2.5-Pro, we set
reasoning_effort to low.

MagenticOne. MagenticOne (Fourney et al.,
2024) is a high-performing open-source agentic
system that employs an MA architecture to solve
complex tasks across diverse scenarios, developed
from AutoGen. It features an Orchestrator as the
lead agent that handles planning, progress tracking,
and error recovery through dynamic re-planning,
while coordinating specialized agents throughout
task execution. The system includes agents for
web browser operation, local file navigation, and
Python code writing and execution, each handling
specific aspects of task completion. We use pack-
age version @.7.3 and set the maximum steps to
120.

OpenDeepResearch. OpenDeepResearch
(Roucher et al., 2025) is an advanced agentic
system built on the SmolAgents framework,
designed to tackle complex general agentic
tasks through hierarchical MA collaboration and
comprehensive information processing capabilities.
It implements a manager-worker architecture where
the Manager agent formulates plans, decomposes
complex tasks into subtasks, and directly handles
local file parsing and analysis. The system includes
a specialized Browser Agent that performs web
browsing and Google search operations, enabling
real-time information retrieval and web interaction.
We use package version 1. 8.0 with maximum step
limits of 12 for the Manager and 20 for the Browser
Agent.

E Qualitative Analysis

This section provides a detailed analysis of the
communication trajectories illustrated in Figure 4
and 5, and Table 8, complementing the qualitative
analysis in Section 6. We compare how BusMA
and the best-performing baseline SmolAgents solve
the same problem from the Omni-MATH task:
computing the probability that the center of a regular
polygon lies inside the triangle formed by three
randomly chosen vertices.
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BusMA Communication Trajectory. Table 8
presents the complete BusMA communication tra-
jectory. In Step 1, the Chair receives the task and
initiates collaboration by posting a discussion mes-
sage to the Code Agent via the Bus. The Code Agent,
activated by this message, reasons over its local
memory and returns a formula in Step 2. However,
the Chair Agent, upon accessing the shared memory,
identifies uncertainty in the response. Rather than
accepting the result, the Chair posts a request for
explanation in Step 3, asking the Code Agent to
provide detailed reasoning. This triggers the Code
Agent to re-examine its derivation, leading to a cor-
rected formula in Step 4. In Step 5, the Chair posts
a guidance message, instructing the Code Agent
to validate the candidate answers using simple test
cases. The Code Agent executes this validation and
reports in Step 6 that one formula appears correct
for n = 2,3 but fails for n = 1. Steps 7-10 illus-
trate iterative back-and-forth exchanges: the Chair
continues to discuss alternative derivations, while
the Code Agent challenges the Chair’s hypotheses
when appropriate. Although both agents initially
make errors, this iterative interaction enables mu-
tual correction. Finally, in Steps 11-13, the Code
Agent explicitly computes the n = 1 case and iden-
tifies a limitation of the formula, leading the Chair
to synthesize the final answer with an appropriate
edge-case caveat. This trajectory demonstrates how
BusMA’s four communication intents—discussion,
challenge, guidance, and request for explanation—
enable iterative verification and error correction
through peer-to-peer communication via the Bus.

SmolAgents Communication Trajectory. Fig-
ure 5 shows the SmolAgents trajectory on the same
problem. The Manager agent generates an answer
and delegates to the Code Agent. However, the
Manager only collects the Code Agent’s result with-
out enabling two-way communication. The Code
Agent, restricted to a passive executor, cannot ini-
tiate a challenge or request for explanation to
question the Manager’s initial assessment. As a
result, the initial error propagates and persists in
the final output.

F Error Analysis

This section provides a detailed analysis of the fail-
ure case presented in Table 6, complementing the
error analysis in Section 6. We examine a represen-
tative failure from the GPQA task to illustrate a key
limitation of BusMA: error propagation through

the shared memory when tools provide incorrect
evidence.

GPQA Failure. Table 6 presents a failure case
where BusMA produces an incorrect answer due
to erroneous retrieval. The task requires determin-
ing which molecule has C3h symmetry from four
options. In Step 1, the Chair receives the task and
identifies that it requires knowledge of molecular
point group symmetry. Since the Chair does not use
tools (i.e., Tchair = 0, as described in Section 3.2),
it initiates collaboration by posting a discussion
message to the Web Agent via the Bus, requesting
symmetry information for each molecule.

In Step 2, the Web Agent, equipped with Google-
SearchTool and WikiSearchTool, retrieves infor-
mation and returns results to the Chair. However,
the Web Agent incorrectly reports that triisopropyl
borate has C3h symmetry, while providing only
speculative information (“can exhibit” or “plausi-
ble”) for the other candidates. In reality, triisopropyl
borate belongs to the C3 point group and lacks the
horizontal mirror plane required for C3h symmetry.

In Step 3, the Chair accesses the shared memory
to synthesize the final response. Since the Web
Agent stated one answer with high confidence while
describing others with uncertainty, the Chair selects
the option presented as definitive. The Chair can-
not independently verify the Web Agent’s claims
because it has no access to web search tools. As
a result, the retrieval error propagates through the
shared memory to the final output.

This case highlights a limitation of Worker het-
erogeneity: when specialized tools are exclusively
assigned to specific agents, other agents have no
means to verify their outputs, allowing errors to
propagate unchallenged. Unlike the qualitative
analysis case in Table 8, where the Chair Agent
could challenge or request for explanation from
the Code Agent to trigger re-examination, factual
retrieval errors are difficult to detect without inde-
pendent verification capabilities. This suggests that
confidence-aware arbitration with conflict detection
could help address such limitations, as noted in the
Limitations section.

G CLEVR-Math Over-Specialization
Analysis

Our trajectory analysis reveals a practical insight:
fine-grained role division can suppress an LLM’s
inherent reasoning capability, introducing unneces-
sary communication overhead. We illustrate this
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Step Agent Reason Message Intent
1 Chair Agent  This is a probability problem related to geometry...  Three distinct vertices are chosen at random from Discussion
I will give the full task to Code Agent. the vertices of a given regular polygon of (2n + 1)
sides...
. . . o e s 3In 3n . .
2 Code Agent  Final summary of the solutl}on.'The probablhty that  The probability is wZronss O AT (D) Discussion
the center of the polygon lies in the interior of the
triangle...
3 Chair Agent ~ The Code Agent provided a result, but lam not sure ~ Could you please explain the reasoning behind the ~ Request for Explanation
if it is correct... I will try a smaller case... formula you provided? Also, explicitly state the
formula used and how it was derived.
4 Code Agent  The initial formula I provided appears to be incor- ~ The formula zmﬁ# is incorrect. The correct Discussion
rect based on my derivations... formula is 4'::;12 , derived as follows: [detailed
steps...]
5 Chair Agent ~ The Code Agent provided two different formulas... ~ Please verify the two formulas for n = 1,2, 3. Guidance
I need to verify which formula is correct. Compare with known answer or provide a simula-
tion.
6 Code Agent 1 will test the two formulas for n = 1,2,3 and  Conclusion: Formula 2, (n+1)/(4n—2), appears Discussion
compare with known answers. to be correct forn = 2,3, butnotn = 1...
7 Chair Agent  The Code Agent compared formulas and simula-  Can you re-derive the formula, focusing on express- Discussion
tions, but n = 1 is concerning... ing it as n/(4n — 2), and provide a proof?
8 Code Agent I need to re-derive the formula and try to express it~ Itis not possible to re-derive the formulaas n/ (4n— Challenge
asn/(4n -2)... 2). The correct formulais (n+ 1)/(4n — 2).
9 Chair Agent  Let us re-examine the case n = 1... the formula ~ Can you provide an alternative proof for (n + Challenge
seems to give 1 but the polygon is just a triangle. 1)/(4n —2), focusing on combinatorial arguments
and symmetry?
10 Code Agent I need to provide a simplified derivation using  Simplified derivation: Total triangles = (2"; 1), Discussion
combinatorial arguments... triangles not containing center = (2n + 1) (3), so
probability = (n+ 1)/(4n - 2).
11 Chair Agent  The Code Agent simplified the derivation but the ~ Could you compute explicitly for n = 1 and explain Discussion
n = 1 case is still problematic. why the result might be wrong?
12 Code Agent I need to compute for n = 1 and check carefully... For n = 1, the polygon is a triangle, so the only Discussion
triangle is the polygon itself, and the center is not
strictly inside. So probability is 0, while the formula
gives 1.
13 Chair Agent ~ The Code Agent confirms that for n = 1, the  Final submission: For n > 1, the probability is Submit

formula gives 1 but the actual probability is 0. This
indicates a limitation of the formula.

(n+1)/(4n — 2); for n = 1, the probability is 0.

Table 8: Full BusMA communication trajectory for the input: Three distinct vertices are chosen at random from the
vertices of a regular polygon with (2n+1) sides; what is the probability that the center lies inside the triangle formed
by the three chosen vertices? Each step shows the agent, their reasoning, the message sent, and the communication

intent.
Step  Agent Action to delegate should be driven by task complexity
1 ImageQA Agent  Counts 2 total balls, I cyan. and the availability of verifiable intermediate steps,
2 Code Agent Executes Python script for 2 — rather than by default role assignment.

1=1.

Table 9: CLEVR-Math trajectory: the Code Agent is
invoked for a trivial subtraction.

with a CLEVR-Math instance (task: “Subtract all
cyan balls. How many balls are left?”) in Table 9.

While fine-grained role division is common prac-
tice, forcing LLMs to delegate trivial mathematical
operations to a specialized tool-agent increases
the number of inter-agent messages and tool in-
vocations, adding coordination overhead without

improving correctness.

This suggests that fine-

grained role division is not uniformly beneficial
and should be applied selectively. The decision
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