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Abstract  
This study presents a Generative AI (GenAI) tool 
designed to create educator-facing interpretive 
materials, referred to as use guides, tailored to specific 
use cases. Through a four-step workflow, system 
prompt design, embedded guardrails, and three-round 
refinement, the tool produces context-specific, data-
grounded interpretations and actionable 
recommendations. 

1. Background  
1.1 Literature Review 
The gap between the score reports and 
interpretative materials, provided by assessment 
programs and meaningful action, is often large 
(e.g., Schildkamp, 2019). To fill this gap, 
educators must first notice patterns in the data, 
then make meaning of those patterns, and finally 
determine what to do next (Coburn & Turner, 
2011). Each of these steps has its own challenges, 
and the materials meant to support score report 
use - interpretive guides and other interpretive 
materials - are rarely consulted in practice (Kim 
et al., 2020; Sandoval-Ríos et al., 2025) and are 
often limited in scope. 

Given these challenges, one novel approach - one 
that we propose here - is to develop a new class 
of interpretive materials that are tailored to 
specific actions by specific users based on 
specific reports. To do so, we draw on tools from 
user experience research, namely user stories 
(e.g., Cohn, 2004) and use cases (Schneider & 
Winters, 2001), to characterize users, the reports 
and materials they draw on, and the actions they 
want to undertake. These tools provide specificity 
in targeting these new interpretive materials, 

which we call “use guides” to fine-grained 
actions that users can be talked through. In this 
way, the guides we are developing are akin to 
“quick start” guides provided to get an appliance, 
like a microwave, up and running, whereas 
traditional interpretive guides are akin to the full 
user manuals. We first explored this use guide 
approach in a series of five focus groups with a 
representative panel of sixteen educators and 
administrators from states that are part of the 
Smarter Balanced Assessment Consortium.  

The use guide approach showed promise, but 
scale is a problem. There are a large number of 
possible use cases, so building a system of use 
guides is prohibitively time-consuming, as is 
building out a variety of supports within each 
guide. GenAI has the potential to address this 
challenge - offering the potential to develop, for 
any given use case, audience-centered 
interpretive materials efficiently and, if provided 
with information about student performance, 
directly generate narrative insights (Hao et al., 
2024; Arslan et al., 2024).  

1.2 Purposes  
In this work, we developed a GenAI-based tool, 
which we have named the Assessment Use Guide 
Builder (referred to as the tool hereafter). 
Although the tool is primarily intended for those 
who develop and support the implementation of 
assessment programs, e.g., staff at assessment 
vendors or state educational agencies, educators 
may also use the tool directly to generate guides 
tailored to their context. Our goals for the tool 
were to: 1) establish a standardized AI-assisted 
workflow that operationalizes evidence-based 
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data use practice for use guide development, 2) 
embed guardrails to prevent unsupported claims 
and hallucinations, and 3) produce educator-
facing use guides that included structured 
interpretation guidance and evidence-based 
recommendations for action based on use cases 
and users’ needs.  

2. Methods 
2.1 Conceptual Grounding 
We designed the tool with four steps the user 
follows to build an interpretive guide. Grounded 
in user experience (e.g., Cohn, 2004; Jacobson, 
2024) and audience-centered approaches 
(Zapata-Rivera & Katz, 2014), the first step asks 
users to provide a use case that includes their role, 
available data types, and goals. This step is meant 
to help ensure that the appropriate context is set 
for following steps. Restated, providing who the 
use guide is for, what reports are being used, and 
the actions the guides are meant to support, 
supports better, more nuanced, and ideally more 
helpful results.  The next three steps are drawn 
from Hilton et al. 's (2009) data-informed 
decision making cycle, which is an iterative 
process that begins with collecting and preparing 
data about student learning, moves to interpreting 
data and developing hypotheses about how to 
improve student learning, and concludes with 
modifying instruction to test those hypotheses.  

2.2 System Prompt Design 
We built the tool using the Custom GPT platform 
within ChatGPT, using GPT-5.5. This platform 
allows researchers to easily implement a 
customized chatbot through a set of chat 
interactions. To develop the tool, we use a 
structured prompting approach, which involves 
writing the system prompt as a set of instructions 
for the tool, making it invisible to end users. The 
system prompt defines the tool’s roles, 
establishes its priority, structures its workflow, 
and embeds behavioral constraints. 

2.3 Four-step Workflow Architecture 
The following sections describe how each step 
plays out when a researcher interacts with the 
tool. Figure 1 presents the overall four-step 
workflow process. The tool was instructed to 
follow a “one step at a time” process, which aims 
to lower users’ cognitive load by breaking the 
process down into manageable steps and enforces 
the tool’s sequential logic without skipping or 
collapsing steps. 
Figure 1.  

 
 
Step 1: Ask Specific Use Case 
The system prompt opens by requiring users to 
identify a specific use case. To structure this 
intake, the tool provides a use case template with 
four core components: As a [role], I want to use 
[type of assessment report/data] to understand 
[specific patterns/capabilities], so that I can 
[benefit] (Dadey, 2026, drawing on the framing 
provided by Cohn, 2004). The full system 
instruction for Step 1 is presented in Appendix A. 
This step is critical in ensuring that the resultant 
guide is appropriately tailored to the intended use 
(e.g., Zapata-Rivera & Katz, 2014)   

Step 2: Collect Materials  
The second step is designed to determine what 
format the use guide should be provided in (e.g., 
step-by-step guide, worksheet, scenario guide, 
action-planning template, checklist, or 
combination) and then to gather materials from 
the user. Again, this second step is, as are all 
following steps, designed around Hamilton et 
al.’s three-step process. 

These materials include (1) available assessment 
reports or data sources, (2) existing interpretive 
materials (e.g. general assessment interpretive 
guide), and (3) local materials, such as 
curriculum and instructional materials, 
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documentation of school strategies and 
interventions, or school calendars. To support the 
input of assessment results, the tool also provides 
a table of report types, each with corresponding 
intended uses and audiences. In addition, only 
target reports are required; the other three are 
optional. This design ensures the tool remains 
functional even when other materials are not 
provided, while producing more accurate and 
contextually grounded guides when additional 
materials are provided. This systematic data 
collection is intended to provide context so that 
the resulting guides can support educational 
decision-making to tailor practice to meet 
individuals’ needs (Schildkamp & Ehren, 2010; 
2013), adapt instructional strategies, and 
implement interventions (Heinrich & Good, 
2018; Tsai et al., 2019).  

Step 3: Interpret Reports  
Consistent with Hamilton et al. 's (2009) guidance 
that data interpretation must precede action, Step 
3 requires the tool to interpret all uploaded 
documentation in relation to the use case. Rather 
than simply summarizing these materials, the tool 
is instructed to analyze each one through the 
specific role and context established in Step 1. 
When the user uploads very little, the tool will 
rely more on the multiple resources we have 
preloaded during the tool’s initial setup.  

This step informs the next by determining 
information to include in the use guide and 
explicitly requires the tool to distinguish what 
data directly show from what they may suggest, 
and what cautions apply. Again, if the user does 
not provide existing interpretation materials in 
step 2, the interpretation will be primarily 
grounded in the uploaded knowledge files (see 
Appendix B for a full list).  

Step 4: Draft the Use Guide  
Following Hamilton et al. 's (2009) final step, step 
4 translates the interpretations into recommended 
actions. Rather than generating the use guide 

immediately, the system prompt requires the tool 
to first propose an outline for the researcher's 
review and approval. We have required the tool 
to produce recommendations using a table with 
the columns: Notice, Interpret, Act, and 
Caution(s). We have arrived at this structure, 
which we refer to as an NIAC table, based on our 
prior engagements with educators.   

This last step is the most consequential in the 
workflow, as it produces a draft use guide that the 
researcher can modify and share. To ensure the 
recommendations reflect data-based decision 
making (Schildkamp & Ehren, 2013), every 
Action in the NIAC table must be explicitly tied 
to specific data patterns identified in the Notice 
and Interpret columns.  

2.4 Knowledge File Selection & Guardrail 
Design 
When setting up the tool, we uploaded 17 
reference documents to serve as the tool's primary 
knowledge base. We selected knowledge files 
based on two criteria: relevance to K–12 
assessment contexts and retrieval from peer-
reviewed or institutionally published sources. 
The system prompt explicitly instructs the tool to 
prioritize these files when interpreting 
assessment reports and generating actionable 
recommendations, particularly when the user 
does not provide supplementary materials. This 
design was intended to reduce hallucinations (Li 
et al., 2023). 

We organized the knowledge files into two 
categories that map directly onto the tool's 
workflow. The first category supports accurate 
assessment report interpretation in Step 3, and 
includes Goodman and Hambleton's (2004) 
foundational work on student test score reports 
and interpretive guides, the Connecticut Smarter 
Balanced Interpretive Guide (2024–2025), and 
Kim et al.'s (2016) empirical study of how K–12 
educators interpret language proficiency score 
reports. The second category supports evidence-
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based action generation in Step 4, including data-
use frameworks and practice guides such as Five 
Steps for Structuring Data-Informed 
Conversations and Action in Education, the 
Instructional Improvement Cycle Teacher's 
Toolkit (Cherasaro et al., 2015), and multiple 
practice guides published by IES. 

Guardrails are behavioral constraints embedded 
in the system prompt that restrict the output to 
interactions consistent with responsible AI use. 
To ensure desirable human-AI interactions and 
reduce accuracy issues and ethical risks (Grisold 
et al., 2025; Yan et al., 2024), guardrails were 
embedded at the end of the system prompt 
instruction (See Appendix C). Two categories of 
guardrails were designed for the Assessment Use 
Guide Builder. The first category of guardrails 
emphasizes evidentiary language and 
overclaiming. For instance, the tool is required to 
“use cautious language such as ‘may suggest’, 
‘could indicate’, ‘is worth exploring’, ‘may be 
useful to review’, and ‘should be considered 
alongside other evidence’” to flag users for 
further investigations. To avoid overclaiming, we 
prohibited the tool from making causal claims 
from assessment data alone. When essential 
information is missing, the tool is instructed to 
ask clarifying questions rather than proceed with 
assumptions. The second category guardrails 
address transparency, which requires the tool to 
flag any interpretation or recommendation that 
should be verified with additional information. 

3. Results  
3.1 Three-round Refinement 
We revised the Assessment Use Guide Builder 
through three rounds. The original tool was built 
with a system instruction and minimal knowledge 
files. The testing revealed that generated use 
guides were overly generic and lacked specificity 
to support instructional actions. 

To address these limitations, the second round of 
refinement involved three major changes. A 

reference table was added to Step 2, presenting 
common assessment report types alongside their 
intended uses and typical audiences. We also 
added the NIAC table to Step 4 to scaffold the 
interpretation and action process. Finally, we 
added additional documents as knowledge files to 
strengthen the tool’s ability to interpret 
assessment data and generate detailed 
recommendations, particularly for users with 
limited supporting materials. Despite these 
improvements, our testing revealed persistent 
limitations, such as providing broad 
recommendations that may confuse educators 
about appropriate next steps.  

A third round of refinement therefore focused on 
increasing specificity and instructional utility. 
The tool’s instructions were revised to require 
that the Notice column (Step 4) present a specific 
data pattern and each Act recommendation be 
tailored exclusively to that pattern. Additional 
knowledge files were uploaded. Users were 
additionally given the option to request either a 
short practitioner version or a long 
comprehensive guide. Finally, it is worth noting 
that all three rounds of testing were conducted 
under constrained conditions in which we 
provided only the assessment reports as inputs, 
without any supplementary documents.  

3.2 Illustrative Example  
To demonstrate and test the Assessment Use 
Guide Builder's workflow in practice, the 
following example draws from an actual 
interaction using a sample Grade 10 dataset from 
an Interim Comprehensive Block Assessment 
(ICA) from the Smarter Balanced Assessment 
Program. The session began when the user 
entered an open-ended request to “draft a use 
guide for a high school teacher”. Rather than 
proceeding directly to data collection, the tool 
followed its instructions to prompt the user to 
specify role, available report, pattern of interest, 
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and intended action, presenting a clear structure 
accompanied by a specific example (Figure 2). 
Figure 2.  

 
After the user provided a use case following the 
prompted structure, the tool requested explicit 
confirmation before advancing to Step 2 (Collect 
Materials). To test whether the tool would follow 
the second-round refinement instruction to 
provide a reference table of assessment types, the 
user intentionally stated that they did not know 
what data to provide. The tool responded with a 
brief table listing data types and their main 
purposes. However, it did not include the typical 
audience column that had been added during the 
second round of refinement, suggesting a gap 
between the intended instruction and the tool's 
output (Figure 3). 
Figure 3. 

 
Upon receiving the uploaded data, the tool 
proceeded to Step 3 (Interpret Reports) and 
produced a structured interpretation summary 
organized around five elements: notable patterns, 
what the data show, what the data may suggest, 
what cannot be concluded, and why the report fits 
the specified use case (Figure 4). This 

transparency about the boundaries of 
interpretation reflects one of the tool's core 
guardrails. Before advancing to guide drafting, 
the tool also asked the user to provide local 
context, reinforcing that assessment data alone 
may be insufficient for responsible interpretation.  
Figure 4. 

 

 
 

Building on the interpretation summary, the tool 
proposed a guide outline aligned with the user's 
selected format and requested approval before 
proceeding. The resulting guide included a 
purpose statement, a section on what the report 
can and cannot tell users, a recommended review 
process, data-based scenarios drawn from the 
sample dataset (Figure 5), a NIAC table (Figure 
6), an action-planning template (Figure 7), and a 
final reflection prompt. Consistent with the third-
round refinement, the tool also offered the user a 
choice between a short practitioner version and a 
longer comprehensive guide. 
Figure 5. 
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Figure 6. 

 
Figure 7. 

 
 

The session concluded with the tool reminding 
the user that the ICA should serve as a starting 
point for inquiry, not as the final explanation. It 
reinforces that supplementary evidence is 
essential for responsible data interpretation. (For 
interested readers, please check the full 
conversation here). 

4. Discussion and Conclusion 
The tool provides proof of concept that tailored 
materials can be readily produced for any given 
use case. Through a structured four-step 
workflow and embedded guardrails, the 
Assessment Use Guide Builder generates 

context-specific, data-grounded 
recommendations that pair observable patterns 
with guidance, refined through three rounds of 
iteration. 

Despite these strengths, a trial-and-error process, 
which was suggested in prompt design (Desmond 
& Brachman, 2024), revealed several limitations 
that lead to further refinements. In some 
instances, the tool did not follow the instructions 
precisely. For example, prompting users for local 
context alongside other materials collection 
rather than treating it as a distinct step, or 
skipping the specific use case example when 
users selected a conversation starter. These 
inconsistencies highlight opportunities for 
continued prompt refinement and more 
systematic testing across diverse interactions, 
thereby strengthening the tool’s reliability and 
consistency. It is also worth noting that all our 
tests were conducted under constrained 
conditions, in which we provided only the 
assessment report as input. Since GenAI tools 
produce more accurate and tailored outputs when 
given richer and more specific context, users 
should always provide supplementary materials.  

To advance this work, we are in the process of 
implementing a series of focus groups with the 
same group of educators and administrators who 
provided feedback on the human-produced 
guides. We will draw on their feedback to identify 
improvements needed to the AI-produced use 
guides and adjust the workflow accordingly. In 
addition to educators’ feedback, we plan to 
develop a formal evaluation framework to assess 
the output of GenAI tools. Informed by our past 
focus group work, we will begin by developing a 
tool or tools to structure ongoing PLC work. 
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Appendices 
Appendix A. 
Instruction for Step 1. 
[STEP 1 — ASK SPECIFIC USE CASE] Start 
every new guide-development conversation by 
asking for the specific use case: "Hi, what 
specific use case are you working on? Please 
identify: who will use the guide, what report 
they will use, what pattern or question they are 
trying to understand, and what decision or action 
they hope to inform." 
A strong use case follows this structure: "As a 
[role], I want to use [type of assessment 
report/data] to understand [specific pattern/ 
capabilities], so that I can [benefit]." Please 
provide your use case 
After the user provides a use case: 
1.Restate it in the template format. 
2.Ask the user to confirm or refine it. 
3.Continue one step at a time. Do not ask all 
intake questions at once. 
 
Appendix B.  
The List of Knowledge Files. 
1. Hamilton et al. (2009) — IES Practice Guide: 
Using Student Achievement Data to Support 
Instructional Decision Making.  
2. Five Steps for Structuring Data-Informed 
Conversations and Action in Education (REL 
Pacific / IES)  
3. Data Wise: A Step-by-Step Guide to Using 
Assessment Results to Improve Teaching and 
Learning (Boudett, City & Murnane, Harvard 
Education Press, 2013)  
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4. IES What Works Clearinghouse Practice 
Guides  

● Assisting students struggling with 
mathematics: Intervention in the 
elementary grades  

● Teaching strategies for improving 
algebra knowledge in middle and high 
school students 

● Teaching academic content and literacy 
to English learners in elementary and 
middle school 

● Teaching elementary school students to 
be effective writers  

● Improving mathematical problem 
solving in grades 4 through 8  

● Assisting students struggling with 
mathematics: Response to intervention 
(RtI) for elementary and middle schools  

● Organizing instruction and study to 
improve student learning  

 
5. Instructional Improvement Cycle: A Teacher's 
Toolkit (REL Central / IES) 
6. Student Test Score Reports and Interpretive 
Guides (Goodman & Hambleton, 2004)  
7. Connecticut Smarter Balanced Interpretive 
Guide (2024–2025)  
9. Interpretation and Use of K–12 Language 
Proficiency Assessment Score Reports (Kim et 
al., 2016)

Appendix C.  
Guardrails  
-Do not invent assessment claims, cut score 
meanings, benchmark labels, norms, 
diagnostic conclusions, validity evidence, 
policy rules, demographic explanations, 
causal explanations, or psychometric 
interpretations. 
-Do not make causal claims from assessment 
data alone. 
-Do not blame teachers, students, families, 
schools, or districts. 
-Use cautious language such as "may 
suggest," "could indicate," "is worth 
exploring," "may be useful to review," and 
"should be considered alongside other 
evidence." 

-Flag anything that should be verified with 
assessment documentation, psychometric 
experts, local policy, or implementation 
context. 
-Ask focused on clarifying questions when 
essential information is missing. 
-When enough information is available, 
provide a best-effort draft with clearly 
labeled assumptions and placeholders. 
 
Figures  
Figure 1. 

Figure 2.  
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https://ies.ed.gov/ncee/WWC/Docs/PracticeGuide/WWC_Algebra_PG_Revised_02022018.pdf
https://ies.ed.gov/ncee/WWC/Docs/PracticeGuide/WWC_Algebra_PG_Revised_02022018.pdf
https://ies.ed.gov/ncee/WWC/Docs/PracticeGuide/english_learners_pg_040114.pdf
https://ies.ed.gov/ncee/WWC/Docs/PracticeGuide/english_learners_pg_040114.pdf
https://ies.ed.gov/ncee/WWC/Docs/PracticeGuide/english_learners_pg_040114.pdf
https://ies.ed.gov/ncee/WWC/Docs/PracticeGuide/WWC_Elem_Writing_PG_Dec182018.pdf
https://ies.ed.gov/ncee/WWC/Docs/PracticeGuide/WWC_Elem_Writing_PG_Dec182018.pdf
https://ies.ed.gov/ncee/WWC/Docs/PracticeGuide/MPS_PG_043012.pdf
https://ies.ed.gov/ncee/WWC/Docs/PracticeGuide/MPS_PG_043012.pdf
https://ies.ed.gov/ncee/WWC/Docs/PracticeGuide/rti_math_pg_042109.pdf
https://ies.ed.gov/ncee/WWC/Docs/PracticeGuide/rti_math_pg_042109.pdf
https://ies.ed.gov/ncee/WWC/Docs/PracticeGuide/rti_math_pg_042109.pdf
https://ies.ed.gov/ncee/WWC/Docs/PracticeGuide/20072004.pdf
https://ies.ed.gov/ncee/WWC/Docs/PracticeGuide/20072004.pdf
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