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Abstract

LLMs are remarkable artifacts that have revolu-
tionized a range of knowledge-intensive tasks.
A significant contributor is their factual knowl-
edge, which, to date, remains poorly under-
stood, and is usually analyzed from biased sam-
ples. In this paper, we provide a framework and
the results of a multi-dimensional analysis of
GPTKB v1.5 (Hu et al., 2025a), a recursively
elicited Knowledge Base (KB) of 100 million
facts (or beliefs) of a frontier LLM, namely,
GPT-4.1. Given the scale of the elicited facts,
we provide a multi-dimensional approach to
qualitatively and quantitatively analyze these
facts as opposed to the mainstream fact com-
pletion benchmarks, which are prone to avail-
ability bias. We find that the models’ factual
knowledge differs quite significantly from es-
tablished knowledge bases, and that its accu-
racy is significantly lower than indicated by
previous benchmarks. We also find that incon-
sistency, ambiguity and hallucinations are ma-
jor issues, shedding light on future research
opportunities in neuro-symbolic AI concern-
ing extraction, consolidation and verification of
factual LLM knowledge.

1 Introduction

Motivation Large Language Models (LLMs) are
remarkable artifacts that have demonstrated im-
pressive performance across a range of tasks such
as coding, math (Claude 3.5 Sonnet 92% in Hu-
manEval and 91.6% in MGSM (Anthropic, 2024)),
or general language understanding (GPT-4.1 90.2%
on MMLU (OpenAI, 2025)). A major driver of
their success is their internalized knowledge, how-
ever, little is understood about what knowledge
they have actually internalized, what the accuracy
of their knowledge is, and what biases this exhibits.

It may be tempting to prompt the models directly,
however, as shown in Table 1 (bottom left), such
questions are usually answered in an unhelpful or

Direct LLM querying LLM-mined knowledge analysis

✗ Lacks aggregate access to in-
ternalized knowledge

✓ Accesses millions of extracted
records

✗ Gives uninformative and wrong
answers

✓ Provides quantitative insights

ChatGPT interface Mined knowledge (GPTKB v1.5)

How many individual persons do you know?
I don’t “know” any individual persons [..].

[..] millions to billions, depending on [..].

→uninformative

1,200,692

Do you know more males or more females?
I don’t have a built-in count of individuals by

gender. However, in the publicly available

sources I draw from [..]. So [..] I would “know”

more males than females. →false

1 : 1.16

Do you know more about Chinese, or Canadian entities?
I likely “know” more about Chinese entities than

Canadian ones, simply because China [..] more

[..] documented. →false

1 : 3.29

Table 1: Direct LLM querying, vs. large-
mined knowledge analysis. ChatGPT conver-
sation archived at https://chatgpt.com/share/

68b6cd03-85e4-800d-81c8-afebc74ccc9d.

incorrect way. Recently, the construction of epis-
temic twins from LLMs has been proposed as a
way to comprehend LLM knowledge (Nguyen and
Razniewski, 2022; Cohen et al., 2023; Hu et al.,
2025b; Razniewski et al., 2026). Unlike sample-
based studies (Petroni et al., 2019; Veseli et al.,
2023; Sun et al., 2024; Amirizaniani et al., 2024),
epistemic twins provide a view beyond reconstruct-
ing existing data via persistent knowledge base
(KB) resource for repeated investigation (Hu et al.,
2025b).

We answer four research questions to determine
whether such a massive-scaled LLM-mined KBs
serve as reliable and under what conditions. RQ1.
How does the scale and coverage of LLM-mined
knowledge compare to Wikimedia-related KBs?
RQ2. What systematic biases does LLM-mined
knowledge exhibit relative to real-world distribu-
tions? RQ3. How does factual accuracy change
with long-tailed entities? RQ4. How consistent
and temporally coherent is the mined KB?
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Contribution We provide a framework and the
results of a multi-dimensional analysis of the
knowledge of a frontier LLM, GPT-4.1, as sur-
faced via recursive elicitation and consolidation
into GPTKB v1.5 (Hu et al., 2025a). We find:

1. Frontier LLMs can contain a vast amount of
factual knowledge, with quite different focus
and biases than existing KBs.

2. At overall 75% accuracy, the accuracy of
GPT’s knowledge is much higher than pre-
vious text-extraction-based KBs, but also sig-
nificantly lower than human-curated resources
and results on popular LLM benchmarks.

3. Inconsistency, ambiguity, and hallucinations
are major issues, shedding light on the chal-
lenges and future research opportunities of
extraction, consolidation and verification of
factual LLM knowledge.

Our analysis specifically uses GPTKB v1.5, an
epistemic twin constructed for over $14,000 from
GPT-4.1, containing over 100M factual assertions
for 6M entities, and there is no comparable project
based on other LLMs available at the moment.
While parts of our results are therefore specific to
this LLM version, GPT-4.1 is an archetype of com-
mercial frontier LLMs, and our analysis method-
ology generalizes beyond this model. Moreover,
our way of analyzing closed-source model is es-
pecially curious as it provides an exemplary case
study on how knowledge materialization can be
used to reverse-engineer internals of closed-source
models to reveal the knowledge/beliefs held by a
frontier LLM (Table 1 right). We use the dataset
and code provided on the project page.1 The
code for our multi-dimensional analysis is available
at https://github.com/Knowledge-aware-AI/
gptkb-analysis.

2 Background

Knowledge Probing of LLMs Petroni et al.
(2019) had the first intuition to consider LMs as
knowledge bases and introduced the LAMA bench-
mark, which consists of cloze-style statements
derived from existing (s, p, o) triples and ques-
tion–answer datasets. This was followed by mul-
tiple similar efforts to test LLM factuality on mul-
tilingual data (Kassner et al., 2021), head-to-tail
popularity (Sun et al., 2024), unbiased Wikidata

1https://gptkb.org

samples (Veseli et al., 2023) and unseen events with
known entities (Zheng et al., 2024). However, these
works on benchmark-based “knowledge probing”,
despite attempts to mitigate the issue with auto-
matic prompt optimization (e.g. Jiang et al. (2020);
Shin et al. (2020); Wu et al. (2025)) as pointed out
by Hu et al. (2025b), suffer from availability bias
(Tversky and Kahneman, 1973), i.e. they cannot
reveal knowledge outside the benchmark’s scope.

LLM Knowledge Extraction and Epistemic
Twins Cohen et al. (2023) propose LMCRAWL
that extracts a knowledge graph of facts from a
language model. Given a seed entity, first its para-
phrases are generated, then all possible relations
and their respective paraphrases, and finally ob-
jects for all relations. Parović et al. (2025) propose
the CoVe method to extract domain-specific KGs
from LLMs with an LLM-generated schema and
verification prompts. Both these methods are lim-
ited in their scope of knowledge extracted from
LLMs. LMCRAWL generates less than 100 triples
per seed entity in two hops and the CoVe KGs on
books and landmarks contain tens of thousands of
entities and hundreds of thousands of triples per
domain. The idea has been lifted into the epistemic
twin paradigm: The construction of comprehen-
sive approximations of an LLM’s knowledge in
symbolic form (Razniewski et al., 2026).

GPTKB v1.5 The GPTKB methodology (Hu
et al., 2025b) combines a recursive knowledge elic-
itation process with a post-hoc knowledge consol-
idation phase. Starting from a seed subject, the
LLM is prompted to return knowledge about it in
the form of triples. New named entities in these
triple objects are identified via LLM-based named-
entity recognition (NER) for further elicitation in
a recursive BFS-based graph exploration process.
To address the redundancy and variance introduced
during knowledge elicitation, a greedy clustering
algorithm is used to iteratively merge relations and
classes into more frequent ones, given a sufficiently
high label embedding similarity. This approach at
“knowledge crawling” mitigates the availability bias
typical of probing-based benchmarks and enables
knowledge analysis more flexible than memoriza-
tion quantification approaches, which depend on
access to training data and the LLM’s ability to gen-
erate exact substrings of the training data (Carlini
et al., 2023a,b).
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Resource #entities #assertions

Wikimedia-related
Wikidata (Vrandecic and Krötzsch, 2014) 113M 1.62B
Yago 4.5 (Suchanek et al., 2024) 50M 140M
DBpedia (Auer et al., 2007) 3.8M 75M

Text-extracted
NELL (Carlson et al., 2010) 1.9M 12M
ReVerb (Fader et al., 2011) 2.3M 15M

Generative
LMCRAWL (Cohen et al., 2023) ? 69.8 ± 52.9
CoVe (Parović et al., 2025) 22K-65K 53K-153K
GPTKB v1.5 (Hu et al., 2025a) 6.1M 100M

LLM Factuality Benchmarks
Head-to-Tail (Sun et al., 2024) ? 18K
LAMA Probe (Petroni et al., 2019) ? 50K
WD-KNOWN (Veseli et al., 2023) 2.9M 3.9M

Table 2: Size comparison of knowledge resources and
LLM factuality benchmarks.

3 Content Scale and Coverage

In this section we address RQ1. “How does the
scale and coverage of LLM-mined knowledge com-
pare to Wikimedia-related KBs”?

Size The very first observation is that there is a
lot of knowledge in GPT, orders of magnitude more
than tested for in any previous benchmark. Table 2
relates the size of GPTKB v1.5 to other prominent
resources and benchmarks. We find that the size
is on par with major existing KBs like DBpedia
and Yago, as well as major text extraction projects.
Only Wikidata is still an order of magnitude larger,
although its biases are well documented, e.g., an un-
due weight on scholarly information (45.5M schol-
arly article entities vs. 77.3M other entities as of
July, 2026) (Wikidata team, 2025).

Topical Analysis The most frequent classes and
relations in GPTKB are shown in Table 3. person
and human dominate the KB at 1.2M making up
19% of all entities, followed by film and company
at just 4%. This lower-bound estimate of the num-
ber of persons the model has acquired data on is
especially remarkable, as OpenAI is notoriously se-
cretive about the amount of data seen or learned by
their models, with their models consistently deny-
ing storing any data about individuals (see Tab. 1). 2

The remaining classes concern media artifacts (film,
book, song, album), geopolitical entities (city, vil-
lage), organizations (company). This is in stark
contrast to Wikidata, where the dominating class,

2Note that we do not claim violations of privacy here,
as the data may be voluntarily published, and sourced from
public resources like Wikidata. More on sensitive data below.

Class Frequency Relation Frequency

person 1,061,852 instanceOf 6,588,295
human 138,840 locatedIn 2,121,234
film 123,021 occupation 1,962,461
company 122,847 country 1,927,856
book 112,188 notableWork 1,500,584
song 103,824 genre 1,268,067
fictional_character 93,779 nationality 1,236,491
album 81,500 language 1,224,199
city 80,861 location 1,072,795
village 78,753 notableFor 977,561

Table 3: Most frequent GPTKB classes and relations.

Domain Fraction Domain Fraction

Science 0.2% Business 7.0%
Technology 4.0% Health 0.0%
Engineering 1.3% Environment 1.9%
Mathematics 0.0% event 0.8%
Arts 23.8% unknown 0.0%
Humanities 60.0% food 1.1%
Social Sciences 0.2% right 0.0%

Table 4: Entity proportion of first-order subbranches
of the taxonomy, based on a random sample of 1000
entities.

scholarly articles, makes up 38% of the KB, fol-
lowed by humans (10%) and astronomical objects
(7%). The mandatory instanceOf relation aside,
the relation frequency show a more even distribu-
tion. In contrast to Wikidata, GPTKB puts much
more emphasis on so-called soft/subjective rela-
tions that narrate achievements, like notableWork,
notableFor, which are among the most frequent.

Taxonomy The seed taxonomy generated by the
LLM, without priors from the resource KB, exhib-
ited an architectural bias towards STEM. It estab-
lished Engineering, Mathematics, Technology and
Science as peer categories to Humanities and Arts.
In stark contrast, when this STEM-centric taxon-
omy was populated, the taxonomy is overwhelm-
ingly concentrated in the Humanities and Arts
branches (60.0% and 23.8%), while Technology
(4.0%), Engineering (1.3%) and Science (0.2%)
contribute only a very small proportion (see Ta-
ble 4). This uncovers a critical decoupling between
the LLM’s organizational logic and its knowledge
content and demonstrates that the LLM’s world-
view is twofold.

Language We performed language detection on
the triples using fastText (Joulin et al., 2017) to ana-
lyze the linguistic composition of GPTKB. Figure 1
shows the distribution of the six most frequent lan-
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Figure 1: Language distribution in GPTKB.

guages, with the remaining languages aggregated.
Given that GPTKB was constructed using English-
based prompts, the fact that English dominates at
91.5% of the content is unsurprising. Crucially, in
our analysis of the remaining 9.5% of the detected
content, we found that non-English knowledge is
largely self-contained. Only 22.6% of all knowl-
edge paths that start from an English entity and
move to a non-English one return to an English-
language statement. Particularly, Japanese, Chi-
nese and Hebrew entities return to English in less
than 10% of the cases. This evidence strongly indi-
cates that much of the LLM’s non-English knowl-
edge is organized into its own densely intercon-
nected, language-specific clusters. The long tail of
168 languages collectively accounts for 3.84% of
the KB’s content. Such a substantial and diverse
linguistic footprint, elicited from English-centric
queries, suggests that the internal knowledge of
the LLM contains a rich repository of multilingual
content that remains largely unexplored.

Property Count Property Count

logo 37,338 mapType 2,432
coverArt 33,717 photo 2,253
signature 32,443 portrait 1,337
coatOfArms 5,833 range 581
flag 3,424 hasPoster 517

Table 5: Top-10 predicates which come with objects
being image file names.

Literals The are 42.9M triples with literal objects
in GPTKB, making up 43% of all triples. web-
site and occupation are the most frequent predi-
cates with literals objects (frequency > 800K). This
is followed by predicates denoting language lan-
guage, notability notableFor and knownFor, and
date-related predicates such as birthDate and death-
Date. Interestingly, we also found image filenames

Dimension RegEx Heuris-
tic

Predicates # Unique
Subjects

Gender *gender* gender 270,694

Race *race* race 395

Ethnicity *ethnicity* ethnicity 49,799

Religion *religion* religion 81,675

Disability *disability* disability 1,273

Sexual ori-
ent.

*sexualorient* sexualOrientation 4,594

Contact details
*address* - 0
*phone* phoneNumber 2
*email* hasEmail 1

Finan. info.
*income* - 0
*networth* netWorth / netWorthAtDeath 2,253

Military info.
*coordinates* coordinates 55,265
*planneddeploy* plannedDeploymentSite /

plannedDeploymentYear /
plannedDeploymentRegion

3

*baseloc* hasBaseLocation / majorUSBase-
Location / militaryBaseLocation

5

Table 6: Predicates related to potential sensitive infor-
mation found in GPTKB and count of unique subjects.
We filter for instanceOf: human/person for all the predi-
cates except those related to military info.

as literal objects occurring most frequently with
predicates, such as, logo, coverArt and signature
(Table 5). This indicates that the LLM has memo-
rized some image filenames, likely from resources
such as Wikipedia or Wikidata.

Sensitive Data We heuristically identified predi-
cates in GPTKB on eight potentially sensitive data
dimensions, namely, gender, race/ethnicity, reli-
gion, disability, sexual orientation, contact details,
financial and military information. Table 6 lists
the identified predicates and the count of subjects
associated with them. Notably, personal identi-
fiers appear only for public entities (e.g., address
and phone number for organizations, net worth for
celebrities). Entities who are children. i.e. who
have a birth date less than ten years from the time of
writing (August 2025) also do not raise any privacy
concerns on any of our predefined dimensions. In-
spired by Dodge et al. (2021), which documented
an unexpected amount of text from US military
websites in the C4 corpus, in GPTKB we observe
few military-related predicates, which contain only
public domain information.

Gender, race/ethnicity, religion, disability, and
sexual orientation information exist mainly for in-
dividuals where these dimensions are contextually
relevant for their notability. For example, the most
frequent race/ethnicity, "African-American", oc-
curred almost exclusively for notable activists, jazz
musicians, victims of hate crimes, and politicians
from the Reconstruction era and the Civil Rights
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Movement. The same finding is valid for religion
(e.g. notable bishops, rabbis, monks, priests, and
other religious leaders), disability (e.g. Paralympic
athletes), and sexual orientation (e.g. activists and
celebrities supporting LGBTQ rights).

Result 1: Content

GPTKB departs from Wikidata through di-
verse classes and subjective relations. The
duality of the broad taxonomy and concen-
trated class population exposes the twofold
worldview of GPT-4.1. Non-English con-
tent is organized in densely-connected,
language-specific clusters.

4 Biases

In this section we address RQ2. “What systematic
biases does LLM-mined knowledge exhibit relative
to real-world distributions?”

Gender Bias female and male are the dominant
gender values in GPTKB, occurring in 196K and
168K triples respectively, with few other values,
such as, non-binary (589) and transgender woman
(413). Notably, GPTKB has a female-to-male gen-
der ratio of 1.16, i.e., female is more frequent. The
classes with the highest gender statements are per-
son, fictional_character and human, with a gender
ratio of 1.31, 0.68, and 0.88, respectively. For com-
parison, in the real-world, this gender ratio, hovers
close to but slightly below one (Ritchie and Roser,
2019), and in Wikidata it is about 0.2 (Yunus et al.,
2025). It is notable that the gender is mentioned in
just about 22% of the entities from the classes per-
son and human, reinforcing our previous observa-
tion about gender, among other personal identifiers,
being mentioned only when contextually relevant.

No female gender No male gender

Profession Frequency Profession Frequency

sports shooter 127 gptkb:actress 11248
cowboy 74 gptkb:businesswoman 1307
gptkb:drag_queen 70 noblewoman 581
crime lord 68 gptkb:suffragist 469
gptkb:hurler 60 gptkb:feminist 323
gentleman 55 housewife 269
gptkb:cryptocurrency 48 gptkb:beauty_pageant 226
drug dealer 42 waitress 165
carpenter 42 homemaker 164
gptkb:casino 40 gptkb:softball 153

Table 7: Top 10 gender-specific professions.

This active gender debiasing is prominent among
professions accessible via the occupation prop-

Nationality GPTKB Global* Global top-10

Americana 31.5 4.3 India (18.2)
Britishb 12.4 0.8 China (17.6)
French 3.9 0.8 United States (4.3)
German 3.6 1.0 Indonesia (3.5)
Indian 3.6 18.2 Pakistan (3.9)
Canadian 3.3 0.5 Nigeria (2.9)
Australian 2.5 0.3 Brazil (2.6)
Japanese 2.4 1.5 Bangladesh (2.1)
Italian 2.3 0.7 Russia (1.8)
Russian 1.4 1.8 Ethiopia (1.6)
aincludes United_States bincludes English

Table 8: Nationality distribution in percentage in
GPTKB and the real-world. Nationalities in GP-
TKB that feature in the global top-10 are high-
lighted. *Real world data obtained from https://
worldpopulationreview.com/countries as of 2025.

Nationality Top-5 Professions

American author, politician, actor, actress, musician
British footballer, cricketer, politician, priest, rugby_union_player
French politician, writer, actor, actress, footballer
German footballer, politician, professor, writer, composer
Indian politician, actor, actress, film_director, writer
Canadian politician, ice hockey player, actor, actress, musician
Australian politician, cricketer, actress, actor, footballer
Japanese footballer, voice_actor, actor, singer, actress
Italian footballer, politician, painter, actor, composer
Russian footballer, writer, politician, actor, military_officer

Table 9: Top professions of most frequent nationalities.

erty. We find professions heavily skews towards
females, for instance, educator and activist, with
even gender-specific professions, such as, actress
(only females) (Figure 3). In particular, GPTKB
has 189 professions with no female entities and 203
professions with no male ones (top-10 list in Table
7). Gender-neutral professions occurring at lower
frequencies exhibit skews reflecting traditional gen-
der norms, such as nurse with a gender ratio of
39.5 (1,541 triples) and software_engineer with a
gender ratio of 0.38 (696 triples).

Geographic Bias Table 8 shows the most fre-
quent nationality distribution in GPTKB. While
GPTKB nationalities do not exclusively belong to
living humans, we still compare the percentage
share with the global population distribution to ob-
tain an estimate of the order of the distribution. The
bias to English-speaking nations, making up almost
44% of all nationalities, is reflective of the training
corpus and not alarming. However, in light of the
somewhat even gender distribution observed previ-
ously, only three countries of the top ten forming
global population come up in GPTKB’s top ten na-
tionalities. If we exclude American, their share, i.e.,
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Figure 2: Female-to-male ratio (y-axis) in 50 most frequent nationalities (x-axis).
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Figure 3: Female-to-male ratio (y-axis) in 50 most frequent professions (x-axis).

Indian and Russian is only 5%, while Chinese form
only 1%. We find this over-representation of the
United States in other geographic distributions as
well. 32% of the 63K cities in GPTKB are located
in the United States, followed by Japan (5.0%), In-
dia (3.2%), China (2.7%) and Russia (2.3%). 22%
of the 73K companies are located in the United
States, followed by the United Kingdom (10%),
India (7%), Japan (5%) and China (4.5%).

Composite Biases In Table 9, we look at the
most popular occupations by nationality. Politi-
cians and footballers are by far the most frequent
professions across nationalities. When we qual-
ify by gender, politicians have a positive gender
skew towards females with female-to-male ratio
of 3.12 compared to actors (0.03) and footballers
(0.31) (Figure 3). Figure 2 shows the gender skew
in the 50 most frequent nationalities. 43% of the
nationalities with a female-to-male ratio >1 belong
to English-speaking countries, suggesting selective
gender debiasing, as seen for professions.

Political Bias We find no strong evidence of a
consistent left- or right-wing bias in GPTKB’s
factual coverage: U.S. Democrats have more
recorded membership triples than that of Repub-
licans (11,781 vs. 9,452), but after normalizing
by the number of politician entities, positive facts
occur at nearly identical rates (0.359 vs. 0.361

triples per member), while negative facts are only
slightly more frequent for Republicans (0.0056 vs.
0.0042 explicit negative triples per member), based
on a dictionary of positive (e.g., award) and neg-
ative (e.g., convictedOf) relations. For Germany,
the corresponding left/right blocs show near parity
in positive coverage (0.348 vs. 0.330 triples per
member) and virtually no recorded negative facts
on either side.

Result 2: Biases

GPTKB exposes a strong English coun-
try bias and selective gender debiasing via
more female gender assertions and pro-
fessions in GPT-4.1. The bias flips for
non-English speaking countries and gender-
neutral professions.

5 Accuracy and Hallucinations

In this section we examine RQ3. “How does fac-
tual accuracy change with long-tailed entities?”
We further sample unverifiable triples to detect hal-
lucinations versus long-tailed entities.

Accuracy GPTKB explores an LLM in a breadth-
first manner, such that we get a set of new entities
from parent entities of the previous exploration
layer. We sampled and validated 100 triples and
100 entities from each layer in the source KB (all
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Figure 4: GPTKB accuracy across layers.

triples and entity from seed layer). Following the
paradigm in Hu et al. (2025b), we use Llama3.1-
70B-Instruct as an judge to determine triple ac-
curacy as true/plausible/false when provided with
the top-5 webpage snippets for the search term
“⟨subject⟩ ⟨object⟩” from a search engine API. Sim-
ilarly, the judge model determines whether an entity
is verifiable/plausible/unverifiable when provided
with the top-5 search results for the subject entity.
The results are presented in Figure 4.

For factual knowledge particularly relevant is
the MMLU benchmark, widely used to test broad
general knowledge and reasoning across academic
disciplines, where GPT-4.1 is reported to achieve
90.2% (OpenAI, 2025). This starkly contrasts with
the factual accuracy of only 75% and 80.5% when
considering both true and plausible. Our analy-
sis reveals a notable decoupling between entities’
presence in the public domain and LLM’s factual
accuracy regarding it. Specifically, we observed
that as the GPTKB exploration deepened, the per-
centage of entities verifiable in Wikidata showed a
clear downward trend with an average per layer ex-
istence in Wikidata at 43%, while the accuracy of

the LLM’s elicited statements remained consistent,
showing no significant degradation. This strongly
indicates that the LLM possesses an internally con-
sistent knowledge base that extends well into the
long tail.

Domain True Plausible False

Locations 75.7% 6.8% 17.5%
Persons 74.2% 6.5% 19.3%
Politics 72.7% 0% 27.3%
Organizations 72.2% 7.8% 20.0%
Science 70.6% 5.6% 23.8%
Business 68.9% 8.1% 23.0%
Sports 67.5% 8.4% 24.1%

Table 10: Accuracy of triples divided into 7 specific
domains.

When categorized by domain in Table 10, the
LLM’s reliability is the highest for locations and
persons. Conversely, the LLM performs worst in
business and sports domains, where the knowledge
is more numeric and time-sensitive. Notably, the
politics domain showed a 0% plausibility rate and
the highest error rate (27.3%), suggesting the LLM
mirrors the polarized, binary nature of political
discourse, leading to confident but often incorrect
assertions.

Hallucinations We randomly sampled and manu-
ally verified triples from GPTKB until we collected
50 triples that could not be verified as correct. Of
these 32 triples (64%) had incorrect objects, mostly
belonging to related entities, for example, Ohio’s
7th congressional district - currentRepresentative -
William McKinley is incorrect, though he served the
17th congressional district of Ohio; 9 triples (18%)
had either non-existent, ambiguous, or long-tail
subjects, for example, John Stewart (British Army
officer, died 1811) and Chiara Ricciardone are both
long-tail and ambiguous entities; 9 triples (18%)
had dubious predicates (likely results of relation
clustering errors), for example, Connections (TV
series) - hasMethod has tt0078588 as its object,
which is actually the IMDb ID of the series.

Result 3: Accuracy

GPTKB’s accuracy suggest that GPT-4.1’s
factual accuracy is lower than that suggested
by common factuality benchmarks, even
though the accuracy does not degrade to-
wards the tail. Most hallucinations occur
via incorrect objects on real subjects.
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Figure 5: Percentage of total triples present symmetri-
cally for the 20 most frequent symmetric relations.

6 Consistency

In this section and the next we address RQ4. “How
consistent and temporally coherent is GPTKB?”

Paraphrased Subjects Predicates denoting
aliases, such as, alsoKnownAs, alias and realName,
are the most common for persons/humans and
fictional characters, occurring for a combined total
of 36K triples. These alias predicates, occur less
frequently in other classes, such as, city (1.1K)
and film (3K). GPTKB contains 112K subjects
connected to 124K paraphrased entities via the
alsoKnownAs, alias and realName predicates,
overcounting at least 2% of the entities.

Symmetric Relations GPTKB has 4,841 rela-
tions with at least one reciprocal pair. Figure 5
shows the symmetric completeness of 20 most fre-
quent such relations. The sibling relation is the
most complete at 23%, followed by spouse at 16%
completeness. We prompted GPT-4.1 for the miss-
ing symmetric counterparts of 100 spouse state-
ments to determine whether the missing statements
occurred due to incomplete elicitation. The model
returned the missing symmetric object only 9% of
the time, an empty response for 13% of the cases
and hallucinated for the rest, showing that the LLM
cannot judge relation symmetry. We also identify
relations, such as, founder, author and abbrevia-
tion, that wrongly appear as symmetric relations
due to incorrect relation clustering, such as cluster-
ing founder and founder of.

Type Mismatch Our analysis surfaces another
consolidation challenge via disambiguation errors
that lead to type inconsistencies in GPTKB for
polysemous named-entities. In family relations,
such as, spouse, parent, sibling, children, we notice

a shift from fictional characters to humans/persons
and vice-versa in more than 4K triples, where the
object elicitation resolves to the more prominent
entity. For instance, for the spouse of the character
Alexander Hamilton, namely Eliza Hamilton, in
the play Hamilton is later generated as a person.
Type mismatch more indicative of internal LLM
inconsistency is for the children relation, which has
both entities and integer values as objects.

Result 4: Consistency

GPTKB overestimates parametric knowl-
edge due to at least 2% paraphrased sub-
jects, and symmetric relations are less than
25% complete. Consolidating paraphrased
subjects can improve the coverage of sym-
metric relations.

7 Timeliness

Timeliness is a crucial aspect of KBs. LLMs, with-
out access to up-to-date information, are limited
to knowledge available up to their training cut-
off date. We assess the timeliness of GPTKB via
triples whose objects are timestamps. We find them
by filtering triples with predicates that contain ei-
ther “year” or “date”. The objects are parsed into
YYYY-MM-DD format using regular expression.
Any missing day or month is substituted with “00”.
This leaves us with 2.7M triples whose objects were
successfully parsed into the date format.

Latest Observed Years and Recency Bias Fig-
ure 6 (a) presents the year distribution between
1980 and 2030. There is a pronounced decline in
distribution around the reported knowledge cutoff
date of GPT-4.1 (June 1, 2024).3 We zoom into the
year 2024, in figure 6 (b), which shows the month
distribution of 232 triples that have deathDate as
their predicate and 2024 as their object year. The
distribution declines drastically in the later months,
with less than 20 occurrences in June and the fol-
lowing months. Furthermore, we observe that GPT-
4.1 exhibits a clear recency bias, with more than
75% of all 2.7M triples having dates after 1917.

Years of Plants and Animals Figure 7 presents
the distribution of years in the 18th century, high-
lighting two notable spikes in 1753 and 1758, with
2,934 and 4,233 occurrences, respectively. In both

3https://platform.openai.com/docs/models/
gpt-4.1
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Figure 6: Timeliness distribution in GPTKB.
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Figure 7: Year distribution (1700-1800) with observed
spikes at 1753 and 1758.

cases, the most popular predicate is describedYear
(more than 80% of all triples), and the subjects of
these triples are scientific names of either plants
or animals. Historically, these peaks correspond
to pivotal milestones in taxonomy: the publication
of Carl Linnaeus’s Species Plantarum (Linnaeus,
1753) and the 10th edition of Systema Naturae (Lin-
naeus, 1758), which laid the foundations of modern
botanical and zoological nomenclature.

Result 5: Timeliness

Dates in GPTKB enable a fine-grained trac-
ing of GPT-4.1’s knowledge cutoff. The
LLM has a recency bias, with significant
spikes found in historical editorial events.

8 Implication for Downstream Tasks

Our main findings from RQ1 are that GPT’s knowl-
edge is vast, remembering over 1M persons, but at
the same time well-filtered, virtually without any
sensitive content. The broad taxonomy versus nar-
row knowledge content indicates a critical knowl-
edge gap in the underlying LLMs. Also, multi-
lingual knowledge clusters indicate complementary
language-specific content that remain untapped.

Our bias quantification via nationality and gen-
der ratios to examine RQ2 reveals that the English

knowledge is biased towards the English-speaking
world and exhibits a bias towards female entities,
though not for non-English locales. Given that
only three of the global top-10 nationalities make
it to the top-10 nationalities in GPTKB and just
22% of the entities from the classes human and
person mention their gender reveals an imbalanced
representation in GPT-4.1 surfaced by GPTKB.

The stability of the true assertions across layers
(Figure 4a) and domains (Table 10) indicate con-
sistent knowledge that extends into the long tail
(RQ3). Yet, this average factual accuracy of 75%
is significantly below other benchmark results.

Findings from RQ4 confirm previous sample-
based studies on consistency. We observe signifi-
cant logical inconsistencies, like relation asymme-
try, redundancy, and type mismatches, which can
inform future knowledge consolidation strategies.
Time-stamped triples help estimate the knowledge
cut-off indicating where newer information is nec-
essary. GPTKB preserves historical editorial events
evident from significant spikes.

9 Conclusion

With this paper we provide the framework and the
first multi-dimensional analysis of LLM knowledge
at scale, based at over 100M facts extracted from
GPT-4.1 into GPTKB v1.5 (Hu et al., 2025a). Due
to cost, this analysis cannot be easily repeated with
other LLMs, but our results stand exemplarily for
the knowledge of a 2025 frontier model, and no-
tably, could be performed even for closed-source
API-only models.

10 Limitations

In this work, we analyze a closed-source, commer-
cial model. Without access to the model’s training
data, we cannot estimate the LLM’s capacity for
retaining knowledge. Access to training data, as in
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the case of open-source models, would provide a
deeper insight into knowledge coverage and bias
propagation from the data to the LLM parameters
and generated knowledge. Nonetheless, the pre-
sented analysis paradigm stands out for enabling
to gain insights into potentially any LLM, includ-
ing closed source, commercial ones, as we indeed
show in this work. This might help us to shed light
on such models’ training data and post-training
practices e.g., active gender de-biasing.

While our analysis offers empirical evidence re-
garding the quality of knowledge stored in GPT-
4.1—examining aspects such as accuracy, bias, and
inconsistencies, as well as its similarities and dif-
ferences compared to classical knowledge sources
like Wikidata and the Web—these findings may not
necessarily generalize to other LLMs.

11 Ethical Considerations

When analyzing very large amounts of data, such
as GPTKB, there is a potential risk of encounter-
ing sensitive information. However, our findings
indicate that such instances are absent in GPTKB.
It is important to note that our analysis does not
offer formal privacy guarantees and should be dis-
tinguished from research specifically focused on
privacy leakage in LLMs under extraction attacks
(Brown et al., 2022; Lukas et al., 2023).
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