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Abstract
Automated Essay Scoring (AES) has been stud-
ied since the early days of computational meth-
ods. While recent advances incorporating large
language models (LLMs) have significantly im-
proved performance, most research has focused
on English. In this paper, we present the first
benchmark of Arabic cross-prompt AES using
Arabic-centric LLMs. We evaluate ALLAM
7B, JAIS 8B, and FANAR 9B under zero-shot,
few-shot, and fine-tuning settings, and com-
pare them against established AES systems and
frontier LLMs. Fine-tuning substantially im-
proves performance across all models, with FA-
NAR achieving state-of-the-art results and out-
performing the strongest baseline by 8 points
on LAILA dataset. We further show that fine-
tuned Arabic-centric LLMs generalize effec-
tively in cross-dataset setting (LAILA → ZAE-
BUC). Finally, we analyze the best-performing
model, examining error patterns, trait interac-
tions, and the effects of multi-trait autoregres-
sive scoring.

1 Introduction

Automated Essay Scoring (AES) is the task of au-
tomatically assigning a proficiency score to a stu-
dent’s essay written in response to a specific writ-
ing prompt, where the prompt defines the writing
task and the topic the student is expected to ad-
dress. Its importance lies in its ability to reduce
the time, cost, and human effort required to grade
essays, particularly in large-scale assessment set-
tings. Beyond holistic scoring, which assigns a
single overall score, trait scoring evaluates specific
aspects of writing such as grammar, relevance, and
vocabulary. Trait-level feedback is especially valu-
able in educational contexts, enabling students to
identify strengths and weaknesses in their writing.

AES systems are typically developed under two
paradigms. In prompt-specific AES, models are
trained and evaluated on essays from the same
prompt, enabling specialization in that prompt.

However, they often fail to generalize to essays
written for unseen prompts, limiting practicality
in real educational settings. In contrast, the cross-
prompt setup trains models on essays from a set
of source prompts and evaluates them on unseen
target prompts, with the goal of improving gen-
eralization across prompts. A wide range of ap-
proaches has been proposed for cross-prompt AES,
starting with feature-based methods (Li and Ng,
2024), followed by neural encoder-based models
(Chen et al., 2025), and more recently, large lan-
guage model (LLM)-based approaches (Yoshida,
2025). Although LLMs have demonstrated strong
zero-shot capabilities across NLP tasks (Nourel-
dien et al., 2025), existing AES studies suggest that
their effectiveness is often limited when used in
isolation (Mansour et al., 2024; Lee et al., 2024).

While most research has focused on English
AES, Arabic AES is gaining momentum through
new shared tasks and datasets (Bashendy et al.,
2025, 2026). However, the progress has largely
been limited to feature-based and neural ap-
proaches (Sayed et al., 2025; Albatarni et al., 2026),
with little attention paid to LLMs. This gap is par-
ticularly notable given the recent emergence of
Arabic-centric LLMs (Team et al., 2025; Bari et al.,
2025) and the availability of large-scale Arabic
AES benchmarks (Bashendy et al., 2026).

In this work, we investigate the potential of
LLMs for Arabic AES. Specifically, we fine-tune
three Arabic-centric LLMs (hereafter LLMft) for
cross-prompt AES and evaluate them on the largest
Arabic AES dataset, with the goal of providing a
benchmark for Arabic-centric LLM performance.
We aim to answer the following research questions:

RQ1 Does LLMft improve performance compared
to zero-shot and few-shot variants?

RQ2 How does LLMft perform compared to state-
of-the-art (SOTA) models?

RQ3 How does LLMft perform in a cross-dataset
setting compared to zero-shot and few-shot
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prompting, and established AES baselines?
RQ4 What insights additional analyses provide into

the reliability and scoring behavior of LLMft?
Our experiments show that LLMft significantly

improves over its base variants and significantly
outperforms SOTA baselines. Our contributions
are three-fold:
(1) We evaluate the performance of fine-tuning

small Arabic-centric LLMs for Arabic cross-
prompt AES, providing a systematic bench-
mark for their performance.

(2) We provide a new SOTA for Arabic cross-
prompt AES, offering a stronger point of com-
parison for future research.

(3) We conduct extensive analyses, including
cross-dataset evaluation and error analysis,
providing insights into the behavior, gener-
alization, and limitations of LLMft.

2 Related work

This section reviews prior work on AES, focus-
ing on Arabic AES, followed by studies applying
LLMs to AES through prompting and fine-tuning.

AES for Arabic Early Arabic AES research ex-
plored rule-based approaches and handcrafted lin-
guistic features (Alqahtani and Alsaif, 2020; Al-
sanie et al., 2022), fine-tuning AraBERT (Ghaz-
awi and Simpson, 2024), and applying parameter-
efficient fine-tuning (Mahmoud et al., 2024). Sayed
et al. (2025) pioneered cross-prompt AES for Ara-
bic by introducing a large set of 816 handcrafted
features and using them with various cross-prompt
models. To advance research in Arabic AES,
Bashendy et al. (2025) organized the TAQEEM
shared task targeting cross-prompt scoring for Ara-
bic AES, where participating teams primarily used
AraBERT-based models and LLM prompting ap-
proaches. Most recently, Albatarni et al. (2026) pro-
posed MAPLE, a cross-prompt AES model based
on a meta-learning framework that leverages pro-
totypical networks to learn transferable represen-
tations across different writing prompts, achieving
SOTA performance on Arabic AES.

LLMs Prompting for AES When it comes to
the utilization of LLMs for AES, most studies rely
on prompting rather than fine-tuning. For exam-
ple, Stahl et al. (2024) evaluated zero-shot, few-
shot, and Chain-of-Thought prompting for essay
scoring and feedback generation, while Mansour
et al. (2024) explored prompt-engineering strate-

gies with ChatGPT and LLaMA. Similarly, Lee
et al. (2024) proposed a zero-shot multi-trait spe-
cialization framework that decomposes the rubric
into traits, for sequential evaluation. More ad-
vanced paradigms include reasoning-model com-
parisons (Yoshida, 2025) and a multi-agent evalu-
ation framework (Jang et al., 2025). For Arabic
AES, Mandhari et al. (2026) introduced a trait-
specific framework that explored standard prompt-
ing, hybrid prompting with trait-specialist evalua-
tors, and rubric-guided prompting under zero-shot
and few-shot settings. Meanwhile, Qwaider et al.
(2025) investigated prompt–essay relevance using
conventional approaches such as threshold-based
classifiers and SVMs, as well as prompting LLMs,
including FalconH1, Qwen3, Gemma3, and Jais.
Despite these innovations, prompting-based meth-
ods still fall short of SOTA AES systems in overall
performance.

LLMs Finetuning for AES Few studies have
explored fine-tuning LLMs for AES. Liu et al.
(2025) fine-tuned GPT-3.5-turbo on TOEFL11 and
observed an overrating tendency, though incorpo-
rating linguistic features improved the accuracy.
Xiao et al. (2025) proposed a dual-process AES
framework and showed that fine-tuning LLaMA 3
and GPT-3.5 can achieve performance comparable
to conventional SOTA systems. In Arabic AES,
Ghazawi and Simpson (2025) evaluated several
fine-tuning strategies on ACEGPT and LLaMA,
yet their models still underperformed compared to
a smaller fine-tuned BERT-based model. Overall,
while fine-tuning improves LLM performance, it
often remains less competitive than smaller models.
Our work addresses this gap by fine-tuning LLMs
specifically for Arabic AES.

3 Study Design

In the cross-prompt AES setting, given a set of
source prompts Psrc, and a set of target prompts
Ptrg, the objective is to train a model on Psrc such
that it generalizes effectively to the unseen prompts
Ptrg. We aim to estimate the upper-bound per-
formance of LLMs on cross-prompt AES by fine-
tuning them for this task.

Multi-trait Scoring We fine-tune LLMs for trait-
based essay scoring using a Multi-Trait (MT) setup,
where a single model jointly predicts scores for
multiple essay traits. This formulation allows the
model to capture dependencies between traits while
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enabling all traits to be predicted using a single
model, improving both training and inference ef-
ficiency. Given a writing prompt and an essay,
the model generates all trait scores in a structured
JSON format. The fine-tuning prompt is shown in
Figure 1.
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Figure 1: The Arabic prompt used for multi-trait predic-
tion. English translation is provided in Figure 2.

You will be given an essay written by a student in response
to a prompt. Your task is to evaluate all the writing traits
within the specified range.
Output the result in JSON format only, without any addi-
tional explanation or text. Each trait’s score should be an
integer within the specified range.
—
Prompt: The prompt that the student was asked to write
about
Essay: The essay written by the student in response to the
prompt
Scores: {‘Relevance’: (0, 2), ‘Organization’: (0, 5), ‘Style’:
(0, 5), ‘Development’: (0, 5), ‘Mechanics’: (0, 5), ‘Gram-
mar’: (0, 5), ‘holistic’: (0, 32)}
—
Prompt: {prompt}
Essay: {essay}
Scores:

Figure 2: English translation of the Multi-trait predic-
tion prompt. The Arabic version is shown in Figure 1.

Fine-Tuning Setting We fine-tune the LLMs us-
ing the Hugging Face Transformers library with
the PEFT1 framework for parameter-efficient adap-
tation. Specifically, we apply LoRA to the causal
language modeling objective, keeping the base
model frozen while training low-rank adapters
(rank r = 64, α = 128, dropout = 0.1). The
adapters are applied to the attention projection ma-
trices (Key, Query, Value, and Output) and MLP

1https://huggingface.co/docs/peft/en/index

layers (Gate, Up, and Down projections). Super-
vised fine-tuning is conducted using the TRL li-
brary’s SFTTrainer,2 with AdamW optimizer, a
learning rate of 2 × 10−4, and a cosine sched-
uler. These hyperparameter values were deter-
mined based on preliminary experiments. More-
over, training uses a micro-batch size of 4 with
gradient accumulation steps of 16 (global batch
size 64), for 10 epochs with a maximum sequence
length of 2048. Mixed-precision training with
bfloat16 is enabled for computational efficiency.
For inference, we use greedy decoding for all ex-
periments. The best checkpoint is selected based
on performance on the development set. All exper-
iments were run using one H200 GPU.

Dataset We used LAILA (Bashendy et al., 2026),
a large-scale Arabic AES dataset with 7,859 es-
says written in response to eight prompts (P1-
P8). Essays were annotated for seven traits: rel-
evance (REL) on a scale of 0–2, and organiza-
tion (ORG), vocabulary (VOC), style (STY), devel-
opment (DEV), mechanics (MEC), and grammar
(GRA) on a scale of 0–5, and a holistic (HOL)
score as the sum of all trait scores. We adopt the
cross-prompt splits provided by LAILA authors.3

Fine-tuned LLMs For fine-tuning, we select
small open-source Arabic-centric LLMs. We focus
on models in the 7B–9B parameter range, as they
are practical to fine-tune while remaining compu-
tationally efficient. Moreover, to ensure architec-
tural diversity, we choose models built on different
base architectures. Specifically, we finetune FA-
NAR 9B (Team et al., 2025),4 ALLAM 7B (Bari
et al., 2025),5 and JAIS 8B (Anwar et al., 2025).6

Other Scoring Models We compare the fine-
tuned LLMs against a range of prompting-based
LLM baselines and SOTA engineered models:

1. Zero-shot (LLM0): We evaluate the 3 fine-
tuned LLMs (FANAR 9B, ALLAM 7B, and
JAIS 8B) in a zero-shot setting to assess their
inherent scoring capabilities without task-
specific adaptation. We additionally evaluate
larger variants, namely FANAR 27B and JAIS

2https://huggingface.co/docs/trl/en/sft_
trainer

3https://gitlab.com/bigirqu/laila
4https://huggingface.co/QCRI/Fanar-1-9B
5https://huggingface.co/humain-ai/

ALLaM-7B-Instruct-preview
6https://huggingface.co/inceptionai/

Jais-2-8B-Chat
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Model Size REL ORG VOC STY DEV MEC GRA HOL AVE
ALLAM0 7B 0.230 0.388 0.416 0.463 0.393 0.415 0.434 0.377 0.390
JAIS0 8B 0.112 0.126 0.169 0.176 0.153 0.215 0.211 0.234 0.175
JAIS0 70B 0.112 0.334 0.431 0.367 0.413 0.433 0.443 0.461 0.374
FANAR0 9B 0.457 0.536 0.421 0.550 0.487 0.371 0.448 0.521 0.474
FANAR0 27B 0.040 0.459 0.262 0.084 0.261 0.175 0.095 0.427 0.225
GPT-50 - 0.620 0.709 0.540 0.586 0.652 0.410 0.547 0.716 0.598
ALLAMfs 7B 0.096 0.253 0.313 0.316 0.273 0.350 0.339 0.347 0.286
JAISfs 8B 0.093 0.226 0.277 0.278 0.255 0.260 0.261 0.304 0.244
FANARfs 9B 0.425 0.591 0.552 0.607 0.563 0.582 0.594 0.651 0.570
MOOSE 0.6B 0.411 0.627 0.642 0.649 0.585 0.586 0.623 0.649 0.597
XGB - 0.360 0.645 0.641 0.641 0.583 0.577 0.619 0.679 0.593
MAPLE 0.16B 0.290 0.647 0.686 0.702 0.607 0.634 0.664 0.723 0.619
TRATES - 0.557 0.696 0.657 0.664 0.652 0.608 0.643 0.744 0.653
ALLAMft 7B 0.654⋆• 0.771⋆• 0.731⋆ 0.741⋆ 0.716 0.696⋆• 0.708⋆• 0.781⋆• 0.725⋆•

JAISft 8B 0.552 0.743⋆ 0.708⋆ 0.714 0.681 0.659 0.678 0.746 0.685
FANARft 9B 0.656⋆• 0.789⋆• 0.743⋆ 0.752⋆• 0.718⋆• 0.714⋆• 0.726⋆• 0.796⋆• 0.737⋆•

Table 1: Performance of LLMft against the other scoring models on LAILA test split. Statistical significance is
done using a t-test (p < 0.05) over results across individual prompts. Improvements over TRATES are denoted by ⋆.
Improvements over JAISft are denoted by •. FANARft and ALLAMft are not statistically significant.

70B. We also include GPT-5 as a reference
for large frontier models.

2. Few-shot (LLMfs): Similarly, we evaluate
the 3 LLMs under few-shot scoring using 5
in-context examples randomly sampled from
different prompts in Psrc, to assess the extent
to which task demonstrations improve scor-
ing performance. Since few-shot performance
can be sensitive to the selected examples, we
repeat each experiment three times with dif-
ferent random seeds and report the average
performance.

3. SOTA: We select 4 engineered models that
achieve the best performance on LAILA.
MOOSE is an adaptation of an English
cross-prompt AES model based on a mixture-
of-experts architecture (Chen et al., 2025;
Bashendy et al., 2026). XGB is a strong
feature-based model reported in (Bashendy
et al., 2026). MAPLE is a meta-learning
framework for cross-prompt AES that incor-
porates prompt, rubric, and generic features
into the essay representation (Albatarni et al.,
2026). TRATES is a system that generates
trait-specific features and combines them with
linguistic features for scoring using a simple
NN (Eltanbouly et al., 2025). We use its Ara-
bic adaptation by Elbahnasawi et al. (2026),
which is the current SOTA on LAILA.

The LLM experiments were run using vLLM
(Kwon et al., 2023) and relevant API’s for closed
models. For smaller LLMs, we use structured out-
puts, since the smaller models are not able to adhere
to the output format consistently.

Evaluation Metric We evaluate our models us-
ing Quadratic Weighted Kappa (QWK) (Cohen,
1968), a widely used metric in AES. QWK quanti-
fies agreement between human and system scores
while accounting for the severity of disagreements,
making it suitable for ordinal score scales.

4 Experimental Evaluation

This section addresses the first three research ques-
tions: LLMft vs. Non-finetuned LLMs, LLMft vs.
SOTA, and cross-dataset performance of LLMft.

4.1 LLMft vs. Non-tuned LLMs (RQ1)
Table 1 compares LLMft performance with the
other scoring models on LAILA test set.7

Non-tuned LLMs For the prompting-based
LLMs, FANARfs and JAISfs perform better than
their LLM0 variants, with improvements of 10 and
7 points, respectively. Notably, the larger model,
JAIS0 70B, outperforms JAISfs 8B by 13 points. In
contrast, ALLAM shows the opposite trend, where
few-shot prompting leads to a performance drop of

7Per-prompt results are in Table 4.
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almost 10 points. Overall, the results of non-tuned
LLMs are underwhelming, not surpassing existing
SOTA models or the frontier model, GPT-50.

Fine-tuning Fine-tuning leads to substantial per-
formance improvements, with gains of 17, 34, and
44 points for FANARft, ALLAMft, and JAISft,
respectively, over their best non–tuned configura-
tions. Interestingly, although the differences in per-
formance between LLM0 models and also between
the LLMfs models were large (e.g., FANAR0 out-
performing ALLAM0 and JAIS0 by 8 and 30 points,
respectively), those gaps narrow significantly after
fine-tuning, with FANARft exceeding ALLAMft

and JAISft by only 1 and 5 points, respectively.

4.2 LLMft vs SOTA Models (RQ2)

Table 1 shows that LLMft outperforms all SOTA
models by a substantial margin. In fact, the best-
performing LLM, FANARft, outperforms the best
baseline model, TRATES, by 8 points, establish-
ing a new SOTA performance in Arabic AES on
LAILA dataset. Moreover, improvements of FA-
NARft, ALLAMft, and JAISft over TRATES are
statistically significant in 8, 7, and 2 traits, respec-
tively, with both FANARft and ALLAMft also
showing statistically significant improvements on
average. Notably, differences in performance be-
tween FANARft and ALLAMft are not statistically
significant across any individual trait, indicating
comparable performance between the two models.
In contrast, improvements of FANARft over JAISft

are statistically significant in all traits except VOC.

4.3 LLMft in Cross-dataset Setting (RQ3)

We now turn to evaluating LLMft in a cross-dataset
setting. This setting assesses the generalizability
of AES models not only across unseen prompts but
also across different essay types and demographics
(Eltanbouly et al., 2026). It is particularly relevant
in low-resource scenarios, where small datasets are
insufficient for training billion-parameter LLMs.

Dataset For this experiment, we use the ZAE-
BUC dataset (Habash and Palfreyman, 2022). It
contains 214 Arabic essays written by first-year
university students across three topics. While ZAE-
BUC differs from LAILA in prompts, essay char-
acteristics, and annotation scheme, the two popu-
lations are expected to have broadly comparable
language proficiency, as LAILA targets high school
students, including those in their final year, who are

Model Size QWK RMSE
ALLAM0 7B 0.267 1.189
JAIS0 8B 0.160 1.187
FANAR0 9B 0.451 0.877
ALLAMfs 7B 0.470 0.772
JAISfs 8B 0.333 1.363
FANARfs 9B 0.306 0.972
RF - 0.477 0.639
XGB - 0.427 0.838
MOOSE 0.6B 0.329 1.083
ALLAMft 7B 0.481 0.697
JAISft 8B 0.444 0.710
FANARft 9B 0.533 0.628

Table 2: Cross-dataset performance of LLMft and base-
line systems (LAILA → ZAEBUC)

at a similar educational stage to first-year univer-
sity students. The dataset provides CEFR language
proficiency annotations, which we map to scores in
the range [1–6], following Habash and Palfreyman
(2022). For predictions, we map LAILA’s holistic
scores from the original [0–32] range to the [1–6]
range used by ZAEBUC. Given the small size of
ZAEBUC, we report QWK over the entire dataset
rather than computing prompt-level scores and av-
eraging them. Additionally, we include RMSE as
a complementary metric, as QWK can exhibit in-
stability on small datasets (Albatarni and Elsayed,
2026).

Scoring Models We evaluate the following mod-
els on ZAEBUC:

1. LLM0: Since ZAEBUC contains only the
overall score of the essays, we prompt the
same 3 LLMs (FANAR, ALLAM, and JAIS)
to predict the holistic score (prompt depicted
in Figure 6), with a score range of 1–6.

2. LLMfs: We use the same prompt as LLM0,
augmented with 5 random examples from
LAILA. The examples include holistic scores
only. Since the holistic score range in LAILA
is 0–32, we prompt the LLM to generate
scores in this range, then map the predictions
to ZAEBUC’s score range. We repeat the ex-
periment three times with different random
seeds and report the average performance.

3. Qayyem’s Models: We consider the models
available in Qayyem,8, an online Arabic AES
platform (Elbahnasawi et al., 2026) namely
RF, XGB, and MOOSE.

8At the time of the experiments
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Figure 3: Two essays from Prompt 1 with a true relevance score of 1. The left essay (011026) is correctly scored as
1, while the right essay (010926) is incorrectly scored as 2.

4. LLMft: We train LLMft on all prompts
in LAILA, using the most frequent number
of steps across the individual folds for each
LLM, and then evaluate the resulting model
on ZAEBUC. LLMft predicts all LAILA
traits; however, we consider only HOL predic-
tion and map the scores to ZAEBUC’s scale.

Evaluation Results The results are presented in
Table 2. Overall, the performance of LLM0 on
ZAEBUC closely mirrors its behavior on LAILA
dataset, where ALLAM and FANAR consistently
outperform JAIS. Notably, although JAIS0 shows
lower performance in terms of QWK, RMSE indi-
cates that its errors are comparable to ALLAM0,
with only a small difference. LLMfs prompting
improves the performance of ALLAM and JAIS

by 20 and 17 points, respectively, whereas FANAR

experiences a 15-point decline. This suggests that
few-shot examples from another dataset can benefit
some LLMs but may also introduce instability for
others.

In contrast, fine-tuning on LAILA leads to
substantial performance gains across all models.
Specifically, JAISft and FANARft improve by 11
and 8 points, respectively, over their best non-tuned
configurations, with consistent improvements also
observed in RMSE. ALLAMft, however, improves
by only 1 QWK point. This demonstrates that su-
pervised fine-tuning on essay data enhances cross-
dataset generalization, even when the training and
test sets differ in demographics and topics. Impor-

tantly, direct fine-tuning on ZAEBUC would not
be practical due to its extremely small size.

Finally, when compared against the engineered
AES systems, FANARft outperforms the strongest
model (RF) by 6 QWK points while achieving com-
parable RMSE. Additionally, ALLAMft achieves
performance comparable to RF on both QWK and
RMSE. Unlike the substantial gains observed on
LAILA, improvements in the cross-dataset setting
are more modest, underscoring the continued chal-
lenge of generalizing across datasets.

5 Performance Analysis

In this section, we address the final research ques-
tion: what do additional analyses reveal about the
reliability and scoring behavior of LLMft? We
conduct a detailed analysis on the best-performing
model, FANARft, and investigate the following sub-
research questions:

1. How do errors in the REL trait affect the pre-
diction of other traits? (§5.1)

2. What are the underlying causes of errors in
the REL trait, as observed through qualitative
case study analysis? (§5.2)

3. Does single-trait fine-tuning yield better per-
formance than multi-trait fine-tuning? (§5.3)

4. To what extent is the multi-trait model influ-
enced by autoregressive bias during genera-
tion? (§5.4)
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Figure 5: LLMft results with ST and MT models.

5.1 Error Analysis

We begin by examining writing prompt P1, which
is the most challenging prompt, with an average
QWK of 0.488, compared to the other prompts,
with QWK ranging from 0.733 to 0.805 (see Ap-
pendix A). To understand the source of this per-
formance gap, we examine the REL trait, which
obtains the lowest QWK for P1 (0.303). We then
analyze the ORG trait to investigate how errors in
REL prediction propagate to the scoring of other
traits. Figure 4 shows the confusion matrix for
REL and ORG traits, explaining this weaker per-
formance. In LAILA, essays with a REL score of
zero automatically receive zeros for all other traits,
and P1 contains a relatively high proportion of such
essays (16.4%). Our analysis shows that although
the model captures this dependency (assigning zero
to other traits when REL is predicted as zero), it
struggles to predict REL accurately. For example,
130 essays with a true REL of 0 were predicted as
2, causing excessive over-predictions in the other
traits. Specifically, 112 essays of them received a
score above 1 for ORG, contributing to the lower
overall performance.

Another interesting observation highlights that
across all prompts, only 8.1% of essays received the
same scores as the gold labels across all traits. How-
ever, 41.6% of essays are predicted within a one-
point difference for all traits, suggesting that while
exact matches are relatively limited, the model’s
predictions are pretty close to the true scores, with
an average RMSE of 1.123 across all traits.

5.2 Case Study

To further investigate the REL issue, we exam-
ine two essays: one correctly predicted and one
misclassified. Figure 3 presents two essays from
P1 with a true REL score of 1. The model cor-
rectly predicts the first essay (left), which exhibits
a clear topical mismatch with the prompt, focus-
ing on obesity and general health-related issues
rather than teenagers’ declining interest in sports
participation. However, the second essay (right)
is overpredicted as 2. While it contains several
prompt-related keywords (e.g., teenagers, sports,
training, and competitions), it provides limited dis-
cussion of the prompt’s main question and lacks
sufficient explanatory depth. This example sug-
gests that the model relies heavily on lexical over-
lap when assessing REL. As a result, essays con-
taining prompt-related keywords may receive in-
flated scores despite only partially addressing the
prompt.

5.3 ST vs. MT
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Figure 6: The Arabic prompt used for the ST prediction.
English translation is provided in Figure 7.

We next investigate whether fine-tuning a sepa-
rate model for each trait, referred to as Single-Trait
(ST), yields better performance than MT. For this
experiment, we use FANAR. Under the ST setting,
a dedicated model is fine-tuned to predict a single
trait score for a given essay, resulting in one model
per trait (the prompt is depicted in Figure 6).

The results on the development set are shown in
Figure 5. Interestingly, the average performance of
ST and MT models is very close. REL is the only
trait with a noticeable difference, where ST outper-
forms MT by about 2 points. This may be because
REL is scored on a smaller range (0-2) than the
other traits (0-5), so MT training may dilute its gra-
dient signal. Despite this small difference, the MT
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You will be given an essay written by a student in response
to a prompt. Your task is to evaluate the holistic trait within
the range (0, 32).
Output the result in JSON format only, without any addi-
tional explanation or text. The score should be an integer
within the specified range.
—
Prompt: The prompt that the student was asked to write
about
Essay: The essay written by the student in response to the
prompt
Score: {‘Holistic’: (0, 32)}
—
Prompt: {prompt}
Essay: {essay}
Score:

Figure 7: English translation of the ST prediction
prompt.

model is more efficient, predicting all eight scores
with one model, while the ST approach requires
eight separate models. Specifically, the inference
time of the ST approach is 0.35 seconds per es-
say for all traits, compared to 0.07 seconds for the
MT model. Training the ST models for all traits
over 10 epochs requires approximately 678 hours,
compared to about 102 hours for the MT model.

5.4 Autoregressive Copying

We also observed a tendency of the MT model to
repeat scores across traits. On the test set, 45.7% of
essays have identical scores for all traits (excluding
REL and HOL), compared to 15.2% in the gold
labels. This raises a concern: “is the MT model
biased by its autoregressive generation process?”
To investigate this concern, we compare MT and
ST predictions on the development set. For each
consecutive trait pair (i, i+ 1), we focus on cases
where the gold scores differ (yi ̸= yi+1) and define
two probabilities:

PSEQ = p(ŷMi+1 = ŷMi and ŷSi+1 ̸= ŷSi | yi+1 ̸= yi)

PIND = p(ŷMi+1 = ŷMi and ŷSi+1 = ŷSi | yi+1 ̸= yi)

where ŷS , ŷM are the predicted scores by ST and
MT models, respectively. PSEQ measures the prob-
ability that MT introduces copying between trait
scores that ST distinguishes, suggesting sequential
influence, while PIND captures cases where the MT
model’s repetition aligns with the ST approach’s
independent assessment.

As shown in Table 3, PIND is significantly higher
than PSEQ across all pairs (averaging 0.526 vs.
0.215). This indicates that repeated scores in MT

traiti traiti+1 PSEQ PIND
ORG VOC 0.152 0.377
VOC STY 0.217 0.476
STY DEV 0.243 0.598
DEV MEC 0.249 0.432
MEC GRA 0.214 0.750

AVE 0.215 0.526

Table 3: Consecutive trait copying.

are not primarily due to autoregressive propagation;
rather, the MT model assigns these scores delib-
erately, reflecting a consistent evaluation process
similar to the independent ST predictions.

6 Conclusion and Future Work

This study evaluated the effectiveness of fine-
tuning relatively small Arabic-centric LLMs,
namely ALLAM 7B, JAIS 8B, and FANAR 9B,
for cross-prompt Arabic automated essay scoring.
The results show that LLMft consistently outper-
forms strong baselines, including much larger pro-
prietary models such as GPT-5. Specifically, the
best-performing model, FANARft, surpasses the
strongest baseline on LAILA dataset by 8 points.
Moreover, we evaluate LLMft in a cross-dataset
setting (training on LAILA and testing on ZAE-
BUQ), where FANARft achieves the strongest per-
formance among all models. Further analysis
of FANARft reveals several performance patterns,
highlighting both its strengths and weaknesses. In
future work, we plan to explore alternative prompt-
ing strategies, incorporate rubric-based informa-
tion, and investigate model distillation to improve
efficiency while maintaining strong performance.
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7 Limitations

While our results are substantial, this study has
several limitations. First, we evaluated only two
prompt formulations and did not explore a broader
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range of prompting strategies that may further im-
prove performance. Second, our benchmark fo-
cuses on fine-tuning relatively small Arabic-centric
LLMs and does not investigate larger or multilin-
gual LLMs. Future work could examine whether
the observed gains transfer to these settings and
scale with model size and language diversity. Fi-
nally, fine-tuning LLMs requires non-trivial com-
putational resources, which may limit accessibility
in some settings.

References
Salam Albatarni, May Bashendy, Sohaila Eltanbouly,

and Tamer Elsayed. 2026. MAPLE: A meta-learning
framework for cross-prompt essay scoring. In Find-
ings of the Association for Computational Linguis-
tics: ACL 2026, pages 19948–19961, San Diego, Cal-
ifornia, United States. Association for Computational
Linguistics.

Salam Albatarni and Tamer Elsayed. 2026. Quadratic
weighted kappa is not enough for evaluating auto-
mated essay scoring models. In Proceedings of the
Fifteenth Language Resources and Evaluation Con-
ference (LREC 2026), pages 4447–4456, Palma, Mal-
lorca, Spain. European Language Resources Associ-
ation (ELRA).

Abeer Alqahtani and Amal Alsaif. 2020. Automated
Arabic essay evaluation. In Proceedings of the 17th
International Conference on Natural Language Pro-
cessing (ICON), pages 181–190, Indian Institute of
Technology Patna, Patna, India. NLP Association of
India (NLPAI).

Waleed Alsanie, Mohamed I Alkanhal, Mohammed Al-
hamadi, and Abdulaziz O Alqabbany. 2022. Auto-
matic scoring of arabic essays over three linguistic
levels. Progress in Artificial Intelligence, pages 1–
13.

Mohamed Anwar, Abdelhakim Freihat, George Ibrahim,
Mostafa Awad, Abdelrahman Atef Mohamed Ali
Sadallah, Gurpreet Gosal, Gokul Ramakrishnan,
Sarath Chandran, Biswajit Mishra, Rituraj Joshi,
Ahmed Frikha, Etienne Goffinet, Abhishek Maiti, Ali
El Filali, Sarah Al Barri, Samujjwal Ghosh, Rahul
Pal, Parvez Mullah, Awantika Shukla, and 41 others.
2025. Jais 2: A family of Arabic-centric open large
language models. Technical report, IFM.

M Saiful Bari, Yazeed Alnumay, Norah A. Alzahrani,
Nouf M. Alotaibi, Hisham Abdullah Alyahya, Sultan
AlRashed, Faisal Abdulrahman Mirza, Shaykhah Z.
Alsubaie, Hassan A. Alahmed, Ghadah Alabduljab-
bar, Raghad Alkhathran, Yousef Almushayqih, Ra-
neem Alnajim, Salman Alsubaihi, Maryam Al Man-
sour, Saad Amin Hassan, Dr. Majed Alrubaian, Ali
Alammari, Zaki Alawami, and 7 others. 2025. AL-
Lam: Large language models for arabic and english.

In The Thirteenth International Conference on Learn-
ing Representations.

May Bashendy, Salam Albatarni, Sohaila Eltanbouly,
Walid Massoud, Houda Bouamor, and Tamer Elsayed.
2025. TAQEEM 2025: Overview of the first shared
task for Arabic quality evaluation of essays in multi-
dimensions. In Proceedings of The Third Arabic
Natural Language Processing Conference: Shared
Tasks, pages 966–976, Suzhou, China. Association
for Computational Linguistics.

May Bashendy, Walid Massoud, Sohaila Eltanbouly,
Salam Albatarni, Marwan Sayed, Abrar Abir, Houda
Bouamor, and Tamer Elsayed. 2026. LAILA: A large
trait-based dataset for Arabic automated essay scor-
ing. In Proceedings of the 19th Conference of the
European Chapter of the Association for Computa-
tional Linguistics (Volume 1: Long Papers), pages
3074–3091, Rabat, Morocco. Association for Com-
putational Linguistics.

Po-Kai Chen, Bo-Wei Tsai, Shao Kuan Wei, Chien-Yao
Wang, Jia-Ching Wang, and Yi-Ting Huang. 2025.
Mixture of ordered scoring experts for cross-prompt
essay trait scoring. In Proceedings of the 63rd An-
nual Meeting of the Association for Computational
Linguistics (Volume 1: Long Papers), pages 18071–
18084, Vienna, Austria. Association for Computa-
tional Linguistics.

Jacob Cohen. 1968. Weighted kappa: nominal scale
agreement provision for scaled disagreement or par-
tial credit. Psychological bulletin, 70(4):213.

Hoor Tamer Elbahnasawi, Marwan Sayed, Sohaila
Eltanbouly, Fatima Zahra Brahamia, and Tamer El-
sayed. 2026. Qayyem: A real-time platform for scor-
ing proficiency of Arabic essays. In Proceedings of
the 64th Annual Meeting of the Association for Com-
putational Linguistics (Volume 3: System Demonstra-
tions), pages 536–545, San Diego, California, United
States. Association for Computational Linguistics.

Sohaila Eltanbouly, Salam Albatarni, and Tamer El-
sayed. 2025. TRATES: Trait-specific rubric-assisted
cross-prompt essay scoring. In Findings of the As-
sociation for Computational Linguistics: ACL 2025,
pages 20528–20543, Vienna, Austria. Association
for Computational Linguistics.

Sohaila Eltanbouly, Marwan Sayed, and Tamer Elsayed.
2026. Is one dataset enough for evaluation? studying
generalizability of automated essay scoring models.
In Proceedings of the Fifteenth Language Resources
and Evaluation Conference (LREC 2026), pages 431–
440, Palma, Mallorca, Spain. European Language
Resources Association (ELRA).

Rayed Ghazawi and Edwin Simpson. 2024. Automated
essay scoring in arabic: a dataset and analysis of a
bert-based system. arXiv preprint arXiv:2407.11212.

Rayed Ghazawi and Edwin Simpson. 2025. How well
can llms grade essays in arabic? Computers and
Education: Artificial Intelligence, page 100449.

19

https://aclanthology.org/2026.findings-acl.997/
https://aclanthology.org/2026.findings-acl.997/
https://doi.org/10.63317/3co8wwdqqyf6
https://doi.org/10.63317/3co8wwdqqyf6
https://doi.org/10.63317/3co8wwdqqyf6
https://aclanthology.org/2020.icon-main.24/
https://aclanthology.org/2020.icon-main.24/
https://openreview.net/forum?id=MscdsFVZrN
https://openreview.net/forum?id=MscdsFVZrN
https://doi.org/10.18653/v1/2025.arabicnlp-sharedtasks.134
https://doi.org/10.18653/v1/2025.arabicnlp-sharedtasks.134
https://doi.org/10.18653/v1/2025.arabicnlp-sharedtasks.134
https://doi.org/10.18653/v1/2026.eacl-long.142
https://doi.org/10.18653/v1/2026.eacl-long.142
https://doi.org/10.18653/v1/2026.eacl-long.142
https://doi.org/10.18653/v1/2025.acl-long.884
https://doi.org/10.18653/v1/2025.acl-long.884
https://doi.org/10.18653/v1/2026.acl-demo.53
https://doi.org/10.18653/v1/2026.acl-demo.53
https://doi.org/10.18653/v1/2025.findings-acl.1054
https://doi.org/10.18653/v1/2025.findings-acl.1054
https://doi.org/10.63317/4sepdcv3iix7
https://doi.org/10.63317/4sepdcv3iix7


Nizar Habash and David Palfreyman. 2022. ZAEBUC:
An annotated Arabic-English bilingual writer corpus.
In Proceedings of the Thirteenth Language Resources
and Evaluation Conference, pages 79–88, Marseille,
France. European Language Resources Association.

Jinhee Jang, Ayoung Moon, Minkyoung Jung, Young-
Bin Kim, and Seung Jin Lee. 2025. LLM agents at
the roundtable: A multi-perspective and dialectical
reasoning framework for essay scoring. In Find-
ings of the Association for Computational Linguis-
tics: EMNLP 2025, pages 19674–19687, Suzhou,
China. Association for Computational Linguistics.

Woosuk Kwon, Zhuohan Li, Siyuan Zhuang, Ying
Sheng, Lianmin Zheng, Cody Hao Yu, Joseph E.
Gonzalez, Hao Zhang, and Ion Stoica. 2023. Effi-
cient memory management for large language model
serving with pagedattention. In Proceedings of the
ACM SIGOPS 29th Symposium on Operating Systems
Principles.

Sanwoo Lee, Yida Cai, Desong Meng, Ziyang Wang,
and Yunfang Wu. 2024. Unleashing large language
models’ proficiency in zero-shot essay scoring. In
Findings of the Association for Computational Lin-
guistics: EMNLP 2024, pages 181–198, Miami,
Florida, USA. Association for Computational Lin-
guistics.

Shengjie Li and Vincent Ng. 2024. Conundrums in
cross-prompt automated essay scoring: Making sense
of the state of the art. In Proceedings of the 62nd
Annual Meeting of the Association for Computational
Linguistics (Volume 1: Long Papers), pages 7661–
7681, Bangkok, Thailand. Association for Computa-
tional Linguistics.

Yingying Liu, Huilei Qi, and Xiaofei Lu. 2025. Enhanc-
ing gpt-based automated essay scoring: the impact
of fine-tuning and linguistic complexity measures.
Computer Assisted Language Learning, pages 1–20.

Somaia Mahmoud, Emad Nabil, and Marwan Torki.
2024. Automatic scoring of arabic essays: A
parameter-efficient approach for grammatical assess-
ment. IEEE Access.

Salim Al Mandhari, Hieu Pham Dinh, Mo El-Haj, and
Paul Rayson. 2026. Structured prompting for ara-
bic essay proficiency: A trait-centric evaluation ap-
proach. In Proceedings of the Fifteenth Language
Resources and Evaluation Conference (LREC 2026),
pages 10532–10544, Palma, Mallorca, Spain. Euro-
pean Language Resources Association (ELRA).

Watheq Ahmad Mansour, Salam Albatarni, Sohaila
Eltanbouly, and Tamer Elsayed. 2024. Can large
language models automatically score proficiency of
written essays? In Proceedings of the 2024 Joint
International Conference on Computational Linguis-
tics, Language Resources and Evaluation (LREC-
COLING 2024), pages 2777–2786, Torino, Italia.
ELRA and ICCL.

Yossra Noureldien, Abdelrazig Mohamed, and Farah At-
tallah. 2025. Zero-shot and fine-tuned evaluation of
generative LLMs for Arabic word sense disambigua-
tion. In Proceedings of The Third Arabic Natural
Language Processing Conference, pages 298–305,
Suzhou, China. Association for Computational Lin-
guistics.

Chatrine Qwaider, Kirill Chirkunov, Bashar Alhafni,
Nizar Habash, and Ted Briscoe. 2025. Evaluating
prompt relevance in Arabic automatic essay scoring:
Insights from synthetic and real-world data. In Pro-
ceedings of The Third Arabic Natural Language Pro-
cessing Conference, pages 162–178, Suzhou, China.
Association for Computational Linguistics.

Marwan Sayed, Sohaila Eltanbouly, May Bashendy,
and Tamer Elsayed. 2025. Feature engineering is
not dead: A step towards state of the art for Ara-
bic automated essay scoring. In Proceedings of The
Third Arabic Natural Language Processing Confer-
ence, pages 231–245, Suzhou, China. Association
for Computational Linguistics.

Maja Stahl, Leon Biermann, Andreas Nehring, and Hen-
ning Wachsmuth. 2024. Exploring LLM prompting
strategies for joint essay scoring and feedback gen-
eration. In Proceedings of the 19th Workshop on
Innovative Use of NLP for Building Educational Ap-
plications (BEA 2024), pages 283–298, Mexico City,
Mexico. Association for Computational Linguistics.

Fanar Team, Ummar Abbas, Mohammad Shahmeer Ah-
mad, Firoj Alam, Enes Altinisik, Ehsannedin Asgari,
Yazan Boshmaf, Sabri Boughorbel, Sanjay Chawla,
Shammur Chowdhury, and 1 others. 2025. Fanar:
An arabic-centric multimodal generative ai platform.
arXiv preprint arXiv:2501.13944.

Changrong Xiao, Wenxing Ma, Qingping Song,
Sean Xin Xu, Kunpeng Zhang, Yufang Wang, and
Qi Fu. 2025. Human-ai collaborative essay scoring:
A dual-process framework with llms. In Proceed-
ings of the 15th International Learning Analytics and
Knowledge Conference, LAK ’25, page 293–305,
New York, NY, USA. Association for Computing
Machinery.

Lui Yoshida. 2025. Are the reasoning models good at
automated essay scoring? In Findings of the Associ-
ation for Computational Linguistics: EMNLP 2025,
pages 8388–8394, Suzhou, China. Association for
Computational Linguistics.

A Per-Prompt Results

We present the per-prompt results on LAILA
dataset in Table 4. Prompt P1 shows the lowest
performance, with an average QWK of 0.488, com-
pared to the other prompts, whose performance
ranges from 0.733 to 0.805.
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LLM Prompt REL ORG VOC STY DEV MEC GRA HOL AVE

ALLAMft

P1 0.373 0.568 0.547 0.553 0.531 0.504 0.514 0.553 0.518
P2 0.573 0.757 0.730 0.733 0.699 0.658 0.683 0.756 0.699
P3 0.710 0.876 0.782 0.798 0.755 0.786 0.812 0.868 0.798
P4 0.690 0.815 0.759 0.769 0.731 0.764 0.755 0.813 0.762
P5 0.625 0.774 0.691 0.729 0.728 0.679 0.713 0.775 0.714
P6 0.683 0.782 0.762 0.758 0.752 0.732 0.757 0.814 0.755
P7 0.699 0.811 0.792 0.755 0.712 0.742 0.756 0.838 0.763
P8 0.757 0.817 0.835 0.812 0.740 0.772 0.764 0.854 0.794

JAISft

P1 0.235 0.524 0.502 0.525 0.458 0.471 0.473 0.500 0.461
P2 0.334 0.731 0.709 0.745 0.670 0.657 0.675 0.741 0.658
P3 0.654 0.830 0.791 0.751 0.709 0.748 0.787 0.826 0.762
P4 0.599 0.814 0.739 0.771 0.722 0.751 0.747 0.800 0.743
P5 0.614 0.761 0.683 0.729 0.732 0.677 0.714 0.771 0.710
P6 0.625 0.761 0.756 0.742 0.722 0.706 0.741 0.799 0.732
P7 0.685 0.802 0.808 0.739 0.742 0.711 0.731 0.829 0.756
P8 0.521 0.740 0.737 0.716 0.648 0.647 0.662 0.738 0.676

FANARft

P1 0.303 0.548 0.505 0.545 0.502 0.482 0.494 0.522 0.488
P2 0.731 0.815 0.793 0.786 0.772 0.740 0.756 0.835 0.779
P3 0.697 0.885 0.772 0.823 0.762 0.796 0.813 0.874 0.803
P4 0.619 0.837 0.742 0.788 0.736 0.757 0.750 0.811 0.755
P5 0.647 0.784 0.724 0.734 0.749 0.697 0.734 0.793 0.733
P6 0.701 0.783 0.756 0.771 0.733 0.742 0.761 0.820 0.759
P7 0.751 0.829 0.808 0.752 0.718 0.737 0.746 0.847 0.774
P8 0.799 0.831 0.842 0.820 0.772 0.759 0.753 0.866 0.805

Table 4: Per prompt and per trait QWK performance on LAILA test set
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