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Abstract

Arabic machine translation remains challeng-
ing because Modern Standard Arabic and di-
alectal varieties such as Egyptian Colloquial
Arabic differ substantially in morphology, lex-
ical choice, register, and everyday usage. We
introduce a compact Arabic-centric encoder—
decoder model pretrained from scratch with
multilingual Seq2Seq training and contrastive
cross-lingual alignment over Arabic, English,
Egyptian Arabic, and 111 additional languages.
We then apply Direct Preference Optimiza-
tion (DPO) using preference pairs targeting
Arabic-specific translation errors. On matched
FLORES-200 language sets, our model outper-
forms the similarly sized NLLB-200-distilled-
600M baseline by 3.82 average spBLEU
for xx—English, 5.76 for xx—MSA, and
9.02 for xx—ECA. DPO further improves
MSA—English and ECA—English by approx-
imately +2 spBLEU over the supervised fine-
tuned checkpoint, while the final model re-
mains competitive with substantially larger
general-purpose LLMs.

1 Introduction

Arabic machine translation remains challenging
because Modern Standard Arabic (MSA) and di-
alectal varieties such as Egyptian Colloquial Arabic
(ECA) differ substantially in morphology, lexical
choice, register, and everyday usage. MSA is used
in formal writing and institutional communication,
while ECA dominates everyday communication,
media, and culturally specific expression. Recent
Arabic-focused MT research increasingly points
in the same direction: compact specialized mod-
els can outperform much larger general systems,
multi-dialect training matters under constrained re-
sources, and standard automatic metrics often fail
to capture dialect fidelity, cultural appropriateness,
and variety-specific lexical choice (Hennara et al.,
2025; Alabdullah et al., 2025; Sibaee et al., 2025;
Nowshin et al., 2026; Magdy et al., 2026). In other

words, Arabic MT benefits less from generic scale
alone than from architectures, supervision, data de-
sign, and evaluation that are explicitly designed for
the language’s structure and sociolinguistic reality.

Machine translation in real-world deployment
still depends primarily on encoder—decoder sys-
tems because they remain the most practical archi-
tecture for conditional generation at scale. In multi-
lingual machine translation, encoder—decoder mod-
els continue to offer an effective balance of quality,
efficiency, and controllability, especially for the
long tail of language pairs where compute bud-
gets and serving constraints matter (NLLB Team,
2022). Recent work reinforces this deployment
logic, showing that translation systems which pre-
serve an NMT-style decoder can retain strong qual-
ity while substantially reducing inference cost rel-
ative to decoder-heavy alternatives (Luo et al.,
2025).

Yet the recent alignment wave in Natural Lan-
guage Processing has only partially reached this
architecture. While reinforcement learning meth-
ods such as Group Relative Policy Optimization
(GRPO) have produced strong results for decoder-
only LLMs in machine translation (Shao et al.,
2024; Guo et al., 2025; He et al., 2025; Feng et al.,
2025; Yang et al., 2025), evidence for encoder—
decoder MT is still limited. The latest Seq2Seq
study paints a mixed picture. Although reference-
free GRPO improves many languages, Arabic re-
mains a clear boundary case, with weak or negative
gains attributed to reward-calibration limitations
rather than optimization failure (Garcia-Estrada
et al., 2026). This is particularly relevant for Ara-
bic MT, where morphology and lexical ambiguity
make translation quality difficult to compress into
a single language-agnostic reward.

In this work, we introduce an Arabic-centric
encoder—decoder machine translation model cen-
tered around Modern Standard Arabic and Egyp-
tian Colloquial Arabic. Although the model re-
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mains competitive beyond its focal directions, its
design is optimized for the linguistic conditions
in which generic multilingual systems are weakest:
Arabic morphology, dialect-sensitive lexical choice,
and everyday Egyptian usage. We apply Direct
Preference Optimization (DPO) on curated prefer-
ence pairs targeting linguistic phenomena that au-
tomated metrics often flatten, allowing the model
to learn distinctions in adequacy and dialectal nat-
uralness that are especially important in Arabic
translation (Rafailov et al., 2023; Cui et al., 2025;
Wang et al., 2025; Yang et al., 2026).

This design choice is deliberate. Rather than
relying on reward-driven Reinforcement Learning
(RL) with scalar quality signals that recent work
has shown to be brittle for fine-grained MT ranking
(Yang et al., 2026; Garcia-Estrada et al., 2026), we
use preference optimization to encode the kinds
of pairwise judgments that matter most for Arabic
and Egyptian Arabic. The result is a deployment-
oriented system that combines the serving advan-
tages of encoder—decoder MT with Arabic-specific
modeling decisions, and that, in our deployment
tests, is lightweight enough to run on a single
NVIDIA RTX 4000 Quadro GPU under Triton In-
ference Server while still delivering its strongest
gains in Arabic-focused translation.

Contributions. Our contributions are as follows:

e We introduce a compact Arabic-centric
encoder—decoder machine translation model
focused on MSA and ECA, while maintaining
competitive multilingual performance across
non-Arabic language directions.

* We apply Direct Preference Optimization
(DPO) using grounded preference pairs target-
ing Arabic-specific translation errors, includ-
ing morphology, lexical ambiguity, register
mismatch, and dialectal naturalness.

¢ We evaluate on FLORES-200, WMT24++,
and NTREX (NLLB Team, 2022; Deutsch
et al., 2025; Federmann et al., 2022). On
matched FLORES-200 language sets, our
model outperforms the similarly sized NLLB-
200-distilled-600M baseline by 3.82, 5.76,
and 9.02 average spBLEU for xx—English,
xx—MSA, and xx—ECA, respectively.

* We demonstrate that our model is practical for
real-world deployment, it can be served on a
single NVIDIA RTX 4000 Quadro GPU using

Triton Inference Server, showing that high-
quality Arabic MT can be achieved without
relying on very large decoder-only LLMs.

2 Related Work

Seq2Seq multilingual machine translation. De-
spite the recent success of decoder-only LLMs, pro-
duction machine translation has historically been
dominated by encoder—decoder architectures be-
cause they directly condition generation on a source
sentence and provide a strong efficiency—quality
trade-off. Early multilingual pretraining work such
as mBART showed that denoising pretraining of
a complete sequence-to-sequence model can im-
prove supervised, unsupervised, and document-
level MT, especially in lower-resource settings (Liu
et al., 2020). NLLB-200 further scaled this direc-
tion to more than 200 languages and remains one
of the strongest open encoder—decoder baselines
for multilingual MT (NLLB Team, 2022). Recent
work has also argued that translation systems do
not need to abandon encoder—decoder structure in
order to benefit from LLM-era modeling improve-
ments, since encoder—decoder or encoder-enhanced
systems can retain strong translation quality while
reducing inference cost relative to decoder-heavy
alternatives (Luo et al., 2025). We follow this
deployment-oriented line of work: rather than scal-
ing a decoder-only LLM, we specialize a compact
encoder—decoder model for Arabic and Egyptian
Arabic while preserving competitive multilingual
behavior outside the focal language directions.

Arabic and dialectal Arabic machine transla-
tion. Arabic MT remains difficult because Ara-
bic is not a single homogeneous translation target.
Modern Standard Arabic is used in formal writing
and institutional communication, while dialectal va-
rieties dominate everyday use, with Egyptian Col-
loquial Arabic being one of the most widely used
and culturally influential varieties. Recent Arabic-
focused systems have revisited the value of spe-
cialization. Mutarjim, for example, demonstrates
that a small Arabic—English translation model can
rival much larger LLMs through targeted data cura-
tion and training (Hennara et al., 2025). Work on
dialectal-to-MSA translation shows that fine-tuned
and quantized models can outperform zero-shot
prompting for Egyptian, Levantine, and Gulf di-
alects, and that joint multi-dialect training can be
more effective than separate dialect-specific mod-
els under constrained resources (Alabdullah et al.,
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2025). In parallel, Egyptian-focused language mod-
eling work such as Nile-Chat highlights the impor-
tance of modeling Egyptian Arabic in both Arabic
and Latin scripts (Shang et al., 2025). LoRA-tuned
LLM normalization has also been shown to im-
prove the downstream translation of Arabic ver-
naculars (Alam and Anastasopoulos, 2025). Our
model differs from these efforts by targeting de-
ployable encoder—decoder MT for MSA and ECA,
combining compact sequence-to-sequence model-
ing with Arabic-focused preference optimization
rather than relying only on prompting, generic mul-
tilingual transfer, or model scale.

Arabic translation resources and evaluation.
Recent work has expanded Arabic MT resources
beyond MSA and high-resource settings. ATHAR
provides a 66K-sample Classical Arabic—English
dataset (Mohammed and Khalil, 2025), while
TEDXTN targets Tunisian Arabic—English speech
translation with code-switching and regional varia-
tion (Bougares et al., 2025). Most relevant to dialec-
tal MT, Alexandria introduces a large-scale human-
translated benchmark covering multiple Arabic di-
alects, countries, and domains, making it an im-
portant resource for evaluating dialect-sensitive
translation (El Mekki et al., 2026). More broadly,
FLORES-200, NTREX, and WMT24++ provide
multilingual and multi-domain MT evaluation cov-
erage (NLLB Team, 2022; Federmann et al., 2022;
Deutsch et al., 2025). However, dialect-sensitive
Arabic MT remains difficult to evaluate with sur-
face metrics alone, motivating our use of multiple
benchmarks and preference data targeting Arabic-
specific error categories (Magdy et al., 2026).

Reinforcement learning and preference opti-
mization for MT. Sequence-level optimization
for MT predates the current LLM alignment wave.
Policy-gradient methods such as MIXER and
minimum-risk training were introduced to reduce
exposure bias and optimize sequence-level objec-
tives more directly than token-level maximum like-
lihood (Ranzato et al., 2016; Shen et al., 2016).
Modern RLHF later popularized Proximal Pol-
icy Optimization-based alignment with learned
reward models (Schulman et al., 2017; Ouyang
etal., 2022), while GRPO removed the value model
and became a more memory-efficient post-training
method (Shao et al., 2024; Guo et al., 2025). In
MT, recent GRPO-style work has mainly targeted
decoder-only LLMs: R1-T1 uses RL to elicit trans-
lation reasoning patterns (He et al., 2025), MT-R1-

Zero combines rule and metric rewards for LLM-
based translation (Feng et al., 2025), and MERIT
applies reward-guided optimization to Chinese-
centric low-resource MT using language-specific
token prefixing and semantic alignment rewards
(Lu et al., 2026). In the encoder—decoder set-
ting, recent work applies GRPO to NLLB-200 with
reference-free LaBSE and COMET-Kiwi rewards
and shows broad gains across many languages, but
also identifies Arabic as a boundary case where
GRPO provides weak or unstable improvements
due to limited headroom, root-pattern morphology,
and reward-model calibration gaps (Garcia-Estrada
et al., 2026).

Direct Preference Optimization for Arabic MT.
Reference-free reward models such as LaBSE and
COMET-Kiwi are attractive because they remove
the need for target references during fine-tuning.
However, scalar quality estimators can struggle to
rank fine-grained translation differences, especially
when adequacy, register, morphology, and dialec-
tal naturalness interact. GRRM addresses this is-
sue by replacing independent scalar scoring with
group-relative reward modeling for MT, arguing
that candidate groups should be compared jointly
rather than scored in isolation (Yang et al., 2026).
Preference optimization offers a complementary
path. DPO removes the need for a separate reward
model and RL sampling loop by directly optimizing
pairwise preferences (Rafailov et al., 2023). MT-
specific variants such as CRPO and M?PO further
show that preference optimization can be adapted
to translation by improving preference-pair selec-
tion, incorporating confidence or reward signals,
and using richer multi-pair/multi-perspective super-
vision (Cui et al., 2025; Wang et al., 2025). For
encoder—decoder MT, TWA uses span-level MQM
error annotations and outperforms sequence-level
DPO trained on the same data (Zhang et al., 2025).
Because comparable span-level Arabic annotations
are unavailable, we instead use sequence-level pref-
erence pairs. Our model adopts this preference-
optimization direction because our target errors are
not merely generic adequacy errors: they include
Arabic morphology, lexical ambiguity, MSA-ECA
register mismatch, dialectal naturalness, and cul-
turally appropriate phrasing. These are precisely
the types of distinctions that are easier to express
as pairwise translation preferences than as a single
language-agnostic scalar reward.

358



3 Data Collection

3.1 Pretraining and Fine-tuning Data

We trained our model using multilingual parallel
corpus designed to preserve broad translation com-
petence while increasing coverage of Arabic and
Egyptian Colloquial Arabic. For the initial training
stage, we follow the contrastive multilingual train-
ing direction introduced in mRASP2 (Pan et al.,
2021). This is especially suitable for our setting
because Egyptian Arabic is underrepresented in
public parallel corpora, and many useful transfer
paths may not appear as direct Egyptian Arabic
parallel directions.

We construct the pretraining and supervised fine-
tuning pool from several parallel resources, mainly
through public multilingual parallel data from
liboaccn/nmt-parallel-corpus as the main public
source of multilingual parallel data. To strengthen
the low-resource dialectal component, we supple-
ment the public data with a private Egyptian Ara-
bic parallel corpus. This corpus was professionally
translated from English, French, and Chinese into
Egyptian Arabic by human annotators. The private
ECA data is important because publicly available
dialectal Arabic parallel corpora remain limited,
and generic multilingual corpora often underrep-
resent the informal phrasing, lexical choices, and
register shifts required for natural Egyptian Arabic
translation.

The resulting training mixture is therefore de-
signed with two goals: maintaining general mul-
tilingual translation ability across many language
directions, and increasing the density and quality
of Arabic/ECA supervision. This allows our model
to remain competitive outside Arabic while special-
izing in the directions where generic multilingual
systems most often struggle.

3.2 Preference Data for Direct Preference
Optimization

After supervised training, we observed that the
translation model was already capable in terms of
adequacy, but its outputs were often overly literal,
stiff, or too close to formal written Arabic. This
was especially problematic for Egyptian Arabic,
where natural translation often requires dialectal
phrasing, idiomatic wording, and register-sensitive
lexical choices. We therefore construct a DPO
dataset to target these specific weaknesses rather
than relying only on additional parallel fine-tuning.

The DPO data is constructed from 20-language

multi-parallel records generated using Gemini 3
Flash. For each selected translation direction, the
Gemini translation is used as the preferred candi-
date, while the corresponding output of our super-
vised fine-tuned (SFT) checkpoint is used as the
rejected candidate; generation is conditioned on
a requested domain and a fixed difficulty rubric,
with Gemini providing a textual rationale for the
linguistic difficulty of each sentence. The prompts
are designed around failure modes observed in the
SFT model’s outputs, including literal translation,
incorrect register, unnatural dialectal phrasing, lex-
ical ambiguity, and domain-specific terminology.
We also include examples from specialized fields
such as medicine and law, where incorrect or overly
generic phrase choices can significantly harm trans-
lation quality.

Each generated instance is organized as a pref-
erence example, where the preferred translation
better satisfies adequacy, fluency, register, and
dialectal naturalness than the rejected alterna-
tive. To improve coverage and maintain gen-
eral MT behavior, we also incorporate examples
derived from the FLORES-200 development set
(NLLB Team, 2022). These examples are used
only for preference-data construction and are kept
separate from the final evaluation splits used in our
reported benchmark results. The final preference
dataset contains approximately 80K examples, cen-
tered around Arabic and Egyptian Arabic directions
while retaining multilingual diversity.

Because Egyptian Arabic is comparatively low-
resource and harder to evaluate automatically, we
manually reviewed 10% of the English—Egyptian
Arabic parallel pairs to confirm semantic similar-
ity between pairs and as a sanity check of the
LLM-generated outputs. The complete genera-
tion prompt, output schema, language list, and
preference-pair construction procedure are pro-
vided in Appendix E.

Annotation and filtering details. The DPO pref-
erence data is filtered to remove malformed pairs,
duplicated examples, and cases where the preferred
and rejected translations are semantically indistin-
guishable. For the Egyptian Arabic portion, annota-
tors check adequacy, fluency, register, and dialectal
naturalness. In addition to manually reviewing 10%
of the English-Egyptian Arabic preference pairs,
we recruited a qualified annotator with formal aca-
demic training in English language and pedagogy,
holding a degree from the Department of English
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at the Faculty of Education, to conduct an inde-
pendent preference evaluation. The annotator was
presented with 100 English-Egyptian Arabic sam-
ples, each containing the English source sentence
together with the chosen and rejected translations,
and was asked to identify which candidate pro-
vided the better Egyptian Arabic translation of the
English source. The results of this evaluation are
reported in Table 1.

Annotator preference Percentage
Chosen translation preferred 76%
Rejected translation preferred 16%
Tie / No clear preference 8%

Table 1: Human preference evaluation on 100 randomly
sampled English—-Egyptian Arabic translation pairs.

4 Methodology

4.1 Contrastive Multilingual Pretraining

We pretrain our model with a multilingual
sequence-to-sequence objective with the con-
trastive learning task introduced in mRASP2 (Pan
et al., 2021). The goal of this stage is not only to
learn conditional translation, but also to reduce the
representation gap between semantically equivalent
sentences across languages. This is especially im-
portant for our setting. Our aim was to retain broad
multilingual competence while becoming substan-
tially stronger on Arabic-centered directions.

Given a parallel pair (¢, 27) from languages L;
and L;, the standard MT objective maximizes the
likelihood of the target sentence conditioned on the
source sentence:

Lop=— Y logpp(a? |z). (1)

(z?,29)eD

Following mRASP2, we compute a sentence-
level representation R (z) by average-pooling the
encoder hidden states of sentence x. For each true
parallel pair (2%, z7), the two sentences form a pos-
itive pair, while non-aligned sentences from the
same mini-batch serve as negatives. We define:

s(a,b) = sirn(R(a),R(b))7 @)

T

where sim (-, -) denotes cosine similarity and 7 is a
temperature parameter. The contrastive objective
is then:

exp(s(z’, 7))

Loy = — .
" > s exp(s(a?, 1))

, 3)

Z log

(zt,29)€D

where B is the set of candidate sentences in the
mini-batch.

The final pretraining objective combines token-
level translation supervision with sentence-level
cross-lingual alignment:

ﬁpretrain = ['mt + A‘S‘Ecth (4)

where A balances the two losses and |s| scales the
sentence-level contrastive term to the token-level
MT loss, following mRASP2.

This stage gives our model a multilingual align-
ment backbone before Arabic-specific preference
optimization.

4.2 Direct Preference Optimization for
Arabic-Centered MT

After supervised training, we apply Direct Prefer-
ence Optimization to improve the translation behav-
ior of our SFT model (Rafailov et al., 2023). We
choose DPO because the remaining errors are not
primarily failures of basic adequacy. The model is
already capable, but its outputs can be overly literal,
overly formal, or insufficiently natural for Egyp-
tian Arabic. These errors are difficult to capture
with a single scalar reward, particularly for Ara-
bic where morphology, register, dialectal phrasing,
and lexical ambiguity interact. DPO instead allows
us to optimize directly from pairwise translation
preferences.

Each preference example is represented as
(x,y",y~), where z is the source sentence with
the target-language condition, y™ is the preferred
translation, and y~ is the rejected translation. For
an encoder—decoder policy 7y, the sequence log-
probability is computed over the target tokens:

]

logmo(y | #) = > logmo(yr | y<i,z). ()
t=1

To keep the DPO objective compact, we define
the policy preference margin:

Ag =logmo(y" | x) —logmo(y™ |z), (6)
and the corresponding reference margin:
Aref = IOg 7Tref(y—"— | .T) - IOg ﬂref(y_ ‘ l’) @)

DPO optimizes the model by increasing the pre-
ferred translation margin relative to the fixed refer-
ence policy:

Lppo = —Ep,, [logo (B(Ag — Awer))], (8)
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where ¢ is the logistic sigmoid and [ controls
the strength of the preference update relative to
the reference model. Intuitively, the model is re-
warded when it assigns the preferred translation a
larger likelihood margin than the rejected transla-
tion, without requiring a separately trained reward
model or an online reinforcement learning loop.

A key implementation detail is that DPO is ap-
plied parameter-efficiently using LoRA (Hu et al.,
2022) following (Garcia-Estrada et al., 2026) as-
sumption. We update only low-rank adapter pa-
rameters while keeping the underlying encoder—
decoder backbone fixed, which preserves the
model’s multilingual translation competence and
reduces training cost. We apply LoRA to the query
and value projection matrices of the attention lay-
ers.

This optimization stage is designed to shift the
SFT model from merely correct translation toward
preferred translation. For Arabic and Egyptian Ara-
bic, that distinction is crucial: a translation can be
semantically adequate but still sound too literal,
too formal, or unnatural for the intended dialect.
By training on curated preference pairs, DPO di-
rectly targets these fine-grained distinctions while
retaining the efficiency and controllability of the
encoder—decoder architecture.

5 Experimental Setup
5.1 Model Architecture

Our model is a compact encoder—decoder machine
translation model with approximately 5S60M pa-
rameters. It uses an 18 layers encoder—18 layers
decoder architecture rather than a decoder-only ar-
chitecture, allowing generation to be explicitly con-
ditioned on the encoded source sentence.

5.2 Language Control Tokens

We used explicit language-control tokens to indi-
cate the desired target language during training and
inference. We add special tokens for the supported
target languages, including an Egyptian Arabic to-
ken (__arz__) to distinguish Egyptian Arabic from
Modern Standard Arabic. These tokens are used
consistently during pretraining, supervised fine-
tuning, DPO, and evaluation, allowing the same
Seq2Seq model to translate into Arabic, Egyptian
Arabic, English, and the remaining supported lan-
guages. The complete token list is provided in
Appendix B, Table 16.

5.3 Pretraining Configuration

The pretraining corpus contains approximately 2B
sentence pairs and back-translated examples. More
than 500M examples involve English—Arabic direc-
tions, and approximately 100M examples involve
Egyptian Arabic (__arz__) directions. Training
is bidirectional, each parallel pair is used in both
source-to-target and target-to-source directions, al-
lowing the model to learn translation into and out
of Arabic, English, and Egyptian Arabic.

We follow the optimization setup of mRASP2.
The model is trained with Adam, using a learning
rate of 3 x 104, polynomial decay scheduling, and
10K warmup steps. We use € = 1076, 55 = 0.98,
gradient clipping with maximum norm 5.0, and
contrastive loss weight A = 1.0.

5.4 Preference Optimization

After supervised training, we further optimize SFT
model using DPO. DPO training is performed
on approximately 80K preference examples for 5
epochs using a single NVIDIA H100 GPU. The
preference data is centered on Arabic and Egyptian
Arabic translation behavior, with examples target-
ing literal translation, register mismatch, dialectal
naturalness, lexical ambiguity, and domain-specific
terminology.

We apply DPO using LoRA adapters on the at-
tention projection layers. The LoRA rank is set
to r = 32, with @ = 64 and dropout 0.05. The
DPO temperature parameter is set to 5 = 0.2, and
gradients are clipped with maximum norm 1.0.

5.5 [Evaluation Benchmarks

We evaluate on three multilingual MT benchmarks:
FLORES-200, WMT24++, and NTREX. FLORES-
200 is used to measure broad multilingual gener-
alization, WMT24++ provides multi-domain eval-
uation across diverse languages and dialects, and
NTREX evaluates news-domain translation qual-
ity. We report results separately for Arabic-focused
directions and general multilingual directions to
distinguish specialization from overall multilingual
competence.

5.6 Baselines

We evaluate NLLB-200-distilled-600M
(NLLB Team, 2022), a multilingual encoder—
decoder MT model of approximately 600M param-
eters, as a controlled same-scale baseline for our
approximately 560M-parameter model. We use the
public  facebook/nllb-200-distilled-600M
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checkpoint. For xx—English, we also compare
against Qwen/Qwen3-Next-80B-A3B-Instruct
(Qwen Team, 2025), openai/gpt-oss-120b (Ope-
nAl, 2025), and Gemma4-E2B, Gemma4-E4B,
and Gemma4-26B-A4B (Google DeepMind,
2026); the same Gemma family is used for
translation into MSA and ECA. Gemma was
selected because it achieved the strongest spBLEU
relative to model size among the general-purpose,
non-MT-specialized LLMs we evaluated on
FLORES-200, while its multiple scales support
quality—size comparisons.

5.7 Evaluation Metrics

We use spBLEU as the automatic evaluation met-
ric for all reported benchmark results. Scores are
computed consistently across systems using the
same references and preprocessing pipeline for
each benchmark. We use spBLEU because it is
the standard metric for FLORES-style multilingual
MT evaluation and provides a consistent basis for
comparing our model against larger multilingual
systems. spBLEU combines BLEU (Papineni et al.,
2002) with SentencePiece tokenization (Kudo and
Richardson, 2018), following FLORES-style eval-
uation (Goyal et al., 2022) and consistent BLEU
reporting practices (Post, 2018).

Because automatic metrics may not adequately
capture dialectal naturalness and other fine-grained
translation properties, we additionally conduct a
human evaluation of English-to-Egyptian-Arabic
conversations generated by the SFT and DPO mod-
els. For each English conversation, the annotator
is shown the two corresponding translations un-
der neutral labels and evaluates each translation
independently according to three criteria:

« Egyptian Naturalness : how naturally the
translation expresses the source content using
Egyptian-Arabic vocabulary, phrasing, and
register.

* Semantic Similarity : how accurately and
completely the translation preserves the mean-
ing of the original English conversation, with-
out introducing, omitting, or altering informa-
tion.

* Grammatical Correctness : how grammati-
cally and structurally well formed the transla-
tion is.

Each criterion is scored independently using the
six-point ordinal scale shown in Table 2.

Score Rating Description

5 Excellent  Fully correct and natural.

4 Good Minor issues only.

3 Acceptable Some noticeable issues.
2 Poor Several important issues.
1 Very Poor  Major problems.

0 Incorrect Incorrect or unusable.

Table 2: Human-evaluation scoring rubric used for
Egyptian naturalness, semantic similarity, and gram-
matical correctness.

The same rubric is applied to both systems, en-
abling a direct comparison of the effects of DPO
on dialectal naturalness, meaning preservation, and
grammatical quality.

5.8 Decoding and Evaluation Protocol

All systems use the same source sentences, refer-
ences, and spBLEU pipeline within each bench-
mark. For our model, we use deterministic 5-beam
decoding, no sampling, a maximum generation
length of 1022 new tokens, and a length penalty of
—0.5, with the target language enforced through
the decoder beginning-of-sequence token. NLLB
uses the official FLORES-200 language codes and
corresponding forced beginning-of-sequence token
with the same beam size, length penalty, and no
sampling. For LLM baselines, we use a fixed trans-
lation prompt and parse only the generated transla-
tion.

6 Results

We provide representative qualitative examples of
Arabic-specific improvements after DPO in Ap-
pendix C, focusing on register, dialectal natural-
ness, and literal-translation errors.

6.1 Headline Results and Post-training Gains

We first summarize the main Arabic-centered
findings across FLORES-200, NTREX, and
WMT24++. Table 3 reports DPO gains over the
supervised fine-tuned (SFT) checkpoint, Table 4
summarizes the strongest Arabic-centered compar-
isons, and Table 5 reports benchmark-level aver-
ages. Detailed per-language results are provided in
Appendix A. Scores are spBLEU, rounded to two
decimal places.
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Direction SFT DPO Gain

MSA—English 41.94 4391 +1.97
ECA—English 27.75 29.80 +2.05

Table 3: DPO results on FLORES-200 Arabic-centered
xx—English directions.

Benchmark Direction Our Model Best baseline Diff.

FLORES-200 MSA—English 43.91 45.62 -1.71
FLORES-200 ECA—English 29.80 30.45 -0.65
NTREX MSA —+English 37.75 37.43 +0.32
WMT24++ ECA—English 24.91 24.49 +0.42
FLORES-200 English—MSA 41.87 43.66 -1.79
FLORES-200 English—ECA 30.02 29.80 +0.22
WMT24++  English—ECA 26.03 25.72 +0.31

Table 4: Arabic and Egyptian Arabic comparisons
against the strongest reported baseline in each setting,
including NLLB-200-distilled-600M and the evaluated
LLMs. Positive differences indicate that our model is
higher.

Benchmark Direction Our model NLLB-600M Gemma4-26B
FLORES-200 xx—en 42.05 38.23 45.04
FLORES-200 xx—MSA 29.98 24.22 32.52
FLORES-200 xx—ECA 25.28 16.26 23.72
NTREX XX—en 39.39 - 40.90
WMT24++  xx—en 34.85 37.81
WMT24++ xx—ECA 23.74 24.34

Table 5: Average spBLEU scores. NLLB-200-distilled-
600M was evaluated on FLORES-200 only; averages
use the same 29 language directions.

Observations. On  matched  29-language
FLORES-200 sets, our model exceeds NLLB-
200-distilled-600M by 3.82 average spBLEU for
xx—English, 5.76 for xx—+MSA, and 9.02 for
xx—ECA. The gains are +7.39 for English—MSA
and +5.17 for English—ECA, while NLLB is 0.65
higher on the individual ECA—English direction.
DPO additionally improves our SFT model from
41.94 to 43.91 on MSA—English and from 27.75
to 29.80 on ECA—English. Against the larger
LLM baselines, our model remains competitive
and achieves the strongest English—ECA result.

6.2 Human Judgment Results

To complement the automatic evaluation, we re-
cruited a professional annotator with a degree in
English from the Faculty of Education to conduct
an independent human evaluation of the SFT and
DPO translations. Table 6 presents the mean human
ratings assigned to the SFT and DPO translations
across 100 English-to-Egyptian-Arabic conversa-
tions. Scores range from O to 5, with higher scores
indicating better quality.

Criterion SFT DPO Gain
Egyptian naturalness 4.12 437 +0.25
Semantic similarity 372 410 +0.38
Grammatical correctness 3.17  3.68 +0.51

Table 6: Mean human-evaluation scores for the SFT
and DPO translations across 100 conversations. Scores
range from O to 5. Gains are calculated as DPO minus
SFT.

The DPO model received higher mean ratings
than the SFT model across all three evaluation cri-
teria. The largest improvement was observed in
grammatical correctness (+0.51), followed by se-
mantic similarity (+0.38) and Egyptian naturalness
(+0.25). These results indicate that DPO improved
the structural correctness and meaning preserva-
tion of the translations while also producing more
natural Egyptian-Arabic output.

6.3 Translation into Arabic Varieties

We next evaluate translation into Modern Stan-
dard Arabic (xx—MSA) and Egyptian Arabic
(xx—ECA). This setting directly tests the main spe-
cialization target of our model. The per-language
tables for this setting are reported in Appendix A,
Tables 12, 13, 14, and 15.

Observations. On FLORES-200, our model
outperforms NLLB-200-distilled-600M on every
source direction shown in Tables 12 and 13, with
average margins of +5.76 spBLEU for xx—MSA
and +9.02 for xx—ECA. It also remains competi-
tive with the larger Gemma models and obtains the
strongest English-to-ECA result on WMT24++.

6.4 Post-training Ablations

6.4.1 LORA settings

In addition to the final DPO configuration, we ex-
perimented with alternative LoRA settings. Table 7
summarizes the tested configurations. Increasing
the adapter capacity to rank 64 with o = 128
caused the model to hallucinate more frequently
and deviate substantially from the reference model.
In contrast, reducing the adapter capacity to rank
8 with o = 16 produced outputs that did not dif-
fer significantly from the supervised model, either
qualitatively or quantitatively. Through these ex-
periments, we found that rank 32 with o = 64 pro-
vided the best trade-off between adaptation strength
and preservation of the reference model behavior.
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Run Rank Alpha Dropout Beta
Low-rank DPO 8 16 0.05 0.2
Final DPO 32 64 0.05 0.2
High-rank DPO 64 128 0.05 0.2

Table 7: LoRA configuration ablations for DPO.

6.4.2

We also attempted GRPO as an exploratory post-
training method, but it led to negative gains in our
setting. We used MetricX as the reward model be-
cause the source sentence, generated hypothesis,
and reference translation were all available during
training. For each source sentence, we sampled
16 rollouts and optimized the model with a learn-
ing rate of 2 x 10~7. Despite this setup, GRPO
did not provide a useful learning signal for our
Arabic-centered translation objective. The Met-
ricX reward did not separate the sampled outputs
strongly enough, especially when the differences
between candidates involved register, dialectal nat-
uralness, or Arabic-specific lexical choices. As a
result, the model did not receive sufficiently fine-
grained feedback to improve Egyptian Arabic and
Modern Standard Arabic translation quality. We
also found alternative automatic rewards less suit-
able for our goal, since they did not adequately
capture the Arabic-specific phenomena targeted in
this work. We therefore report GRPO as a nega-
tive result and use DPO as the final post-training
method.

Group Relative Policy Optimization

6.4.3 DPO data size

We also study the effect of preference-data scale
on Arabic-centered post-training. As shown in Ta-
ble 8, using 20K preference examples already im-
proves over the supervised model for both Mod-
ern Standard Arabic and Egyptian Arabic. In-
creasing the preference dataset to 80K examples
leads to larger gains, improving MSA—English
from 41.94 to 43.91 spBLEU and ECA—English
from 27.75 to 29.80 spBLEU. These results sug-
gest that the DPO stage benefits from additional
Arabic-centered preference coverage, especially for
Egyptian Arabic, where naturalness and register-
sensitive lexical choices require more diverse su-
pervision.

DPO data size MSA—en ECA—en

SFT only 41.94 27.75
20K 42.18 28.32
80K 43.91 29.80

Table 8: DPO data-size ablation.

7 Limitations

Our evaluation is based on automatic spBLEU,
which is useful for consistent benchmark compari-
son but does not fully capture dialect fidelity, regis-
ter, or cultural appropriateness. This is especially
important for Egyptian Arabic, where a translation
can be semantically adequate but still sound unnat-
ural or overly formal. Future work should include
human evaluation by native speakers of Egyptian
Arabic and Modern Standard Arabic.

8 Conclusion

We present an Arabic-centric Seq2Seq machine
translation model for MSA and ECA while pre-
serving multilingual translation competence across
111 additional languages. Beyond supervised train-
ing, we apply DPO using curated preference pairs
targeting Arabic-specific errors, including literal
translation, register mismatch, dialectal natural-
ness, lexical ambiguity, and domain-specific ter-
minology. On matched FLORES-200 sets, our
model outperforms the similarly sized NLLB-200-
distilled-600M baseline by 3.82, 5.76, and 9.02
average spBLEU for xx—English, xx—MSA, and
xx—ECA, respectively, while DPO adds approxi-
mately two spBLEU on both MSA—English and
ECA—English. These findings show that careful
data design, language control, and preference opti-
mization can produce an efficient Arabic-focused
MT system without relying only on model scale.
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A Detailed Per-Language Results

This appendix reports the detailed per-language
tables used for the main analysis. These tables are
kept outside the main results section to improve
readability while preserving transparency.
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Language SFT DPO NLLB-600M Gemma4-E2B Gemma4-E4B Gemma4-26B Qwen-Next GPT-OSS

Danish 49.10 48.64 48.41 51.81 52.73 53.77 53.14 52.18
Portuguese 48.46 48.06 50.09 5221 53.18 55.02 54.28 53.94
German 4726 47.69 44.48 46.80 47.96 49.29 49.26 47.78
Swedish 46.10 45.61 47.35 51.17 52.31 53.99 52.71 53.03
French 45.84 45.88 45.71 47.89 48.75 50.19 49.91 49.16
Romanian 44.65 44.09 45.57 44.63 46.75 48.51 47.94 47.14
Indonesian 43.40 42.59 43.29 46.16 47.39 50.38 48.63 47.67
Turkish 41.24 40.50 39.04 40.80 42.37 44.69 42.92 42.36
Slovak 41.07 40.94 39.12 39.15 42.07 45.26 44.53 42.72
Modern Standard Arabic 41.94 43.91 39.89 40.26 42.10 45.62 44.57 42.30
Egyptian Arabic 27.75 29.80 30.45 26.91 28.36 29.83 28.96 26.91

Table 9: FLORES-200 xx—English results.

Language DPO model G 4-E2B G 4-E4B G 4-26B L DPO model Gemma4-E2B Gemmad4-E4B Gemmad4-26B
Afrikaans 54.72 51.58 54.62 58.59 Mexican Spanish 43.07 44.47 46.19 4748
Maltes 49.09 32.98 39.93 4783 Norwegian 42.65 45.37 47.25 49.90
Swedish 4555 45.44 47.05 49.10 Swedish 42.12 43.65 43.66 47.87
Norwegian Bokmal 4522 44.18 4625 4776 Italian 41.27 41.51 43.08 45.19
P y Danish 41.02 4220 43.70 45.00
ortuguese 44.71 41.98 43.43 45.68 Romani
N omanian 40.60 40.17 42.48 45.43
Indonesian 43.79 42.58 43.71 46.72 Filipi 38.87 41.51 0.3 527
Filipino 43.17 4328 45.01 49.38 1 IPno i : ¢ :
Lpir > - - 49.58 European Portuguese 38.69 3831 39.25 40.53
Galician 43.14 37.38 40.14 43.44 Greek 3835 3949 4195 %73
Dutch 42.89 39.65 41.57 4331
- Modern Standard Arabic 35.05 31.91 33.72 36.01
Arabic 3775 3041 32.95 3743 Egyptian Arabic 24.91 21.80 22.64 24.49

Table 10: NTREX xx—en results

Table 11: WMT24++ xx—en results

Source Our model NLLB-600M Gemma4-E2B Gemma4-E4B Gemmad4-26B

Source Our model NLLB-600M Gemmad4-E2B Gemma4-E4B Gemmad4-26B

English 41.87 34.48 42.04 4242 43.66
Portuguese 33.42 27.85 33.54 35.16 37.20
German 32.40 26.60 31.80 33.42 34.82
Romanian 32.08 26.68 31.65 33.57 35.34
Turkish 30.39 23.76 28.06 29.86 32.81
Czech 30.01 23.66 28.32 30.39 33.33

English 30.02 24.85 28.46 29.40 29.80
Danish 24.92 19.06 23.83 24.89 15.70
German 25.07 18.81 16.88 17.73 2541
Indonesian 23.77 16.59 22.32 23.39 18.03
Persian 22.99 17.56 14.58 22.49 23.44
Turkish 23.73 17.82 21.26 23.31 24.53

Table 12: FLORES-200 xx—MSA results.

Source Our model Ger 4-E2B G 4-E4B G 4-26B
English 34.99 35.48 35.53 35.32
Afrikaans 29.41 26.08 29.41 31.45
Maltese 29.20 20.70 24.53 29.60
Portuguese 28.54 28.04 29.07 29.58
Ttalian 28.01 27.99 28.43 29.25
Spanish 27.87 27.19 27.83 28.68

Table 14: NTREX-128 xx—MSA results.

Table 13: FLORES-200 xx—ECA results.

Source Gemma4-E2B Gemma4-E4B Gemma4-26B Our model

Arabic 24.06 24.86 25.96 24.65
English 20.16 22.42 25.72 26.03
French 18.42 20.25 23.34 21.44
Danish 16.57 17.83 22.34 19.54
Romanian 18.21 20.02 2391 21.33

Table 15: WMT24++ xx—ECA results.
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B Supported Languages

We provide support for the following language-control tokens. Each token is used to indicate the desired
target language during training and inference.

Token Language Token Language Token Language
__no__ Norwegian __nr__ South Ndebele __nso__ Northern Sotho
__nv__ Navajo __ny__ Chichewa __om__ Oromo
__0S__ Ossetian __pa__ Punjabi __pap__ Papiamento
__pl__ Polish __ps__ Pashto __pt__ Portuguese
__qu__ Quechua __ro__ Romanian __ru__ Russian
__run__ Kirundi __rw__ Kinyarwanda __Sg__ Sango
__si__ Sinhala __sk__ Slovak _.sl__ Slovenian
__sm__ Samoan __sh__ Shona __Sq__ Albanian
__sr__ Serbian __srn__ Sranan Tongo __SS__ Swati
__st__ Southern Sotho __Su__ Sundanese __SV__ Swedish
__SW__ Swabhili __Sswc__ Congo Swahili __ta__ Tamil
__te__ Telugu __tg__ Tajik __th__ Thai
_ti__ Tigrinya __tk__ Turkmen __tl__ Tagalog
__tn__ Tswana __to__ Tongan __tpi__ Tok Pisin
__tr__ Turkish __ts__ Tsonga __tt__ Tatar
__tum__ Tumbuka __tw__ Twi __ty__ Tahitian
__uk__ Ukrainian __umb__ Umbundu __ur__ Urdu
__uz__ Uzbek __ve__ Venda _vi__ Vietnamese
__war__ Waray __xh__ Xhosa __yap__ Yapese
__yo__ Yoruba __zh__ Chinese __ZUu__ Zulu
__arz__ Egyptian Arabic __en__ English __ar__ Modern Standard Arabic

Table 16: Supported language-control by our model.
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C Qualitative Examples

Figure 1 presents two representative qualitative examples comparing the SFT and DPO outputs.

o Example 1: Idiomaticity and naturalness

Source (English) SFT Output DPO Output
e et 23] 33 g [l ol g3 5
cat and try to come s v ) ol
up with your own § pd0 Jaxd Jola Eyase pin Jslss
thesis to.plc for Sigglldl ol 343)191 ailall ¢liudiy dag,lbl
the seminar. 3 s

LsJ d:\-hubd.”

o Example 2: Adequacy and meaning preservation

Source (English) SFT Output DPO Output
I wasn’t upset Olie salaaie s B olae Galais (aiS L G
because you were : . A .
late; I was upset é.:ha:m Ll . C‘_a).al.ﬂ el &dl.ad:m oas L . QJé-Dl |
because you acted Sl Yl M ot Bl sl e
like my time didn’t QISR o Rele e s

~ e T A T

matter. age e L_r’l"J | ‘N—“ o ol

Figure 1: Qualitative comparison between SFT and DPO outputs on two English-to-Egyptian-Arabic examples. The
DPO model produces more natural and semantically accurate translations.

D LLM Baseline Prompting and Decoding Protocol

This appendix describes the prompting and decoding protocol used for the LLLM baselines reported in
the main results. For all LLM baselines, we used the same fixed translation prompt across all evaluated
language directions. The prompt template was:

Translate the following sentence from {source_lang} to {target_lang}: {text}
output only the translated text.

Here, {source_lang} and {target_lang} were replaced with the corresponding source and target
language names, and {text} was replaced with the input sentence to be translated. The same prompt
structure was used for all baseline models to avoid model-specific prompt tuning.

For generation, we used each baseline model with its recommended temperature setting. Apart from
this model-specific temperature choice, the evaluation protocol was kept consistent across baselines. Each
model was instructed to output only the translated sentence, and the generated translation text was used
for spBLEU evaluation. No reference translations were provided to the LLM baselines during generation.

E DPO Preference-Data Generation

E.1 Motivation and Construction Overview

The preference data construction was motivated by recent work applying Group Relative Policy Opti-
mization to encoder—decoder machine translation (Garcia-Estrada et al., 2026). That work highlights the
difficulty of obtaining sufficiently discriminative scalar rewards for Arabic translation, particularly when
candidate differences involve morphology, lexical choice, or other fine-grained linguistic phenomena.
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Instead of relying on a scalar reward during online optimization, we construct explicit preferred-rejected
translation pairs and optimize them using DPO.

The construction process consists of two stages. First, Gemini 3 Flash generates a multi-parallel record
containing an English sentence and semantically aligned translations in 19 additional language varieties.
Second, for each selected source—target direction, the corresponding translation generated by Gemini
is used as the preferred candidate y*, while the output produced by our supervised fine-tuned (SFT)
translation checkpoint for the same source sentence and target-language condition is used as the rejected
candidate y~. Therefore, no additional LLM prompt is used to generate the rejected translation: it is
obtained directly from the SFT model that DPO is intended to improve.

E.2 Languages
Each generated multi-parallel record contains the following 20 language varieties:
English, Modern Standard Arabic, Egyptian Arabic, French, German, Spanish, Italian, Polish,

Portuguese, Simplified Chinese, Korean, Japanese, Hindi, Russian, Ukrainian, Turkish, Urdu,
Romanian, Vietnamese, and Dutch.

The use of multi-parallel records allows the same underlying meaning to be used across multiple
source—target directions while maintaining a common semantic reference.
E.3 Domain Control

The generation script supplies a randomized domain to Gemini for each record. The generated examples
cover multiple general and specialized domains, including sports, education, law, medicine, and climate-
related topics.

Domain control serves two purposes. First, it prevents the preference data from being limited to
generic conversational sentences. Second, it introduces domain-specific lexical and register requirements.
For example, legal sentences may require distinctions involving due process, contractual remedies,
procedural safeguards, or fundamental rights, whereas sports examples may involve abstract descriptions
of psychological resilience, athletic performance, and collective effort.

E.4 Difficulty Control

Difficulty is controlled through a fixed natural-language rubric in the generation prompt rather than through
a separate automatic metric or a human-assigned numerical score. Gemini is instructed to generate a
semantically coherent but linguistically challenging sentence and to provide a textual explanation in the
difficulty_reason field.

The difficulty rationale identifies the linguistic properties that make the example challenging to translate.
Across the generated records, these properties include:

¢ nested subordinate, conditional, or causal structures;

* abstract or philosophical concepts;

¢ nuanced lexical distinctions;

* formal and domain-specific terminology;

* modality and legal relationships;

* idiomatic or non-literal phrasing;

* register differences across languages; and

* the need to restructure syntax naturally rather than translate word by word.

E.5 Generation Prompt

The following prompt template describes the instructions used to generate the multi-parallel records.
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You are an expert multilingual translation-data generator.
Requested field: {field}

Generate exactly one original English sentence related to the requested field. The sentence must
be natural and semantically coherent, but linguistically challenging to translate.

The difficulty should arise from one or more of the following: complex causal, conditional, or
subordinate structures; abstract concepts; nuanced lexical distinctions; idiomatic or non-literal
phrasing; domain-specific terminology; formal register; or syntactic structures that must be
reorganized naturally across languages.

Do not make the sentence difficult merely by adding obscure words or unnecessary length. It should
express a meaningful idea appropriate to the requested field.

Translate the sentence into all of the following language varieties:

English, Modern Standard Arabic, Egyptian Arabic, French, German, Spanish, Italian, Polish,
Portuguese, Simplified Chinese, Korean, Japanese, Hindi, Russian, Ukrainian, Turkish, Urdu,
Romanian, Vietnamese, and Dutch.

Requirements:

1. Preserve the complete meaning of the English sentence. 2. Produce natural translations rather
than word-for-word renderings. 3. Preserve the intended register and domain terminology. 4. Keep
Modern Standard Arabic and Egyptian Arabic distinct. 5. The Egyptian Arabic translation must use
natural Egyptian vocabulary, grammar, and phrasing rather than simplified Modern Standard Arabic.
6. Do not omit or introduce information. 7. Explain briefly why the sentence is difficult to
translate.

Return only one JSON object using the following structure:

{ "field": "{field}", "difficulty_reason”: "A concise explanation of the linguistic difficulty.”

"translations”: { "english”: "...", "arabic": "...", "egyptian_arabic": "...", "french": "...",
"german”: "...", "spanish”: "...", "italian": "...", "polish": "...", "portuguese”: "...",
e : spiom. o om o om w.ow o oms w.om T S on.om "
chinese_simplified”: "...", "korean”: , "japanese”: "...", "hindi": "...", "russian": "...",
"ukrainian”": "...", "turkish”: "...", "urdu”: "...", "romanian”: "...", "vietnamese": "...",
"dutch”: "..." } }

E.6 Preference-Pair Formation

After generation, each multi-parallel record can be converted into one or more translation directions. For
a selected source language L and target language L, we construct the preference pair as follows:

1. The sentence in L is selected as the source x.
2. The corresponding Gemini translation in L, is assigned as the preferred candidate y .

3. The source sentence is translated into L; using the SFT checkpoint with the appropriate target-
language control token.

4. The SFT output is assigned as the rejected candidate y .

This construction directly targets the failure modes observed in the SFT checkpoint. Depending on
the translation direction, the difference between the preferred and rejected candidates may involve literal
translation, lexical ambiguity, inappropriate register, unnatural Egyptian Arabic phrasing, morphology, or
domain terminology. Figure 2 illustrates a representative English-to-Egyptian-Arabic preference pair. The
final DPO records contain the source sentence, preferred translation, rejected translation, source-language
token, target-language token, and translation direction. Malformed and duplicate records are removed
during filtering. Pairs for which the preferred and rejected candidates are effectively indistinguishable are
also excluded.
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Field: sports

Source:

The more athletes fixate on the outcome rather than the process, the more

likely they are to falter when the pressure of high-stakes competition
demands absolute presence of mind.

& cChosen:

o] el s Lo JS i oIS o 25T dmitl] 8 1335y rasilanl Lo JS
! UJLC U.l.mS JrY-t ”5)3 o tu.wu“ 5_,.&5." Ol L] bes ) lg=ds

Q Rejected:

OwiSan 19398 Lo JS ¢ dudasdl Juy daxaid] Gle 193y Oud iyl Lo JS
- disl 3lhs dazg b U1 EJle) duwdliad) hid Coxd lgdy 0gd] 1]

Figure 2: Representative DPO preference example from the sports domain. The highlighted spans show natural
Egyptian Arabic phrasing in the chosen translation and literal or awkward phrasing in the rejected SFT output.
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