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Abstract
Relevance is a central component of Auto-
mated Essay Scoring (AES), as it measures
how well a student essay addresses a given
writing prompt. In this work, we propose
AESER, a novel approach to address the prob-
lem of graded relevance scoring in Arabic
cross-prompt AES. AESER adapts the given
prompt more towards the writing space of es-
says and computes token-level prompt-essay
similarity matrices from contextual embed-
dings. These matrices are processed by a con-
volutional neural network to predict the rele-
vance score. Experiments on a large Arabic
AES dataset show that AESER outperforms
strong baselines, establishing a new state-of-
the-art performance.

1 Introduction
Automated Essay Scoring (AES) assigns quality
scores to essays and offers clear benefits for large-
scale assessments where manual grading is costly.
A key component of AES is trait-level scoring,
which assesses specific aspects of writing, e.g., or-
ganization, style, or relevance, to provide more tar-
geted feedback.

The relevance trait, commonly referred to as
prompt adherence (Persing and Ng, 2014; Math-
ias and Bhattacharyya, 2018), measures how well
an essay addresses the given writing prompt. The
prompt defines both the writing task and the topic
that the student is expected to address. Relevance
is particularly important because it reflects the stu-
dent’s ability to correctly interpret the topic and
maintain focus throughout the essay. It also deter-
mines the validity of other traits; an off-topic essay
cannot be considered high quality, regardless of its
structure or fluency. Considering the importance
of this trait, in this work we focus on predicting
graded (i.e., multi-level) relevance of essays given
a writing prompt. We address this problem in the
cross-prompt setting, where models are evaluated

on writing prompts that were unseen during train-
ing, which reflects realistic educational scenarios
where instructors regularly introduce new writing
tasks for which no annotated essays are available.

Most of the existing trait-level AES literature
focuses on simultaneous scoring across multiple
traits, including relevance, but with no special at-
tention given to the particular notion or nature of
relevance (Ridley et al., 2021; Do et al., 2023;
Chen and Li, 2023; Eltanbouly et al., 2025). Only
a few studies directly target the relevance trait (Al-
batarni et al., 2024). However, the field remains
largely English-centric, and Arabic relevance scor-
ing is still scarce, typically limited to prompt-
specific or binary formulations (Bashendy et al.,
2024; Machhout and Zribi, 2024; Qwaider et al.,
2025). We address this gap by targeting graded,
cross-prompt relevance scoring for Arabic essays.

To this end, we propose AESER, an Align-
Extract-Score approach for Essay Relevance.1
Our approach aligns the given writing prompt to
the scope of a written essay by using a large lan-
guage model (LLM) to “rewrite” it into one or
more essays that reflect the prompt’s topic at dif-
ferent relevance levels. An encoder then extracts
a token-wise similarity matrix between the trans-
formed prompt and the essay, explicitly capturing
fine-grained prompt–essay interactions.

Finally, inspired by Pang et al. (2016), we score
the essay by treating the similarity matrix as a
grayscale image passed to a convolutional neu-
ral network (CNN), framing similarity patterns in
a visual representation for graded relevance scor-
ing. Experiments on LAILA, a recently released
large Arabic AES dataset (Bashendy et al., 2026),
show that AESER establishes a new state-of-the-
art (SOTA) over strong baselines.

Overall, our contributions are three-fold:
1. We propose AESER, a novel interaction-

1Pronounced as “ACER” with a different spelling.
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based relevance scoring framework that uses
token-level similarity matrices to capture fine-
grained prompt–essay relationships.

2. We show that AESER achieves a new SOTA
on LAILA dataset, surpassing all baselines by
substantial margins and remaining robust to
the choice of LLM.

3. We release our code2 for reproducibility and
to support future work on AES relevance, and
Arabic in particular.

2 Related Work

Our work brings together two lines of research,
trait-level cross-prompt AES with the focus on rel-
evance trait modeling, and Arabic AES.

Trait-level Cross-Prompt AES Early cross-
prompt work focused on scoring essays holistically
with shared neural architectures (Jin et al., 2018;
Li et al., 2020; Ridley et al., 2020), after which
Ridley et al. (2021) introduced trait-level cross-
prompt scoring, combining shared low-level lay-
ers for generalization with prompt-specific high-
level layers. Later models kept this hierarchical de-
sign and added prompt-aware attention (Do et al.,
2023), contrastive prompt-mapping (Chen and Li,
2023) and meta-learning training (Chen and Li,
2024). Eltanbouly et al. (2025) combined hand-
crafted features with trait-specific LLM-derived
features. Throughout this line of work, relevance is
scored jointly with other traits and is not modeled
explicitly, despite its importance for essay quality.

Relevance was incorporated in earlier work to
support holistic scoring through classic IR signals
such as bag-of-words similarity (Rei and Cummins,
2016) and query expansion (Cummins et al., 2016).
Albatarni et al. (2024) addressed graded relevance
in English essays by embedding essays with an un-
supervised dense encoder and scoring each by its
nearest relevance centroid (1-NN).

Arabic AES The large majority of the work was
English-centric, motivated by the availability of
English datasets (Li and Ng, 2024), with little work
on other languages including Arabic (Bashendy
et al., 2024). Indeed, Arabic AES faces major chal-
lenges due to data scarcity. Nevertheless, recent ef-
forts have explored Arabic trait-level scoring. Ap-
proaches range from hand-crafted feature-based
models (Bashendy et al., 2024; Sayed et al., 2025),

2https://github.com/Maroibo/AESER

to multitask AraBERT fine-tuning with separate re-
gression heads (Bashendy et al., 2025), few-shot
LLM prompting with GPT4o (Almarwani et al.,
2025) or 10-shot chain-of-thought prompting with
GPT-4.1 (Alnajjar et al., 2025), and more recently,
Albatarni et al. (2026) proposed MAPLE for Ara-
bic trait scoring using a meta-learning approach.
Though performance on relevance in particular
remains limited compared to other traits. Stud-
ies specifically targeting Arabic relevance trait
scoring are scarce: Machhout and Zribi (2024)
fine-tuned AraBERT in a prompt-specific setting,3
while Qwaider et al. (2025) compared multiple
methods on real and synthetic data, finding 2-
shot prompting with Falcon and Qwen most effec-
tive for binary relevance classification rather than
graded scoring.

Despite the progress in Arabic AES, relevance
scoring has received limited attention and has been
studied primarily in prompt-specific or binary set-
tings. We address these gaps by focusing on graded
relevance scoring in the cross-prompt setting.

3 Methodology

Relevance scoring task in the context of automated
essay scoring aims to assess the topical alignment
of a student-written essay with a given writing
prompt. Formally, for a prompt p and an essay e,
a relevance scoring model maps (p, e) to a score
s ∈ {0, 1, . . . ,K}.

In this section, we present our proposed model,
AESER, illustrated in Figure 1. Existing AES rel-
evance models typically use the prompt in its orig-
inal form alongside the essay, without reformulat-
ing it to better align with student responses or mod-
eling fine-grained token-level interactions. In con-
trast, our method adapts query rewriting from in-
formation retrieval to AES and leverages explicit
interaction modeling for graded relevance scoring.

AESER consists of three main phases: Prompt
Representation (subsection 3.1), where the writing
prompt is transformed to better align with student
essays; Feature Extraction (subsection 3.2), where
a token-level similarity matrix captures prompt–
essay interactions; and Graded Relevance Scoring
(subsection 3.3), where these signals are aggre-
gated to capture hierarchical patterns from token-
level alignments to higher-level structures, produc-
ing a normalized relevance score.

3Where models are trained and evaluated on essays written
for the same prompt.
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Figure 1: Overview of AESER including prompt representation, feature extraction, and graded relevance scoring.

3.1 Prompt Representation
The writing prompt typically includes both the
topic, which defines the subject the student must
address, and the instructions, which specify the es-
say type, word limit, and general structural require-
ments. 4

While the topic part defines the scope and the
key aspects that the essay should address, the in-
structions part can distract the model’s ability to
judge relevance by causing topical drift. Therefore,
the topic part of the prompt potentially provides a
more reliable basis for relevance assessment, mo-
tivating the use of an instruction-free prompt that
preserves only the core subject.

Nevertheless, an instruction-free prompt re-
mains structurally and length-wise different from
the student essays being evaluated, as it represents
a concise topic description rather than a complete
essay. To address that, we consider prompt repre-
sentations that resemble student writing. Rewrit-
ing the prompt as a pseudo essay reflects that rel-
evance manifests in essay-level structure and con-
tent, enabling the model to compare texts of similar
form. Extending this idea, rubric guided pseudo
essays incorporate the grading rubric by generat-
ing one essay per relevance level, each capturing
its expected characteristics and enabling compari-
son with graded reference representations.

To that end, we examine four different prompt
representations:

1. Original Prompt (pORIG): The prompt is used
without any modification, as a baseline repre-
sentation.

2. Instruction-free Prompt (pTOPIC): The prompt
4An example of this distinction is shown in Figure 5,

where the topic is marked in bold.

is transformed to retain the topic component, ex-
cluding instructional content.

3. Pseudo Essay (pESSAY): The original prompt is
transformed into an essay that addresses the
given topic.

4. Rubric-based Pseudo Essays (pRUBRIC): The
prompt is represented as multiple essays, each
reflecting a distinct relevance level defined by
the rubric.

Each representation strategy produces T text se-
quences per prompt. For pORIG, pTOPIC, and pESSAY,
T = 1. For pRUBRIC, one sequence is generated per
relevance level, resulting in T = K.

We note that in this work, we leveraged the pow-
erful capabilities of LLMs to generate the trans-
formed prompts. The exact instructions prompted
to the LLM to generate pTOPIC, pESSAY, and pRUBRIC
prompt representations are depicted in Figure 2.

3.2 Feature Extraction
As relevance depends on how well essay content
adheres to the prompt, the feature extraction stage
computes a token-level similarity tensor to explic-
itly model prompt–essay alignment. An off-the-
shelf encoder E generates contextualized token
embeddings for each generated text sequence p′(t)

and the essay e:

u⃗
(x)
i = E

(
p′(t)

)
i
, v⃗j = E(e)j , (1)

where u⃗(t)i is the embedding of the i-th token of the
t-th generated text sequence, and v⃗j is the embed-
ding of the j-th essay token.

As illustrated in Figure 1, a similarity tensor
M ∈ RT×|p′|×|e| is then constructed as:
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English translation. You are an expert in analyzing Ara-
bic texts. Your task is to extract only the main writing
topic from the following text, removing all writing instruc-
tions and directives. Rephrase the topic clearly and directly.
Very important: do not add any comments, questions, or
extra explanations. Only the topic.
Text:
(the writing prompt)
The topic only (without any extra comments):

(a) Prompt for the topic representation pTOPIC. The model is
asked to drop the writing instructions and return only the essay
topic.

English translation. You are an expert essay writer. Write
a coherent, well-organized essay in Arabic that addresses
the following writing topic:
(the writing prompt)
The essay:

(b) Prompt for the essay representation pESSAY. The model
writes a full essay on the topic, which we use as a hypothetical-
document expansion of the prompt.

English translation. You are an expert essay writer. Write
a coherent, well-organized essay in Arabic that addresses
the following writing topic:
(the writing prompt)
Relevance evaluation criteria:
(the rubric describing relevance level ℓ)
The essay:

(c) Prompt for the rubric representation pRUBRIC. We run this
prompt once per relevance level ℓ: the rubric placeholder is
filled with the descriptor of level ℓ so the generated essay is
written to match that exact level. With K levels this produces
K essays per writing prompt, one targeted at each level.

Figure 2: English translated versions of the LLM
prompts we passed to generate pTOPIC (Figure 2a), pESSAY
(Figure 2b), and pRUBRIC (Figure 2c). The original prompt
is depicted in Figure 3

Mtij = ϕ
(
u⃗
(t)
i , v⃗j

)
, (2)

where ϕ denotes a vector similarity function (e.g.,
cosine similarity or dot product).

3.3 Graded Relevance Scoring
The similarity tensor M can be viewed as a stack
of 2D interaction signals capturing token-level cor-
respondences between the prompt representation
and the essay. Interpreting this tensor as structured
spatial input enables a CNN to model local align-
ment patterns and progressively aggregate them
into higher-level interaction features.

Motivated by this intuition, we design a 4-layer
convolutional architecture in which kernel sizes in-
crease across layers, and the number of feature
maps expands progressively.

Let L(= 4) denote the total number of convo-
lutional layers. We denote by Z(ℓ) the output of
convolutional layer ℓ, with Z(0) as the input to the
first layer. Since |p′| and |e| vary across instances,
adaptive max pooling P is applied to M to obtain
a fixed spatial resolution of S × S, resulting in
Z(0) = P(M) ∈ RT×S×S .

The output of each layer, Z(ℓ), is computed as:

Z(ℓ) = P
(
σ
(
W (ℓ) ∗ Z(ℓ−1) + b(ℓ)

))
(3)

where ∗ denotes the 2D convolution operator, W (ℓ)

and b(ℓ) are the learnable convolution kernels and
biases of layer ℓ, and σ(·) is the ReLU activation
function. A progressive reduction scheme is em-
ployed so that earlier layers retain fine-grained lo-
cal alignment patterns, whereas deeper layers oper-
ate over coarser representations, thereby capturing
broader and more global matching structures.

After the last convolutional and pooling layers,
the tensor Z(L) is flattened into a vector z⃗, as
shown in the final stage of Figure 1, representing
dense relevance features learned by the CNN. At
this stage, hand-crafted features can be incorpo-
rated by concatenating them with z⃗. The result-
ing vector is then passed through a fully connected
layer followed by a regression head to predict a con-
tinuous relevance score. The score is clipped to
the interval [0, 1]. During training, the original dis-
crete relevance labels are linearly rescaled to [0, 1],
and the model is optimized using mean squared
error (MSE) between the predicted score and the
scaled target. At inference, the predicted score is
mapped back to the original discrete label range to
obtain the final integer relevance score.

4 Experimental Setup
This section describes our experimental setup, cov-
ering the implementation and hyperparameter tun-
ing of AESER, the dataset, the LLMs used to gener-
ate the prompt representations, the evaluation mea-
sure, and the baselines.

Prompt Representation Setup We consider
three LLMs for generating prompt representations:

• Fanar-27B (hereafter Fanar) is a medium-size
Arabic-centric LLM accessed via API.5

• Gemma 4 31B (hereafter Gemma) (Google
DeepMind, 2026) is a medium-size multilin-

5https://api.fanar.qa/docs
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۰ً؇൞ശܳا ݁ިݪިع اݿٺۛݠاج ሒሃ ዛᔻ݄ٺ۹ .۰ਃಸاܳأݠ اܳٷݱިص ොູܹ٭ܭ ሒᇭ ଫଃۊٴ ೑಻أ
واܳٺިۏዛዀ؇ت. ۰ਃಸ؇൞ശܳا اܳٺأܹ٭݄؇ت ᆇᅹ٭ؕ ᄭᄟإزا ؕ݁ ሒᇿ؇اܳٷݧاܳٺ ݆݁ ڣگޔ ๴ང؇ݿ৙৑ا
ّأܹ٭گ؇ت أي ّݯؕ ৖৑ ༥ڎاً: ܾዛᔻ .๤ཇ؇و݁ٴ ༃واࡵ ႟ၽ૰૖ اৎ৊ިݪިع ۰༚؇ݬ٭ أ༟ڎ

اৎ৊ިݪިع. ڣگޔ إݪ؇ڣ٭۰. ๤ཇو༡؇ت أو ᄭᄥ٪أݿ أو
اৎ৊ިݪިع)اܳٷݧ: (َݧ

إݪ؇ڣ٭۰): ّأܹ٭گ؇ت أي (ࢻࣖون ڣگޔ اৎ৊ިݪިع
(a) LLM prompt for the topic representation pTOPIC.

۰ਃಸاܳأݠ ً؇ይዧ؞۰ ً و݁ٷޙ݄؇ ً Ⴄၽ݁ٺ݄؇ݿ ً ৖৑؇݁گ ا܋ٺص .ଫଃۊٴ ݁گ؇৖৑ت ೞಾႤ၍ ೑಻أ:ሒᇿ؇اܳٺ ۰ً؇൞ശܳا ݁ިݪިع ཯ྥٷ؇ول
اৎ৊ިݪިع) (َݧ

اৎ৊گ؇ل:
(b) LLM prompt for the essay representation pESSAY.

.ଫଃۊٴ ݁گ؇৖৑ت ೞಾႤ၍ ೑಻أ
:ሒᇿ؇اܳٺ ۰ً؇൞ശܳا ݁ިݪިع ཯ྥٷ؇ول ۰ਃಸاܳأݠ ً؇ይዧ؞۰ ً ًو݁ٷޙ݄؇ Ⴄၽ݁ٺ݄؇ݿ ً ৖৑؇݁گ ا܋ٺص

اৎ৊ިݪިع) (َݧ
ً؇ৎ৊ިݪިع: ᄭᄥݱይዧ اܳٺگ٭ࡗࡲ ଫଃ݁أ؇ل

اৎ৊ފዛውڎف) గጻዧފٺިى اܳٺݱۜ٭ں (݁أ٭؇ر
اৎ৊گ؇ل:

(c) LLM prompt for the rubric representation pRUBRIC.

Figure 3: LLM prompts for generating different repre-
sentation for pORIG. English translation for each prompt
is depicted in Figure 2.

gual open-weights LLM, served with vLLM6

for faster inference.

• The closed-source GPT-4o (OpenAI, 2024)
is the highest-ranked OpenAI model on the
SILMA Arabic LLM Leaderboard at the time
of writing.7

For all LLMs, the temperature was set to 0.7
and the maximum number of generated tokens
(max_tokens) to 1000, with all other hyperparam-
eters left at their default values. The LLM prompts
used to generate pTOPIC, pESSAY, and pRUBRIC are shown
in Figure 3a, Figure 3b, and Figure 3c, respectively.
For LLM-based representations, we further gener-
ate N instances for each text sequence, so that
for a prompt representation producing T text se-
quences, a total of N × T text sequences are gen-
erated. These generated sequences are then added
as separate input channels to the CNN.

Implementation, Training, and Hyperparame-
ter Tuning Experiments were conducted on an
NVIDIA RTX A6000 GPU. Models were trained

6https://github.com/vllm-project/vllm
7https://huggingface.co/spaces/silma-ai/

Arabic-LLM-Leaderboard

for up to 150 epochs using AdamW with a batch
size of 32 and a learning rate of η = 5 × 10−4.
Early stopping was applied using a patience of 15
epochs based on the development set performance.
Token embeddings were obtained using Qwen3-
Embedding-0.6B.8 We selected this model because
it ranks first among models under 1B parameters
on the MTEB leaderboard.9 For the hand-crafted
features, we used the 816 features introduced by
Sayed et al. (2025) for Arabic AES, covering sur-
face, readability, lexical, semantic, and syntactic
aspects.

The input similarity matrices were pooled to a
fixed spatial resolution of S = 256. The CNN
backbone consisted of four convolutional layers,
with cl1 = 32 denoting the number of output maps
in the first layer. Subsequent layers followed a pro-
gressive doubling scheme: 2cl1 , 4cl1 , and 8cl1 . Let
rℓ1 = 5 denote the kernel size of the first layer. The
kernel sizes of subsequent layers followed an incre-
mental scheme: rℓ1+2, rℓ1+4, and rℓ1+6. Adap-
tive max pooling was applied after each convolu-
tional layer, with output sizes following a progres-
sive reduction scheme: ol1 = 256, ol2 = ol1/4,
and ol3−4 = ol1/16. The hidden dimension of
the fully connected layer denoted by h was initially
fixed to 128.

AESER consists of several components that can
be tuned, including the prompt representation, the
similarity function, the number of retrieved refer-
ences (N ), the inclusion of hand-crafted features,
the loss function, and the choice of the generation
LLM. To study these components in isolation, we
first fix the generation LLM to Fanar and search for
the best configuration based on the development
set performance.

Specifically, we perform sequential tuning over
the components in a fixed order: (1) prompt
representation, (2) similarity function, (3) num-
ber of generated references (N ), (4) inclusion
of hand-crafted features, and (5) loss function.
For each component, we evaluate all candidate
choices while keeping previously selected compo-
nents fixed, and retain the best-performing option
before moving to the next stage. This procedure
yields a single optimized configuration, which is
then used across all generation LLMs in the subse-
quent experiments.

8https://huggingface.co/Qwen/
Qwen3-Embedding-0.6B

9https://huggingface.co/spaces/mteb/
leaderboard
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We then tune the hyperparametersS, rℓ1, cl1 , ol1 ,
h, and η of this configuration separately for each
generation LLM on the development set. Specif-
ically, S ∈ {128, 256, 512}, rℓ1 ∈ {3, 5, 7, 9},
cl1 ∈ {8, 16, 32, 64, 128}, ol1 ∈ {128, 256, 512},
h ∈ {64, 128, 256}, and η ∈ {1e−5, 1e−4, 5e−4}.
Hyperparameters were optimized via Bayesian op-
timization using the Tree-structured Parzen Esti-
mator (TPE) algorithm (Bergstra et al., 2011), im-
plemented with Optuna’s TPESampler.10 We con-
ducted 100 trials with 5 startup trials and a fixed
random seed. We then evaluate each LLM’s best-
tuned model on the test set.

Because most essays in LAILA are fully rele-
vant, we compare class-weighted MSE (WMSE)
and focal MSE (FMSE) with standard MSE to test
whether reweighting training errors improves rel-
evance scoring. For WMSE, weights were com-
puted using the training split by dividing the num-
ber of essays in the most frequent relevance class
by the number of essays in each class. Each essay’s
squared error was multiplied by its class weight be-
fore averaging. FMSE places greater relative em-
phasis on larger prediction errors by averaging ab-
solute prediction errors raised to 2+γ, with focus-
ing parameter γ ∈ {0.5, 1, 2}.

Dataset LAILA dataset is the first large-scale
Arabic AES dataset with annotations for seven
writing traits including relevance, which is scored
on a 0–2 scale (Bashendy et al., 2026). It con-
tains 7,859 essays in response to eight different
prompts spanning two types: persuasive and ex-
planatory. The relevance labels are heavily imbal-
anced toward fully relevant essays: 86% are scored
2 (fully relevant), 6% are scored 1 (partially rel-
evant), and 8% are scored 0 (not relevant). We
use the official cross-prompt data split shared by
LAILA authors.11

Evaluation Measure We evaluate our approach
using Quadratic Weighted Kappa (QWK) (Cohen,
1968), a standard metric in AES. QWK mea-
sures agreement between human and system scores
while accounting for the severity of disagreements.

Baselines We adopt SOTA models for relevance
cross-prompt evaluation: (1) AraBERT4GR:
Originally proposed for English essay relevance

10https://optuna.readthedocs.io/en/stable/
reference/samplers/generated/optuna.samplers.
TPESampler.html

11https://gitlab.com/bigirqu/laila

grading (Albatarni et al., 2024). We adapted it to
Arabic by replacing Contriever with AraBERT12

and tuned all hyperparameters on our training
data. (2) MOOSE: An adaptation of an English
cross-prompt SOTA model based on mixture-of-
experts architecture (Chen et al., 2025; Bashendy
et al., 2026). (3) Fanarfs (5-shots): Second-best
model for relevance on LAILA (Bashendy et al.,
2026). (4) Qwenfs and (5) Falconfs (3-shots):
Top-performing models on QAES and ZAEBUC
by Qwaider et al. (2025). We reformulated their
binary setup into a three-class task aligned with
LAILA relevance levels.13

5 Experimental Evaluation

This section presents and discusses our results in
two parts. We first report the main results that
answer our research questions in subsection 5.1.
Then, we analyze the model’s performance more
closely through an error analysis and a case study
in subsection 5.2.

5.1 Main Results
We address three research questions: (RQ1) What
is the optimal configuration for AESER? We ex-
amine different prompt representations, similarity
functions, the number of generated instances (N ),
the inclusion of additional features, and the loss
function, (RQ2) Which generation LLM performs
best for AESER?, and (RQ3) How does AESER
perform compared to SOTA baselines?

RQ1: AESER Configuration We first examine
the different prompt representations, depicted in
the first section of Table 1. Among them, pTOPIC
performed the worst, scoring nearly 7 points below
pORIG, indicating that the discarded information is
essential for scoring. pESSAY yielded only marginal
gains over pORIG despite producing longer prompts;
suggesting that length alone is insufficient for im-
provement. In contrast, pRUBRIC achieved the best
performance, with 6 points gain, as it extends pESSAY
with explicit score-level distinctions, offering more
informative guidance. Accordingly, pRUBRIC is se-
lected for all subsequent experiments.

We then evaluate the effect of different feature
extraction setups, including the similarity function

12https://huggingface.co/aubmindlab/
bert-base-arabert

13We keep their prompts and hyperparameters. Few shots
sampled randomly; results averaged over 3 runs with different
seeds.
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Experiment p ϕ N Features Loss QWKavg

Prompt
Representation

pORIG Cos 1 × MSE 0.511
pTOPIC Cos 1 × MSE 0.444
pESSAY Cos 1 × MSE 0.516
pRUBRIC Cos 1 × MSE 0.573

Feature
Extraction
Setup

pRUBRIC Dot 1 × MSE 0.423
pRUBRIC Cos 2 × MSE 0.565
pRUBRIC Cos 3 × MSE 0.550
pRUBRIC Cos 4 × MSE 0.520
pRUBRIC Cos 5 × MSE 0.543
pRUBRIC Cos 1 ✓ MSE 0.542

Loss
Function

pRUBRIC Cos 1 × WMSE 0.438
pRUBRIC Cos 1 × FMSE0.5 0.549
pRUBRIC Cos 1 × FMSE1 0.507
pRUBRIC Cos 1 × FMSE2 0.502

Table 1: AESER performance on LAILA dev set. ϕ is
the similarity function, N is the number of generated
instances, ‘Features’ indicates hand-crafted features in-
clusion, and FMSEγ denotes focal MSE with γ.

ϕ, the number of generated instances (N ), and the
inclusion of hand-crafted features. Results in the
second section of Table 1 show that cosine simi-
larity consistently outperformed dot product. In-
creasing the number of generated instances beyond
N = 1 did not improve performance; instead, per-
formance degraded as N increased. Incorporating
hand-crafted features also did not yield improve-
ments, consistent with prior findings (Bashendy
et al., 2026; Albatarni et al., 2026).

We finally examine the loss function in the last
section of Table 1. Neither FMSE nor WMSE
improved performance over standard MSE. FMSE
performance decreased as γ increased, while
WMSE resulted in an even larger QWK drop.
These results motivate the need for more effective
approaches to address class imbalance, which we
leave to future work. Overall, the best configura-
tion uses cosine similarity, N = 1, and no hand-
crafted features, with MSE as the loss function.

RQ2: Best Generation LLM The best configu-
ration identified in RQ1 is applied to different gen-
eration LLMs, tuning the hyperparameters sepa-
rately for each LLM. Table 2 reports AESER on the
test set across different generation LLMs. Overall,
no single generator consistently dominates across
prompts: Fanar leads on P1, P4, P5, and P8,
Gemma on P3 and P7, and GPT-4o on P2 and
P6. Gemma achieves the best average performance,
with Fanar close behind, while GPT-4o trails both
by approximately 5 points. These results indicate
that Arabic-centric and open multilingual LLMs
can match and even outperform the proprietary
GPT-4o, suggesting that a strong closed-source

0 1 2
Predicted

0
1

2
Ac

tu
al

143 228 265

14 133 314

12 396 6354

Figure 4: Confusion matrix of AESERGemma, our best
configuration, on the full LAILA test set.

model is not necessary for generating prompt rep-
resentations in AESER.

RQ3: AESER vs. SOTA Table 2 com-
pares AESER with the baselines. The best,
AESERGemma, reaches an average QWK of 0.517,
improving over the strongest baseline, MOOSE,
by 11 points (26% relative). AESER also ob-
tains the best score on seven of the eight prompts,
with P1 being the only exception. Notably, both
AESERFanar and AESERGemma show substantial
gains on P5 compared to other prompts, improving
by 34 and 29 points, respectively, over MOOSE.
This improvement can be attributed to the highly
specific nature of the prompt topic, “Qatar’s de-
velopment and culture.” Unlike more open-ended
prompts such as “staying up late,” P5 is grounded
in a narrow and concrete topical space, which re-
duces semantic ambiguity

Moreover, AESERFanar performance tends to be
stronger on persuasive prompts (P4, P6, and P8),
with an average improvement of 14 points over
MOOSE compared to explanatory prompts (P1
and P7). This likely reflects the more structured
nature of persuasive writing (clear stance, argu-
ments, and conclusion), which promotes greater
lexical and discourse-level alignment between gen-
erated and student essays. In contrast, as noted in
LAILA dataset (Bashendy et al., 2026), explana-
tory essays have no particular structure, allowing
for wider variation in content and organization and
making relevance distinctions more challenging.

5.2 Performance Analysis
To understand where AESER succeeds and fails,
we examine its predictions in more detail. We first
inspect its errors across the three relevance levels
through a confusion matrix, and then study two
contrasting essays to see how the model judges rel-
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Model P1 P2 P3 P4 P5 P6 P7 P8 Ave.
AraBERT4GR (Albatarni et al., 2024) 0.173 0.396 0.304 0.362 0.186 0.361 0.087 0.307 0.272
Qwenfs(3) (Qwaider et al., 2025) 0.510 0.133 0.281 0.229 0.446 0.285 0.163 0.255 0.288
Falconfs(3) (Qwaider et al., 2025) 0.312 0.110 0.355 0.260 0.335 0.129 0.172 0.101 0.222
Fanarfs(5) (Bashendy et al., 2026) 0.291 0.476 0.497 0.361 0.478 0.378 0.363 0.424 0.409
MOOSE (Bashendy et al., 2026) 0.119 0.471 0.406 0.506 0.325 0.415 0.593 0.450 0.411
AESERFanar 0.298 0.472 0.468 0.628 0.669 0.555 0.429 0.598 0.514
AESERGemma 0.217 0.528 0.533 0.523 0.610 0.553 0.663 0.505 0.517
AESERGPT-4o 0.199 0.531 0.414 0.595 0.393 0.584 0.658 0.362 0.467

Table 2: AESER results on the LAILA test set. AESERFANAR, AESERGemma, and AESERGPT-4o use FANAR-27B,
Gemma 4 31B, and GPT-4o, respectively, to generate the prompt representations. Best score per prompt in bold.

Writing prompt (P5, Explanatory).
ᄭᄟوᄴᄟا ؇ዛᔻڎ༱ٺ૭૜ มฆܳا واܳިݿ؇فܭ اܳފٴܭ ڣ٭۬ ༃ّّިࡵ ۰గၵ၍ (300) ஓஇఈఃٔ؇ف۰ ݆݁ ؇ً࿖ި݁ܝ ৖ً৑؇݁گ ا܋ٺص واݾষ׿ا١ׅ. ᆃᅞոاڤ׭ؠ ոቌመ݊ݦا അ೪ּ ׂܙازن ส്ؠמۂ ࣷ࣬ຐ ؓ܋ۑ ႞႐دو ׂ֔ڵڞ

ොේ٭ں. ႟ٍၽ૰૖ اෂීًޔ وأدوات اଫଐܳڢࡗࡲ ఈః༟݁؇ت وُ݁ިޖڰً؇ اይዧ؞۰، ۰݁ఈఃوݿ اܳٺڰފଫଃي، اৎ৊گ؇ل ᆙᆊ؇ت ਵُਦا؜٭ً؇ اܳٺިازن، ۱ڍا ොູگ٭ݑ ሒᇭ
English translation: The State of Qatar is working to achieve a balance between its cultural heritage and modernity.
Write a 300-word essay explaining the methods and means the country uses to achieve this balance, taking into account the
features of an expository essay, ensuring linguistic correctness, and using punctuation marks and linking devices properly.

Essay 50310 (Relevance score: 1, AESERGemma: 1)
଩ଃڰොູ ৖৑او . اܳٺިازن ۱ڍا ොູگ٭ݑ ሒᇭ ᄭᄟوᄴᄟا ؇ዛᔻڎ༱ٺ૭૜ มฆܳا اܳިݿ؇فܭ و اܳފٴܭ
و ؇ዛውَݯ؇ڣ و ۰٪྘ܳٴ؇ً اᆇᆅ৖৑؇م আॻ༟ اࠍ੆ڰ؇ظ ؇ਃ಻؇ٔ . ᄭᄟوᄴᄟا ሒᇭ اৎ৊گ٭݄݆ و ඔ൹ިاޗٷৎ৊ا
و ᄭᄟوᄴᄟا ّިۋ٭ڎ ሒᇭ ܾዛᔻ ڣ۳ި اܳٺأ؇ون ٔ؇ܳټ؇ . ؇ዛዀܹ༟ ا৖৑ཹྥٴ؇ه و ا௯௫௵ٺ݄ؕ ሒᇭ ؇ዛው٭ᆇᆅا ๤๑ฺ
ا৖৑ݿٺگݠار আॻ༟ ࠯࠵࠺ڰ؇ظ ᄭᄟوᄴᄟا ሒᇭ اᆇᆅ٭۰ و اܳٺأ؇ون ๤๑ฺ و ᄴᄥاܳٴ ሒᇭ ا௱௯௫ٴ۰ ߌ߳ࢴࣖ ۱ڍا
ߌ߳ࢴࣖ ل؇ݪ۰ ීෂا ّޚިر ل؇ݪ۰ ීෂا ሒᇭ ا۱৖৑ٺ݄؇م راًأ؇ . ᄭᄟوᄴᄟا ሒᇭ اܳٺިازن ොູگ٭ݑ و
: ݁ټܭ ل؇ݪ؇ت ීෂا ݆݁ ଫଃاܳـܝټ ዻዧ؇و۱ٷ ل؇ݪ۰ ይዧݠ ؇ዛ዇ۋ ૭૖ྟص اܳފႤၽن ݆݁ اܳأڎࢴࣖ
ل؇ݪ؇ت ීෂا ݆݁ اৎ৊ݞࢴࣖ و اਵਦ৖৑لܝ٭۰ ,اܳـଲ୍ة اܳޚ؇߉ߵة ாணة , ᄭᄥاܳފ ாணة , اܳگڎم ாணة
ይዧـܝފص ٔگ؇ڣٺٷ؇ و ቕረ؇أይዧ د཯ྡྷٷ؇ و ڢ٭݄ٷ؇ ๤๑ฺ ༟ܹ٭ٷ؇ ෠ຬص ا཯ᄴᄟྡྷ٭۰ ا৖৑݁ިر ༠؇݁ފ؇ .

. اරඝ৖৑ة و ؇ਃ಻ᄴᄟا ሒᇭ

Essay 50124 (Relevance score: 1, AESERGemma: 2)
واܳگݠون ا৖৑ۏ٭؇ل ଫଃّ؞ ؕ݁ ොູڎث ޗٴ٭أ٭۰ ޖިا۱ݠ ሒሃ واࠍ੆؇د۰ٔ ሒᇭ؇اܳټگ اଫଐܳاث
ሒᇭ واܳٺޚިر اࠍ੆ڎا۰ٔ ๤དྷྥ਍ಾ اَ۬ ߖߵى ሒᇿ؇੆اࠍ ݆݁ෑෂا ሒᇭ اَ۬ პაႰو، اܳٷ؇س ඔ൹ً
واܳگޚݠي ሒᇭ؇اܳټگ اଫଐܳاث আॻ༟ وොູ؇ڣޓ ّڰٺۛݠ ڢޚݠ ᄭᄟدو ان პაႰ ڢޚݠ، دوܳٺٷ؇
ොູگ٭ݑ ሒᇭ ڢޚݠ ᄭᄟدو ؇ዛᔻڎ༱ٺ૭૜ มฆܳا اܳިݿ؇فܭ ؜݆ اܳٺ؇ܳ٭۰ ا৖৑ݿޚݠ ሒᇭ ુળٔڎ༡؊وݿ،

. اܳٺިازن و۱ڍا ۰ਃುاଫଐܳا ሒᇃ؇ٴৎ৊ا আॻ༟ ොູ؇ڣޓ ڢޚݠ ᄭᄟدو ان اܳٺިازن ොູگ٭ݑ وݿ؇فܭ و݆݁
. اৎ৊ٺ؇ۋژ ሒᇭ ل۰ اܳگޚݠ ۰ਃುاଫଐܳا ا৖৑دوات ب ا৖৑ۋٺڰ؇ظ

اܳټިب ܳྟݴ : ݁ټܭ واܳٺگ؇ܳ٭ڎ اܳأ؇دات আॻ༟ ොຬ؇ڣޓ اܳگޚݠي اܳލأص ان პაႰو
اܳݯ٭؇ڣ۰ ாணم আॻ༟ ا؜ٺ؇د اَ۬ პაႰو، اৎ৊ٷ؇ݿٴ؇ت ሒᇭ اܳأݠݪ۰ رڢݧ و اܳگޚݠي
๤๑ฺوا ܾዛኡا პაႰو، 2022 ቕረ؇اܳأ Ⴇ၍س ሒᇭ ڢޚݠ ا۱ܭ ாணم : اৎ৊ټ؇ل ݿྟ٭ܭ আॻ༟

اෑෂ݁؇ن. ዻዧذ ሒᇭ ل۰ اܳگޚݠ اܳټگ؇ڣ۰
ا৖৑ۋٺڰ؇ظ و اෑෂوار ඔ൹ً ل۰ اܳگޚݠ ٔگ؇ڣٺٷ؇ ๤๑ฺو ا৖৑ڣٺ༱؇ر ༟ܹ٭ٷ؇ ෠ຬص اࠍ੅ٺ؇م، ሒᇭ

ڢޚݠ. ᄭᄟدو ଲ୍ًم

Figure 5: Two essays from Prompt 5, both labeled as partially relevant (score 1) by the human annotator. The
prompt uses bold to mark the topic. AESERGemma correctly scores the left essay, but over-scores the right essay.

evance in practice.

Error Analysis Figure 4 shows the confusion
matrix of AESERGemma, our best-performing con-
figuration, over LAILA test set across all prompts.
The model is highly accurate on fully relevant es-
says (score 2), correctly classifying 6,354 of 6,762.
It is much weaker on the two minority classes,
recovering only 143 of 636 not-relevant essays
(score 0) and 133 of 461 partially relevant essays
(score 1). These minority essays are mostly over-
predicted toward the majority class, with 265 not-
relevant and 314 partially relevant essays assigned
score 2. This behavior is largely due to the severe
class imbalance of the relevance labels (section 4),
where the vast majority of essays are fully rele-
vant. AESER’s bias toward the majority class fur-

ther motivates exploring class-balanced training or
data augmentation to improve minority-class per-
formance.

Case Study To complement the aggregate analy-
sis, Figure 5 shows two essays written for the same
explanatory prompt on Qatar’s efforts to balance
cultural heritage and modernity. Both are labeled
as partially relevant (1), but they reflect different
patterns in how relevance is judged. The first essay
(left) is clearly weak in task fulfillment, relying on
a fragmented list structure with minimal sentence
development and little coherent explanation of how
balance is achieved, making its low engagement
with the prompt easy to identify. The second es-
say is more fluent and includes explicit references
to culturally salient entities such as “traditional
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dance” and “Qatari dress,” which increases its ap-
parent relevance; however, it remains largely de-
scriptive, focusing on heritage display rather than
explaining mechanisms of balance, and it omits
the modernity aspect. These patterns are expected
given the information available to AESER, namely
token-level prompt–essay similarity matrices (sub-
section 3.2). As a result, AESER responds to sur-
face topical cues and shared entities but does not
model task completion by design. Consequently,
strong topical overlap can raise the predicted rele-
vance even when the essay does not fully address
the prompt.

6 Conclusion and Future Work
In this paper, we presented AESER, a framework
that formulates relevance assessment of essays as
an interaction-based matching task. Combining
LLM-based prompt reformulation with token-level
similarity matrices and convolutional matching,
AESER enables fine-grained modeling of prompt–
essay alignment. Our experiments on a large Ara-
bic dataset show that aligning prompt representa-
tions with the relevance rubric provides an effec-
tive basis for relevance scoring, with AESER out-
performing strong baselines by 10 points. Future
work will explore more effective approaches to ad-
dress class imbalance and apply AESER to essays
in other languages to evaluate its generalizability.
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7 Limitations
AESER relies on an LLM to generate prompt repre-
sentations, which introduces an additional require-
ment compared to feature-based or fine-tuned ap-
proaches, and its computational cost increases as
the rubric introduces more relevance levels. De-
spite this, our results indicate that relatively small
Arabic-centric or multilingual LLMs are gener-
ally sufficient (section 5), which substantially re-
duces practical cost compared with larger propri-
etary LLMs. The evaluation is also relatively lim-

ited in scope, as it is conducted on a single Arabic
dataset with three relevance levels, leaving the be-
havior of AESER on other datasets and more fine-
grained scoring rubrics as an open direction for fu-
ture work.
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