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Abstract

Combining LLMs for Arabic punctuation
restoration should help when their errors are
complementary, but aggregation failure can re-
flect either missing coverage, where no predic-
tor proposes the correct label, or failed selec-
tion, where the correct label is present but not
selected. We investigate this distinction with
vote-based, text-blind aggregators that use pre-
dictor labels, agreement, position, and neigh-
bouring predictions, but not Arabic words. We
evaluate three frontier LLMs and a fine-tuned
AraBERT encoder on AraPunc-sub and ABC.
The LLMs show strongly correlated errors:
when all three are wrong, they choose the same
incorrect label in 79.4% of cases on AraPunc-
sub and 77.8% on ABC. Yet the four-predictor
oracle achieves macro-Fj scores of 0.857 and
0.778, surpassing the best standalone predic-
tors (0.639 and 0.496). Leave-one-predictor-
out analysis shows that AraBERT supplies
the largest unique oracle coverage. Standard
aggregation recovers only part of this head-
room, and no tested aggregator outperforms
standalone AraBERT on AraPunc-sub. A se-
lectability probe confirms that some covered
disagreements are learnable, but a deployable
router offers only modest, corpus-dependent
gains. Even a text-aware peer-deliberation
step deepens rather than breaks the correla-
tion, as weaker models conform to their peers.
Hence, in the tested text-blind regime, the bot-
tleneck is primarily selection rather than cov-
erage, without ruling out text-aware selectors.

1 Introduction

Punctuation restoration is the process of restor-
ing missing punctuation to improve text readabil-
ity. The Arabic text can be ambiguous when dia-
critics are absent, since a single written form can
correspond to multiple analyses; as a result, punc-
tuation and context play an important role in text
disambiguation (Habash, 2010). Arabic punctua-
tion restoration (APR) can be more challenging as
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the punctuation rules are applied differently, and
these differences become more apparent across
genres (Yagi et al., 2024b). The use of frontier
large language models (LLMs) in a zero-shot set-
ting for punctuation restoration showed competi-
tive performance (Al Wazrah et al., 2025; Suen
et al., 2025); therefore, it is logical to study the per-
formance of combining them as a follow-up step.
Model aggregation may reduce their errors if they
are partly independent, and yield a system better
than each individual model.

This paper asks whether that expectation holds
and finds a more qualified answer than a simple
ensemble win or loss. For token-level APR, where
aggregation helps, it is unclear whether LLM er-
rors are sufficiently complementary. Moreover,
it is indefinite whether the predictor pool lacks a
correct alternative (a coverage problem) or con-
tains one that the aggregator fails to select (a selec-
tion problem) when an ensemble underperforms.
These diagnoses have different engineering im-
plications: the former calls for better predictors,
while the latter calls for better selection. We there-
fore evaluate three frontier LLMs on two indepen-
dently sourced Arabic corpora, add a structurally
different encoder. Oracle and disagreement anal-
yses were also used to distinguish missing cov-
erage from failed selection. In this case, the or-
acle is non-deployable: the headroom available
is estimated when the correct candidate label is
present. Text-blind aggregation serves as a di-
agnostic control as it is not able to see the Ara-
bic tokens, and improvements must come from
the candidate-label structure alone. The results
are mixed rather than uniformly negative: LLM-
only voting adds little, global stackers recover
only limited four-predictor oracle headroom, and
disagreement-specialized selection helps in some
cases but not consistently.

Our investigation is organized around four ques-
tions. (Q1) How correlated are the LLMs, and how
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much oracle coverage does the committee contain?
We measure inter-model error correlation directly,
including what the models do when jointly wrong,
and bound the committee’s coverage with a per-
slot oracle. (Q2) Does a structurally different pre-
dictor add coverage? We fine-tune an Arabic en-
coder AraBERT (Antoun et al., 2020) and use
a leave-one-predictor-out oracle to measure each
predictor’s unique contribution. (Q3) Do standard
aggregators (per-mark co-vote calibration, major-
ity voting, class-balanced logistic and XGBoost
stacking, with and without encoder features) im-
prove over the strongest predictor available to
them? (Q4) If standard aggregation leaves some
coverage unused, can a selector recover it? We
train a disagreement-specialized selector as a diag-
nostic. These questions mainly test whether aggre-
gation fails because of a lack of candidate cover-
age or because it fails to select from available can-
didates. The results in the tested text-blind regime
support the latter diagnosis. The pool often con-
tains the correct label, but the tested aggregators
recover only part of that headroom.

The contribution is diagnostic: we separate
missing coverage from failed selection and show
that, in this vote-based, text-blind setting, the main
bottleneck is selection. We do not rule out input-
aware selectors, few-shot prompting, fine-tuned
LLMs, or logit-level committees.

2 Related Work

Punctuation restoration and Arabic. Auto-
matic punctuation restoration has been studied as
it directly affects readability, downstream pars-
ing, and the usability of automatic speech recog-
nition (ASR) output; foundational statistical ap-
proaches established it as a crucial step (Beefer-
man et al., 1998; Gravano et al., 2009). Neural
sequence-labelling models subsequently improved
the baseline on spoken-language transcripts (Tilk
and Alumde, 2015; Tilk and Alumée, 2016; Court-
land et al., 2020). AraPunc (Sakr and Torki,
2023) extended the task to Arabic with a token-
level dataset and benchmark, on which a multi-
lingual encoder reaches strong in-domain perfor-
mance. Beyond fine-tuned encoders, Al Wazrah
et al. (Al Wazrah et al., 2025) report LLMs com-
petitive with AraBERT but non-dominant across
marks. Across the extant literature, the main objec-
tive has been to build stronger predictors that work
individually. However, the question of what hap-

pens when several predictors operate simultane-
ously and whether combining them could outper-
form the best predictor individually has received
little attention. This distinction is important as
the benefit of the ensemble depends not only on
the quality of each predictor but also on whether
their errors are complementary. We therefore eval-
uate ensemble behaviour across two Arabic cor-
pora and include AraBERT (Antoun et al., 2020)
as a structurally different, fine-tuned token classi-
fier.

Ensemble Methods and coverage-selection gap.
Classical ensemble theory states that the bene-
fit of combining models depends on the diver-
sity of their errors rather than on ensemble size
or the quality of individual models. Previous re-
search shows that committees improve only when
member errors are decorrelated (Hansen and Sala-
mon, 1990), diversity is the main constraint (Di-
etterich, 2000), high covariance between predic-
tors reduces the gain (Krogh and Vedelsby, 1994),
and stacking (Wolpert, 1992) has this limitation
when correlating base predictions (Kuncheva and
Whitaker, 2003). Recent LLM ensemble methods
inherit this requirement but rarely test it. Self-
consistency (Wang et al., 2023) and fusion meth-
ods such as LLM-Blender (Jiang et al., 2023) de-
grade on homogeneous pools. Model-difference
studies (Wan et al., 2024) restate diversity in LLM
terms. Multi-agent debate (Du et al., 2024; Liang
et al., 2024) presupposes genuinely distinct beliefs
rather than convergent priors from shared pretrain-
ing. Routing methods (Lu et al., 2024; Ong et al.,
2025) avoid combination entirely by selecting a
single model for each query, assuming the best
output can be identified directly. What combina-
tion can achieve is bound by oracle analyses across
ASR (Fiscus, 1997), machine translation (Matusov
et al., 2006; Rosti et al., 2007), parsing (McClosky
et al., 2006), and QA (Min et al., 2021). They con-
sistently show that the correct answer is present
in the pool far more often than voting recovers,
but rarely separate whether this comes from miss-
ing coverage or failed selection. The complemen-
tary signal may be absent (a coverage problem)
or present but not selected (a selection problem).
Prior work often conflates these two cases, even
though they require opposite solutions.
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3 Methodology

3.1 Task Formulation

Punctuation restoration is formulated as a token-
level sequence labelling task. Given an unpunctu-
ated paragraph of word tokens z1,...,zy, each
token receives a label from M U {O}, where
M = {COMMA, SEMICOLON, PERIOD, COLON,
QUESTION, EXCL} denotes the punctuation mark
that follows the token and O indicates no punc-
tuation. The primary evaluation metric is macro-
averaged F across the classes in the test split.
This is important for AraPunc-sub, whose test split
contains no exclamation marks. Because most to-
kens are labeled O, token-level accuracy may be
misleading. Therefore, micro-F} over non-O to-
kens is also reported for individual predictors as a
descriptive secondary analysis. Macro-F; serves
as the primary metric for all system comparisons,
bootstrap tests, and oracle analyses, while micro-
F is used solely to characterize individual predic-
tors and is not used for comparative evaluation.

We define coverage as the percentage of slots
(token positions where a mark may appear), in
which at least one predictor proposes the correct
(gold) label and the labels proposed for a slot form
its candidate set. Instead of asking whether a
deployable system can identify the correct label,
coverage asks only whether the correct label is
available somewhere in the candidate set proposed
by the predictors. We use a per-slot oracle (also
called a candidate-set oracle) as a non-deployable
diagnostic, since it chooses the gold label when the
candidate set contains it and is forced to be wrong
otherwise; as a result, we report its macro-F} as
oracle macro-F.

Two predictor pools are used across this study.
The LLM-only pool, which contains the three
LLMs. The four-predictor pool, which contains
the three LLMs plus AraBERT. Two oracles are
computed: the LLM-only oracle over the first pool,
and the four-predictor oracle over the second. The
drop in four-predictor oracle macro-F; when that
predictor is removed is the predictor’s unique con-
tribution.

3.2 Corpora

Our evaluation includes two independently
sourced Arabic corpora (full statistics in Ap-
pendix B, Tables 9-10). AraPunc-sub is a
deterministic, cost-bounded sub-sample of the
official AraPunc (Sakr and Torki, 2023) dev/test

split (segmentation in Appendix B). We use the
name AraPunc-sub for all reported scores and
reserve AraPunc for the official benchmark. As
a sub-sample is evaluated under a support-aware
macro-F; convention, absolute scores are not
comparable with full-benchmark results. All
claims are relative comparisons among systems
on the same sampled units. AraPunc-sub is
comma-dominant, with heavy use of colons,
reflecting the long, coordinated sentences typ-
ical of its classical/MSA register. ABC is the
manually annotated gold-standard component
of the Arabic Punctuation Dataset (Yagi et al.,
2024a), a formal-register corpus of non-fiction
book chapters, split as 10dev / Stest documents
and segmented as presented in Appendix B.
ABC is period-dominant and roughly twice as
densely punctuated as AraPunc-sub (17.4 vs. 9.5
marks per 100 tokens), consistent with the shorter
declarative sentences of formal non-fiction.

3.3 Predictors

In the zero-shot setting at temperature 0, we in-
struct each of the three LLMs, GPT-5.5, Claude
Sonnet 4.6, and Gemini 2.5 Flash, to return the
input words with one punctuation label per word.
We collect their predictions and apply a sequence-
matching soft-alignment procedure to both cor-
pora before evaluation to address minor differ-
ences in word count or formatting. Only segments
where all three LLM outputs are parseable and
align with the input are included in the evaluation.
We use a single shared prompt across all mod-
els, since our goal is to test whether the model
families make complementary errors, not to opti-
mize prompting. As a result, the correlation esti-
mates reflect properties of this matched zero-shot
committee (prompt and control justification in Ap-
pendix G, H). As a fourth predictor, we fine-tune
AraBERT as a token classifier using split-disjoint
training segments from the complement of each
corpus’s split. Hyperparameters are selected per
corpus on a held-out validation split (Appendix H).
AraBERT is the only non-LLM predictor in the
four-predictor pool. We use it in the oracle, com-
plementarity, and stacking analyses (Section 4).

3.4 Aggregation and Post-Processing

We evaluate several discrete-label aggregation
methods, each built around a different assumption
about how predictors should be combined (full
specifications in Appendix H). The first, which we
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refer to as Stage A, is per-mark co-vote calibra-
tion. It learns an integer threshold k,,, € {1,2,3}
for each mark, and keeps a predicted mark only
when at least k,, of the three LLMs agree on it.
The second method, Stage B, comprises a family
of per-slot multiclass stackers, including logistic
regression and XGBoost. Features for these mod-
els include one-hot LLLM predictions, agreement
indicators, token position, and a local prediction
window. Each stacker is trained with and with-
out AraBERT features, as well as with or without
the Stage A co-vote calibration (eight dev-selected
configurations), from which one is selected based
on performance on the development split. The
third method employs AraBERT directly, both in-
dependently and as part of the predictor pool. Fi-
nally, we include parameter-free majority voting
as a baseline, breaking ties toward O.

3.5 Diagnostic Analyses

Beyond aggregate scores, four diagnostics let us
reason about why aggregation succeeds or fails.

Error correlation. We use three agreement
measures to examine whether the three LLMs tend
to make similar predictions: mean pairwise Co-
hen’s k, slot unanimity, which measures how of-
ten all three LLMs agree, and the Jaccard over-
lap of false-comma positions across model pairs.
We limit the overlap analysis to false commas be-
cause these are the dominant shared errors and
the only mark with enough false positives to en-
able reliable estimation of overlap. The heavily
dominant O (no-punctuation) class inflates over-
all x and unanimity. To address this, we also re-
port error-conditioned agreement: k restricted to
non-O and gold-non-O slots, alongside the rate at
which all three LLMs assign the same wrong label
and base the correlation claim on these.

Per-slot oracle and leave-one-out. A per-slot
oracle counts a slot as covered if any predictor in a
named pool emits the gold label at that slot. We re-
port oracle coverage and oracle macro-F} for two
pools: the LLM-only pool and the four-predictor
pool. The leave-one-out analysis removes one pre-
dictor at a time from the four-predictor pool and
measures the resulting drop in oracle macro-F7. A
substantial drop indicates that the removed predic-
tor emits the correct label at slots where the oth-
ers did not. We refer to this as complementary
correct coverage rather than error decorrelation,
since we do not measure error correlation directly.

One plausible explanation is that AraBERT’s Ara-
bic pretraining and fine-tuning make it more sensi-
tive to local morphological cues that the zero-shot
LLMs do not always convert into correct punc-
tuation labels. Finally, we ask which punctua-
tion marks contribute to the gap between oracle
coverage and system performance by identifying
covered-but-missed slots, where the gold label is
present in the candidate set but not selected by any
system.

Disagreement-focused selection (Q4). Q4 sep-
arates whether the correct label is present among
the four predictions from whether it can be se-
lected without gold labels. We test the former
with a gold-label probe over covered-disagreement
slots, where at least one predictor is correct and
at least one is wrong; this is diagnostic only, ask-
ing whether the correct choice is learnable in prin-
ciple. We test the latter with deployable, text-
blind router over contested slots, where the four
predictors do not all agree and which are identifi-
able without gold. The selector chooses among
the candidate labels using the predictions alone,
without reading the Arabic text. We also include
a fixed baseline, the trust-the-dissenting-encoder
rule, that selects the encoder when it is the sole
dissenter, testing whether its complementary cor-
rect coverage from Q2, the largest among the pre-
dictors, remains useful without training a selector.
Definitions are in Appendix E, and a separate text-
aware peer-deliberation probe is in Appendix F.

Significance. All system comparisons use
paired bootstrap resampling over evaluation seg-
ments (Koehn, 2004; Dror et al., 2018). We report
the mean macro-F} difference together with
a 95% bootstrap confidence interval (Bestgen,
2022) and a one-sided p-value, treating an effect
as significant only when the interval excludes
zero. Every comparison names its reference point:
the best LLM, the best standalone predictor, or
the best standard stacker.

4 Results

4.1 Individual Models and the Correlation
Problem (Q1)

Table 1 shows that the best individual LLM, across
both corpora, is modest; Gemini scores macro-
Fy 0.506 on AraPunc-sub and 0.477 on ABC.
The majority voting does not reliably improve per-
formance, changing the score by at most a few
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macro-F micro-F1 (non-0)
System AraPunc-sub ABC AraPunc-sub ABC
GPT-5.5 0.503 0.444 0.440 0.515
Claude 0.400 0.388 0.412 0.473
Gemini 2.5 0.506 0.477 0.434 0.540
Majority vote 0.510 0.461 — —
AraBERT 0.639 0.496 0.609 0.632

Table 1: Individual predictors and majority voting, by
macro-F} and by micro-F; over non-O tokens. The
best LLM is bold per corpus/metric.

thousandths (+0.003 on AraPunc-sub, —0.016 on
ABC). The model ordering is identical on both cor-
pora: Gemini > GPT-5.5 > Claude. AraBERT
has the best performance overall, with 0.639
on AraPunc-sub and 0.496 on ABC; full per-
model macro- and micro-F} scores appear in Ta-
ble 1. AraBERT is fine-tuned on corpus-specific
labels, so its standalone scores are not resource-
equivalent to the zero-shot LLMs. Therefore,
it is used as the non-LLM member of the four-
predictor pool, not as a like-for-like “encoder vs.
LLM” comparison.

Voting fails because the models do not make in-
dependent errors. Table 2 shows mean pairwise
Cohen’s k of 0.705 on AraPunc-sub and 0.739 on
ABC, with 88.7% and 89.8% of test slots receiv-
ing unanimous predictions. These values are in-
flated by the dominant O class; therefore, error-
conditioned agreement is also reported. When at
least one LLM predicts a mark, mean pairwise s
is 0.453 on AraPunc-sub and 0.500 on ABC; on
gold-non-O slots, 0.617 and 0.631, respectively.

A clear evidence that the models fail together,
is what happens when they are all wrong: among
slots where all three LLMs are wrong, they as-
sign the same wrong label on 79.4% of cases on
AraPunc-sub (n=2,520 all-three-wrong slots) and
77.8% on ABC (n=1,733). In other words, around
four in five joint failures are not three indepen-
dent errors, but one shared error repeated three
times. This is exactly the case where voting and
agreement-based filtering do not correct the error;
instead, they reinforce it. Consistent with this,
when the models place a false comma, they tend
to place it in the same position. False-comma over-
lap across model pairs reaches a Jaccard of 0.436
on AraPunc-sub and 0.457 on ABC. On ABC, that
is about 19-23x the overlap expected under in-
dependent errors. This pattern is consistent with
Arabic clause structure, where long sentences are

chained by the coordinating particle wa- (and) and
clause boundaries are often signalled by conjunc-
tion rather than by punctuation, so comma place-
ment is genuinely underdetermined; the models
default to marking coordination boundaries that
the gold annotation leaves unmarked (Yagi et al.,
2024b).

4.2 A Fine-Tuned Encoder Adds
Complementary Coverage (Q2)

Despite the correlation, the candidate set often
contains the gold label. The three LLMs cover
92.4% of test slots on AraPunc-sub and 92.2% on
ABC; adding AraBERT raises overall coverage to
96.6% and 95.9%. Because the dominant O class
inflates overall coverage, the more informative
view is gold-non-O coverage: the four-predictor
pool covers 83.3% of non-O AraPunc-sub slots
and 82.9% of non-O ABC slots, compared with
73.3% and 63.0% for the three LLMs alone. Ta-
ble 5 shows that AraBERT substantially increases
non-O coverage on both corpora, although cover-
age remains limited for some uncommon marks,
such as semicolons on ABC.

We use the oracle to determine whether the cor-
rect punctuation label is present anywhere in the
candidate set, without considering whether a real
system could select it. Oracle macro-F; provides
the class-balanced view. It is also the basis for the
presence-versus-selection gap, since it is compara-
ble to the systems own macro-F. For aggregators
that must select from the candidate labels, it acts
as a ceiling. For our stackers, it is a diagnostic
reference, since they could, in principle, output a
label that is not in the candidate set. It is not a
formal mathematical upper bound for every aggre-
gator, and it is also less clean than the binary cover-
age numbers, because it uses a fixed forced-wrong
fallback. All oracle values reported below are ora-
cle macro-F under the forced-wrong fallback.

The three-LLM oracle macro-F} reaches, in Ta-
ble 3, 0.690 on AraPunc-sub and 0.642 on ABC,
substantially higher than the best LLM (0.506,
0.477). Adding the fine-tuned encoder raises the
four-predictor oracle macro- £} to 0.857 and 0.778,
which leaves gaps of 0.218 and 0.282 over the
best individual predictors. This raises the question:
which predictor supplies the additional headroom?

The answers are presented in Table 4 through
the leave-one-predictor-out oracle. It removes
each predictor from the four-predictor pool and
measures how much oracle macro-F} drops. Re-
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Correlation measure

AraPunc-sub

ABC

3-LLM slot unanimity

Mean pairwise « (all)

K, > 1 LLM non-O

K, gold non-O

Same wrong label | all 3 wrong
n all-3-wrong slots
False-comma Jaccard

Ratio vs. independence

88.7%  89.8% [.884,.911]

0.705 [.691,.719]  0.739 [.709, .766]
0.453 0.500

0.617 0.631

79.4% 77.8%

2,520 1,733

0.436 [.409,.462]  0.457 [.418,.502]
16.6-18.1x 18.7-22.6x

Table 2: Inter-model error correlation on the test split. CIs are shown in brackets. The error-conditioned x rows
reduce the inflation caused by the dominant O class, and the same-wrong-label row shows that when all three

LLMs fail they usually choose the same incorrect label.

Oracle Best real
Corpus 3-LLM 4-pred stand. LLM
AraPunc-sub 0.690 0.857 0.639 0.506
ABC 0.642 0.778 0.496 0.477

Table 3: Oracle macro-F; (3-LLM and 4-predictor
pools) vs. the best standalone predictor and best LLM.

moving AraBERT on AraPunc-sub drops the or-
acle by 0.089 (95% CI [.079,.099]), which is
four times the contribution of any individual LLM
(< 0.022). Removing AraBERT on ABC drops
it by 0.136 (95% CI [.111, .161]), which is again
the largest single contribution by a wide margin,
ahead of GPT-5.5 (0.039), Gemini (0.020), and
Claude (0.007). AraBERT, on both corpora, is
correct on many slots where all three LLMs are
wrong. We therefore describe it as providing the
most complementary correct coverage. This does
not mean that the errors are globally decorrelated,
as that would require direct AraBERT-LLM cor-
relation measures, which are outside the scope of
this paper. This contribution is unlikely to reflect
noise: although a weak predictor diverging arbi-
trarily from the LLMs could inflate apparent cover-
age, the standalone scores in Table 1 indicate oth-
erwise, on ABC, AraBERT contributes the most
unique coverage while also scoring 0.496 stan-
dalone, comparable to the best LLM’s 0.477. A
system that is itself near the top of the pool is far
from random, so its coverage is unlikely to be pure
noise.

The Q2 result is narrower: AraBERT con-
tributes more unique oracle macro-Fj than any in-
dividual LLM on both corpora, and instead sup-
ports selecting ensemble members by both com-
petence and error complementarity. Whether this
added coverage is selectable at inference time is
tested in Q3 and Q4.

Corpus Predictor removed Unique contrib.
GPT-5.5 0.022 [.016,.028
AraPunc-sub Gemini 0.013 [.009, .019
Claude 0.013 [.010,.015
AraBERT 0.089 [.079,.099
GPT-5.5 0.039 [.013,.067
Gemini 0.020 [.009, .036
ABC Claude 0.007 [.005. .010
AraBERT 0.136 [.111,.161

Table 4: Leave-one-predictor-out oracle: drop in four-
predictor oracle macro-F} when each predictor is re-
moved, with 95% bootstrap CI. Larger drops indicate
greater complementary correct coverage. AraBERT is
the largest unique contributor on both corpora.

Pool All non-O y . : H

AraPunc-sub LLMs 924  .733 .638 .902 .782 .759
4-pred 966  .833 .788 .934 844 834
LLMs 922  .630 .602 .563 .931 .346

4-pred 959  .829 .784 853 .963 .346

ABC

Table 5: Candidate coverage by pool, overall, on gold-
non-O slots, and by mark. Adding AraBERT substan-
tially increases non-O coverage on both corpora; ques-
tion marks are omitted for space (four-predictor cover-
age 0.91 on both corpora).

Robustness to the oracle fallback. When the
oracle is recalculated with uncovered slots sup-
plied by the best individual predictor, instead of
the forced-wrong fallback, the four-predictor or-
acle only slightly shifts (AraPunc-sub 0.857 —
0.847, ABC 0.778 — 0.754). The leave-one-out
ordering is left unchanged: AraBERT remains the
largest unique contributor by 3—4 x (Table 4).

4.3 Standard Aggregation Underuses the
Coverage (Q3)

The coverage exists (Q1), and a complementary
predictor supplies it (Q2), but the tested standard
aggregators recover only a small part of it. Full
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Corpus System A macro-F
AraBERT standalone +0.133
Stacker (xgb, +AraBERT) +0.063
AraPunc-sub -y pcority vote +0.003
Stacker (logistic, raw) —0.103
AraBERT standalone +0.019
Stacker (logistic, +AraBERT) +0.036
ABC Majority vote —0.016
Stacker (logistic, raw) —0.013
Stacker (xgb, raw) —0.033

Table 6: Selected aggregators vs. the best LLM (Gem-
ini); A is the macro-F} difference. Each panel lists
the systems discussed for that corpus. Significant gains
on AraPunc-sub are confined to encoder-using systems,
none surpassing standalone AraBERT; on ABC no in-
terval excludes zero. Full configurations with CIs in
Table 11, Appendix B.

per-system deltas against the best LLM (Gemini
on both corpora) are reported in Table 6 and more
details in Appendix B, C, Table 11, which show
absolute scores and segment-level bootstrap inter-
vals together. The question is whether these ag-
gregators outperform the best predictor available
to them, and we answer this by comparing them
to two baselines: the best LLM and the best stan-
dalone predictor.

Aggregator versus the best LLM. No standard
global aggregator significantly beats it on ABC.
Majority voting is —0.016; the non-encoder stack-
ers are at or below baseline (—0.013 logistic,
—0.033 XGBoost); and the best encoder-feature
stacker reaches only +0.036 (CI [—.012,.097],
p=0.090, spanning zero). On AraPunc-sub, ma-
jority voting is within noise (4-0.003), and the
only systems that significantly improve over the
best LLM are those that use encoder information:
AraBERT standalone (+0.133, CI [.099,.165],
p < 0.001) and the AraBERT-feature XGBoost
stacker (4+0.063, CI [.041,.086], p < 0.001).
LLM-only aggregation (both voting and the non-
encoder stackers) does not improve on either cor-
pus, and the non-encoder logistic stacker is signif-
icantly worse than the best LLM on AraPunc-sub.

Versus the best standalone predictor. This
more rigorous comparison is uniformly negative
on AraPunc-sub. The standalone encoder scores
0.639, and every tested aggregation underper-
forms it, including the best encoder-feature stacker
(0.569, i.e. —0.070) and majority voting. None of
the tested aggregators outperforms the standalone
encoder on AraPunc-sub. On ABC, the encoder

is weaker (0.496), and the best encoder-feature
stacker edges slightly above it in point estimate.
However, the difference is not significant on five
documents.

The gap between coverage and selection is large
and concrete. The four-predictor oracle macro-F}
1s 0.778 on ABC (Table 3), while the best deploy-
able standard stacker reaches 0.513 (40.036 over
the best LLM; Tables 6 and 11). This leaves most
of the 0.27 oracle gap unrealized. The same pat-
tern holds on AraPunc-sub against an oracle of
0.857. We stress that this gap is a diagnostic refer-
ence, not a hard bound on the stackers. In princi-
ple, the stackers can provide a label that no pre-
dictor proposed (Table 8). The gap shows how
much candidate coverage the tested selection-style
aggregators leave unused. It is not an absolute
ceiling they can never exceed. The natural ques-
tion is whether this unused coverage can actually
be selected, or whether the standard stacker fails
because the signal cannot be recovered from the
available features, which is addressed in Q4.

4.4 Where the Covered Errors Occur

A per-mark analysis of the covered-but-missed re-
gion (Appendix B, Table 12) shows that after nor-
malizing by gold support, O is not the main bot-
tleneck. Its missed-coverage rate is only 3.7%
on AraPunc-sub and 2.2% on ABC. The remain-
ing gap is concentrated in punctuation decisions:
on AraPunc-sub, the main classes are semicolon,
comma, and period, while on ABC, they are pe-
riod, comma, and exclamation. This points to a
corpus-dependent class profile rather than a single
universal mark bottleneck.

4.5 Is the Unused Coverage Selectable? (Q4)

Q4 asks whether the oracle headroom left unused
by standard aggregation can be recovered from the
disagreement structure alone. A gold-label probe
looks only at slots where the gold label is present
in the candidate set but the predictors disagree. In
that setting the candidate choice is partly learnable,
improving by +0.113 macro-F; on AraPunc-sub
and +0.187 on ABC over an all-slot selector (Ta-
ble 7). The deployable router is more limited: it
leaves unanimous four-predictor slots unchanged
and sends only contested slots to a learned selec-
tor, giving only modest, corpus-dependent gains
over the trust-the-dissenting-encoder rule, reach-
ing 0.546 on AraPunc-sub and 0.536 on ABC. The
gain is not significant on AraPunc-sub and signif-
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Policy / probe AraPunc-sub ABC
Gold-label probe (diagnostic)
Covered-disagreement 0.415 0.633
All slots 0.303 0.446
Deployable selection
Trust-the-dissenting rule 0.535 0.476
Learned router 0.546 0.536
A (learned — rule) +0.011  40.061

Table 7: Q4 diagnostics. The gold-label probe
shows the candidate choice is partly learnable
(+0.112/+0.187 over an all-slot selector).

icant on ABC but rests on only five source docu-
ments; full variants are in Appendix E. Thus some
unused coverage is selectable, but the tested selec-
tor does not give a robust universal selection rule.

5 Discussion

Standard aggregation underuses available cov-
erage. The results compose into a picture that
is directionally consistent across both corpora,
which differ in register and punctuation profile.
The oracle sits far above every real system, so the
candidate set collectively contains the correct an-
swer on many slots it gets wrong (Q1-Q2), and
a structurally different predictor supplies most of
that complementary coverage as the single largest
unique contributor on both corpora (Q2). Yet
the standard aggregators we test capture little of
it: no standard aggregator significantly beats the
best LLM on ABC, on AraPunc-sub only encoder-
using systems do, and none surpasses standalone
AraBERT on AraPunc-sub (Q3—Q4). The bottle-
neck in this regime is therefore selection, not cov-
erage: the correct label is usually present in the
candidate set, but the specific discrete-label, text-
blind methods we test do not realize it from the
features they are given. We do not claim aggrega-
tion is impossible in principle.

The encoder’s complementary coverage is not
explained by standalone weakness. The leave-
one-out analysis makes a practical point: the value
of adding a predictor depends on the complemen-
tary correct coverage it supplies, not on its stan-
dalone score. Some coverage might still come
from a different class bias rather than true comple-
mentarity, but on this pool a competent, genuinely
complementary predictor looks more useful than
another correlated LLM.

Some unused coverage is selectable, but not
by one universal rule. Q4 shows the unused

coverage is not simply unreachable: a gold-
label probe recovers a meaningful part of the
gap, deployable router improves on the trust-the-
dissenting-encoder rule in point estimate, though
the AraPunc-sub gain is nonsignificant and the
policy is structure- and corpus-dependent (Ap-
pendix E). The residual is concentrated in punctu-
ation decisions with a corpus-dependent class pro-
file rather than a single universal mark bottleneck,
reinforcing that selection should condition on the
structure of disagreement. Because our aggrega-
tors use vote, agreement, and position features but
not the input Arabic words, we make no claim
about a text-aware aggregator; the one text-aware
mechanism we did probe, peer deliberation (Ap-
pendix F), does not break the correlation, as mod-
els overwhelmingly conform rather than re-reason
independently.

6 Conclusion

We examined why aggregation yields limited
gains for APR with three frontier LLMs and a fine-
tuned AraBERT encoder. Across AraPunc-sub,
with ABC showing the same qualitative pattern,
the LLMs exhibit strongly correlated errors: when
they jointly fail, they usually choose the same
wrong label. Majority voting therefore has little
independent evidence to exploit. At the same time,
oracle analysis shows that the four-predictor pool
often contains the correct label in its candidate set,
and leave-one-predictor-out analysis shows that
AraBERT supplies the largest unique contribution
on both corpora.

The resulting diagnosis is that, in this discrete-
label, vote-based, text-blind regime, the main bot-
tleneck is selection rather than coverage. Standard
aggregators recover only part of the available ora-
cle headroom, and no tested aggregator surpasses
standalone AraBERT on AraPunc-sub. Using
gold labels, we find that some covered disagree-
ments are learnable in principle, but the deploy-
able router gives only modest, corpus-dependent
gains rather than a universal selection rule.

The practical implication is therefore not simply
to add more correlated LLMs, but to build commit-
tees with genuinely complementary predictors and
selectors that can condition on the structure of dis-
agreement. A finer, genre- and discourse-level ac-
count of the shared errors is beyond our slot-level
analysis and remains an open direction.
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7 Limitations

The study has five scope limitations. First, our
main quantitative evaluation uses a deterministic
sub-sample of the official AraPunc split rather
than the full benchmark. We preserve split mem-
bership and the underlying token—label stream and
sub-sample only for cost; this supports controlled
internal comparison, although the sub-sample may
not exactly match the full split’s distribution, and
evaluating a sub-sample under a support-aware
macro-Fj convention means absolute scores re-
main non-comparable with full-benchmark results.
It does not affect the internal comparisons among
predictors and aggregators, which all use the same
units and labels, but it remains unknown whether
the measured correlation, candidate coverage, and
selection patterns transfer unchanged to the of-
ficial split. We therefore refer consistently to
AraPunc-sub, avoid state-of-the-art comparisons,
and release the sampled-segment identifiers, deter-
ministic segmentation procedure, labels, and sys-
tem predictions needed to reproduce the analysis.

Second, all LLM predictions use one shared
zero-shot prompt. This design controls for prompt
and demonstration differences, and let us study
model-family variation under a common task spec-
ification, but it does not establish that the same
error correlation would persist under few-shot
prompting, model-specific prompt optimization,
or deliberately diversified demonstrations. Such
interventions may change both individual accu-
racy and ensemble diversity; few-shot prompting
improved Arabic punctuation prediction in prior
work (Al Wazrah et al., 2025), and could in princi-
ple reduce the error correlation we observe. Test-
ing whether the correlation persists under few-shot
prompting is therefore a natural next step. Our
conclusions are accordingly scoped to the matched
zero-shot committee evaluated here, which we
view as a controlled baseline rather than the full
picture of LLM aggregation for this task.

Third, the aggregation and routing methods are
text-blind. They receive candidate labels, vote and
agreement patterns, position, and local prediction
context, but not the Arabic input tokens. This
restriction is deliberate in the diagnostic analysis
because it isolates whether disagreement structure
alone contains sufficient information for candidate
selection. It also means that our results do not
show that the oracle headroom is inaccessible to
a text-conditioned selector. An input-aware router

could use linguistic context to distinguish other-
wise identical vote patterns and may recover ad-
ditional coverage; that broader practical question
is not tested here.

Fourth, ABC’s 93 test segments make it compa-
rable in scale to AraPunc-sub and a genuine sec-
ond corpus for every analysis we report; the qual-
itative findings, correlated errors, substantial ora-
cle headroom, and AraBERT’s large unique con-
tribution, hold on both. Its one limitation is sta-
tistical: the 93 segments derive from only five
source documents, and because segments within
a document are not independent, segment-level
resampling does not increase the effective sam-
ple size beyond roughly five. We therefore rely
on ABC’s wide-margin and qualitative results in
full, and read only its narrow, close-to-zero signifi-
cance margins with caution, deferring to AraPunc-
sub where a verdict hinges on them.

Moreover, because both corpora derive from
published texts, their punctuated originals may ap-
pear in the pretraining data of the LLMs. We can-
not rule this out for closed models, and contamina-
tion could inflate both the models’ accuracy and
their agreement. We note that our conclusions
are relative comparisons among predictors on the
same units, and that contamination would, if any-
thing, reinforce rather than weaken the correlated-
error finding we report.

Fifth, our pool includes only one fine-tuned Ara-
bic encoder. Because we never pair AraBERT
with a second, independently trained encoder,
we cannot say whether its complementary cover-
age reflects something general about the encoder—
LLM difference or something particular to
AraBERT itself. Testing a more diverse set of Ara-
bic encoders would help separate the two, and we
leave this for future work.
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Quantity Definition / use

Macro-F} I averaged equally over punctuation
classes with nonzero gold support in the
evaluated split. Primary metric; O is
excluded.

Micro-F; I pooled over all non-O tokens. Sec-

(non-0) ondary metric; reflects performance on
frequent marks.

Per-slot Fraction of slots at which at least one pre-

oracle (cover- dictor in a named pool emits the gold la-

age) bel. This binary quantity is distinct from
oracle macro-F1.

Candidate- Macro-F7 of a non-deployable system

set  oracle that emits the gold label on covered slots

(oracle and is forced to a fixed wrong label (O, no

macro-F1) punctuation) on uncovered slots, so each
uncovered slot counts as a miss. Since
macro-F; excludes the O class, forcing O
registers as a miss on the true mark with-
out adding a false positive to any other
class. Because the forced-wrong label is
a fixed choice, the absolute value depends
on that choice and the metric is a diag-
nostic reference, not a clean upper bound;
it is a strict ceiling only for aggregators
constrained to select from the candidate
labels, not for unconstrained multiclass
stackers that can emit a label no predic-
tor proposed.

LLM-only The LLM-only pool contains the three

vs. four- LLMs. The four-predictor pool contains

predictor the three LLMs plus AraBERT. The LLM-

pool only oracle shows what the LLM com-

mittee covers; the four-predictor oracle
shows what the full predictor pool covers.

Unique con- Drop in the four-predictor oracle macro-

tribution F1 when one predictor is removed; mea-
sures complementary correct coverage.
A macro-F;  Difference vs. a named baseline (best

LLM, best standalone, or best stan-
dard stacker), with bootstrap 95% CI
(B=1000) over evaluation segments and
one-sided p. Significant only if the CI ex-
cludes zero.

Table 8: Evaluation metrics and diagnostic quantities
used in the paper.

A Evaluation Metrics and Diagnostic
Quantities

Table 8 defines the evaluation metrics and oracle
quantities used throughout the paper.

B Corpus Details and Statistics

AraPunc (Sakr and Torki, 2023) is distributed as a
single stream in which each token is paired with
its label, with no document partition. For both cor-
pora we form evaluation segments by determinis-
tic sentence-boundary segmentation with a maxi-
mum of 512 word tokens per segment, and sam-
ple 100 dev and 100 test segments (33,048 test to-
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Property AraPunc-sub ABC malize by the gold support of each mark. The
Register classical formal tWo views use different baselines and should not
Dominant mark comma period be read as a single additive decomposition. Af-
Marks per 100 tokens 9.5 17.4 ‘o .

AraBERT (fine-tune, test ) 0.639 0.496 ter.normahsmg by support, O is not the bottleneck
5 o0 . 't) m 00 (missed-coverage 3.7% on AraPunc-sub, 2.2% on
ev segments (resampling units . . . . .
Test segments (resampling units) 100 93 ABC); the residual is concentrated in punctuation

Source documents (dev/test) 1/1 stream  10/5 docs decisions.
Raw test word tokens 33,048 23,884
Jointly evaluated tokens 33,048 22,176 g Disagreement-Routed Selection (Q4

Table 9: Corpus statistics. AraPunc-sub denotes our
deterministic sub-sample of the official AraPunc split.
It yields 100 resampling segments; ABC is segmented
the same way and yields 93 test segments from 5 source
documents.

Mark AraPunc-sub ABC
Comma 49.4%  36.7%
Period 17.9%  41.3%
Colon 24.9% 15.9%
Semicolon 6.4% 1.4%
Question 1.4% 2.9%
Exclamation 0.0% 1.8%

Table 10: Gold punctuation distribution (share of all
non-O marks on the test split); each column is com-
puted directly from our split and sums to 100%.

kens), to make three-frontier-LLM inference pos-
sible. For ABC, alignment uses sequence match-
ing to recover labels when a model’s output length
drifts from the input; after alignment, 93 test seg-
ments and 22,176 word slots are jointly valid
across the three LLMs. Table 9 reports corpus-
level statistics, and Table 10 gives the gold punc-
tuation distribution; the two corpora differ in reg-
ister, dominant mark, and punctuation density.

C Full System Comparison (Q3)

Table 11 gives the absolute macro-£} and the boot-
strap A versus the best LLM (Gemini on both cor-
pora) for every system summarized in Table 6, to-
gether with 95% confidence intervals. On ABC,
all intervals include zero. On AraPunc-sub, sig-
nificant gains over the best LLM are confined to
systems using encoder information, and no tested
aggregator surpasses standalone AraBERT.

D Per-Mark Covered-Error Analysis

Table 12 decomposes the covered-but-missed re-
gion by gold mark under two references. The
raw-share columns use majority voting as the base-
line and therefore track class frequency; the class-
conditional columns use the best LLM and nor-

Detail)

This appendix extends the Q4 summary in Sec-
tion 4.5; the headline probe and router scores are
in Table 7. The gold-label probe is a logistic clas-
sifier trained on the covered-disagreement subset
(slots where at least one predictor is correct and at
least one is wrong), with gold labels used only to
define that subset; its gains over the same classi-
fier trained on all slots establish that the candidate
choice is partly learnable given a covered disagree-
ment. Because gold defines the subset, it is diag-
nostic, not deployable. The router and the gold-
label probe differ in which slots they act on. The
router operates on contested slots, where the four
predictors do not all agree; these are identifiable
at test time from the predictions alone, with no
gold, so the router is deployable. The gold-label
probe operates on the narrower set of covered-
disagreement slots, where the predictors disagree
and the gold label is present in the candidate set;
identifying this second condition requires the gold
label, so the probe is diagnostic rather than deploy-
able. Both learn a selector over the same features:
predictor labels, agreement pattern, position, and
the local prediction window. They differ only in
the slots they act on. The deployable router passes
unanimous slots through and routes contested slots
to the learned selector, using no gold at test time.
Its gain over the trust-the-dissenting-encoder rule
is not significant on AraPunc-sub (bootstrap CI
[—.016,.036], p=0.188) and positive on ABC (CI
[.036,.105]), but the ABC result rests on only five
source documents, whose per-document deltas flip
sign and average near zero, so we treat it as de-
scriptive rather than conclusive.

The mechanism is corpus-dependent. On slots
where the three LLMs agree and AraBERT dis-
sents, AraBERT is correct 65.8% of the time
on AraPunc-sub versus 23.3% for the unanimous
LLM label, but only 43.6% versus 46.3% on ABC.
AraBERT is thus a reliable dissenter on AraPunc-
sub but close to a coin flip on ABC, so “al-
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Corpus System Abs. macro-F; A vs. best LLM (95% CI)
AraBERT standalone 0.639 +0.133 [.099, .165]
Stacker (xgb, +AraBERT, cal) 0.569 +0.063 [.041, .086]
AraPunc-sub  Stacker (xgb, +AraBERT, raw) 0.569 +0.063 [.044, .083]
Majority vote 0.510 +0.003
Stacker (logistic, raw) 0.403 —0.103 [—.129, —.078]
Stacker (logistic, +AraBERT) 0.513 +0.036 [—.012,.097]
AraBERT standalone 0.496 +0.019 [—.032,.101]
ABC Stacker (xgb, +AraBERT) 0.504 -+0.027 [-.007,.089]
Stacker (logistic, raw) 0.464 —0.013 [—.037,.026]
Stacker (xgb, raw) 0.444 —0.033 [—.060, .003]

Table 11: Selected standard systems compared with the best LLM, Gemini on both corpora. On ABC, all intervals
include zero. On AraPunc-sub, significant gains over the best LLM are confined to systems using encoder infor-
mation, and no tested aggregator surpasses standalone AraBERT.

Raw share vs. majority vote Class-cond. rate vs. best LLM

Gold mark AraPunc-sub ABC AraPunc-sub ABC
O (no punctuation) 68.5% 14.6% 3.7% 2.2%
Comma 18.7% 37.8% 19.1% 33.1%
Period 2.3% 38.9% 15.5% 40.2%
Colon 6.9% 5.1% 10.2% 12.7%
Semicolon 3.6% 0.6% 30.7% 13.5%
Question mark 0.1% 1.5% 0.0% 14.2%
Exclamation — 1.4% — 30.1%

Table 12: Two per-mark views of oracle-covered errors. Raw shares use majority voting as the reference and
therefore reflect class frequency. Class-conditional rates use the best LLM as the reference and normalize by the
number of gold slots of each mark. The different baselines are shown explicitly; these columns should not be read

as a single additive decomposition.

ways trust the dissenting encoder” is a good pol-
icy on one corpus and a poor one on the other.
A development-selected hybrid reaches 0.556 on
AraPunc-sub, the best point estimate among the
variants, yet still trails the encoder-feature stacker
(= 0.569) and standalone AraBERT (0.639).

F Peer-Deliberation Probe

The main-text aggregators are text-blind. We con-
duct a peer-deliberation round to check whether
a text-aware step, in which a model re-reads the
Arabic input instead of just manipulating discrete
votes, evades the correlation. Following the zero-
shot pass, each model is re-prompted with the
same paragraph and its peers’ predictions on the
slots on which the models disagree, and asked to
rework its own labels. This is a multi-agent re-
consideration step, not an aggregator; it yields a
new set of per-model predictions. For each model
we report its conformity rate (on exposed dis-
agreement slots, the proportion of times the model
changes its own label to a peer’s) and the differ-
ence in macro-F; between its zero-shot and de-
liberated predictions (Table 13).A high conformity

Conformity rate macro-Fy (ZS—peer)

Model AraPunc-sub ABC AraPunc-sub ABC

GPT-5.5 0.98 1.00 0.503—0.511 0.444—0.459
Claude Sonnet 4.6 0.87 0.91 0.400—0.491 0.388—0.459
Gemini 2.5 Flash 0.38 0.44 0.506—0.519 0.477—0.476

Table 13: Peer-deliberation probe. Conformity rate is
the fraction of exposed disagreement slots on which a
model abandons its own label and switches to a peer’s.
macro-Fy (ZS—peer) gives the standalone score before
(zero-shot) and after one peer-deliberation round. Ex-
posure to disagreement induces conformity, not inde-
pendent re-reasoning, deepening rather than breaking
the error correlation of Q1.

rate means that exposure to disagreement leads to
convergence rather than independent re-reasoning,
which can reinforce the error correlation found in
Q1. GPT-5.5 conforms on almost every one of the
disputed slots, while Claude’s larger-magnitude
change is likely because it is a weaker model be-
ing nudged toward stronger models, rather than be-
cause of an independent improvement. In contrast,
the best individual LLM, Gemini, conforms less
than half of the time, and its overall performance
remains essentially flat.
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G Prompt Template

All three LLMs receive the same single Arabic
user message (no separate system role, for cross-
provider consistency), where {n_words} is re-
placed by the number of words in the paragraph.
The instruction sets the allowed six-mark inven-
tory; permits no changing, deleting, adding, re-
ordering, respelling, or diacritizing of any word;
and specifies that the model should leave a po-
sition unmarked if it finds no clear boundary (a
bias against over-prediction). For readability, the
prompt shown below is an English translation; all
experiments use the original Arabic version.

“You are an expert in Arabic punctuation restora-

tion. Rewrite the following Arabic text with

exactly the same words, adding only appropri-

ate punctuation. Do not change, delete, add,

or reorder any word; do not correct spelling

or add diacritics; the word count must stay ex-

actly {n_words}. Allowed marks only: comma,

semicolon, period, colon, question, exclamation.

Most words take no mark; do not over-punctuate;

if there is no clear pause, leave the position un-

marked. Use the colon only when the preceding

word directly introduces an explanation or quota-

tion. Do not use Latin punctuation; do not output

JSON; do not explain. Return only the punctu-
ated text.”

H Reproducibility

Models and decoding. We query three fron-
tier LLMs through their providers: gpt-5.5
(OpenAl), claude-sonnet-4-6 (Anthropic), and
google/gemini-2.5-flash (Google). All calls
use temperature 0 with an 8000-token limit, and
Claude’s extended thinking is disabled. We do not
claim bit-exact determinism, since providers do
not guarantee identical outputs across backends;
the run manifest records the exact version strings.

Data. For ABC we use 46 files in total. A cu-
rated stratified split of 15 files (10 for development
and 5 for testing) forms the evaluation set, 30 dis-
joint files make up the encoder training pool, and
one file is held in reserve. We release the derived
labels, unit identifiers, scripts, and system predic-
tions, but not the source text, which may remain
under copyright. The split separates documents
but not authors; since punctuation style is partly
author-dependent, an author-disjoint split would
be preferable and is left to future work. AraPunc-
sub is the 100-development, 100-test segment sam-
ple described in Section 3.

Corpus Model Excl. rate (dev / test)
GPT-5.5 0% / 0%

ABC Claude 1% /2%
Gemini 10% / 6%
GPT-5.5 1% / 0%

AraPunc-sub  Claude 1% / 0%
Gemini 1% / 0%

Table 14: Per-model segment exclusion rate on each
corpus, before the sequence-matching recovery pass.
A segment is excluded for a model when its output
does not align one-to-one with the input by word count.
Rates are low overall and, on ABC, concentrated in
a single model; the recovery pass resolves nearly all
cases, leaving the jointly evaluated set at 93 ABC test
segments and the full 100 on AraPunc-sub.

Preprocessing. We label the six focus marks to-
gether with O, strip decorative marks such as el-
lipses, guillemets, and dashes, and normalize the
Arabic text. Evaluation segments are produced
by a deterministic segmenter (seed 20260514) that
splits at sentence boundaries and caps each seg-
ment at 512 word tokens.

Alignment. We keep a model’s output for a seg-
ment only when its words and word count match
the input exactly, so that every system is scored on
the same set of aligned slots. When a model’s out-
put drifts slightly in length, a sequence-matching
pass recovers the labels wherever the alignment al-
lows, and the few segments that cannot be recov-
ered are excluded. Word preservation before this
pass was high on both corpora: on ABC it was
100% for GPT-5.5, 98% for Claude, and 94% for
Gemini, and on AraPunc-sub all three models ex-
ceeded 99%.

Table 14 reports the corresponding per-model
exclusion rates before the recovery pass. The rates
are low across the board and, on ABC, are driven
almost entirely by a single model, while the other
two are at or near zero; on AraPunc-sub all three
models stay at or below one percent. The recovery
pass resolves nearly all of these cases, so the set
we actually evaluate on, segments where all three
LLM outputs parse and align, remains essentially
the full test set: 93 segments on ABC and all 100
on AraPunc-sub. Because AraPunc-sub retains its
complete test set, no segment is dropped there.

Encoder fine-tuning. We fine-tune AraBERT
(aubmindlab/bert-base-arabertv@2) as a to-
ken classifier with a batch size of 16, a maximum
sequence length of 512, a warmup ratio of 0.10,
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and weight decay of 0.01. For each corpus we se-
lect the learning rate and number of epochs on a
10% held-out split, searching over learning rates
of 2, 3, and 5 x 10~ and over 10 or 20 epochs,
with three seeds per setting and early stopping.
The selected encoder reaches 0.639 on AraPunc-
sub and is stable at 0.646 £ 0.013 across three
seeds. On ABC, the AraPunc default recipe under-
fits, so we use the validation-selected configura-
tion (5 x 1072, 20 epochs), which reaches 0.4955
and is stable at 0.496 + 0.025 across three seeds.
Training uses the disjoint complement of each cor-
pus’s split; the ABC training pool is 471 segments
(112,894 tokens).

Aggregators. We choose the co-vote thresholds
and select among the stackers on the development
set by macro-F}, using document-grouped cross-
validation. The XGBoost stacker uses a maxi-
mum depth of 4, 100 estimators, a minimum child
weight of 10, a learning rate of 0.1, and subsam-
pling of 0.9 for both rows and columns.

Significance. All comparisons use a paired boot-
strap over evaluation segments with 1000 resam-
ples (seed 13), from which we report the mean
macro-Fy difference, a 95% percentile interval,
and a one-sided p-value, calling an effect signif-
icant only when the interval excludes zero. Be-
cause ABC’s 93 test segments come from only five
documents and are not independent within a doc-
ument, its effective sample size is much smaller
than 93, so we read its significance results with
caution.

I Prompt-Sensitivity of the Error
Correlation

A natural concern is that the inter-model error cor-
relation reported in Section 4.1 arises from using
a single shared prompt rather than from the mod-
els themselves. Assigning a different prompt to
each model does not provide a clean test, since
it requires first identifying the best prompt per
model and thereby conflates prompt quality with
error decorrelation. We instead hold the prompt
shared within each condition and vary it across
conditions, so that any change in correlation is at-
tributable to the prompt alone.

We evaluate the three-model committee under
four prompts, applied identically to all models on
a common set of AraPunc-sub test segments. The
prompts differ only in their punctuation guidance,

Prompt Mean pairwise K

0.700 [.684,.717]
0.728 [.706,.750]
0.728 [.703,752)
0.724 [.699,.749)

0.705

Original (mark-averse)
Neutral
Boundary-marking
Minimal (no guidance)

Main study

Table 15: Mean pairwise Cohen’s x under four prompts
applied identically to all three models on a common
AraPunc-sub segment set, with 95% bootstrap intervals.
The correlation is statistically indistinguishable across
prompts and consistent with the main study.

ranging from our original prompt to one that re-
moves punctuation guidance entirely. If the cor-
relation were an artifact of our wording, it should
weaken as the shared guidance is removed.

It does not. Mean pairwise Cohen’s k is sta-
tistically indistinguishable across all four prompts
(0.700-0.728; overlapping 95% bootstrap inter-
vals) and matches the value from the main study
(0.705). The other correlation signals are equally
stable across the four prompts: false-comma over-
lap remains 16-21x higher than expected under
independent errors, and on slots where all three
models are wrong they select the same incorrect la-
bel in 79-83% of cases, consistent with the main-
study values (Table 2). Removing the guidance
entirely does not reduce the correlation. The cor-
relation is therefore a property of the model com-
mittee rather than an artifact of the shared prompt,
and we scope the correlation claim to the matched
zero-shot committee accordingly.

J Qualitative Examples

To make the coverage-versus-selection distinc-
tion concrete, we inspect individual test slots on
AraPunc-sub (non-O slots). For each example, we
show the gold-punctuated clause with the target
word in brackets, followed by the mark assigned
by each predictor (& denotes no mark). Two pat-
terns recur. In 340 AraPunc-sub slots, all three
LLMs are wrong while AraBERT alone recovers
the gold mark. In another 498 slots, no model pre-
dicts the gold mark, indicating a true coverage gap.
Overall, the three LLMs agree on the same wrong
label in 737 slots.
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Gold-punctuated context

Gold
(target in [brackets]) .

GPT-5.5

Claude

Gemini

AraBERT

(i) The three LLMs agree on a wrong mark; AraBERT recovers it

sl 8 LS fede] i |

Cop e poy ol |

(i) Missing coverage — no predictor proposes the gold mark

b gl ] e g ..

Table 16: Qualitative examples from the AraPunc-sub
test set. In case (i), the three LLMs either omit the
mark or interpret a clause boundary as a period, while
AraBERT recovers the gold comma. In case (ii), ev-
ery predictor interprets the gold sentence boundary as
a comma; therefore, the correct period is absent from

the candidate set.
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