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Abstract

We describe REGLAT’s submission to
AlexandriaX-2026 Subtask 3, which requires
character-offset error spans in dialectal Arabic
machine translations and a Linguistically
Motivated Multidimensional Quality Metrics
(LQM) category for each span. The system
separates localization from classification.
Four CAMeLBERT-DA and MARBERTvV2
BIO taggers project token probabilities to a
shared character grid; whitespace-segment
probabilities are then thresholded, bridged,
and optionally dilated. A second four-member
ensemble classifies detected spans using
the marked hypothesis, English source, and
translation direction, with class weighting and
fitted logit biases. REGLAT ranked fourth out
of six teams with an official Overall Score of
0.4021 (Overlap F1 0.4272; Error-Class score
0.3770). Its Exact Match F1 of 0.0041 exposes
severe boundary imprecision. We document a
scorer mismatch in development-time selection
and therefore treat earlier development values
as proxy-metric results, not official-metric
estimates.

1 Introduction

Fine-grained machine translation (MT) evaluation
identifies and categorizes local errors instead of as-
signing only a sentence-level score. LLM-based ap-
proaches such as AutoMQM and GEMBA-MQM
generate error spans and labels (Fernandes et al.,
2023; Kocmi and Federmann, 2023); MQM-APE
filters error annotations through automatic post-
editing (Lu et al., 2025), while XCOMET learns
both sentence-level quality and error spans (Guer-
reiro et al., 2024). Error Span Annotation pro-
vides a lighter human protocol (Kocmi et al., 2024),
and WMT quality-estimation work includes fine-
grained error prediction (Blain et al., 2023). Span
extraction also has a long evaluation precedent in
machine comprehension (Rajpurkar et al., 2016).

Arabic is one of the most widely spoken lan-
guages in the world, with hundreds of millions of
speakers across the Arab region and beyond. How-
ever, automatic processing of Arabic remains a
challenging task due to the complexity and rich-
ness of its morphology, the substantial variation
among Arabic dialects, the absence of standardized
resources for many dialectal varieties, and the lim-
ited availability of high-quality annotated datasets
and computational resources (Ehab et al., 2026;
Labib et al., 2026; Fetouh et al., 2026). These
challenges have made Arabic Natural Language
Processing (NLP) an active and important area
of research. Dialectal Arabic adds variety- and
register-sensitive phenomena that general MT eval-
uation can miss (Zbib et al., 2012; Alabdullah et al.,
2026; Nowshin et al., 2026).

AlexandriaX-2026 Subtask 3 (El Mekki et al.,
2026) adopts the six-level LQM taxonomy—
graphetics, orthography, morphosyntax, semantics,
pragmatics, and sociolinguistics—introduced by
Magdy et al. (2026). We submit a two-stage system:
an Arabic-hypothesis-only span detector followed
by a source- and direction-conditioned classifier.
Our main technical device projects probabilities
from incompatible encoder tokenizations onto a
shared character grid before decoding. The imple-
mentation is available in the project repository.'

This camera-ready report makes two corrections
to the original analysis. First, development-time
model selection used a local proxy scorer that dif-
fers from the official scorer; we no longer compare
those development values directly with official test
results. Second, the submitted dilation setting is
presented as a plausible contributor to poor bound-
aries, not as a demonstrated causal finding.

"https://github.com/mfrancies90/
AlexandriaX-2026—--subtask3
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Figure 1: Submitted two-stage pipeline. The English
source and direction enter Stage 2 only. Character prob-
abilities are averaged over whitespace segments before
Stage 1 decoding.

2 Task and Data

Each item contains an English source, a dialectal
Arabic MT hypothesis, and a direction for Egyp-
tian, Mauritanian, Moroccan, Palestinian, or Emi-
rati Arabic. The released AlexandriaX Subtask 3
dataset (UBC-NLP, 2026) contains 1,125 training,
138 development, and 145 test items. Training has
1,997 spans; sociolinguistics accounts for 1,157
(57.9%), whereas graphetics has only two.
Predictions contain a start—end offset and one
LQM category. The official implementation com-
putes overlap from character-coverage masks and
computes the class component from globally accu-
mulated true positives, false positives, and false
negatives, although the released field is named
class_macro_f1. The ranking score is

Overall = 3 (Overlap F1 + Error-Class score).
ey
Exact Match F1 is diagnostic and is not included
in Overall. NileChat-3B (El Mekki et al., 2025) is
the shared-task baseline.

3 System

3.1 Stage 1: Span Detection

We fine-tune CAMeLBERT-DA (Inoue et al., 2021)
and MARBERTV2 (Abdul-Mageed et al., 2021)
as BIO taggers, with seeds 42 and 43 for each
encoder. Tokens that overlap a gold span receive
B for the first overlapping token and I thereafter;
ordinary tokens receive O and special tokens are
ignored. For member m and token j with offset
s, e), the token error probability is p,, ; = P(B)+
P(I). We add this probability to every covered

Official test metric Score
Overall Score 0.4021
Exact Match F1 0.0041
Overlap F1 0.4272
Error-Class score 0.3770

Table 1: Official CodaBench results for REGLAT (rank
4 of 6). No proxy development value is mixed into this
table.

character and average contributions from all model—
token pairs. The implementation then averages
character probabilities within whitespace-delimited
segments. Segments above threshold 7 form runs;
runs separated by at most v segment indices are
joined, and their boundaries are expanded by ¢
characters. Thus, the output uses character offsets
but does not retain learned within-word resolution.

3.2 Stage 2: LQM Classification

Stage 2 is trained on all 1,997 gold training spans,
not predicted or out-of-fold spans. For a span [s, €),
the first sequence contains the direction and the
hypothesis with « and » around the span; the second
contains the span text and English source. Four
sequence classifiers use the same two encoders
and seeds. We average log-softmax outputs and
add a per-class bias fitted by coordinate ascent.
Training on clean gold spans creates a mismatch
with inference on noisy detected spans; we include
this in the limitations.

3.3 Training and Selection

Both stages use length 256, AdamW, learning rate
3 x 107, batch size 16, six epochs, 10% warmup,
weight decay 0.01, and gradient clipping at 1.0.
Stage 1 uses square-root inverse-frequency BIO
weights. Stage 2 uses capped inverse-frequency
weights and label smoothing 0.05. Appendix A
gives exact weights and preprocessing details.

The decoder search covered 7 € {0.2,...,0.6},
0 €{0,...,4}, v € {1,2,3}, and three boundary-
refinement modes. A two-fold procedure tuned on
one development half and evaluated on the other.
However, the notebook’s local scorer greedily
treats any positive span intersection as a match and
averages class F1 over present categories. This is
not the official character-mask/global-count scorer.
Therefore, the search selected the submitted system
using a proxy objective. Its official test result re-
mains valid, but the development and variant values
are not official-metric estimates (Appendix C).
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4 Official Results and Diagnosis

Table 1 reports the only directly comparable eval-
uation. The system produced 223 spans for 145
test items. The very low Exact Match F1 identifies
boundary precision as the dominant failure mode.
The submitted decoder used = = 0.20, § = 3,
v = 3, and no refinement. Expanding every de-
coded run by three characters is consistent with
exact-boundary errors, and the proxy scorer did not
penalize excess covered characters as the official-
mask scorer does. Nevertheless, without a matched
held-out comparison under the official scorer, this
evidence does not establish that dilation caused the
failure or that the detector was under-confident. We
therefore treat the previously named “dilation trap”
as a hypothesis for future controlled evaluation.

The released annotations also expose a structural
ceiling. Only 36.3% of training and 39.1% of devel-
opment gold spans align with whitespace-segment
boundaries. Under an oracle that may emit only
unique, non-overlapping segment-aligned spans,
the maximum possible Exact Match F1 is 0.527 on
training and 0.558 on development, before classifi-
cation is considered (Appendix B). This supports
replacing whitespace decoding with a boundary-
aware character or subword decoder.

5 Conclusion

REGLAT combines multi-encoder span detection
with source-conditioned LQM classification and
achieved an official Overall Score of 0.4021. The
camera-ready analysis narrows the claim: the of-
ficial result is valid, while development selection
relied on a mismatched proxy scorer, and dilation
is only a plausible boundary-error mechanism. The
strongest next steps are to select parameters with
the official scorer, preserve within-word boundary
resolution, train Stage 2 on noisy or out-of-fold
spans, and represent overlapping multi-category
errors explicitly.

Limitations

The detector observes only the Arabic hypothesis,
so semantic errors may be undetectable without
the English source and sociolinguistic errors may
require the target direction. We did not retain a con-
trolled Stage 1 comparison of each encoder alone,
so the experiments do not isolate the benefit of
multi-encoder ensembling.

Stage 2 is trained on gold spans but applied to
detected spans. It emits one category per detected

interval, whereas the dataset contains overlapping
and identical-offset annotations with different cate-
gories. Stage 1 converts overlaps to one binary BIO
sequence; later annotations can overwrite earlier
token labels. These design choices prevent exact
reproduction of some gold structures.

Character probabilities are collapsed to whites-
pace segments before decoding. This removes
within-word boundary evidence and sharply limits
exact-span recovery. The development set has only
138 instances and no graphetics examples, making
class-specific tuning unstable. Finally, cached sub-
mitted predictions were not available for rescoring;
historical development numbers are retained only
as proxy diagnostics.
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A Reproducibility Details

The exact checkpoints are CAMeL-Lab/
bert-base—arabic-camelbert-da and
UBC—-NLP/MARBERTvVZ2.

In the taxonomy order used in Sec-
tion 1—graphetics, orthography/writing
conventions, morphosyntax, semantics,
pragmatics, and sociolinguistics—the nor-
malized Stage 2 class-weight vector was
(4.267,0.536,0.346,0.117,0.684, 0.049),
and the fitted class-bias vector was
(—2.00,0.00, 1.25,0.00, —0.25, 0.00). This

is a reordering for presentation only; the imple-
mentation’s internal label order was graphetics,
morphosyntax, orthography/writing conventions,
pragmatics, semantics, and sociolinguistics.
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Setting Value

Checkpoints CAMeLBERT-DA; MAR-
BERTV2

Seeds 42, 43 per encoder and stage

Members 4 per stage

Maximum length 256

Optimizer AdamW; weight decay 0.01

Learning rate / batch 3x1075/16

Epochs / warmup 6/ 10% linear

Gradient clipping 1.0

Stage 1 weights (O/B/I)  0.424/1.433/1.143

Stage 2 smoothing 0.05

Mixed precision CUDA autocast (FP16 on T4)

Checkpoint choice final epoch; no best-dev check-
point

Table 2: Submitted training configuration reconstructed
from the public notebook and its recorded output.

No Arabic normalization, Unicode normaliza-
tion, or diacritic removal is performed. Offsets
are Python string indices, i.e., Unicode code-point
positions in the execution environment, not byte
offsets or grapheme-cluster indices. Fast-tokenizer
offset mappings project gold spans to subwords.
Special tokens have empty offsets and label —100.
Inference sums P(B)+P(I), so it neither decodes
nor repairs BIO transitions.

The «/» span markers are ordinary text, not
added special tokens. Stage 1 uses the tok-
enizer’s default right truncation. Stage 2 uses
longest_first pair truncation. A tokenizer
audit found Stage 1 truncation in 2/1 training items
for CAMeLBERT-DA/MARBERTYV2 and none in
development. For Stage 2, 40/3 of 1,997 training
pairs and 1/0 of 243 development pairs exceeded
256 tokens; all gold-span content remained, al-
though one training pair lost its closing marker
for each tokenizer.

B Representation Audit

Stage 1 loops through annotations and assigns BIO
labels to every overlapping token. When anno-
tations overlap, a later annotation may overwrite
labels assigned by an earlier annotation. Adjacent
predicted segments can also be joined by the gap
rule. Stage 2 retains each gold span as a sepa-
rate training item, including duplicate offsets with
different labels, but inference assigns only one cat-
egory to each detected interval. A multi-label or
structured span representation is required to repro-
duce these cases.

We cannot isolate an overlap-specific change
in Exact Match or Error-Class score from the re-

Audit statistic Train Dev
Items 1,125 138
Gold spans 1,997 243
Boundary-aligned spans 725 95
Boundary-alignment rate 36.3% 39.1%
Rows with overlapping spans 35 4
Overlapping span pairs 52 5
Identical-offset pairs 9 1
Adjacent span pairs 34 3
Oracle non-overlap exact TP 714 94
Oracle Exact Match F1 0.527  0.558

Table 3: Audit of the released annotations. Overlap
counts include identical offsets. The oracle allows only
unique, non-overlapping spans whose boundaries co-
incide with whitespace segments and assumes perfect
precision; it is a representation ceiling, not a model
score.

tained artifacts: cached per-instance submitted pre-
dictions are unavailable, and the historical devel-
opment matcher is the proxy scorer described in
Appendix C. The counts above establish represen-
tational incompatibility, but they are not a model-
effect estimate; a valid delta requires rescoring the
same predictions with and without overlap-affected
items under the official scorer.
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Figure 2: Row-normalized confusion matrix on the 209
development spans matched by the historical proxy pro-
cedure. Cell annotations are raw counts. This descrip-
tive Stage 2 analysis is not the official Error-Class score
and is not compared with test results.

C Development-Scorer Audit

The local scorer greedily pairs predicted and gold
spans whenever their intersection is positive, then
counts matched spans for overlap F1. It computes
a per-category F1 and averages only categories
present in gold or predictions. The official scorer
instead uses character coverage masks for overlap
and global class counts. Because selection and
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Category P R F1 n

Graphetics 0.00 0.00 0.00 0
Morphosyntax 020 021 021 19
Orthography 0.50 0.13 0.20 8
Pragmatics 025 0.13 0.17 8
Semantics 040 0.59 048 49
Sociolinguistics 0.81 0.71 0.76 125
Macro (six classes) 0.30 209

Table 4: Per-category performance on the same proxy-
matched development spans as Figure 2; accuracy is
0.593. These are descriptive classifier diagnostics, not
official-metric estimates.

Historical proxy result Value
Two-fold held-out Overall 0.4180
Full-development Overall 0.4369

Full-development Exact Match F1 ~ 0.0044
Full-development overlap proxy 0.6346
Full-development class proxy 0.2392

Table 5: Values produced by the mismatched local proxy
scorer. They are preserved for reproducibility but must
not be compared numerically with Table 1.

logit-bias fitting used the local function, replacing
the function after submission would define a post-
submission system. We therefore report the submit-
ted configuration and its official test score, label all
old development values as proxy results, and avoid
unsupported development-to-test explanations.
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