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Abstract

Dialectal Arabic dialogue translation requires
modeling both regional variation and con-
versational context under uneven supervision.
We introduce LahjaMT, a compact system
for translating English dialogue into thir-
teen country-level Arabic varieties. LahjaMT
adapts the 3.09B-parameter NileChat-3B-Base
model with LoRA, conditions translation on di-
alogue history and metadata, and routes each
dialect to a checkpoint—prompt expert selected
on the held-out selection set. The constrained
system shares one backbone across all vari-
eties; the unconstrained system changes only
the Libyan and Sudanese routes, replacing
them with specialists trained on auxiliary data.
LahjaMT ranked second in the constrained
track with 28.30 spBLEU and third in the un-
constrained track with 28.54 spBLEU.

1 Introduction

Across centuries, the Arab world has developed a
rich and geographically diverse collection of Ara-
bic varieties, shaped by distinct histories, cultures,
and patterns of social interaction. Arabic, there-
fore, cannot be treated as a single homogeneous
translation target. Modeling this lexical, mor-
phosyntactic, pragmatic, and orthographic varia-
tion remains challenging, particularly because di-
alectal Arabic—English parallel resources are un-
evenly distributed across varieties (Sajjad et al.,
2020).

Dialogue introduces a second axis of variation:
the appropriate rendering of a short turn may de-
pend on the preceding conversation, the topic un-
der discussion, and the identities of the speaker and
addressee.

AlexandriaX-2026 Subtask 1 brings these chal-
lenges together, where the task is to translate se-
lected English dialogue turns into one of thirteen
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country-level Arabic varieties spanning eleven con-
versational domains (E1 Mekki et al., 2026a). Each
source turn is accompanied by conversational and
sociolinguistic context. The task further tests
broader dialectal coverage through Libyan and Su-
danese Arabic, for which no training conversations
are provided. It includes a constrained track, lim-
ited to the officially released data and models of at
most 5B parameters, and an unconstrained track in
which both restrictions are lifted.

We approached the task with an economical
goal: to determine how far a compact back-
bone could be pushed through careful input de-
sign, adaptation, and model selection. LahjaMT
adapts the 3B-parameter NileChat-3B-Base with
LoRA, conditions translation on conversational
context and metadata, and routes each dialect to
a checkpoint—prompt expert selected on held-out
data. At inference, all routes use beam search with
a beam size of four, while the thirteen experts share
one backbone and six lightweight adapters.

Despite its compact scale, LahjaMT ranked sec-
ond in the constrained track and third in the uncon-
strained track. Separately from the official shared-
task evaluation, our experiments showed that it out-
performed configurations based on the much larger
gpt-0ss-20b and gpt-o0ss-120b models, underscor-
ing the value of task-specific adaptation over scale
alone. Beyond the ranked submissions, this pa-
per documents the expert construction and pro-
motion process, the targeted use of auxiliary data
for Libyan and Sudanese Arabic, and quantified
negative results for candidate selection and post-
editing.!

2 Task, Data and Metrics

Task. Given a selected English dialogue turn, its
available preceding English context, a target coun-

'Our code is available at https://github.com/
m-abdallah98/LahjaMT.
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try code, and associated metadata, the system must
generate a translation in the corresponding dialec-
tal Arabic variety. The task covers thirteen vari-
eties: EG, JO, LB, LY, MA, MR, OM, PS, SA,
SD, SY, TN, and YE. Systems are ranked by sp-
BLEU (Goyal et al., 2022), with chrF++ (Popovic¢,
2017) also reported; country-level scores are aver-
aged equally to obtain the overall score (El Mekki
et al., 2026a).

Official data. Alexandria (El Mekki et al.,
2026Db) consists of multi-turn conversations, which
we convert into turn-level examples while retain-
ing conversation identifiers. Initial LoRA training
uses the 66,480-turn training split, covering eleven
varieties as Libyan (LY) and Sudanese (SD) have
no training or development conversations. For con-
tinuation training after the development phase, we
combine the 12,250-turn development split with
8,670 turns, which are 60% of the labeled public-
test split (which contains 14,442 turns). We keep
nearly 40% for held-out selection, yielding a 5,772-
turn selection set. This set is excluded from gradi-
ent training and the in-context demonstration pool,
and is used exclusively for checkpoint, prompt-
configuration, and routing decisions. Final evalu-
ation uses the separate private test set, containing
14,459 turns across 4,673 conversations.

3 LahjaMT System

Figure 1 summarizes the offline expert construc-
tion and routing, while Figure 2 shows how a single
expert is selected and applied at inference time.

3.1 Backbone and Adaptation

We use NileChat-3B-Base (El Mekki et al., 2025),
which is a decoder-only model obtained by contin-
uing the pretraining of Qwen2.5-3B (Qwen et al.,
2025). NileChat further adapts Qwen2.5-3B using
data centered on Egyptian and Moroccan Arabic.

We adapt the frozen backbone with LoRA (Hu
et al., 2022). For a selected projection W of
shape doyt X din, LORA learns two low-rank ma-
trices: A of shape r X dj,, which maps the input
into an r-dimensional bottleneck, and B of shape
dout X 7, which maps it back to the original out-
put dimension. The effective weight is therefore
W' =W + (a/r) BA, where «/r is a scaling fac-
tor that controls the adapter’s contribution relative
to the frozen projection.

During training, only the adapter matrices A and
B are updated while W remains frozen. Although

LoRA can target different subsets of model mod-
ules, our preliminary experiments obtained the
strongest held-out performance with r = 16, o =
32, dropout of 0.05, and adaptation of all seven
projection modules in every Transformer block.
This joint adaptation of the attention and feed-
forward layers outperformed attention-only target-
ing. Adaptation adds approximately 29.9 million
trainable parameters, 0.96% of the resulting 3.12B-
parameter model, and produces an approximately
114 MB adapter, making it economical to retain
multiple checkpoints as experts.

3.2 Context-Aware Input Representation

To expose the task structure directly to the adapted
backbone, we format each instance as a single in-
struction block containing four components: two
English—Arabic demonstrations; metadata specify-
ing the country, dialect, domain, speaker, speaker—
addressee gender direction, and persona or partici-
pant roles when enabled; up to three preceding En-
glish turns with speaker labels; and the current En-
glish turn. Seven explicit instructions constrain the
output, including preserving meaning and named
entities, preferring the requested local dialect over
MSA, and returning only the translation. Training
loss is applied only to the target response tokens.
Appendix A reproduces the complete template.

Together with the LoRA checkpoint, the prompt
configuration defines an expert. We compare three
configurations: P1 selects two demonstrations de-
terministically using a seeded hash of the example
identifier, restricted to the same country and do-
main, matching the format used during fine-tuning;
P2 replaces them with two semantically retrieved
demonstrations (Agrawal et al., 2023); and P3
combines retrieval with persona and participant-
role metadata. For P2 and P3, all-MiniLM-L6-v2
(Reimers and Gurevych, 2019; Wang et al., 2020)
encodes the English source turns. Candidates are
restricted to the same country and domain, back-
ing off to the country when necessary, and ranked
by cosine similarity with small bonuses for match-
ing the sub-dialect, gender direction, and speaker
role. Demonstrations from distinct conversations
are preferred when possible. The pool comprises
the official training and development splits and the
60% continuation-training portion of the labeled
public-test split; all held-out conversations are ex-
cluded.
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Figure 1: LahjaMT expert construction. Two-stage LoRA training produces six checkpoints, which are paired with
three prompt configurations to form 18 candidates and routed by dialect using held-out data. The dashed SMOL
branch is used only for the unconstrained submission. Edge labels denote the per-dialect selection (sweep) and the
copying of the eleven shared routes (copy 1) to the unconstrained table.

3.3 Two-Stage Training

Stage 1. We fine-tune on the 66,480 training
turns for three epochs using a learning rate of
2 x 1074, cosine scheduling, a warm-up ratio of
0.03, weight decay of 0.01, an effective batch size
of 8, a maximum sequence length of 2,048, and
BF16 precision. We save checkpoints every 100
optimization steps and evaluate them on the devel-
opment split using the official metrics. The check-
point that achieves the strongest performance be-
comes the parent adapter for continuation training.

Stage 2. Starting from the Stage-1 parent, we
continue training for three epochs on 20,920 turns:
the 12,250-turn development split and the 8,670-
turn continuation portion of the labeled public-test
split. We reduce the learning rate to 2 x 10~° while
keeping all other settings unchanged. Six check-
points are retained for expert construction. The
best single Stage-2 expert improves held-out sp-
BLEU by 2.91 over the Stage-1 parent; dialect rout-
ing contributes a further 0.24 (Section 4.2). All
runs use BF16 on one NVIDIA RTX 5090.

3.4 Expert Bank and Dialect Routing

Stage 2 begins from the best-performing Stage-1
parent adapter. We evaluate checkpoints through-
out the continuation run and select the checkpoint
with the highest macro-averaged spBLEU as the
default. However, performance varies across di-
alects, and no single checkpoint is optimal for all of
them. To capture this variation, we retain six check-
points and combine them with three prompt config-
urations, yielding an expert bank of 18 checkpoint—
prompt pairs. Dialect-specific evaluation further
shows that the optimal checkpoint differs across
SA, MR, EG, and TN.

We construct a routing table on the held-out se-

Target dialect label

Route lookup
from saved table
\
checkpoint * prompt

Shared NileChat-3B
+ routed LoRA
Beam-4 dialectal
Arabic translation

Figure 2: LahjaMT inference.

Source turn + up to
3 prior turns
metadata, 2

demonstrations

lection set using a conservative selection proce-
dure. For each dialect, we first select the best
prompt configuration at the default checkpoint. We
assign a dialect to an alternative checkpoint only
when its best checkpoint—prompt pair improves on
the corresponding default pair by at least 0.15 sp-
BLEU points. Under this criterion, seven dialects
retain the default checkpoint, while six (OM, YE,
LY, MR, SA, and TN) are assigned to alternative
checkpoints. Notably, a dialect may achieve its
highest raw score at another checkpoint yet remain
at the default if the improvement falls below the
promotion threshold. We adopt this conservative
threshold because each dialect-specific held-out
subset contains only approximately 444 turns, mak-
ing small score differences insufficient evidence
for changing the route. Appendix B provides the
complete routing map.

At inference, the provided dialect label
deterministically retrieves the corresponding
checkpoint—prompt pair. All routes use beam
search with four beams, a length penalty of 1.0,
a repetition penalty of 1.05, and up to 120 new
tokens. No Arabic normalization is applied;
post-processing only strips template markers and
removes predominantly Latin-script lines.
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Track Rank spBLEU chrF++
Constrained 2 28.30 43.81
Unconstrained 3 28.54 44.02

Table 1: Official private test results for LahjaMT, macro-
averaged across all thirteen dialects.

3.5 Unconstrained Specialists

The unconstrained system modifies only two of the
thirteen constrained routes. For LY and SD, we ex-
tract English-original pairs from the SmolSent and
SmolDoc components of SMOL (Caswell et al.,
2025), using the ayl and apd language subsets,
respectively. After applying pre-processing, this
yields 2,469 LY and 2,461 SD pairs.

To limit forgetting, we mix each specialist set
with three copies of the corresponding dialect’s
in-domain examples, adding 1,995 replayed turns
for LY and 1,992 for SD. Starting from the con-
strained LoRA checkpoint, we train the special-
ists for two epochs at a learning rate of 5 x 1076,
A specialist replaces its constrained route only if
it achieves a held-out spBLEU gain of at least
0.30 while maintaining a chrF++ change of at least
—0.10. Both specialists satisfy these criteria; the
remaining eleven routes are exactly those of the
constrained submission.

4 Results and Analysis

4.1 Official Results

Table 1 reports LahjaMT’s official private-test re-
sults. The system ranks second in the constrained
track and third in the unconstrained track. Replac-
ing only the LY and SD routes yields gains of 0.24
spBLEU and 0.21 chrF++ over the constrained sys-
tem. The test-set spBLEU gain exceeds the 0.13
improvement estimated on the held-out selection
set.

4.2 Component Contributions

Table 2 reports internal component comparisons
on the 5,772-turn held-out selection set, rather
than official private-test scores. The Stage-1 rout-
ing table was selected on the development split,
which covers eleven varieties, where it improved
spBLEU by 0.23 over the parent adapter. We then
applied this routing table unchanged to the separate
held-out set, which covers all thirteen varieties. It
routed unseen dialects through geographic proxies:
LY through TN and SD through EG. This routed
system scored 27.00 spBLEU, slightly below the

Configuration spBLEU  chrF++
Stage-1 parent adapter (step 16,600) 27.04 42.90
Stage-1 routed system 27.00 42.85
Stage-2 best single expert 29.94 44.63
Stage-2 + constrained routing 30.18 4481
+ LY/SD specialists (unconstr.) 30.32 44.90

Table 2: Internal component analysis on the 5,772-
turn held-out selection set, macro-averaged across all
dialects.

parent adapter’s 27.04, indicating that the develop-
ment gain did not persist. Continuation training
provides the largest improvement, increasing held-
out spBLEU by 2.91 over the Stage-1 parent. Re-
constructing the dialect routes after continuation
contributes a further 0.24 without additional train-
ing, while the LY and SD specialists contribute an-
other 0.13. These differences are calculated from
unrounded scores.

Prompt configuration has less influence than
checkpoint selection. On the Stage-1 development
split, restoring the metadata block improves sp-
BLEU by 0.39, while replacing fixed demonstra-
tions with semantically retrieved examples con-
tributes 0.13. Adding persona information pro-
duces no measurable improvement. Although the
aggregate scores of the three retained configura-
tions span only 0.24 spBLEU, each performs best
for at least one dialect: P1 for eight dialects, P2
for two, and P3 for three. This complementarity
makes prompt-level routing beneficial.

4.3 Negative Results and the Routing Ceiling

A reference-dependent per-sentence oracle reveals
substantial routing headroom of 36.01 spBLEU
versus 30.93 for the deployed router, and none of
the selectors realized it. External data helped only
for LY and SD, while scaling in parameters wasn’t
better. Appendix C reports the full analysis, and
unsuccessful alternatives in Table 4.

5 Conclusion

LahjaMT combines context-aware LoRA adap-
tation with deterministic dialect routing over
checkpoint—prompt experts on a shared 3.09B-
parameter backbone. It ranked second on the con-
strained track and third on the unconstrained track.
Overall, the results favor careful task-specific adap-
tation and selection over model scale alone.
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Appendix A Prompt Template

Examples are serialised as ### System: / ###

Instruction: / ### Arabic translation:
blocks. The instruction block is:
Task:

Translate the current English dialogue turn
into the target dialectal Arabic variety.

Few-shot training examples:
{two demonstrations}

Metadata:

Country/config: {code}

Target dialect: {dialect}

Domain: {domain}

[Persona/Roles: {participants}]

Current speaker: {speaker}
Speaker-to-addressee gender dir.: {dir}

Previous English dialogue context:
{up to 3 numbered prior turns}

Current English turn:
{source}

Rules:

- Preserve the meaning exactly.

- Use the target local dialect, not Modern
Standard Arabic unless natural in context.

- Follow the dialect/style pattern shown in
the few-shot examples when relevant.

- Do not copy the few-shot examples.

- Preserve names, numbers, named entities,
and technical terms when appropriate.

- Keep the tone appropriate for the speaker
and domain.

- Return only the Arabic translation.

Each demonstration is rendered as Example i
(config=.., dialect=.., domain=..) followed

by its English and Arabic sides. The Persona/Roles
line appears only in configuration P3. Demonstra-
tions are capped at 450 characters for source and
target combined.

Appendix B Final Routing Map

Adapters are continuation checkpoints; the two spe-
cialist rows apply only to the unconstrained submis-
sion.

Variety Route spBLEU chrF++
EG 5,200 + P3 31.88 45.60
JO 5,200 + P1 3550  49.12
LB 5,200 + P1 32.29 46.00
LY 6,400 + P3 23.39 39.01
LY, unconstr. + SMOL spec.  23.86 39.14
MA 5,200 + P2 23.31 39.77
MR 2,000 + P1 17.94 34.34
oM 4,900 + P1 32.57 47.11
PS 5,200 + P1 34.26 48.26
SA 1,600 + P2 35.25 49.78
SD 5,200 + P1 26.15 40.97
SD, unconstr. + SMOL spec. 27.43 42.06
SY 5,200 + P3 39.38 53.19
TN 7,600 + P1 35.23 47.61
YE 4,900 + P1 25.23 41.71
Macro (constrained) 30.18 44.81
Macro (unconstrained) 30.32 44.90

Table 3: Final per-dialect routing map with held-out sp-
BLEU and chrF++.

Appendix C Negative Results and the
Routing Ceiling

The most interesting finding is that a reference-
dependent per-sentence oracle reveals substantial
routing headroom. For each development turn,
it selects the highest-scoring output among eight
Stage-1 experts by comparing every candidate with
the reference translation. It obtains 36.01 sp-
BLEU, compared with 30.93 for the deployed di-
alect router, a diagnostic gap of 5.08 spBLEU.
Both figures are computed on the development
split over this Stage-1 pool, so the analysis iso-
lates per-sentence selection headroom; it is a di-
agnostic and is separate from the deployed Stage-
2 system (30.18 spBLEU on the held-out set, Ta-
ble 2). Because references are unavailable at in-
ference, this oracle is non-deployable and is not re-
ported as a system result; our highest development-
phase leaderboard entry used this oracle.

The remaining headroom lies below the country
level: an oracle restricted to selecting one expert
per country exactly matches the deployed router,
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whereas allowing reference-based selection over
finer metadata groups provides a further +0.91 sp-
BLEU. Moreover, the expert with the lowest ag-
gregate score is the per-sentence oracle’s most fre-
quent choice, winning on 30% of development
turns. Aggregate expert quality is therefore a poor
indicator of which expert will perform best on an
individual instance.

Despite this headroom, none of our deployable
selectors improved performance. We initialized an
XLM-R-large cross-encoder (Conneau et al., 2020)
from a dialect classifier trained on the same data,
fitted it to reference-derived utilities using a pair-
wise ranking loss, and evaluated it out of fold over
conversation-disjoint partitions. It changed 48%
of the routed decisions but reduced performance
for all eleven development varieties. Minimum
Bayes risk selection over three continuation ex-
perts (Eikema and Aziz, 2020), post-editing with
an ALLaM-7B adapter trained on our generated
drafts (Bari et al., 2024), and LoRA checkpoint in-
terpolation in weight space (Wortsman et al., 2022)
also reduced performance. Out-of-fold metadata
routing scored —0.17 spBLEU relative to its in-
sample counterpart, suggesting that part of the rout-
ing gain reflects selection noise. Overall, expert-
level quality differences are real, but they were not
predictable from the source-side, metadata, and
candidate-surface features we tested.

External data was similarly ineffective out-
side LY and SD. An Egyptian specialist trained
on 12,000 filtered subtitle pairs from ArzEn-
MultiGenre (Al-Sabbagh, 2024) regressed at all
nine evaluated checkpoints. A Yemeni special-
ist trained on dialect-identification data (Abde-
lali et al., 2021), back-translated with NLLB-200
(NLLB Team, 2022), also regressed. The same
held-out promotion rule therefore admitted the ben-
eficial LY and SD specialists while rejecting the
harmful EG and YE alternatives. Held-out scores
span more than 20 spBLEU across varieties: SY,
JO, SA, and TN score highest, whereas MR, MA,
and LY score lowest.

Increasing model scale without task-specific
adaptation did not close the gap in our experi-
ments. On the development split, our inference-
only gpt-oss-20b configuration (OpenAl, 2025),
using native MXFP4 precision, low reasoning ef-
fort, and greedy decoding, obtains 19.28 spBLEU
and 36.00 chrF++. Separately, our inference-only
gpt-oss-120b configuration obtains 23.61 spBLEU
on the private test set, below LahjaMT’s official

Method Eval. set A spBLEU
Per-sentence oracle [R] Development +5.08
Metadata-group oracle [R] Development +0.91
Out-of-fold metadata routing  Development —-0.17
Cross-encoder reranking Development —0.71
LoRA weight interpolation Development —1.03
gpt-oss-20b inference-only Development —11.65
Sentence-level MBR Held-out —0.09
ALLaM-7B post-editing Held-out —-0.42
EG external specialist Held-out —0.19
YE external specialist Held-out -0.34

Table 4: Diagnostic bounds and unsuccessful alter-
natives relative to the corresponding routed LahjaMT
baseline. [R] denotes reference-dependent selection
that cannot be deployed. LoRA interpolation reports
its best per-dialect change.

constrained and unconstrained scores of 28.30 and
28.54. These configurations are our own experi-
ments, not official shared-task baselines, and are
inference-only without task adaptation; the con-
trast therefore concerns adapted versus unadapted
use rather than a like-for-like comparison at equal
scale.

Appendix D Per-Dialect Effect of
Continuation and Rerouting

Held-out spBLEU for the Stage-1 routed sys-
tem versus the continuation-routed system: EG
29.27 — 31.88,JO 31.59 — 35.50, LB 28.99 —
32.29, LY 17.79 — 23.39, MA 21.07 — 23.31,
MR 15.56 — 17.94, OM 28.90 — 32.57, PS
31.34 — 34.26, SA 32.26 — 35.25, SD 21.79 —
26.15, SY 37.45 — 39.38, TN 32.12 — 35.23,
YE 22.83 — 25.23.

Appendix E Extended Hyperparameters

Stage 1: 3 epochs, LR 2 x 1074, cosine, warm-up
0.03, weight decay 0.01, adamw_torch, per-
device batch 1 with gradient accumulation 8,
max length 2,048, BF16, gradient checkpointing,
save/eval every 100 steps, seed 3407, 24,930 opti-
mizer steps. Stage 2: identical except LR 2 x 1075
and 7,845 steps over 20,920 examples. Specialists:
2 epochs, LR 5 X 1075, adamw_torch_fused,
seed 42, save every 100 steps. Generation
(everywhere): num_beams=4, do_sample=False,
length_penalty=1.0, early_stopping=True,
repetition_penalty=1.05,
max_new_tokens=120, left padding and left
truncation.
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