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Abstract

We present the findings of the Arabic Sen-
tence Segmentation (ARASEG) Shared Task,
organized at the Fourth Arabic Natural Lan-
guage Processing Conference (ArabicNLP
2026). Given an Arabic document, the task
requires systems to identify sentence bound-
aries and segment the text into coherent sen-
tences. Systems are evaluated on the genre-
diverse ARASEG corpus under four input set-
tings that vary in punctuation availability and
paragraph structure, each with a Closed Track
restricted to the provided training data and an
Open Track permitting publicly available ex-
ternal resources. 22 teams from 13 countries
registered, 16 submitted systems, and 14 sub-
mitted system description papers. Across the
eight subtask-track combinations, the best sys-
tems achieve F1 scores ranging from 89.1 to
95.3. Performance declines as segmentation
cues are removed, with the largest drop oc-
curring when both punctuation and paragraph
structure are unavailable. Pretrained-encoder
ensembles and careful prediction calibration
emerge as the most effective approaches, while
gains from LLMs, external data, and complex
architectures vary across systems and settings.1

1 Introduction

Sentence segmentation is a fundamental prepro-
cessing step in natural language processing (NLP),
as many datasets and downstream systems operate
on sentence-delimited text. Sentence boundaries
are important for tasks such as dependency parsing,
named entity recognition, retrieval, and increas-
ingly for large language model (LLM) pipelines, in-
cluding text chunking, alignment (Qiu et al., 2025),
and efficient training (Zheng et al., 2025).

Arabic presents unique challenges for sentence
segmentation. Punctuation can be sparse, incon-
sistent, or absent altogether, especially in histori-
cal, literary, and other less standardized forms of

1https://www.araseg.aramlab.ai/

text. Sentence boundaries may instead be signaled
through discourse structure, coordinating conjunc-
tions, and lexical cues, making them difficult to
recover using punctuation alone. Even when punc-
tuation is present, it does not always provide an
unambiguous boundary signal (Yagi et al., 2024).
These characteristics make Arabic sentence seg-
mentation highly dependent on genre, document
structure, and the availability of explicit surface
cues, motivating evaluation settings that go beyond
well-punctuated text.

To promote research on Arabic sentence segmen-
tation, we organized the Arabic Sentence Segmen-
tation (ARASEG) Shared Task as part of the Fourth
Arabic Natural Language Processing Conference
(ArabicNLP 2026), co-located with EMNLP 2026.
The shared task uses the ARASEG dataset, a manu-
ally annotated, genre-diverse corpus spanning eight
genres with substantial variation in writing style,
punctuation usage, and document structure.

The shared task consists of four subtasks defined
by two dimensions: punctuation availability and
paragraph structure. Figure 1 illustrates the dif-
ferences between the four subtasks. Each subtask
includes a Closed Track, where participants may
use only the provided ARASEG data, and an Open
Track, where publicly available external resources
are permitted. These settings evaluate systems un-
der increasingly challenging conditions, from text
with explicit structural and punctuation cues to in-
put where such cues are limited or absent.

A total of 22 teams from 13 countries reg-
istered for the shared task, with 14 teams sub-
mitting system description papers. Participating
teams explored ensembles of pretrained Arabic en-
coders, task-adaptive training, calibrated threshold-
ing, structured decoding, and LLM-based boundary
refinement. This paper describes the task, partici-
pating systems, and official results, and analyzes
the effects of input cues and modeling choices
across settings.
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Figure 1: Four parallel variants of a document in the ARASEG corpus. The ¶ symbol marks paragraph boundaries,
while red, boldfaced, and underlined words mark positions after which sentence boundaries occur.

2 Related Work

2.1 Sentence Segmentation
Sentence segmentation has been approached using
a range of rule-based, statistical, and neural meth-
ods. Traditional systems rely on punctuation pat-
terns and handcrafted rules, as in SpaCySENT (Hon-
nibal et al., 2020) and PySBD (Sadvilkar and Neu-
mann, 2020). Other approaches infer boundaries
from distributional patterns in unannotated text;
Punkt (Kiss and Strunk, 2006), for example, learns
abbreviation and sentence-boundary behavior with-
out supervised training. More recent multilingual
systems such as Ersatz, Where’s the Point (WtP),
and Segment Any Text (SaT) (Wicks and Post,
2021; Minixhofer et al., 2023; Frohmann et al.,
2024) use pretrained transformer representations
to predict sentence boundaries across languages.
LLM-based segmentation has also received recent
attention (Retkowski and Waibel, 2026), although
specialized encoder models can remain competitive
or superior in low-resource and historically diverse
settings (Bilitski et al., 2026).

Arabic has received considerably less attention
as a standalone sentence segmentation problem.
Related work has investigated neighboring tasks,
including clause segmentation (Ameur et al., 2008;
Keskes et al., 2012), semantic text chunking (Alam-
mar et al., 2025; Chirkunov et al., 2026), and punc-
tuation restoration (Alshanqiti et al., 2022). Mekki
et al. (2022) examined sentence segmentation for
Tunisian Arabic, but broad evaluation across Ara-
bic genres and document conditions remains lim-
ited. Although several multilingual segmentation
systems include Arabic, such evaluations generally
do not isolate the properties of Arabic text that
make boundary detection difficult. The ARASEG
Shared Task is designed to address this gap by
providing a common evaluation setting in which
systems are tested under different combinations of
punctuation and paragraph information.

2.2 Arabic Sentence Segmentation Challenges

Arabic sentence segmentation is particularly chal-
lenging due to the ambiguous and inconsistent use
of punctuation. Modern punctuation conventions
entered Arabic writing relatively late, and many
historical and literary sources contain sparse or no
punctuation. In such texts, relationships between
clauses and sentences are frequently expressed
through conjunctions and discourse markers such
as ð wa2 ‘and’,

	¬ fa ‘so/then’, and Õç�' θum∼a
‘then/afterwards’. As a result, identifying a sen-
tence boundary may require lexical and contextual
information rather than a dedicated boundary sym-
bol. In ARASEG, non-punctuation-based bound-
aries account for 39% of sentence boundaries, vary-
ing across genres from 3% in Wikipedia to 59% in
educational and 40% in religious texts.

Punctuation also provides an imperfect signal
when it is present. Its use varies across genres, au-
thors, and writing conventions, and the same mark
may serve different discourse functions. The Ara-
bic comma (,), for instance, can separate elements
within a sentence or occur at a sentence bound-
ary (Hadrich Belguith et al., 2005; Zaghouani and
Awad, 2016; Yagi et al., 2024). Punctuation errors
are also common in Arabic writing (Zaghouani
et al., 2014), further reducing its reliability as a
segmentation cue.

These properties directly motivate the design of
the shared task (§3). By varying both punctua-
tion availability and paragraph structure, the four
subtasks measure the extent to which systems rely
on explicit surface cues versus lexical and contex-
tual evidence. The settings range from paragraph-
aware, punctuated text to substantially harder input
in which both punctuation and paragraph bound-
aries are removed, allowing us to assess robustness
across genres and document conditions.

2Arabic HSB transliteration (Habash et al., 2007).
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3 Shared Task Description

The goal of the ARASEG shared task is to segment
Arabic documents into sentences. Given a docu-
ment, systems must identify sentence boundaries
to produce coherent sentence units. We formu-
late Arabic sentence segmentation as a binary to-
ken classification task, where the goal is to predict
whether a sentence boundary follows each token.

The shared task is designed as a low-resource
evaluation setting. Participants are provided with
a fixed subset corresponding to 10% of the avail-
able training data, sampled across genres, and use
this subset for system development in the restricted
setting. The task comprises four subtasks that vary
along two dimensions: punctuation availability and
paragraph structure. Each subtask is evaluated un-
der two tracks.

Subtasks Participants compete in one or more of
the following subtasks.

• No-Punctuation No-Paragraph (NoPnx-
NP): punctuation, domain-specific boundary
markers (e.g., verse numbers in Quran/OT/NT
and question/multiple-choice markers in Ara-
bicMMLU), and paragraph boundaries are re-
moved.

• No-Punctuation Paragraph-Aware (NoPnx-
PA): punctuation and domain-specific bound-
ary markers are removed, while paragraph
boundaries are retained.

• No-Paragraph (NP): punctuation is retained,
but paragraph boundaries are removed.

• Paragraph-Aware (PA): punctuation and
paragraph boundaries are retained.

Tracks Participants compete in one or more of
the following tracks.

• Closed Track: Systems must be trained exclu-
sively on the provided training subset, without
using any additional training data.

• Open Track: Systems may use additional
publicly available data for training.

With four subtasks and two tracks, the task results
in a total of eight possible combinations. Partici-
pants are allowed to compete in multiple subtasks
and tracks.

4 Shared Task Data and Evaluation

In this section, we present the datasets used in dif-
ferent tracks, describe the evaluation metrics, and

Genre Source #Docs #Paras #Sents #Tokens

Children

Green Library 11 200 534 8K
Kashkul 1 29 30 185
Majed 86 2K 3K 32K
Mama Bread 1 23 38 437
Spacetoon 12 283 283 1K
chatGPT 2 248 248 2K

Education

ALC 5 24 213 3K
ArabicMMLU 99 2K 9K 57K
BTEC 6 584 584 5K
Curriculum 39 3K 4K 40K
ZAEBUC 39 70 433 6K

Literature

Arabian Nights 11 18 360 4K
Hayy 9 166 525 9K
Hindawi 67 1K 4K 59K
Kalima 18 251 765 13K
Sara 8 634 866 14K

Media
QALB 8 82 350 4K
Subtitles 1 50 50 321
WikiNews 28 156 365 6K

Poetry
Hanging Odes 5 329 329 3K
Lang. Sings 3 75 75 404
Al Issa 1 100 100 333

Politics Constitutions 3 2K 3K 47K
UN DEC HR 1 79 91 1K

Religion

Hadith 33 34 428 4K
NT 28 191 1K 21K
OT 29 196 996 18K
Quran 63 63 2K 38K

Wiki Wikipedia 41 345 1K 32K

Total 658 14K 36K 428K

Table 1: ARASEG shared-task statistics across genres
and sources, including documents (Docs), paragraphs
(Paras), sentences (Sents), and tokens (Tokens).

outline the submission guidelines given to the par-
ticipants.

4.1 Data

Corpus Overview The shared task uses the
Arabic Sentence Segmentation (ARASEG) cor-
pus (Elkholy et al., 2026), a manually anno-
tated, genre-diverse dataset developed for Ara-
bic sentence segmentation. ARASEG consists of
2,187 documents containing 48,250 paragraphs and
121,623 sentences, totaling 1.4M tokens from 30
sources across eight genres. For the shared task,
we adopt a low-resource setting and provide par-
ticipants with a genre-stratified 10% subset of the
original ARASEG training (Train) split. The orig-
inal development (Dev) and test (Test) splits are
retained for model calibration and selection and for
model evaluation, respectively. Table 1 summarizes
the shared-task data across genres and sources.
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Split #Docs #Paras #Sents #Tokens

Train 174 3,903 10,657 122K
Dev 222 5,066 12,985 156K
Test 262 5,025 12,509 150K

Total 658 13,994 36,151 428K

Blind Test 312 5,515 14,174 192K

Table 2: ARASEG shared-task split statistics by doc-
uments (Docs), paragraphs (Paras), sentences (Sents),
and tokens.

Split Pnx Word Overall

Train 6,034 4,623 10,657
Dev 8,198 4,787 12,985
Test 7,679 4,830 12,509

Total 21,911 14,240 36,151

Blind Test 10,795 3,379 14,174

Table 3: ARASEG shared-task sentence boundary
statistics across punctuation-based (Pnx) and word-
based (Word) boundaries.

Blind Test Set We introduce a new Blind Test set
specifically created for the shared task and anno-
tated following the same guidelines as ARASEG.
The Blind Test set consists of 312 documents, 5,515
paragraphs, and 14,174 sentences. The Blind Test
set is used for the official shared-task evaluation.

Corpus Variants ARASEG provides four cor-
pus variants that share the same sentence-level an-
notations but differ in their input representation
along two dimensions: punctuation availability and
paragraph structure. These variants correspond to
the four shared-task subtasks described in §3.

Table 2 presents the dataset statistics across
splits. Additionally, Table 3 distinguishes between
punctuation-based (Pnx) and word-based (Word)
sentence boundaries.

4.2 Evaluation Metrics

We evaluate models using boundary-level precision
(P), recall (R), and F1, where predictions are cor-
rect only if they exactly match gold boundaries. We
report macro-averaged document-level F1 to avoid
bias toward larger documents. We do not report
Pk (Beeferman et al., 1999) or WinDiff (Pevzner
and Hearst, 2002), which target coarse-grained seg-
mentation rather than sentence boundary detection.

4.3 Submission Guidelines

The shared task is organized in two phases: de-
velopment and testing. During the development
phase, we set up CodaBench (Xu et al., 2022) com-
petitions for all tracks. Participants may either
evaluate their systems locally on the ARASEG
Dev and Test sets,3 or submit their predictions on
the ARASEG Test set through the corresponding
CodaBench competition for each track. Since the
ARASEG Test set is publicly available, anyone is
welcome to participate in this phase.

In the testing phase, we release the Official
Blind Test set exclusively to registered participants.
Registered teams are required to submit system
description papers.

Teams are permitted to participate in all subtasks
and tracks; however, their submissions must adhere
to the resource constraints defined for each track.

5 Participants and Systems

We received 22 team registrations from 13 coun-
tries, with 16 teams submitting systems and 14
submitting system description papers. In total, we
received 143 submissions during the development
phase and 769 submissions during the testing phase.
Table 4 lists the 14 teams that submitted system de-
scription papers along with their affiliations and the
subtask–track combinations they joined.

5.1 Baseline

We establish a reference baseline by fine-tuning
CAMeLBERT-MSA (Inoue et al., 2021), the best-
performing model reported by Elkholy et al. (2026).
We fine-tune it on the ARASEG shared task train-
ing data using the same training procedure and
hyperparameters.

5.2 Summary of Submitted Systems

Table 5 summarizes participating teams’ ap-
proaches and their rankings. Most systems re-
lied on Arabic pretrained encoders, particularly
CAMeLBERT (Inoue et al., 2021), AraBERT (An-
toun et al., 2020), AraELECTRA (Antoun
et al., 2021), ARBERT and MARBERT (Abdul-
Mageed et al., 2021), and Arabic-BERT (Safaya
et al., 2020). Several teams used multilin-
gual or segmentation-specific models such as
XLM-RoBERTa (Conneau et al., 2020) and
SaT (Frohmann et al., 2024). Only four teams used

3https://github.com/mbzuai-nlp/
araseg-shared-task-2026
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Team Country Affiliation PA NP NoPnx-PA NoPnx-NP

C O C O C O C O

Abjad AI Saudi Arabia Abjad AI ✓ ✓
Al-Qahera Egypt AUC ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓
AUC DL Lab Egypt AUC ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓
Axiom Bangladesh Chittagong University ✓
DxMultiHead Saudi Arabia KFUPM ✓ ✓ ✓ ✓
ENSAR Egypt AUC ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓
FAAMG United States AUC ✓
iMak AI Lab Russia iMak AI Lab ✓ ✓ ✓ ✓
Itgan United Kingdom Independent ✓ ✓ ✓ ✓
Knights-ST Egypt Alexandria University ✓
Mostafa ElAraby Canada Université de Montréal ✓
NAMAA-Community Germany NAMAA Community ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓
NLPBeasts Egypt AUC ✓
Wathiq-SPU Syria Syrian Private University ✓ ✓ ✓ ✓

Table 4: Teams, affiliations, and submissions by subtask and track. C and O denote Closed and Open tracks,
respectively; AUC and KFUPM denote the American University in Cairo and King Fahd University of Petroleum
and Minerals, respectively.

Team En
co

de
rs

LL
M

s

En
se

m
bl

es

Abjad AI ✓
Al-Qahera ✓ ✓ ✓
AUC DL Lab ✓ ✓ ✓
Axiom ✓ ✓
DxMultiHead ✓ ✓
ENSAR ✓ ✓ ✓
FAAMG ✓ ✓
iMak AI Lab ✓ ✓
Itgan ✓ ✓
Knights-ST ✓ ✓
Mostafa ElAraby ✓ ✓
NAMAA-Community ✓ ✓ ✓
NLPBeasts ✓
Wathiq-SPU ✓ ✓
Baseline ✓

Table 5: Summary of the main modeling techniques
used by the participating teams.

LLMs, including Qwen3-4B (Yang et al., 2025),
Gemini-3.6-Flash (Google DeepMind, 2026), and
Claude-Opus-5 (Anthropic, 2026), either as stan-
dalone predictors or for boundary refinement. Most
teams used ensembles, combining architectures,
random seeds, checkpoints, or configurations.

Systems also differed substantially in how they
adapted models to the task. Several teams used
task-adaptive or continued pretraining before super-
vised fine-tuning (Hossain, 2026; Sakr and Torki,
2026), while others trained jointly across multiple
input variants to transfer information between seg-
mentation conditions (Lipinski and Makarov, 2026;
Almajai, 2026; ElAraby, 2026). Class imbalance
was commonly addressed through weighted losses
or calibrated decision thresholds (Alsudairi et al.,
2026; Eid et al., 2026; Hossain, 2026; Almasri
et al., 2026), and many ensemble systems tuned
either model weights or classification thresholds on
the development set (Mohamed and Ajlan, 2026;
Ragab and Sabry, 2026; Elmasry et al., 2026; Lip-
inski and Makarov, 2026; Almajai, 2026). Other
approaches introduced explicit structural model-
ing, including dependency information (Ragab
and Sabry, 2026), CRF-based decoding (Elmasry
et al., 2026; Salieb et al., 2026), boundary con-
straints (Eid et al., 2026; Almasri et al., 2026), and
structured decoding for the punctuation-free set-
tings (Ragab et al., 2026).

Open-track systems explored several ways of in-
corporating external data beyond the provided train-
ing data. These included pseudo-labeled Wikipedia
documents (Mohamed and Ajlan, 2026), addi-
tional Arabic treebanks and corpora (Ragab and
Sabry, 2026), and LLM-based refinement or pre-
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diction (Mohamed and Ajlan, 2026; Emam et al.,
2026; Ragab et al., 2026). Overall, submissions
range from relatively simple single-encoder sys-
tems to large heterogeneous ensembles combining
encoders, LLMs, and structured models.

5.3 System Descriptions

Abjad AI Alsudairi et al. (2026) use a single
CAMeLBERT-MSA encoder with a linear clas-
sifier over its penultimate layer, fine-tuned using
weighted cross entropy.

Al-Qahera Mohamed and Ajlan (2026) use
a three-model ensemble of CAMeLBERT-MSA,
AraBERTv02, and AraELECTRA. Individual
checkpoints are stochastically weight-averaged, af-
ter which boundary probabilities are averaged and
thresholded separately for each subtask. For the
NoPnx-NP open track, they augment the training
data with 2,500 pseudo-labeled Arabic Wikipedia
documents. For NoPnx-PA, they instead obtain
their best results by prompting Gemini-3.6-Flash.

AUC DL Lab Ragab and Sabry (2026) ensemble
Arabic encoders with a syntax-aware dependency-
graph model, incorporating dependency structure,
and a Qwen3-4B decoder bidirectionalized using
Just Pass Twice (Ewais et al., 2026) and fine-tuned
with 4-bit QLoRA (Dettmers et al., 2023). Predic-
tions are calibrated and combined using dev-tuned
weights. For the open track, they add selectively
sampled and leakage-filtered data from CAMeL
Treebank (Habash et al., 2022), BAREC (Elmadani
et al., 2025), and the Prague Arabic Dependency
Treebank (PADT) (Smrž et al., 2002).

Axiom Hossain (2026) combine MARBERTv2
and CAMeLBERT-MSA in a dual-encoder ensem-
ble. Both models undergo continued masked-
language-model pretraining on the task data before
fine-tuning, after which their logits are weighted
and a learned decision threshold is applied.

DxMultiHead Eid et al. (2026) combine
AraBERTv02, CAMeLBERT-MSA, and AR-
BERTv2 in a weighted ensemble trained with
alignment-safe normalization, punctuation mask-
ing, and positive-class loss weighting. Logit
margins are averaged across overlapping windows,
followed by weighted probability fusion, a
calibrated threshold, and boundary constraints.

ENSAR Emam et al. (2026) use a two-stage
pipeline of an encoder ensemble followed by

an LLM jury. Five encoder models span-
ning AraBERTv02 base and large, Arabic-BERT-
large, and XLM-RoBERTa-large generate candi-
date boundaries, with selected models trained us-
ing input perturbation and an auxiliary contrastive
objective. Predictions are averaged across overlap-
ping windows and models, then filtered by sentence
length. Two Claude-Opus-5 judges independently
revise candidates using genre-specific policies, and
only revisions accepted by both judges are applied.

FAAMG Elmasry et al. (2026) build an eight-
model ensemble combining seed-diverse and reg-
ularized AraBERT variants with segmentation-
pretrained SaT and a genre-aware BiLSTM
(Hochreiter and Schmidhuber, 1997) with a con-
ditional random field (CRF) layer (Lafferty et al.,
2001) on top of CAMeLBERT. Model probabilities
are fused using non-negative development-tuned
weights and a global decision threshold.

iMak AI Lab Lipinski and Makarov (2026) train
approximately 30 models per subtask from seven
Arabic encoder families, including models jointly
trained on all four input variants. Greedy forward
selection retains 3-10 models according to F1 under
a calibrated decision threshold, and their probabili-
ties are uniformly averaged.

Itgan Almajai (2026) jointly train models across
all four variants using subtask-specific tags. The
Closed Track system ensembles 21 models drawn
from seven pretrained encoder architectures, while
the Open Track uses a smaller seven-model ensem-
ble trained on additional data. Rather than aver-
aging predictions, the system uses L2-regularized
logistic regression (Cessie and Houwelingen, 1992)
to learn ensemble weights from model logits, fol-
lowed by subtask-specific threshold tuning.

Knights-ST Sakr and Torki (2026) build a seven-
checkpoint, cross-family ensemble for the PA
closed track, combining task-adaptive pretraining
with regularization (liang et al., 2021) and bound-
ary smoothing (Zhu and Li, 2022). Per-token logits
are averaged across models and overlapping win-
dows, then thresholded to obtain predictions.

Mostafa ElAraby ElAraby (2026) use paral-
lel punctuated and unpunctuated versions for the
NoPnx-NP data. Seed ensembles of CAMeLBERT-
MSA models are trained on each view, their predic-
tions are aligned, and final boundaries are assigned
using a learned set of 12 prediction patterns.
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Team PA NP NoPnx-PA NoPnx-NP

C O C O C O C O

ENSAR 95.3 (1) 95.3 (1) 92.0 (1) 92.0 (1) 90.0 (2) 90.0 (2) 89.1 (1) 89.1 (1)
DxMultiHead 95.0 (2) – 91.3 (2) – 89.5 (5) – 86.0 (6) –
Knights-ST 94.8 (3) – – – – – – –
Al-Qahera 94.7 (4) 94.7 (2) 91.1 (4) 91.0 (3) 91.2 (1) 91.2 (1) 87.4 (2) 87.5 (2)
AUC DL Lab 94.5 (5) 94.6 (3) 90.8 (6) 90.9 (4) 89.2 (6) 89.7 (4) 86.0 (7) 86.0 (5)
NAMAA 94.4 (6) 94.4 (4) 91.3 (3) 91.3 (2) 89.9 (3) 89.9 (3) 87.0 (3) 87.0 (3)
Itgan 94.4 (7) 93.2 (6) – 90.6 (5) – 89.7 (5) 86.5 (5) 86.5 (4)
iMak AI Lab 94.1 (8) – 91.0 (5) – 89.5 (4) – 85.8 (8) –
Baseline 93.9 (9) 93.9 (5) 88.2 (9) 88.2 (6) 87.0 (8) 87.0 (6) 80.7 (10) 80.7 (7)
Wathiq-SPU 93.4 (10) – 90.0 (7) – 87.9 (7) – 84.8 (9) –
Abjad AI 91.7 (11) – 89.7 (8) – – – – –
NLPBeasts 89.5 (12) – – – – – – –
FAAMG – – – – – – 86.7 (4) –
Mostafa ElAraby – – – – – – – 84.9 (6)
Axiom – 90.2 (7) – – – – – –

Table 6: Participating teams’ results on the Blind Test set across the Closed (C) and Open (O) tracks in terms of
document-level macro F1. Ranks are shown in parentheses. Best results are in bold. The results are sorted on the
PA-C, NP-C, NoPnx-PA-C, and NoPnx-NP-C columns. NAMAA denotes NAMAA-Community.

NAMAA-Community Ragab et al. (2026) com-
bine several model families, including Arabic
and multilingual pretrained encoders, bidirection-
ally adapted and LoRA-fine-tuned (Hu et al.,
2021) LLMs, character-level SaT models, and a
punctuation-restoration model. Predictions from
these models are combined through weighted aver-
aging, while a logistic maximum-entropy Markov
model (McCallum et al., 2000) is used to greedily
decode boundaries for the NoPnx subtasks.

NLPBeasts Salieb et al. (2026) compare two
approaches for the PA Closed Track: a feature-
engineered CRF and a character-word BiLSTM-
CRF trained from scratch, with the latter selected
as the final system. Learned word and character rep-
resentations are contextualized using a two-layer
BiLSTM, followed by a linear-chain CRF that de-
codes predictions over non-overlapping chunks.

Wathiq-SPU Almasri et al. (2026) use subtask-
specific calibrated ensembles centered on CAMeL-
BERT, with two-model ensembles for PA and
NoPnx-PA, three independently initialized models
for NP, and a context- and transfer-diverse CAMeL-
BERT ensemble combined with AraELECTRA
for NoPnx-NP. Predictions are combined using
subtask-specific weights and thresholds, with punc-
tuation constraints applied when available.

6 Results

Table 6 reports document-level macro F1 on the
Blind Test set for teams that submitted a system
description paper. 14 teams participated in at least
one subtask-track combination. Closed Track par-
ticipation was higher, with 35 submissions across
four subtasks, compared with 22 in the Open Track.
Within the Closed Track, PA attracted the most
teams (11), followed by NoPnx-NP (9), NP (8),
and NoPnx-PA (7). Five teams participated in one
subtask–track combination, whereas ENSAR, Al-
Qahera, AUC DL Lab, and NAMAA-Community
participated in all eight. 52 of the 57 team–subtask–
track submissions outperformed the baseline.

6.1 Performance Across Subtasks

Performance varies substantially across the four
subtasks. PA is consistently the easiest, while
NoPnx-NP is the most challenging. Considering
the best Closed Track result in each subtask, per-
formance drops by 3.3 F1 points when paragraph
boundaries are removed, 4.1 points when punctu-
ation is removed, and 6.2 points when both are
removed. The same pattern holds across the five
teams that participated in all four Closed Track sub-
tasks. Relative to their PA performance, scores de-
crease by 3.3-5.6 points on NP, 4.1-7.4 on NoPnx-
PA, and 6.2-10.5 on NoPnx-NP.
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6.2 Comparison Between Teams

ENSAR ranks first in six of the eight subtask–
track combinations. It leads the next-best sys-
tem by 0.3, 0.7, and 1.7 F1 points on Closed
PA, NP, and NoPnx-NP, respectively, and by 0.6,
0.2, and 1.2 points in the corresponding Open set-
tings. Al-Qahera leads NoPnx-PA by 1.2 points
in both tracks and ranks second on Closed NoPnx-
NP. Together, ENSAR, Al-Qahera, and NAMAA-
Community occupy the top three ranks in five of
the eight combinations.

DxMultiHead ranks second on Closed PA and
ties NAMAA-Community for second on Closed
NP. Among teams entering fewer settings, Knights-
ST ranks third on Closed PA, FAAMG fourth on
Closed NoPnx-NP, and Mostafa ElAraby second
on Open NoPnx-NP.

Despite using different ensemble designs, AUC
DL Lab, NAMAA-Community, Itgan, and iMak
AI Lab achieve similar results. Their Closed Track
scores span only 0.4 F1 points on PA, 0.5 on NP,
0.7 on NoPnx-PA, and 1.2 on NoPnx-NP.

6.3 Closed and Open Tracks

Open Track participation was lower, and teams
used its flexibility differently, incorporating exter-
nal or pseudo-labeled data, modifying their training
setup, or changing ensemble composition. Among
teams reporting results in both tracks, ENSAR and
NAMAA-Community obtained identical scores
across all four subtasks, while differences for Al-
Qahera and AUC DL Lab were at most 0.1 and 0.5
F1 points, respectively. These differences limit con-
clusions about additional data, though the modest
gains align with the diminishing returns reported
by Elkholy et al. (2026).

6.4 Key Modeling Trends

The strongest systems consistently combine pre-
trained encoders with ensembling and calibration.
ENSAR, Al-Qahera, DxMultiHead, NAMAA-
Community, and iMak AI Lab all follow this gen-
eral recipe and rank among the strongest submis-
sions across multiple settings. Although these
systems differ in ensemble size, model composi-
tion, and combination strategy, encoder ensembles
emerge as the most reliable approach across the
leaderboard.

LLMs provide additional benefits in some sys-
tems but are not necessary for strong performance.
ENSAR and Al-Qahera achieve top results while

incorporating LLM components, yet encoder-only
systems such as DxMultiHead and Knights-ST re-
main highly competitive. Similarly, larger and
more complex ensembles do not consistently out-
perform smaller ones, suggesting that ensemble
composition and calibration are more important
than scale alone.

Overall, the shared-task results indicate that
strong pretrained encoders, model diversity, and
careful prediction calibration are the most consis-
tent ingredients of successful systems, while gains
from LLM integration, external data, and more
elaborate decoding strategies are more variable.

7 Outlook and Lessons Learned

We observed several evaluation practices that
should be reconsidered in future shared tasks.
Some teams used development or test data for train-
ing and calibration, while others adapted thresh-
olds based on repeated Blind Test set leaderboard
feedback. These choices partly reflect conventions
from prior shared-task designs, but they reduce
comparability and increase the risk of overfitting to
evaluation data. Once these issues became appar-
ent, we asked affected teams to retrain and rebuild
their systems using only the data and procedures
permitted by the intended evaluation setup.

We advise future shared tasks to define split us-
age more clearly, separate training and evaluation
stages strictly, and limit Blind Test submissions.

8 Conclusion

We presented ARASEG 2026, the first shared task
on multi-genre Arabic sentence segmentation, cov-
ering four input settings defined by punctuation
availability and paragraph structure across Closed
and Open Tracks. The results demonstrate the im-
portance of both punctuation and paragraph struc-
ture. Relative to the best Closed Track result on PA,
removing paragraph boundaries reduced F1 by 3.3
points, removing punctuation by 4.1 points, and re-
moving both by 6.2 points. The strongest systems
relied primarily on diverse pretrained-encoder en-
sembles and careful calibration, while gains from
LLMs, external data, and more elaborate architec-
tures were less consistent. These findings establish
strong benchmarks for Arabic sentence segmenta-
tion across diverse input conditions.

In future iterations, we plan to expand the shared
task to additional genres and Arabic varieties, in-
cluding dialectal Arabic.
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Limitations

This work focuses only on segmentation for Mod-
ern Standard Arabic, and does not extend to di-
alectal Arabic varieties. Additionally, we restrict
training to 10% of the ARASEG corpus. Many
of the methodologies proposed by the participants
may perform differently with additional training
data. Finally, we use strict boundary F1 and do not
separately evaluate over- or under-segmentation or
report results by genre or boundary type.
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