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Abstract

We present NAMAA Community’s systems
for the four closed-track Arabic sentence-
segmentation subtasks of AraSeg 2026. Hetero-
geneous ensembles combining LoRA-adapted
bidirectional language models, XLM-R vari-
ants, a character-level SaT model, and
punctuation-aware models outperform their
development-selected single-model baselines.
Large weights assigned to weaker but archi-
tecturally distinct members are consistent with
complementary errors, although they do not
establish causality. A training-only logis-
tic MEMM improves F1 by 4-0.9 and +0.6
points on the punctuation-free subtasks but
degrades both punctuated ones; the same di-
rectional pattern appears on the blind split.
Aligning punctuated and punctuation-free in-
puts reveals +7.2/ 4+ 7.1 Fl points of ora-
cle headroom against the contemporaneous
NoPnx locks, while only 52.5% of removed
tokens are covered by the restoration label in-
ventory. Genre-proxy analysis localizes the
largest degradation to scriptural text. On the
blind split, in the closed track, our systems
achieved F1 scores of 94.4/91.3/89.9/87.0 on
PA, NP, NoPnx-PA, and NoPnx-NP, respec-
tively, ranking 6th/3rd/4th/3rd. The same sys-
tems, entered unchanged in the open track, rank
4th/2nd/3rd/3rd. Implementation and experi-
mental resources are publicly available.!

1 Introduction

Arabic sentence segmentation is particularly chal-
lenging when punctuation is inconsistent or absent
(Elkholy et al., 2026a). AraSeg 2026 (Elkholy et al.,
2026b) frames it as binary token classification over
four aligned versions of the same documents: punc-
tuation and paragraph breaks (PA), punctuation
only (NP), paragraph breaks only (NoPnx-PA),
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and neither cue (NoPnx-NP), enabling a controlled
study of how each cue affects segmentation. We
present NAMAA Community’s closed-track sys-
tems for all four subtasks.

We investigate three questions. RQ1: Does het-
erogeneous model diversity help beyond standalone
models—do character-, subword-, and language-
model-based members carry complementary infor-
mation? RQ2: When does sequence decoding
help? We evaluate a train-only decoder under both
punctuated and punctuation-free conditions. RQ3:
How much is lost when punctuation is removed,
and where? We use oracle map-back, restoration
coverage, and genre-proxy diagnostics. The cen-
tral controlled finding is that the same train-only
decoder improves both punctuation-free conditions
but harms both punctuated ones, revealing an inter-
action between decoding and available cues.

2 Related Work

Sentence segmentation is handled either inside a
general pipeline, as in Stanza (Qi et al., 2020), or as
a dedicated task: FullStop jointly models punctua-
tion and segmentation with Transformer encoders
(Vandeghinste and Guhr, 2024), while SaT offers
a character-level approach robust to unreliable or
absent punctuation (Frohmann et al., 2024). Punc-
tuation restoration is closely related-Cadence casts
multilingual recovery as token-level sequence la-
beling (Pulipaka et al., 2025). These motivate our
combination of punctuation-aware, subword-level,
and character-level models.

Architecture also matters: bidirectional encoders
exploit both left and right context, and decoder-
only LLMs can be adapted for sequence labeling by
removing causal attention constraints (Duki¢ and
gnajder, 2024; BehnamGhader et al., 2024). Be-
yond independent token classification, structured
decoding models dependencies between neighbor-
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Figure 1: Production inference and post-hoc analysis. Punctuated systems bypass the MEMM; only punctuation-free
systems take the amber decoding branch. The green dotted branch uses predictions and gold-aligned counterparts
for analysis and is never part of inference. Labels and line styles preserve meaning in grayscale.

ing labels, for which Maximum Entropy Markov
Models (MEMMSs) are the classical framework
(McCallum et al., 2000).

For Arabic, AraSeg provides four aligned con-
ditions that independently vary punctuation and
paragraph information (Elkholy et al., 2026a,b) and
reports that removing punctuation sharply increases
difficulty while larger models do not necessarily
dominate lighter encoders in the hardest settings
(Elkholy et al., 2026a). We build on that setup
by testing heterogeneous ensembles across all four
conditions and locating where the loss falls when
punctuation disappears.

3 System Overview

Figure 1 summarizes the complete pipeline. All
four tracks share full-document windowing, center
stitching, and train-only ensemble combination; the
punctuated tracks use direct thresholding, whereas
the NoPnx tracks additionally evaluate MEMM
decoding.

3.1 Document Modeling and Heterogeneous
Members

Subword and LLM members classify the first sub-
word of each word, while SaT contributes character-
level boundary probabilities aligned to the same

word positions. Overlapping windows cover full
documents: 512 tokens for encoder models and
2,048 for LLMs, with 128-256 tokens of over-
lap between consecutive windows (st ride in the
Hugging Face tokenizer API denotes this overlap,
not the step size). Center stitching retains each
word from the window in which it lies farthest
from an edge. Covering the full document in-
stead of truncating at 512 tokens is worth about
8 Fl—truncation discarded roughly 54% of true
boundaries—but that is a before/after comparison
across a bug fix, not an ablation; the overlap itself
is worth about 0.3 (Appendix A.5).

The model pool contains Arabic and multilin-
gual encoders (Antoun et al., 2020; Inoue et al.,
2021; Abdul-Mageed et al., 2021; Antoun et al.,
2021; He et al., 2023; Conneau et al., 2020; Chung
et al., 2021), including multi-task and indepen-
dently seeded XLM-R variants. We also use bidi-
rectional Qwen2.5, Qwen3.5, and Gemma-4 en-
coders (Qwen Team, 2024, 2026; Gemma Team,
2026), adapted with LoRA (Hu et al., 2022) and
R-Drop regularization (Liang et al., 2021). Fine-
tuned SaT adds architecturally distinct character-
level evidence (Frohmann et al., 2024). For the
NoPnx tracks, the candidate pool further includes
an XLM-R punctuation auxiliary model and a fine-
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tuned Naqta punctuation-restoration encoder (Ma-
roof, 2025). This heterogeneous pool forms the
basis of the RQ1 ensemble experiments.

3.2 Train-Only Combination and Conditional
Decoding

Member probabilities are cached at document level
and combined using either probability/logit av-
eraging or L2-regularized stacked generalization
(Wolpert, 1992). Learned combination weights are
estimated from five-fold out-of-fold (OOF) predic-
tions over the 174 training documents, so that no
training prediction comes from a model that has
seen that document. The development split is used
only to select the final decision threshold. Candi-
date combination changes are retained only when
paired document bootstrap analysis (Koehn, 2004)
yields a 95% confidence interval excluding zero on
the held-out practice split.

For RQ2, we additionally evaluate a logistic
maximum-entropy Markov model (MEMM) (Mc-
Callum et al., 2000). Its features include ensemble
member log-odds, document-relative score rank, a
local-maximum indicator, document length, a train-
derived boundary-density prior, and the gap since
the previous predicted boundary. The MEMM is
teacher forced during fitting and decoded greedily
at inference time. As illustrated in Figure 1, it is
applied only to the punctuation-free NoPnx tracks;
punctuated tracks bypass the decoder and use direct
thresholding.

Finally, every track enforces the document-
final boundary constraint §y_; = 1. All 2,632
labeled documents end in a sentence boundary,
whereas unconstrained blind-split combiners vi-
olated this invariant in 28 of 624 documents. The
resulting predictions, with their gold-aligned and
punctuated/punctuation-free counterparts, feed the
analysis-only RQ3 diagnostics at the bottom of
Figure 1.

4 Experimental Setup

Encoders train for 10 epochs at learning rate 1—
2 x 10~ with positive-class weight 2-5. LLM
adapters train for 8 epochs at 1-2 x 10~% with
LoRA r = 16, o = 32, bf16 and R-Drop o = 0.5.
Locked thresholds for PA/NP/NoPnx-PA/NoPnx-
NP are 0.25/0.36/0.46/0.34. We report the offi-
cial document-macro P/R/F1 and use 10,000 paired
bootstrap resamples for gates. Training uses Py-
Torch, Hugging Face Transformers/Datasets, PEFT

and wtpsplit. Appendix A gives final member-
ship, decoder weights and diagnostic controls; Ap-
pendix B is generated from the same results source
used for model selection.

5 Results

5.1 Submitted systems and blind evaluation

Table 1 separates the labeled practice test from the
blind split. Across the open- and closed-track de-
velopment leaderboards, we led seven of eight con-
ditions; the exception was open-track NoPnx-PA,
where we tied at 87.2 and lost the submission-time
tie-break. The blind phase ran from 20 July to 3
August and accepted multiple uploads, so our blind
scores changed across dated submissions; every up-
loaded version had already cleared its prespecified
practice gate, so no blind result entered a selection
decision. The mean blind change from the prac-
tice test is +0.24 F1. Per-head changes are not
controlled system effects, since the blind corpora
differ, but their direction supplies an out-of-sample
check.

The blind phase contains 624 documents in total,
but only 100-212 for any one subtask, so point
estimates must be read with their sample sizes.
Even so, two practice-gated re-locks transfer in-
formationally. The NoPnx-NP change that cleared
the practice gate at +0.60 [+0.19,+1.01] returns
+0.6 blind (86.4 — &87.0), all from recall; both
figures are scored leaderboard submissions, not
estimates. The joint NoPnx-PA gate measures
+0.64 [4+0.15,4+1.16] on 262 practice documents
but only 4+-0.1 on its 100-document blind split. This
difference is compatible with sampling noise; it is
evidence that the locking protocol did not collapse,
not that blind deltas estimate component effects.

5.2 RQ1: Does heterogeneous model diversity
help?

Yes, although the evidence is associative rather than
causal. Relative to the strongest single-model an-
chor, the final systems improve by +1.2/ 4+ 1.6/ +
3.2/44.1 F1 from PA through NoPnx-NP (Table 2).
Architecturally distinct members appear especially
useful: adding SaT improves NP and NoPnx-PA
by +0.18 and +0.40 F1 despite weaker standalone
NoPnx scores, while Naqta has a lower boundary
AUC and low correlation (0.551) with the NoPnx-
PA incumbent, yet receives the largest NoPnx de-
coder coefficient. The strongest controlled check is
the NoPnx-PA joint gate: two candidates that were
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Subtask / system P R

F1 Blind F1 Closed rank Open rank

PA —logit avg. (3)
NP - OOF stack (4+SaT)

95.0 94.6 94.5
91.9 94.6 92.8
NoPnx-PA - MEMM (7+SaT) 87.7 89.3 87.8
NoPnx-NP - MEMM (6+SaT) 86.1 88.4 86.5

94.4 6/12 417
91.3 3/10 2/6
89.9 4/9 3/6
87.0 3/10 37

Table 1: Official practice-test macro P/R/F1 and blind F1, with closed- and open-track ranks. Blind systems include the
final-boundary rule. F1 is the document-macro average, so it is not the harmonic mean of the macro P and R shown. Membership

and thresholds are in Appendix A.1.

Question Controlled contrast PA NP NoPnx-PA NoPnx-NP
RQ1 Final system — dev-selected single-model anchor +1.2 +1.6 +3.2 +4.1

. -0.2 —0.1 +0.9 +0.6
RQ2 - MEMM — per-word incumbent, F'1 [95% Cl] [-0.5,40.1] [~0.4,40.1] [+0.3,+1.6] [+0.1,+1.0]
RQ3 Punctuated lock mapped to NoPnx — NoPnx lock - - +7.2 +7.1

Table 2: The three contrasts that organize the paper. For RQ1, each anchor is the single-model incumbent selected during system
development, without using test-set performance for model selection. RQ1 is descriptive because several components change
together; RQ2 is the prespecified paired decoder comparison; RQ3 is an oracle bound rather than a deployable system.

individually insufficient jointly improve the orig-
inal lock by +0.64 F1 [40.15, +1.16], with both
precision and recall increasing; the same search
on NoPnx-NP is rejected. Overall, the results are
consistent with complementary errors from het-
erogeneous members but do not isolate the causal
contribution of any single component.

5.3 RQ2: When does sequence decoding help?

Sequence decoding helps specifically when punc-
tuation is absent. Relative to the per-word in-
cumbent, the MEMM improves NoPnx-PA by
+0.9 F1 [+0.3,+1.6] and NoPnx-NP by +0.6
[+0.1, +1.0], but is rejected on PA and NP (—0.2
and —0.1 F1). The fitted coefficients explain this in-
teraction: with punctuation, local-rank information
contributes little, and the decoder mainly learns
a document-level boundary-count prior; without
punctuation, within-document ranking becomes in-
formative. The same directional pattern appears on
the blind split, with both NoPnx scores increasing
and both punctuated scores decreasing, although
those blind differences are not treated as a second
causal estimate. Thus, punctuation presence is a
better predictor of decoding utility than nominal
reranking headroom.

5.4 RQ3: How much does punctuation
removal cost, and where?

Aligned map-back analysis places the cost of
punctuation removal at roughly seven F1 points.
Applying punctuated PA/NP systems to their
aligned NoPnx inputs yields 94.42/92.99 F1, com-
pared with contemporaneous NoPnx systems at
87.18/85.89, leaving +7.2/ + 7.1 F1 of oracle
headroom (+6.60/ + 6.50 relative to the final sub-

mitted systems). Only 52.5% of deleted tokens are
covered by the four-label restoration inventory, and
this coverage should not be interpreted as recover-
able F1.

Restoration helps only when incorporated dur-
ing training. Frozen Nagqta features produce no
reliable gain, and restore-then-segment with a
frozen punctuated model loses 5.3 F1. By con-
trast, training on restored text improves NoPnx-
PA by +1.06 F1 [4-0.25, +1.85], while fine-tuning
the Naqta encoder improves NoPnx-NP by +0.60
[+0.19,+1.01]. Genre-proxy analysis further
shows that the loss is uneven: Qur’anic verse drops
by 16.52 F1 after punctuation removal, whereas
Hadith transmission chains lose only 3.48/3.56
points. These clusters are diagnostic proxies rather
than gold genres, so they localize where errors con-
centrate without establishing a causal genre effect.

6 Conclusion

Heterogeneous members improve Arabic sentence
segmentation in every condition, whereas sequence
decoding helps only once punctuation is removed:
different conditions reward different architectural
choices. Oracle analysis puts the cost of that re-
moval at roughly seven F1 points, only part of
which restoration models recover, so restoration
is for now more useful diagnostically than as pre-
processing. Together these support a condition-
aware pipeline: heterogeneous scorers on every
track, structured decoding only for punctuation-
free inputs. The analysis is limited by the modest
dev and blind splits, seed variance, proxy genre
labels, and controlled deletion in MSA only.
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A Reproducibility and Diagnostic Details

A.1 Final systems and training configuration

Class weight is 2-5 by subtask. Encoder/LLM win-
dows are 512/2,048 tokens with 128-256 tokens
of overlap. Encoders train for 10 epochs at LR 1-
2 x 10~°; LLMs train for 8 epochs at 1-2 x 10~*
with LoRA r» = 16, a = 32, bfl6, and R-Drop
a = 0.5. OOF uses five folds and the seed 42. The
final NoPnx-PA membership came from a joint 15-
subset gate: two individually rejected candidates
jointly improved the original lock by +0.64 F1
[+0.15, +1.16]; applying the same procedure to
NoPnx-NP was rejected.

A.2 Decoder features and fitted weights

The MEMM uses member log-odds, mean score,
local maximum/rank, relative position, log docu-
ment length, train boundary density, log gap since
the last boundary and a short-gap indicator. The
two most diagnostic coefficients are:

Subtask Boundary density Local rank
PA —4.53 -0.19
NP —5.13 +0.05
NoPnx-PA —1.65 +0.70
NoPnx-NP —1.07 +0.37

A.3 Punctuation-restoration ladder

Naqgta is MostafaMaroof/Nagta, a pub-
lic XLM-R-large Arabic punctuation-restoration
model.  Frozen, its terminal-probability fea-
ture changes NoPnx-PA/NoPnx-NP by +0.26
[—0.08,40.63] and +0.15 [—0.26,+0.54]; both
are noise. Inserting marks and applying a frozen
punctuated lock loses 5.3 F1. Training on re-
stored text changes the two heads by +1.06
[+0.25,41.85] and +0.13 [—0.96,+1.08]; fine-
tuning Nagqta’s encoder changes them by +0.41
[—0.07,40.88] and +0.60 [4+0.19,+1.01]. Thus,
each trained-in route is significant on a different
head; the robust contrast is a borrowed signal ver-
sus a signal incorporated during training, not a
general claim that restoration works.

A4 Genre-Proxy Analysis of Punctuation
Removal

To examine whether the effect of punctuation
removal varies across document types, we per-
form an exploratory genre-proxy analysis on the
practice-test documents. Because gold genre la-
bels are unavailable, documents are represented
with character-n-gram TF-IDF features and parti-
tioned into five clusters using KMeans. We then
inspect each cluster and assign a descriptive la-
bel based on its dominant textual characteristics.
These labels are therefore analyst-assigned proxies,
not corpus annotations. The analysis is intended
to localize where punctuation removal causes the
largest degradation, rather than to establish genre-
level performance estimates.

The degradation after punctuation removal is
strongly cluster-dependent. Qur’anic verse shows
the largest PA—NoPnx-PA loss (—16.52 F1), fol-
lowed by numbered scripture/scripts (—11.31) and
enumerated short-unit text (—7.66). The same
broad pattern appears for NP—NoPnx-NP, where
Qur’anic verse loses 12.53 points and enumerated
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Subtask Members and combiner Thr.
PA e25 e32 e33;logit average 0.25
NP e40 el5 el6 e38 + fine-tuned SaT; OOF stack 0.36
NoPnx-PA ed4l el7 el8 ell e38 e69 e76+ SaT; MEMM 0.46
NoPnx-NP ed?2 el9 e20 el2 e38 e70 + SaT; MEMM 0.34

Table 3: Final submitted systems. All learned combination/decoder weights use five-fold OOF train predictions; dev

selects the listed threshold.

PA NP NoPnx-PA f NoPnx-NP'
Genre-proxy cluster n  Mean seg. P R F1 P R F1 P R F1 P R F1
Modern prose 121 14.5 93.61 93.25 93.10 89.46 93.74 91.16 86.96 90.84 88.55 85.18 89.02 86.75
Numbered scripture/scripts 58 13.1  95.21 93.75 94.15 90.01 92.37 90.51 82.30 85.43 82.84 79.73 84.72 81.18
Enumerated short-unit text 45 7.2 99.12 99.73 99.40 99.14 99.88 99.49 94.02 91.02 91.74 93.10 87.73 89.49
Hadith transmission chains 20 10.2 89.19 88.67 87.94 88.67 90.01 88.37 84.51 86.59 84.46 82.95 88.65 84.81
Qur’anic verse 18 19.0 100.00 100.00 100.00 100.00 100.00 100.00 87.42 82.99 83.48 88.04 88.05 87.47
Overall 262 - 95.01 94.59 9449 91.91 94.64 92.84 86.99 88.81 87.18 85.36 87.75 85.89

Table 4: Document-macro precision, recall, and F1 across five genre-proxy clusters on the practice test. Mean
seg. denotes mean gold segment length. Clusters are derived from character-n-gram TF-IDF representations with
KMeans (k = 5); cluster descriptions are analyst assigned and should not be interpreted as gold genre labels.

short-unit text loses 10.00. By contrast, Hadith
transmission chains show the smallest reduction
in both contrasts (—3.48 and —3.56), with mod-
ern prose also relatively stable (—4.55 and —4.41).
These results suggest that punctuation removal is
most damaging in clusters whose observed bound-
aries were strongly exposed by surface formatting
or punctuation cues. Given the small size of sev-
eral clusters and the absence of gold genre labels,
we treat this analysis as diagnostic rather than as a
genre-level benchmark.

For reproducibility, the NoPnx columns marked
with T use the 2026-07-13 decoder locks
(87.18/85.89 overall), because the later practice-
test prediction files for the submitted systems
were unavailable. PA and NP use the submitted
locks. Consequently, the cluster analysis should
not be used to recompute the final submitted NoPnx
scores.

A.5 Cross-Family Encoder Sweep and
Window Overlap

The main experiment ledger in Table 6 records
our numbered campaign, but it does not include
a separate cross-family encoder sweep conducted
under a common training recipe. That sweep eval-
uates six encoders using 15 epochs, learning rate
2 x 1074, batch size 4 with gradient accumulation
of 2, warmup ratio 0.1, and weight decay 0.05, with
the decision threshold tuned on development data.
It adds two architecture families not represented
in the numbered campaign—multilingual BERT
and the tokenizer-free Canine-s model (Clark et al.,
2022)—as well as a stronger CAMeL-BERT-MSA

Model PA NP NoPnx
PA NP
mBERT-cased 87.87 — 68.65 -
mBERT-uncased 87.95 - 68.55 -
CAMeL-BERT-Mix 90.32 - 78.12 -
CAMeL-BERT-MSA 90.81 - 79.55

92.55 90.57 83.68 80.10
86.78 79.51 60.61 45.76

RemBERT
Canine-s (char.)

Table 5: Test macro F1 for a cross-family encoder sweep
under a shared training recipe.

rerun. Because these are single runs without paired
bootstrap analysis, we use them only as support-
ing diagnostics and do not use them to re-lock any
submitted system.

The most informative comparison is the be-
havior of Canine-s under punctuation removal.
Its PA score is 86.78 F1, but it falls by 26.17
points on PA—NoPnx-PA. This drop is sub-
stantially larger than those of mBERT-uncased
(19.40), mBERT-cased (19.22), CAMeL-BERT-
Mix (12.20), CAMeL-BERT-MSA (11.26), and
RemBERT (8.87). Among the two models eval-
uated on all four subtasks, Canine-s falls 41.02
points from PA to NoPnx-NP, compared with 12.45
for RemBERT; correspondingly, the RemBERT-
Canine-s gap widens from 5.77 F1 on PA to 34.34
on NoPnx-NP.

This pattern is consistent with the RQ3 finding
that removing punctuation changes which model
properties are useful, but it should not be inter-
preted as independent evidence for a character-level
effect. Canine-s is the only tokenizer-free model
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in this sweep, is represented by a single run, and
has no confidence interval; tokenizer design and
character granularity are, therefore, confounded.

The same sweep also shows a common tendency
toward over-segmentation. Against a gold average
of 47.4 boundaries per document, all six models
predict more boundaries, with excess counts rang-
ing from +1.1 for RemBERT to +4.5 for Canine-s.
This agrees with the precision-below-recall pattern
observed for three of the four submitted systems in
Table 1.

Window overlap. We additionally examine
whether performance depends on the amount of
overlap between adjacent inference windows. Here,
overlap denotes the number of tokens shared by
consecutive windows, rather than the window step
size. The parallel sweep suggested an improve-
ment of roughly +0.2 F1 from using 128-token
overlap. We test this more directly by holding
checkpoint e25 (XLM-R-Large, trained with 256-
token overlap) fixed and varying only the inference-
time overlap, with each setting evaluated at its own
development-tuned threshold.

Relative to the 256-token training setting, zero
overlap loses —0.29 F1 with a 95% interval of
[—0.44, —0.15]. Overlaps of 64, 128, and 384 to-
kens yield differences of —0.10 [—0.26,+-0.06],
—0.03 [-0.18,40.13], and —0.02 [-0.16, +0.10],
respectively. Thus, the evidence supports the im-
portance of having some overlap, while providing
little evidence that the precise overlap size matters
within the 64384 token range. It also suggests that
moderate train-inference overlap mismatch is not
detectably harmful in this range. This controlled
result is consistent with the approximately +0.2
effect observed in the parallel sweep and indicates
that the 128-256 token range used in Section 3
should be viewed as a robust operating range rather
than a finely tuned hyperparameter.

B Full Experiment Ledger

The ledger summarizes the single-model runs with
usable recorded results. Multi-task runs are re-
ported separately for each evaluated subtask, in-
cluding the NP result for e38. Fine-tuned SaT is
also included for all four subtasks; development
F1 was not recorded for these runs. Early el/e2
recipes are marked with a dagger because they pre-
cede the tuned reruns, while e80—e 85 are second-
seed replications rather than distinct systems. A
dash denotes an unavailable value, not zero. Ensem-

bles, decoders, gating experiments, and oracle anal-
yses are excluded because they are not standalone
model runs. We additionally cite AraModernBERT-
Base V1.0 (Elshehy et al., 2026) and Fanar-1-9B-
Instruct (Fanar Team, 2025), which appear only
in the ledger and are not discussed in the main
analysis.
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Table 6: Full experiment ledger. Test F1 uses the official document-macro scorer; dev F1 is reported at the selected
threshold.

Exp. Model Subtask Key technique Test F1 Dev F1
el’  AraBERT-large-v02 PA Plain fine-tune 84.57 89.40
e2  CAMeL-BERT PA Plain fine-tune 87.15 88.57
MSA
e3 XLM-R-Large PA Plain fine-tune 89.82 90.46
eb AraModernBERT- PA 8192-token  whole-document 79.04 80.98
Base context
e’ XLM-R-Large NoPnx-PA pos_weight=3 - -
e8 XLM-R-Large NP pos_weight=3 90.05 90.22
e9 XLM-R-Large NoPnx-NP pos_weight=15 - 76.22
el0 XLM-R-Large PA pos_weight=3 90.06 90.35
ell XLM-R-Large NoPnx-PA pos_weight=2 81.64 81.65
el2 XLM-R-Large NoPnx-NP pos_weight=2 81.52 81.76
el3 XLM-R-Large PA Seed 1 89.80 89.90
el4 XLM-R-Large PA Seed 2 90.50 90.68
el5 XLM-R-Large NP Seed 1 90.51 91.17
el6 XLM-R-Large NP Seed 2 89.88 90.96
el7 XLM-R-Large NoPnx-PA  Seed 1 81.47 81.89
el8 XLM-R-Large NoPnx-PA  Seed 2 81.91 82.03
el9 XLM-R-Large NoPnx-NP  Seed 1 82.11 82.31
e20 XLM-R-Large NoPnx-NP  Seed 2 81.78 81.76
e21 mDeBERTa-v3-base PA Multilingual encoder 90.77 91.67
e22 MARBERTV2 PA Arabic encoder 90.53 91.09
e23  AraELECTRA-base PA ELECTRA discriminator 91.03 91.76
e24 XLM-R-XL (3.5B) PA Increased model capacity 92.36 93.01
e25 XLM-R-Large PA Window stride 256 91.24 91.86
e26  XLM-R-Large PA BiLSTM head 91.31 91.78
e27 XLM-R-Large PA Focal loss (y = 2) 90.31 90.93
e28 XLM-R-Large PA FGM adversarial training 90.89 91.03
e29 XLM-R-Large PA SWA, epochs 9-12 90.12 90.04
e30 XLM-R-Large PA BiLSTM + FGM + SWA 91.42 91.78
e31  Qwen2.5-7B- PA LoRA 88.80 90.87
Instruct
e32 Qwen3.5-9B PA LoRA 93.34 94.07
e33  Gemma-4-12B PA LoRA 91.87 94.15
e34  Qwen3.5-9B PA LoRA + R-Drop 93.22 93.82
e35 Qwen3.5-9B PA LoRA + LLRD 92.24 92.78
e36  Qwen3.5-9B PA LoRA + R-Drop + LLRD 92.18 92.88
e37 XLM-R-Large PA CRF head (Viterbi) 91.36 91.64
e38 XLM-R-Large NP Multi-task, all four tracks 91.01 -
e38 XLM-R-Large NoPnx-NP  Multi-task, all four tracks 81.97 82.16
e39 XLM-R-Large NoPnx-PA  Distillation from e32 81.40 82.22
e40  Qwen3.5-9B NP LoRA + R-Drop 90.67 91.36
e4l  Qwen3.5-9B NoPnx-PA LoRA + R-Drop 84.59 86.03
e42  Qwen3.5-9B NoPnx-NP LoRA + R-Drop 81.79 82.37
e48 XLM-R-Large NoPnx-NP Distillation from €32 81.67 82.44
e50 XLM-R-Large NoPnx-NP Recall loss, seed 42 78.81 75.18
e51 XLM-R-Large NoPnx-PA  Recall loss, seed 42 78.58 74.36
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Exp. Model Subtask Key technique Test F1 Dev F1
e52  XLM-R-Large NoPnx-NP Recall loss, seed 2 78.42 73.29
e53 XLM-R-Large NoPnx-PA  Recall loss, seed 2 76.80 71.84
e54  XLM-R-Large NP Recall loss, seed 42 89.09 86.73
e55 XLM-R-Large PA Recall loss, seed 42 89.74 87.89
e56  XLM-R-Large NoPnx-NP  Frozen syntax features 77.34 73.10
e57 XLM-R-Large NoPnx-PA  Frozen syntax features 78.25 74.56
e58  XLM-R-Large NP Frozen syntax features 88.52 83.87
e59 XLM-R-Large PA Frozen syntax features 89.29 88.49
e60  XLM-R-Large NoPnx-NP  Auxiliary head, p = 1.0 79.45 74.76
e61 XLM-R-Large NoPnx-PA  Auxiliary head, p = 1.0 79.59 75.72
e62  XLM-R-Large NoPnx-NP  Auxiliary head, p = 0.5 76.71 71.79
e63 XLM-R-Large NoPnx-PA  Auxiliary head, p = 0.5 76.77 72.40
e64  AraBERT-large-v02 PA Tuned rerun of el 91.09 92.05
e65  Fanar-1-9B-Instruct PA LoRA, e32 recipe 93.24 93.50
e66  RemBERT PA Tuned rerun 93.36 94.08
e69  Nagqta encoder NoPnx-PA  Punctuation-restoration initializa- 82.49 83.01
tion
e70  Nagqta encoder NoPnx-NP  Punctuation-restoration initializa- 82.42 82.95
tion
e7l  XLM-R-Large NoPnx-PA  Trained on Naqta-restored text 78.34 82.35
e72  XLM-R-Large NoPnx-NP  Trained on Naqta-restored text 77.76 82.33
e73  Qwen3.5-27B PA LoRA, bf16 93.92 94.74
e74  Qwen2.5-7B PA LoRA 91.73 92.65
e75 XLM-R-Large NoPnx-PA  Comma-restored retraining 76.77 82.89
e76  XLM-R-Large NoPnx-PA  Comma-restored retraining 78.84 83.06
e80 Qwen3.5-9B PA e32 recipe, seed 2 93.75 93.93
e81 Qwen3.5-9B NP e40 recipe, seed 2 90.91 91.39
e82 Qwen3.5-9B NoPnx-PA  e4l recipe, seed 2 84.63 85.78
e83  Qwen3.5-9B NoPnx-NP 42 recipe, seed 2 81.69 82.01
e84  Gemma-4-12B PA e33 recipe, seed 2 92.22 93.23
e85  Nagqta encoder NoPnx-NP €70 recipe, seed 2 83.11 83.24
e87 XLM-R-Large NoPnx-PA  Comma-restored retraining 77.53 82.79
SaT  Fine-tuned SaT PA Character-level segmenter 91.19 -
SaT  Fine-tuned SaT NP Character-level segmenter 91.21 -
SaT  Fine-tuned SaT NoPnx-PA  Character-level segmenter 79.54 -
SaT  Fine-tuned SaT NoPnx-NP  Character-level segmenter 79.55 -
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