Yaqeen at IslamicEval 2026: From Contextual Detection to
Retrieval-Based Verification and Canonical Correction of
LLM-Generated Arabic Islamic Citations

Shahad Alsuhaibani
Department of Computer Science

King Saud University
Riyadh, Saudi Arabia

Abstract

Large language models are increasingly used
to answer questions about religious texts, yet
their fluent responses may contain misquoted,
misattributed, or fabricated citations. De-
tecting such hallucinations requires identify-
ing citation components, verifying their cor-
rectness, and recovering the canonical text
when a quotation is incorrect. We present
Yageen’s submission to the IslamicEval 2026
shared task, which evaluates these capabil-
ities through three subtasks: detection of
Qur’anic verses, Hadith text, chains of nar-
ration, and claimed sources; identification of
incorrect citation fragments; and correction
of erroneous Qur’anic and Hadith quotations.
We develop task-specific systems combining
AraBERT-based character-level sequence la-
beling with retrieval-based matching, classifi-
cation, and reranking. Our systems achieve
96.78% character-level Macro-F1 on Task 1,
91.07% accuracy on Task 2, and 78.02% ac-
curacy on Task 3. The results show that com-
bining contextual Arabic representations with
retrieval-based evidence is effective for fine-
grained hallucination detection and correction
in Arabic Islamic content.

1 Introduction

Large language models (LLMs) are increasingly
capable of answering Arabic questions, including
those concerning the Qur’an and Hadith (Abde-
laal et al., 2026; Brown et al., 2020; Lewis et al.,
2020). However, fluent generation does not en-
sure textual or factual faithfulness (Ji et al., 2023).
In religious content, models may alter quotations,
combine texts, misattribute passages, or produce
nonexistent citations, where textual authenticity is
particularly important. Such errors are difficult to
detect because hallucinated quotations may remain
coherent while differing from the original by only a
few characters or words. Moreover, citations may
contain independently correct or incorrect compo-

Mohamed Alkaoud
Department of Computer Science
King Saud University
Riyadh, Saudi Arabia
malkaoud@ksu.edu.sa

nents, such as quoted text, narration chains, and
claimed sources, making response-level evalua-
tion insufficient. IslamicEval 2026 (Alharbi et al.,
2026) addresses this through three tasks: character-
level citation span detection, correctness verifica-
tion, and correction of incorrect Qur’anic and Ha-
dith quotations.

We present Yaqeen, a system covering all three
tasks, with three main contributions. First, we de-
velop an offset-preserving AraBERT detector that
aggregates logits across overlapping windows and
reconstructs character-level citation spans. Sec-
ond, we introduce evidence-based verification
combining canonical similarity, token coverage,
sequence agreement, claimed-source rank, and nar-
rator compatibility. Third, we formulate correc-
tion as type-specific selective retrieval with cal-
ibrated abstention and Qur’an-specific reranking.
Yaqgeen achieves official test scores of 96.78%
Macro F1 for span detection, 91.07% Macro Ac-
curacy for hallucination identification, and 78.02%
Macro Accuracy for correction.

2 Task Overview

IslamicEval 2026 decomposes Arabic Islamic cita-
tion verification into three tasks: (1) citation span
detection, (2) hallucination identification, and (3)
hallucination correction. The details of the tasks
are discussed below.

Task 1: Given an LLM-generated response,
the system assigns each character to one of five
classes: Ayah, Hadith matn, Isnad, claimed
source, or neither. Performance is measured by
character-level Macro-F1. Task 2: For each cita-
tion fragment, the system determines whether it is
correct or incorrect. An Isnad or claimed source
is evaluated only when its corresponding matn is
correct; otherwise, it is excluded. Performance is
measured by accuracy. Task 3: Given an incorrect
Ayah or Hadith matn, the system recovers its corre-
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sponding text from the shared resources, including
prescribed writing and diacritics, or returns ‘mis-
take’ when no valid correction can be established.
Performance is measured by accuracy.

2.1 Dataset

The IslamicEval 2026 dataset contains 4,706 Ara-
bic training responses with 15,826 citation annota-
tions and 32,779 labeled segments, plus 484 vali-
dation responses. The shared-task organizers also
provided the retrieval resources, comprising 6,236
Qur’anic verses and 24,793 Arabic Hadith matn—
isnad records from six major Hadith books.

3 Related Work

Arabic pretrained language models have shown
strong performance across Arabic NLP tasks, in-
cluding sequence labeling and text classification
(Antoun et al., 2020; Melhem et al., 2024; Nasr
and Ben HajHmida, 2024), motivating our use
of AraBERT for span detection. Retrieval-based
methods have also been successfully applied to
Arabic and Qur’anic question answering, where
relevant passages are identified from trusted collec-
tions before extracting an answer (Alnefaie et al.,
2023). Such grounding is particularly important
for religious texts, where minor textual or attri-
bution errors can affect correctness. Following
this direction, we ground verification and correc-
tion in authoritative Qur’anic and Hadith collec-
tions, combining character n-gram retrieval with
evidence-based classification. Rather than gener-
ating corrections freely, our approach selects them
directly from the reference collections to preserve
their original wording.

4 Methodology

Our submission consists of three task-specific sys-
tems. We use pretrained Arabic language models
where contextual understanding is important, and
retrieval-based methods for verifying cited texts.
The systems are designed independently, but Tasks
2 and 3 share the same general retrieval and match-
ing components.

4.1 Task 1: Span Detection

We use aubmindlab/bert-base-arabertve?2
(Antoun et al., 2020) for five-class sequence
labeling. Responses are tokenized into overlap-
ping windows, and each token is assigned the
majority character-level label within its offset

interval; tokens without valid offsets are ignored.
We freeze the embedding and lower Transformer
layers and fine-tune the top four layers and
classification head for two epochs using AdamW
(Loshchilov and Hutter, 2019), with a learning
rate of 3 x 107° and batch size 8. At inference,
logits from overlapping windows are averaged
at the character level before selecting the final
label. Whitespace omitted during tokenization
inherits a non-background label only when both
adjacent characters agree. Consecutive characters
with the same label are then reconstructed into
non-overlapping spans using exclusive end offsets.
Finally, we apply validation-selected minimum
lengths of four characters for general spans and
ten for Ayah and Isnad spans to suppress short
spurious detections.

4.2 Task 2: Hallucination Identification

We perform evidence-based verification by re-
trieving candidate texts and combining textual
and citation-level evidence to classify each frag-
ment as correct or incorrect. Inputs are normal-
ized by removing diacritics, Qur’anic recitation
marks, tatweel, and punctuation; standardizing alif
and hamza variants; and normalizing whitespace.
Qur’anic and Hadith candidates are indexed with
character n-gram TF-IDF and retrieved by co-
sine similarity. Qur’anic fragments are matched
against the complete verse collection, while Hadith
retrieval uses character 3—5-grams.

For the top candidate, we compute retrieval sim-
ilarity, token coverage, and sequence agreement:

T(q) N T(c)|
T(q)

where T'(z) is the normalized token set. Cov-
erage measures content support, while sequence
agreement captures consistency in token order.

For Ayah and matn verification, we train sepa-
rate histogram gradient-boosting classifiers. Fea-
tures include retrieval similarity, coverage, se-
quence agreement, length, and source availability,
with Ayah additionally using claimed-verse evi-
dence and matn using narrator and chain evidence.
Predictions are considered correct above thresh-
olds of 0.65 for Ayah and 0.70 for matn.

Claimed-source verification combines sparse lo-
gistic regression with retrieved citation evidence.
Qur’anic chapter names and verse numbers are
parsed and checked against retrieval, while Ha-
dith sources are compared with sources associ-

coverage(q, c) =
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ated with similar matn. Isnad verification sim-
ilarly combines sparse classification, normalized
narrator overlap, and retrieved-matn evidence af-
ter removing transmission verbs, honorifics, and
generic terms. Because a Hadith may have mul-
tiple valid chains, missing narrator overlap alone
is not treated as sufficient evidence of an incorrect
Isnad.

Finally, following the task dependency structure,
Isnad and claimed-source verification is performed
only when the associated matn is classified as cor-
rect, preventing attribution evidence from compen-
sating for an incorrect quotation.

4.3 Task 3: Hallucination Correction

We formulate Task 3 as retrieval and reranking
rather than direct generation. Separate character
n-gram TF-IDF retrievers search the Qur’an and
Hadith collections, augmented with deduplicated
training corrections. For each query, we retain the
top candidates and use retrieval scores and their
margin to estimate ambiguity.

A type-specific histogram gradient-boosting
classifier decides whether to return a correction
or abstain, using retrieval scores, score margin,
length features, and source-correctness indicators.
Acceptance thresholds are 0.50 for Ayah and 0.70
for matn, reflecting the greater variation and in-
complete coverage of Hadith texts.

For accepted Ayah predictions, we rerank the
top 20 candidates using retrieval rank and score,
character and token similarity, word overlap, and
length-based features. For matn, validation abla-
tion showed that reranking reduced performance,
so the retrieval-and-abstention decision is used di-
rectly. Reranking is also skipped when a Qur’anic
source has already been resolved from a correct
structured citation.

Finally, corrections are copied directly from the
retrieved collection rather than generated, preserv-
ing the required wording and diacritics.

5 Results

5.1 Baseline Comparison

Table 1 compares our final systems with sim-
ple development-set baselines. Task 1 shows the
largest gain, with AraBERT-based span detection
improving Macro F1 by 21.64 points over lexicon
and structural rules. Task 2 improves Macro Accu-
racy by 7.14 points through retrieval evidence and
type-specific classifiers, while Task 3 gains 5.30

Table 1: Development-set comparison between base-
line methods and Yaqgeen.

Task  Baseline Method Metric Baseline Yaqgeen

Task 1 Lexicon and Macro F1 74.18  95.82
structural rules

Task 2 Canonical Macro Acc. 8592  93.06
similarity
thresholds

Task 3 Retrieval with Macro Acc. 72.64 7794
fixed thresholds

Table 2: Development and official test-set perfor-
mance.

Task  Component Metric Dev  Test
Task 1 Overall Macro F1 ~ 95.82 96.78
Task 2 Overall Macro Acc. 93.06 91.07
Ayah Acc. 94.70 92.00
Matn Acc. 93.37 84.43
Isnad Acc. 90.00 92.26
Claimed source Acc. 94.17 95.60
Task 3 Overall Macro Acc. 77.97 78.02
Ayah Acc. 75.00 70.44
Matn Acc. 80.94 84.82

points using learned abstention and Ayah rerank-
ing. Overall, learned task-specific mechanisms
consistently outperform fixed rules and thresholds.

5.2 Official Test Results

Table 2 reports Yageen’s development and official
test-set performance, including component-level
results where available. Task 1 achieves the high-
est overall performance, improving from 95.82%
Macro F1 on the development set to 96.78% on
the test set. This suggests that the span-detection
model generalizes well beyond the development
data. Remaining errors are mainly concentrated
around difficult boundaries and short or ambigu-
ous segments, as discussed in Section 6. For
Task 2, Macro Accuracy decreases from 93.06%
on development data to 91.07% on the test set.
This reduction is driven primarily by matn verifi-
cation, which decreases from 93.37% to 84.43%.
In contrast, claimed-source and Isnad verifica-
tion improve to 95.60% and 92.26%, respectively,
while Ayah verification remains relatively stable
at 92.00%. The lower matn performance re-
flects greater textual and transmission variation
in Hadith, where surface similarity alone may
not establish correctness. Task 3 remains sta-
ble overall, achieving 77.97% Macro Accuracy
on the development set and 78.02% on the test
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set. However, component-level performance dif-
fers: Ayah correction decreases from 75.00% to
70.44%, whereas matn correction improves from
80.94% to 84.82%. The higher matn correction
score does not necessarily mean that Hadith is
easier to correct. Abstention is more prevalent
among incorrect matn training instances than Ayah
instances (75.53% vs. 54.71%), which favors the
higher matn acceptance threshold. Hadith evalua-
tion is also diacritic-insensitive, whereas Qur’anic
evaluation preserves more orthographic informa-
tion. In addition, similar or overlapping verses can
make the intended Ayah difficult to identify. The
difference therefore likely reflects the data distribu-
tion and evaluation setting rather than the intrinsic
difficulty of the two text types.

6 Error Analysis

We manually examined 60 validation errors, with
20 examples from each task, to identify recurring
failure modes. Task 1 errors mainly involve cita-
tion boundaries, Task 2 errors reflect the gap be-
tween textual plausibility and contextual correct-
ness, and Task 3 errors arise from ambiguity in re-
covering the intended source text.

6.1 Task 1: Citation-Boundary Ambiguity

Most Task 1 errors occur at the boundaries between
Isnad, matn, and claimed source. The model of-
ten identifies the correct citation region but assigns
boundary tokens to the wrong component. For ex-
ample, the gold Isnad ends with & s AU e
:JB Lz, while the model extends it into J gy OF

4%&\, consequently truncating the matn. Reporting
verbs such as (¢4, are similarly assigned inconsis-
tently to the source or Isnad. Very short Isnad
spans are also frequently missed. Expressions such
as :JB and :2.4 provide little contextual evi-
dence and can occur in ordinary prose. These er-
rors indicate difficulty reproducing precise bound-
aries when adjacent citation components are lin-
guistically continuous.

6.2 Task 2: Plausibility Is Not Correctness

Task 2 errors often arise when textual plausibility
is mistaken for contextual correctness. This is par-
ticularly evident for Isnad and claimed source
fragments: valid-looking attributions such as ol

were sometimes accepted despite being incor-

rect for the associated quotation. Conversely, gen-
uine quotations were rejected when orthographic

or transmission variants reduced similarity to the
retrieved text. Thus, surface similarity can cause
both false acceptance and false rejection. Verifica-
tion requires establishing the relationship between
a citation and its specific source, rather than only
determining whether the fragment resembles an au-
thentic Islamic text.

6.3 Task 3: Ambiguous Recovery

Task 3 errors are dominated by conservative ab-
stention and incorrect selection among plausible
candidates. Abstention occurs when a corrupted
quotation retains too little text for retrieval to reach
its confidence threshold. For example, a fragment
containing only <l bl s |J shares an anchor
with a Qur’anic verse, but the remaining corruption
provides insufficient evidence for confident correc-
tion. When an incorrect candidate is selected, a
short shared phrase can dominate the ranking. For
example, ;8 ¢ o f Joo»s YL ALY Al led to
a verse sharing .6 s & S e, although the in-
tended source was different. Similarly, a quota-
tion combining material from multiple verses was
assigned to the candidate with greater lexical cov-
erage rather than the intended verse. These er-
rors reveal a precision—recall trade-off: stricter ac-
ceptance reduces unsupported corrections but in-
creases abstentions. More reliable correction there-
fore requires ranking evidence across the entire
quotation rather than relying on short overlapping
phrases.

7 Conclusion

In this work, we presented Yaqeen’s submission to
IslamicEval 2026. Our systems achieve 96.78%
character-level Macro-F1 on Task 1, 91.07% accu-
racy on Task 2, and 78.02% accuracy on Task 3.
The results show that span detection is compara-
tively robust, while verification and correction are
more challenging because correctness depends on
the relationship between a citation and its canoni-
cal source. Our error analysis highlights citation-
boundary ambiguity, Hadith variation, and short
overlapping phrases as recurring sources of fail-
ure. Future improvements should therefore focus
on source-aware retrieval and verification methods
that use the full citation context to distinguish plau-
sible but incorrect quotations from authentic ones.
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