
Proceedings of The Fourth Arabic Natural Language Processing Conference (ArabicNLP 2026) - Volume 2 Shared Tasks, pages 1176–1181
October 28-29, 2026 ©2026 Association for Computational Linguistics

ShadowDZ at HalluScoring-2026: A Fine-Tuned Fanar Approach for
Islamic Knowledge Hallucination Detection
Faiz Kraimia

Faculty of New Information
and Communication Technologies

University of Constantine 2
Abdelhamid Mehri

Constantine 25000, Algeria
faiz.kraimia@univ-constantine2.dz

Aicha Eutamene
Faculty of Natural
and Life Sciences

University of Constantine 1
Freres Mentouri

Constantine 25000, Algeria
aicha.eutamene@umc.edu.dz

Abstract

Large language models used for question an-
swering can produce fluent but factually in-
correct answers, a problem that is acute in
knowledge-sensitive domains such as Islamic
religious knowledge. We describe our sys-
tem for the HalluScoring 2026 shared task (Is-
lamic Knowledge track), which requires jointly
detecting hallucinated answers and selecting
the correct option among six candidates. We
fine-tune Fanar-1-9B-Instruct with LoRA and
decompose inference into two independently-
prompted steps, judging hallucination before
revealing the candidate options, to prevent a
textual-similarity shortcut where one option is
a near-verbatim restatement of the generated an-
swer. Our system scores 0.7149 (Assisted) and
0.6222 (Blind) on the official hidden test set,
ranking 5th of 5 reported teams; a controlled
comparison shows this shortcut-resistant design
costs roughly 10 points against a single-pass
variant on a held-out development subsample
(0.7625 vs. 0.8639 Combined Score). We re-
lease our code and model to support further
work on this trade-off.

1 Introduction

Large Language Models (LLMs) have demon-
strated strong capabilities in answering questions
across diverse domains, yet they remain prone to
hallucination, generating fluent and confident text
that is factually incorrect, unsupported, or mislead-
ing (Ji et al., 2023). This issue is particularly criti-
cal in knowledge-sensitive domains such as Islamic
religious knowledge, where factual errors involv-
ing Qur’anic references, Hadith attributions, or ju-
risprudential rulings can have significant real-world
consequences. This work addresses hallucination
detection and correction for Modern Standard
Arabic questions in the Islamic knowledge domain.

The HalluScoring 2026 shared task (Alansari
et al., 2026), built upon the HalluTruthQA bench-
mark (Bouchekif et al., 2026b; Bekhouche et al.,

2026), frames this problem as a unified two-step
task: given a question, an LLM-generated answer,
and six candidate options, participating systems
must (1) determine whether the generated answer
contains hallucinated information, and (2) select
the factually correct option among the six candi-
dates. This paper describes our system, submitted
by team ShadowDZ, for the Islamic Knowledge
track of this shared task.1

Our main strategy is to fine-tune an open-source
generative language model, Fanar-1-9B-Instruct
(Team et al., 2025), using Low-Rank Adaptation
(LoRA) (Hu et al., 2021). Rather than using a
single combined prompt, we split inference into
two independent, sequentially-prompted steps, so
the model cannot infer the hallucination label from
textual similarity to the candidate options instead
of genuine factual verification. The full rationale is
given in Section 3.

On the official hidden test set, our system
achieves an Assisted Score of 0.7149 and a Blind
Score of 0.6222, ranking 5th among five reported
teams on the Islamic Knowledge track. The main
challenge we encountered was a measurable trade-
off between this stricter, shortcut-resistant infer-
ence design and raw leaderboard performance:
on a genuinely held-out development subset, our
two-step architecture scored 0.7625, noticeably
lower than a single-pass variant we also developed
(0.8639), which we hypothesize benefits from the
aforementioned textual-similarity shortcut.

2 Background

Task setup. Each instance provides a
question, an answer generated by a base-
line LLM, and six candidate answers la-
beled A–F. For example, given the question
? 	áK
Y ��@QË @ ZA 	®Ê	mÌ'@ 	áÓ Õç'
QºË@ 	à

�
@Q�®Ë @ ©Òm.�'.



@YK. 	áÓ Èð



@ 	áÓ

1Code available at https://github.com/KraimiaFaiz/
halluscoring-2026-islamic.
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(Which of the Rightly-Guided Caliphs first
undertook the compilation of the Qur’an?)
and a generated answer naming Abū Bakr,
systems must output a binary hallucination label
(hallucination / no_hallucination) and select
the option (A–F) that best answers the question.
By construction, this coincides with the generated
answer when it is labeled no_hallucination, and
with the correct factual answer otherwise.

Dataset. We use the Islamic Knowledge subset
of HalluTruthQA-4K (Bekhouche et al., 2026), the
official dataset for Track 2 of HalluScoring 2026,
itself an extension of the original HalluTruthQA
benchmark (Bouchekif et al., 2026b). All ques-
tions and answers are in Modern Standard Arabic,
covering Qur’anic interpretation, Hadith, Islamic
jurisprudence (fiqh), and Islamic history. The Is-
lamic Knowledge track provides 400 training, 200
development, and 400 test instances (1,000 total);
gold labels and answers are released for the training
and development splits only.

Track. We participate in a single track: Islamic
Knowledge (Task 2.1).

Related work. Hallucination in LLM-generated
text has been studied extensively in English (Ji
et al., 2023). Work on Arabic remains compara-
tively limited, motivating benchmarks such as Hal-
luTruthQA (Bouchekif et al., 2026b; Bekhouche
et al., 2026) and related work on configuring
deep architectures for Arabic (Saadi and Bel-
hadef, 2018, 2020). Among concurrent submis-
sions to the same track, Ziani (2026) fine-tune
google/gemma-4-12B-it with deterministic de-
coding, normalizing raw generations to extract the
label and option. Unlike this and other single-pass
formulations, we investigate whether withholding
candidate options during hallucination judgment
reduces a model’s reliance on textual-similarity
shortcuts, a question not explicitly addressed in
concurrent work on this task. Additional related
work is discussed in Appendix A.

3 System Overview

Base model and fine-tuning. We fine-tune Fanar-
1-9B-Instruct (Team et al., 2025) (Fanar Prime,
8.7B parameters, continually pretrained from
Gemma-2 9B on Arabic, English, and code data)
with LoRA (Hu et al., 2021) (rank r=16, α=32,
dropout 0.05), applied to all attention and MLP
projection matrices (q_proj, k_proj, v_proj,

o_proj, gate_proj, up_proj, down_proj). The
base model is loaded in 4-bit NF4 quantization dur-
ing training. Training uses a per-device batch size
of 1 with gradient accumulation over 16 steps (ef-
fective batch size 16), a learning rate of 2×10−4

with cosine decay, and 2 epochs.

Two-stage training. We fine-tune in two stages:
Stage A trains on train only, re-initializing LoRA
weights for Stage B, which trains on train+dev
combined and produces the official submission
checkpoint (data splits detailed in Section 4). Be-
cause Stage B sees all released labels, its perfor-
mance on dev reflects memorization rather than
generalization; we rely on Stage A for an unbiased
estimate (Section 5).

Two-step inference (main design decision).
Rather than presenting the six candidate options
alongside the generated answer in a single prompt,
we decompose inference into two sequential,
independently-prompted steps, illustrated in Fig-
ure 1 and summarized in Algorithm 1. This ad-
dresses the following task challenge: because one
candidate option is always a near-verbatim restate-
ment of the generated answer, exposing all options
during hallucination judgment allows a model to
infer the label via textual similarity rather than inde-
pendent verification of the answer’s factual content.

Algorithm 1 Two-step inference
Require: question q, generated answer a, options
{oA, . . . , oF }

1: v ← GENERATE(prompt1(q, a)) ▷ Step 1: no options
shown

2: ŷ ← PARSELABEL(v) ∈
{hallucination, no_hallucination}

3: g ← GENERATE(prompt2(q, a, ŷ, {oA, . . . , oF })) ▷
Step 2: informed by ŷ

4: ô← PARSEOPTION(g) ∈ {A, . . . , F}
5: return (ŷ, ô)

Figure 1: Two-step inference architecture.

Concrete example. A full worked example is
given in Appendix B.
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Decoding and parsing. Both steps use greedy
decoding (full parameters in Appendix D). During
Stage B training, the ground-truth label is used as
ŷ in Step 2’s prompt (teacher forcing); at inference,
the model’s own Step 1 prediction is used, so an
incorrect Step 1 verdict can propagate to Step 2.

Single-pass configuration (comparison system).
For comparison (Section 5), we additionally train
a single-pass configuration with the same base
model, LoRA configuration, and training proce-
dure, but where hallucination judgment and option
selection are produced in one generation from a
single prompt containing the question, generated
answer, and all six options simultaneously. Be-
cause one option is always a near-verbatim restate-
ment of the generated answer, this setup lets the
model infer the hallucination label by matching the
generated answer’s wording against the options di-
rectly, rather than verifying its factual content. This
textual match is not a valid signal of factual correct-
ness, since a fluently-worded hallucination could
still surface a similar option, which our two-step
design is intended to avoid.

4 Experimental Setup

Data splits. The track provides 400 train, 200
dev, and 400 test instances. Stage A is evalu-
ated on a random 30-instance dev subsample (seed
42) held out from training. Stage B trains on
train+dev (600 instances) and is evaluated on the
hidden test split; a further 20-instance dev sub-
sample serves as a post-training sanity check only
(not a generalization estimate).

Preprocessing. Each training instance is con-
verted into two supervised examples, one per infer-
ence step (Section 3): a Step 1 example (prompt
without options, target is the analysis and hallucina-
tion label) and a Step 2 example (prompt with the
gold label and all six options, target is the analysis
and correct letter). Prompts are formatted with the
base model’s chat template and truncated to 1536
tokens. Loss is computed only on the completion
following the prompt, using a completion-only data
collator that masks the prompt tokens.

Hyperparameters. We fine-tune with LoRA
(r=16, α=32) under 4-bit NF4 quantization for 2
epochs (learning rate 2× 10−4, effective batch size
16); inference uses greedy decoding. The complete
configuration, sufficient for replication, is listed in
Appendix D.

Software. We use Hugging Face transformers
(4.44–4.50), peft (0.11–0.14), trl (0.11–0.13),
accelerate (≥0.31), bitsandbytes (≥0.43), and
datasets (≥2.19)2, together with PyTorch and
scikit-learn for evaluation. No additional external
datasets, retrieval systems, or proprietary APIs are
used.

Evaluation metrics. Following the shared
task’s official formula, systems are scored with
a Combined Score = 0.5× Macro F1-Score
(hallucination/no_hallucination, macro-
averaged) + 0.5× Option Accuracy (exact match
on the selected letter). The leaderboard reports this
as the Assisted Score, alongside a complementary
Blind Score discussed in Section 5.

5 Results

5.1 Official results
Table 1 shows the official leaderboard for the Is-
lamic Knowledge track, on the hidden test split
(400 instances), released after submission. Our
two-step system ranks 5th out of 5 reported teams,
with an Assisted Score of 0.7149 and a Blind Score
of 0.6222.

Team Assisted Blind
Anupamhashtag 0.8124 0.8262
CH-A-Malek 0.7881 0.7582
IslamicAI 0.7313 0.6541
Yazid_Bounab 0.7199 0.6661
ShadowDZ (ours) 0.7149 0.6222

Table 1: Official test-set leaderboard, Islamic Knowl-
edge track.

Based on the organizers’ evaluation script, we
hypothesize that Blind Score reflects hallucination-
detection quality in isolation, while Assisted Score
reflects the combined task; we could not confirm
this with the organizers before submission. A sepa-
rate, non-comparable Development-phase score is
reported in Appendix C for completeness.

5.2 Design decision impact (post-submission
analysis)

To quantify the cost of our two-step design, we
compare it against the single-pass configuration
described in Section 3, both trained identically on
train only (Stage A) and evaluated on the same
held-out subsample of 30 dev instances never seen

2URLs: github.com/huggingface/transformers, github.com/
huggingface/peft, github.com/huggingface/trl, github.com/
huggingface/accelerate, github.com/bitsandbytes-foundation/
bitsandbytes, github.com/huggingface/datasets
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during training. This comparison was conducted af-
ter official submission and is not part of the leader-
board evaluation.

Config. Macro F1 Opt. Acc Combined
Single-pass 0.8611 0.8667 0.8639
Two-step (ours) 0.7917 0.7333 0.7625

Table 2: Held-out dev subsample (30 instances, Stage
A, never used for training either configuration).

The single-pass configuration scores roughly 10
points higher on this held-out split. We attribute
this gap to the textual-similarity shortcut described
in Section 1: with all options visible during hallu-
cination judgment, the single-pass model can align
the generated answer against the options directly,
whereas our two-step model must judge hallucina-
tion from the question and generated answer alone,
a strictly harder sub-problem. We note this same
single-pass configuration was never submitted for
official test-set evaluation, so this comparison is
necessarily confined to the held-out dev subsam-
ple.

5.3 Error analysis

On this held-out subsample, the single-pass con-
figuration’s confusion matrix is as follows: for
the hallucination class (support 14), precision
1.00 and recall 0.71; for no_hallucination (sup-
port 16), precision 0.80 and recall 1.00. All errors
are false negatives on hallucination instances
that the model reclassifies as no_hallucination.
This is consistent with the shortcut hypothesis,
since a model matching the generated answer to
a superficially similar option would default to
no_hallucination.

All three option-selection errors in this run
share the same gold answer, option C, while the
model instead predicted E, B, and F, respectively
(e.g., for instance islamicHallucination_747,
gold C, predicted E). In each case, the model’s
justification states the generated answer is�éjJ
j�Ë@ �éÓñÊªÒÊË A �ÓAÖ �ß �é�®K. A¢Ó (exactly matching
the correct information), indicating the model de-
faulted to endorsing the generated answer rather
than identifying the specific factual error. This is
precisely the shortcut behavior our two-step design
targets. We do not have an equivalent per-instance
error breakdown for the two-step configuration, as
its evaluation logs retained only aggregate metrics.

6 Conclusion

Summary. We presented a two-step inference
pipeline for the HalluScoring 2026 Islamic Knowl-
edge track, fine-tuning Fanar-1-9B-Instruct with
LoRA to judge hallucination and select the cor-
rect answer as two independently-prompted steps,
rather than a single combined prompt. This de-
sign is specifically intended to prevent reliance on
a textual-similarity shortcut available when can-
didate options are shown alongside the generated
answer during hallucination judgment. Our sys-
tem scored 0.7149 (Assisted) and 0.6222 (Blind)
on the official hidden test set, ranking 5th of 5
reported teams. On a genuinely held-out develop-
ment subsample, our two-step configuration scored
0.7625, compared to 0.8639 for an otherwise iden-
tical single-pass configuration, quantifying the cost
of removing this shortcut.

Limitations. The controlled comparison in Ta-
ble 2 isolates the design choice but is confined to a
small held-out subsample (30 instances), a single
base model, and a single seed. Our architecture
also introduces an error-propagation risk absent by
construction in single-pass systems, since an incor-
rect Step 1 verdict can mislead Step 2’s judgment,
and compute constraints limited us to 2 epochs
without a systematic hyperparameter search. Fi-
nally, we only evaluate on the Islamic Knowledge
track; generalization to the General Culture track
or other languages remains untested.

Future work. Promising directions include miti-
gating Step 1-to-Step 2 error propagation, for ex-
ample through conditioning Step 2 on a confidence
estimate or joint training of the two steps, and run-
ning a systematic hyperparameter search across
seeds. We also plan to extend the design to the
General Culture track and other base models, and
to explore reinforcement-learning-based training
(Ouamane and Belhadef, 2022) to directly optimize
the Combined Score.
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A Additional Related Work

A separate line of work evaluates LLMs directly
on Islamic legal reasoning, closely related to
the factual correctness problem addressed here.
Bouchekif et al. (2025) benchmark seven LLMs
on 1,000 multiple-choice questions covering Is-
lamic inheritance law (’ilm al-mawārı̄th), reporting
a wide performance gap: models such as o3 and
Gemini 2.5 exceed 90% accuracy, while others, in-
cluding Fanar, the base model used in this work,
score below 50%.

Bouchekif et al. (2026a) introduce MAWARITH,
a larger benchmark of 12,500 Arabic inheritance
cases annotated with step-by-step reasoning traces,
enabling fine-grained evaluation of intermediate
legal reasoning rather than final-answer accuracy
alone. This structured, multi-stage evaluation style
is conceptually related to our own two-step decom-
position (Section 3), and suggests inheritance law
as a promising domain for extending this work.

B Worked Example

Consider again the example
from Section 2: the question
“? 	áK
Y ��@QË @ ZA 	®Ê	mÌ'@ 	áÓ Õç'
QºË@ 	à

�
@Q�®Ë @ ©Òm.�'.



@YK. 	áÓ Èð



@ 	áÓ”

with a generated answer naming Abū Bakr. In
Step 1, the model receives only the question
and this generated answer (no options) and
outputs no_hallucination, since Abū Bakr was
historically the first to compile the Qur’an into
a single mush. af. In Step 2, the model receives
the question, the generated answer, the verdict
ŷ = no_hallucination, and the six options, one
of which (option E) restates “Abū Bakr al-S. iddı̄q”,
and selects ô = E, matching the generated
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answer as expected under the task’s decision rule
(Section 2).

C Development-Phase Leaderboard

Separately from the final test-phase ranking re-
ported in Section 5, an earlier Development-phase
leaderboard scored predictions on the released dev
split. Our single-pass system, trained with dev in-
cluded in its training data (Stage B), scored 0.9177
there, ranking 2nd. We report this only for com-
pleteness: since dev labels were seen during train-
ing, this score reflects memorization rather than
generalization, and is not comparable to the held-
out results in Table 2 or the official test results in
Table 1.

D Full Hyperparameter Configuration

Table 3 lists the complete configuration used for
both training stages (Stage A and Stage B use iden-
tical hyperparameters, differing only in training
data) and for inference, sufficient for replication.

Component Value
Quantization
Method 4-bit NF4
Double quantization Yes
Compute dtype float16
LoRA
Rank (r) 16
Alpha (α) 32
Dropout 0.05
Target modules q,k,v,o_proj, gate,up,down_proj
Training
Per-device batch size 1
Gradient accumulation steps 16
Effective batch size 16
Learning rate 2× 10−4

LR scheduler Cosine
Warmup ratio 0.03
Epochs 2
Optimizer paged_adamw_8bit
Precision fp16
Max sequence length 1536 tokens
Random seed 42
Inference
Decoding strategy Greedy
Max new tokens (Step 1) 60
Max new tokens (Step 2) 100

Table 3: Complete hyperparameter configuration.

1181


