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Abstract

We present our closed-track systems for both
subtasks of Daleel 2026, which targets Ara-
bic argumentative discourse unit (ADU) min-
ing over editorials and competitive debates.
Task 1 is an imbalanced multi label paragraph
classification problem, and Task 2 requires
character-level detection and classification of
ADU spans.

For Task 1 we investigate two parameter-
efficient decoder-LLM formulations: joint la-
bel generation with Qwen3.5-9B and indepen-
dent label scoring with ALLaM-7B. The lat-
ter decomposes each paragraph into six ex-
plicit Yes/No decisions, giving every label di-
rect supervision and a separate decision score;
it achieves 0.6714 Macro-F1 on the evalua-
tion phase and ranked 4th, while ablations
show that additional class-balanced weighting
degrades performance.

For Task 2 we combine task-adaptive pretrain-
ing, Beginning-Inside-Outside Conditional
Random Field (BIO-CRF) sequence labeling,
boundary-jitter augmentation, character-space
ensembling, and span post-processing over
AraBERT-large, achieving an official F1 of
0.7523 (0.7931 on debates, 0.6417 on editori-
als) and ranking second.

Across both tasks, our results support explicit
label-wise supervision and span-level ensem-
ble decisions as effective ways to handle la-
bel imbalance and boundary noise without ag-
gressive reweighting, while short spans, rare
classes, and genre variation remain challeng-
ing.

1 Introduction
Argumentative discourse unit (ADU) mining aims
to identify argumentative content and its discourse

roles. Daleel 2026, organized as part of Ara-
bicNLP 2026 (ara, 2026), introduces this setting
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for Arabic across editorial and competitive-debate
text (Nabhani et al., 2026b). The shared task
presents the problem at two levels of detail.

Task 1 requires identifying all argumentative dis-
course unit types expressed in a paragraph, re-
sulting in an imbalanced multi-label classification
problem in which frequent labels such as Assump-
tion (AS) coexist with much rarer categories such
as Statistics (ST) and Common Ground (CO).
Task 2 requires systems to identify character-level
ADU boundaries and assign one of the same six
discourse labels to each detected span. We partic-
ipate in the closed track of both tasks. The two
granularities call for different modeling families,
and we treat them as such.

For Task 1 we investigate two parameter-efficient
decoder-LLM formulations:  Qwen3.5-9B is
adapted with LoRA to generate the complete la-
bel set as structured JSON, while ALLaM-7B uses
QLoRA and decomposes prediction into six inde-
pendent Yes/No label decisions. This second for-
mulation gives every label explicit supervision and
exposes a separate decision score for threshold se-
lection.

For Task 2 we use a BIO-CRF architecture
built on Arabic pretrained encoders, combining
task-adaptive pretraining (TAPT), boundary-jitter
augmentation, class-aware supervision, character-
space ensembling, and span post-processing. The
two systems share a single data split and a com-
mon lightweight discourse-cue detector, which
each formulation consumes in the way its input
representation allows. Independent label scor-
ing achieves strong Macro-F1 without aggressive
minority-class weighting, and the Task 1 sub-
mission ranked 4th; for Task 2, larger encoders
and multi-seed ensembling both help, and our
four-seed AraBERT-large submission ranked sec-
ond. Short spans and the editorial/debate dif-
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ference remain challenging in both tasks. Code
and configurations: https://github.com/
Abdelrahman350/BoostedSpan.

2 Background

Daleel 2026 addresses Arabic argumentative dis-
course mining across editorials and competitive
debates (Nabhani et al., 2026a). Both subtasks use
the same six ADU types: Assumption (AS), Anec-
dote (AN), Statistics (ST), Testimony (TE), Com-
mon Ground (CO), and Other (OT). The released
labeled data contain 612 paragraphs, which we use
for both tasks. Task 1 requires predicting which of
the six types occur in each paragraph; since multi-
ple types may occur in the same paragraph, it is a
multi-label classification problem. Task 2 requires
detecting ADU character spans and assigning one
of the six types to each, and is evaluated with a
modified F1 measure that gives partial credit to
overlapping predicted and gold spans. We partici-
pate in the closed track of both tasks.

Related  work. Arabic-specific  pretrained
models such as AraBERT (Antoun et al., 2020)
and ARBERT/MARBERT  (Abdul-Mageed
et al., 2021) established strong encoder-based
approaches for Arabic text understanding and
classification. More recent decoder-only LLMs
extend this setting beyond task-specific classifi-
cation heads. The Qwen family (Team, 2026)
provides multilingual instruction-following mod-
els, while ALLaM (Bari et al., 2024) focuses
specifically on Arabic-English language modeling.
Argument mining more broadly has been widely
studied in NLP (Lawrence and Reed, 2019), but
Arabic remains comparatively under-resourced.
Munazarat 1.0 provides Arabic competitive-
debate data for argumentation research (Khader
et al., 2024), while Nabhani and Al Khatib (2025)
studied Arabic span-level argument mining using
BIO labeling and cross-lingual transfer. Daleel
provides native Arabic annotations across debate
and editorial genres. Daleel Task 1 presents
a different setting from standard single-label
classification: several argumentative functions
may occur in the same paragraph, and some labels
have limited training support. We therefore study
two decoder-LLM formulations for this setting,
using Qwen3.5 for joint structured generation and
ALLaM for independent label scoring and calibra-
tion. For Task 2, building on sequence-labeling
approaches, we combine structured prediction

with task adaptation, boundary augmentation,
and character-space ensembling to address span
boundaries and label imbalance.

Shared discourse cues. Both systems share one
lightweight component. We use regex-based lex-
ical cues for three labels with recognizable sur-
face patterns: Testimony (TE), Statistics (ST),
and Anecdote (AN). TE patterns capture report-
ing and attribution expressions, ST patterns cap-
ture numerical and statistical expressions, and AN
patterns capture explicit personal-narrative expres-
sions. The regular expressions are matched against
the raw Arabic paragraph before any tokeniza-
tion or prompt construction; the exact surface pat-
terns covered by each cue family are listed in
Appendix A. In both tasks, detected cues pro-
vide auxiliary lexical information and are never
converted directly into predicted labels, so the
model still makes the final decision from the com-
plete paragraph. The two tasks differ only in
how the cues enter the input. In Task 1, the de-
tected cues are inserted into the ALLaM prompt
as a natural-language hint. In Task 2, the de-
tected label codes are inserted as a compact pre-
fix such as [CUES:TE, ST] ahead of the para-
graph, alongside a domain prefix, [EDITORIAL]
or [DEBATE].

3 Task 1: Multi-Label ADU
Classification

We explored two formulations for adapting de-
coder LLMs to Task 1. Qwen3.5-9B predicts the
complete label set through constrained generation,
while ALLaM-7B scores each label independently
through binary label scoring. Within the latter for-
mulation, we further study class-imbalance han-
dling and use label-specific decision thresholds.
Figure 1 in Appendix K gives an overview of the
Task 1 system.

3.1 Qwen3.5-9B: Constrained Generation

Our first system fine-tunes Qwen/Qwen3.5-9B
with LoRA (Hu et al., 2022), formulating Task 1
as instruction-following generation rather than
adding a classification head: the model emits the
complete applicable label set as a compact JSON
object of the form {"labels":[...]}. Imbal-
ance is handled by oversampling the rare ST and
CO classes rather than by class-weighted loss, and
prediction is deterministic, so no threshold selec-
tion is used. Prompt formulation, output valida-
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tion, and checkpoint selection are detailed in Ap-
pendix B.

3.2 ALLaM-7B: Independent Label Scoring

Our second system fine-tunes ALLaM-7B-
Instruct-preview with QLoRA (Dettmers et al.,
2023). The backbone is quantized to 4-bit NF4
and adapted using trainable LoRA parameters.
Instead of predicting all labels jointly, we evaluate
each label independently. Each paragraph is
paired with each of the six ADU types, pro-
ducing six binary training instances. For every
paragraph—label pair, an Arabic instruction asks
whether the paragraph contains the corresponding
argumentative category.

During supervised fine-tuning, the target comple-
tion is the Arabic word for “Yes” for a positive
pair and the Arabic word for “No” otherwise.
The prompt tokens are masked from the loss, so
supervision is applied only to the target answer.

Prompt formulation. The prompt specifies the
paragraph domain, includes the original paragraph,
provides an Arabic description of the candidate
label, and requests a single Yes/No answer. Edi-
torial paragraphs are described as newspaper edi-
torials, while debate paragraphs are described as
discussions or debates. When relevant discourse
cues are detected (Section 2), they are inserted as
a natural-language hint in the same prompt rather
than used as prediction rules. The complete Ara-
bic prompt template, label descriptions, discourse-
cue descriptions, and exact Yes/No target comple-
tions are provided in Appendix D. At inference
time, we do not generate the answer. Instead, we
extract the next-token logits corresponding to the
Arabic Yes and No answers. For label c, the deci-
sion score is

exP(2§es)
Pe = : ey
eXp(Z§es> + eXp(zﬁo)

The normalized Yes/No logits provide a contin-
uous score for each label. We do not assume
that these scores are probabilistically calibrated;
instead, they are treated as discriminative scores
from which label-specific decision thresholds are
selected on the validation set.

3.3 Imbalance and Threshold Selection

We study two complementary strategies for han-
dling label imbalance in the ALLaM formulation:
loss weighting during training and label-specific
threshold selection at inference.

Imbalance handling. For the weighted variants,
we assign each label ¢ a positive-class weight
based on its frequency in the training split:

N — NF
w, = min (C’,_ﬁ) ,
Nc

where N is the number of training examples, N
is the number of positive examples for label c,
and C controls the maximum weight. The weight
is applied only to positive instances of the corre-
sponding label, increasing the loss contribution of
rare positive examples. We evaluate two settings,
C = 8 and a more conservative C' = 3, together
with an unweighted baseline.

Threshold selection. Checkpoint selection and
threshold tuning are performed separately. During
training, checkpoints are evaluated using Macro-
F1 with a fixed threshold of 0.5, and the check-
point with the highest validation score is retained.
After model selection, a separate threshold is
tuned for each label. We sweep thresholds from
0.05 to 0.95 in increments of 0.05 and select the
value that maximizes the corresponding label’s F1
score on the validation set. These thresholds are
then fixed for final prediction.

4 Task 2: Character-Level Span
Detection

We formulate Task 2 as BIO sequence labeling
followed by character-level span reconstruc-
tion.  Figure 2 in Appendix L summarizes
the two stages of our pipeline: model devel-
opment and inference. The submitted system
uses AraBERT-large (Antoun et al.,, 2020)
(aubmindlab/bert-large—arabertv02)
with four independently trained runs.

The input representation and label-alignment
procedure are detailed in Appendix E.

4.1 Training and Model Development

We first apply task-adaptive pretraining (TAPT)
(Gururangan et al., 2020) by continuing masked-
language-model training of AraBERT-large on the
Daleel training and dev_ in text without ADU la-
bels. The adapted encoder is then fine-tuned for
supervised span detection. Gold character spans
are mapped to 13 BIO tags: O, B-c, and I-c for
the six ADU classes, using tokenizer offset map-
pings (Ramshaw and Marcus, 1995). Before tok-
enization, the discourse-cue and domain prefixes
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described in Section 2 are prepended to the para-
graph.

Boundary-jitter augmentation. To reduce sen-
sitivity to small annotation-boundary variations,
we create additional training copies in which each
gold span is perturbed independently. Its start and
end offsets are each shifted by an integer sampled
uniformly from [—2,2] characters. The shifted
start is clipped to the valid text range, while the
shifted end is clipped to the paragraph boundary
and constrained to remain at least one character af-
ter the new start. BIO labels are then reconstructed
from the perturbed spans. Because a single BIO se-
quence cannot represent overlapping spans, over-
laps are resolved using a first-writer-wins policy:
character positions already assigned to an earlier
span are not overwritten by subsequent spans.

Structured prediction and weighted supervi-
sion. AraBERT representations are projected
into BIO emission scores and decoded with a
linear-chain CRF (Lafferty et al., 2001). The
standard objective minimizes CRF negative log-
likelihood. To address label imbalance, we addi-
tionally evaluate

L = Lcrr + ALweE, ()

where the auxiliary weighted cross-entropy as-
signs greater importance to rare BIO tags. Four
AraBERT-large models are trained with different
random seeds for the final ensemble.

4.2 Inference and Span Reconstruction

At inference, paragraphs are tokenized with char-
acter offsets and discourse-cue markers, CRF
emissions are decoded with Viterbi, and BIO pre-
dictions are mapped back to character coordinates
so runs can be combined in a common character
space. For character j and class c, support is

M
Vi =Y walliest™] @
m=1

where w,;, is based on validation performance. We
also evaluate span-cluster voting, which groups
overlapping predicted spans before voting. Long-
input handling, the isolated-I rule, and the span
post-processing filters are in Appendix F.

5 Experimental Setup

Both tasks draw on the same 612 labeled Daleel
paragraphs. The ALLaM Task 1 experiments

Model Domain Micro Macro Weighted
Qwen3.5 All 0.7721 0.6215 0.7622
Editorial 0.7730 0.5962  0.7504
Debate  0.7715 0.4820 0.7622
ALLaM All 0.7785 0.6714 0.7833
Editorial 0.6493 0.4751 0.6252
Debate  0.8460 0.7418 0.8514

Table 1: Task 1 phase-wise F1 scores. Qwen3.5 results
are from the development phase and ALLaM results
from the evaluation phase.

and all Task 2 experiments use one fixed split
of approximately 520 training and 92 internal-
validation paragraphs; Qwen3.5 instead trains
on all 612 and validates on the 217 develop-
ment paragraphs, so the two Task 1 systems’
validation scores are not a controlled compar-
ison.  Checkpoints are selected by validation
Macro-F1 and per-label thresholds are tuned af-
terwards. Task 1 is scored with Micro-, Macro-
and Weighted-F1; Task 2 with the official partial-
overlap metric via the organizers’ unmodified
task2_scoring.py on the 92-paragraph split.
All training runs on a single NVIDIA RTX 4080
12 GB GPU. Split construction, closed-track com-
pliance, TAPT data, libraries and the full selection
protocol are in Appendix G, and the complete op-
timization settings for both tasks in Appendix H.

6 Results
6.1 Task 1 Results

Table 1 summarizes the available phase results for
Task 1. Qwen3.5 is reported on the development
phase, whereas ALLaM is reported on the evalua-
tion phase; therefore, the scores are not treated as
a controlled head-to-head comparison. Qwen3.5
obtained 0.6215 Macro-F1, with a larger degrada-
tion on debates (0.4820) than editorials (0.5962),
despite similar Micro-F1 across genres. ALLaM
reached 0.6714 Macro-F1 overall, with substan-
tially stronger performance on debates (0.7418)
than editorials (0.4751). Its strongest evaluation-
phase classes were AS and ST, while CO remained
the most difficult. Because both the backbone and
evaluation phase differ, the numerical gap between
Qwen3.5 and ALLaM should not be interpreted as
a direct model comparison.

6.2 Task 2 Results

Table 2 reports the official closed-track results
of our submitted Task 2 system. The system
achieved an overall F1 of 0.7523, with 0.7931
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Test subset Precision Recall F1

Editorials .6394 .6440 .6417
Debates 7862 .8000 .7931
Overall 7479 7569 7523

Table 2: Official Task 2 closed-track test results.

Configuration Micro Macro Weighted
Base QLoRA 0.8650 0.8337  0.8675
Low-clip weighting 0.8538 0.8141  0.8558
Weighted loss 0.8507 0.7931  0.8515

Table 3: Task 1 ALLaM ablation results on the fixed
validation split.

on debates and 0.6417 on editorials, ranking sec-
ond on the Task 2 leaderboard. Recall is slightly
higher than precision overall (0.7569 vs. 0.7479),
with the same pattern in both genres, indicating no
strong precision—recall imbalance. In contrast, the
0.1514 F1 gap between debates and editorials in-
dicates genre variation. Since the test labels are
hidden, we do not attribute this difference to a spe-
cific error type; instead, the following analyses use
the held-out validation split.

6.3 Ablation Studies

Task 1: imbalance handling. Table 3 com-
pares the ALLaM variants on the same fixed 92-
paragraph validation split using the organizers’
scorer. The unweighted system performs best.
Class-balanced weighting with a maximum weight
of 8 reduces Macro-F1 from 0.8337 to 0.7931;
lowering the cap to 3 partially recovers perfor-
mance to 0.8141. This suggests that aggressively
upweighting the few positive instances of rare la-
bels can give individual examples disproportionate
influence.

Task 2: design choices. Table 4 reports the
main Task 2 design choices on the same fixed
92-paragraph validation split using the official
partial-overlap scorer. These are internal vali-
dation results and are separate from the official
leaderboard score. Adding class-weighted cross-
entropy increased F1 from 0.6967 to 0.7059. The
gain mainly came from precision, while recall re-
mained almost unchanged. This suggests that addi-
tional supervision for rare BIO tags helped reduce
incorrect span predictions without reducing span
coverage. Changing the ensemble decoder had a
larger effect. Span-cluster decoding increased F1
from 0.7059 to 0.7294 and raised precision from
0.6651 to 0.7317. This supports our motivation
for moving the ensemble decision from individ-

Configuration Precision Recall F1

Base Track A 0.6494  0.7514 0.6967
weighted CE 0.6651 0.7521 0.7059
span-cluster decoding 0.7317  0.7271 0.7294
AraBERT-large, 2 seeds  0.7120  0.7601 0.7352
AraBERT-large, 4 seeds  0.7308 0.7572 0.7438

Table 4: Task 2 validation results for the main de-
sign choices. The large-backbone experiments are con-
trolled variants rather than cumulative additions to the
clustered system.

ual characters to groups of overlapping spans. In-
creasing the AraBERT-large ensemble from two
to four independent runs improved validation F1
from 0.7352 to 0.7438. Further analysis of en-
coder capacity and ensemble size is provided in
Appendix 1.

6.4 Error Analysis

The main limitations are rare ADU labels, genre
variation, short-span loss, and overlapping anno-
tations. Detailed analyses are provided in Ap-
pendix J.

7 Conclusion

We presented closed-track systems for both sub-
tasks of Daleel 2026. For Task 1 we compared
two parameter-efficient decoder-LLM formula-
tions, joint label generation with Qwen3.5-9B
and independent label scoring with ALLaM-7B.
Explicit label-wise supervision suits the imbal-
anced multi-label setting, while additional class-
balanced weighting does not help; the ALLaM
submission achieved 0.6714 Macro-F1 and ranked
4th. For Task 2, a BIO-CRF system combining
task-adaptive pretraining, boundary augmentation,
AraBERT-large and character-space ensembling
ranked second with an official F1 of 0.7523; larger
encoders, multi-seed ensembling and span-cluster
decoding each helped on validation. Across both
tasks, short spans, rare ADU types such as CO,
overlapping units, and cross-genre variation re-
main challenging. Future work should investigate
label-specific threshold tuning, stronger methods
for rare labels, and domain-aware training. A con-
trolled comparison of the Task 1 formulations us-
ing the same backbone and data split, alongside
span-based architectures for Task 2, would help
address these limitations.
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A Discourse-Cue Patterns

The shared discourse-cue detector described in
Section 2 uses regular expressions for three labels
with recognizable surface patterns.

* TE patterns capture reporting and attribution
expressions, including equivalents of “said,”
“stated,” “confirmed,” ‘“according to,” and
“mentioned that.”

* ST patterns capture numerical and statistical
expressions, including percentages and terms
referring to studies, statistics, scientific re-
search, and ratios.

* AN patterns capture explicit personal-
narrative expressions, including equivalents
of “I remember,” “it happened to me,” “once,”

“my story,” and “my personal experience.”

99 ¢

The regular expressions are matched against the
raw Arabic paragraph before prompt construction
(Task 1) or tokenization (Task 2). If one or
more cues are detected, their semantic descrip-
tions are added to the ALLaM prompt as an aux-
iliary natural-language hint (Task 1) or their la-
bel codes are inserted as a compact prefix such as
[CUES:TE, ST] (Task 2). They are never con-
verted directly into predicted labels.

B Qwen3.5 System Details

Our first system fine-tunes Qwen/Qwen3.5-9B
with LoRA (Hu et al., 2022). Rather than adding
a classification head, we formulate Task 1 as
instruction-following generation. The model re-
ceives a system instruction defining the six ADU
labels and the required output format, followed
by a user message containing the paragraph do-
main and text. It generates the complete applica-
ble label set as a compact JSON object of the form
{"labels":[...]}.

Prompt formulation. The system prompt de-
fines AS, AN, ST, TE, CO, and OT in Arabic
and instructs the model to return valid JSON us-
ing only the 1abels key, without additional ex-
planation. It also specifies the fixed output order
AS, AN, ST, TE, CO, OT and permits an empty
list when no category applies. The user message

inserts {DOMAIN} and {TEXT} into an Arabic
instruction of the form “text type: {DOMAIN};
paragraph: {TEXT}; classify the paragraph and
return JSON only.” The exact Arabic system and
user prompts are provided in Appendix C. During
supervised fine-tuning, the target is the gold la-
bel set serialized in the fixed order, for example
{"labels":["AS","TE"]}. Prompt tokens
are masked from the language-modeling loss, so
supervision is applied only to the generated JSON
response.

Imbalance handling. Unlike the ALLaM ex-
periments, the Qwen system does not use class-
weighted loss. Instead, we increase the exposure
of the rare ST and CO classes through training-
set oversampling. Every paragraph containing at
least one of these labels is duplicated once, cor-
responding to a repeat factor of two, while other
paragraphs appear once.

Prediction and model selection. Qwen predicts
labels directly through deterministic generation
(do_sample=False) rather than independent
label scores. Consequently, no probability thresh-
old or label-specific threshold selection is used.
Generated responses are parsed as JSON and
checked for the required 1abels key, valid label
names, and duplicate labels; valid labels are then
normalized to the fixed label order. The model
is evaluated after every epoch, and the checkpoint
with the highest validation Macro-F1 is retained.

C Qwen3.5 Prompt Specification

Qwen3.5 is trained in a chat-style instruction-
following setup. Each training example contains
a fixed Arabic system prompt, a user message con-
structed from the paragraph domain and text, and
an assistant target containing the gold label set in
JSON format.

System prompt. The exact system prompt used
in our implementation is:

rlrod] Cllasd] lasy Civia (8 aiiie plla ]
sl

Bac o) Baxly dend Gl 28 fmliyiadl) 82axie dagall
Gpall (e las

Lis Ly 2 gaad) lyanstl]

AS: g ) gy dpull] iz o cleal 5 i
AN: ) B3ge peny (flax) e i 5l Jlie o) Juls
x>

ST: . JIsS paseid asaS 5l a5l (Slax] 5l gad) Juls
TE: 5 s,k pUS (e 3, o asdlie ol Lasli 5 i

A Gaxis
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CO: 4l Ll sl OuiBge O il (plas ) & lis
OT: Csllagll 7 ) sl (galiz 5l saugad 5l (golais sgize
Ll

SRRUPAE

1. acl JSON T Ogn bid Buso

2. zliaadl paxin) labels Lias

3. a2l dans ol pasas Y

4. )5 i) s, AS, AN, ST, TE, CO, OT.

5. hsans (sl Galais o 13) Lais 4855 LSl pas]
gllaad) Sl

{ "labels": [llASll’ "TE"J }
User prompt. For each paragraph, the user mes-
sage is constructed as:

1oaill g95 {DOMAIN} 5l {TEXT} 66l Ciio
acly JSON . L

Here, {DOMAIN} is the paragraph
(editorial or debate),
the original Arabic paragraph.

type
and {TEXT} 1is

Target output. During supervised fine-tuning,
the assistant target is the gold set of labels seri-
alized as compact JSON using the fixed order AS,
AN, ST, TE, CO, OT. For example:

{"labels":["AS","TE"]}

If no label applies, the target is:

{"labels":[]}

Prompt tokens are masked from the language-
modeling loss, so the loss is computed only over
the assistant JSON response. At inference time,
generation is deterministic, with sampling dis-
abled, and the generated text is parsed to recover
the predicted label set.

D ALLaM Prompt Specification

For each paragraph, ALLaM is queried indepen-

dently for each of the six ADU labels. The prompt

contains the paragraph domain, the original Ara-

bic paragraph, an Arabic description of the candi-

date label, and an optional discourse-cue hint. The

exact prompt template used in our implementation

is shown below.

Je  JTXET{ :}NIAMOD{ (e s b Lud
(S gl (o g2l paic (e Bjaal) sda gixd
}JETON_EUC{ § }NOITPTIRCSED_LEBAL{
Y Y s clas aly dalSy (ol

The placeholders are instantiated as follows:

* {DOMAIN}: the paragraph domain, instanti-
ated as iu-w. a-lisl for editorials and 4 sl
sl for debates.

* {TEXT}: the original Arabic paragraph pro-
vided to the model.

* {LABEL_DESCRIPTION}: the Arabic
natural-language description of the candidate
ADU label currently being evaluated. Since
each paragraph is evaluated against all six
labels, this placeholder changes across the
six paragraph—label instances.

* {CUE_NOTE}: an optional natural-language
hint derived from detected discourse cues. It
is empty when no cue is detected; otherwise,
it contains one or more cue descriptions for
TE, ST, and/or AN.

The six label descriptions are:
© AS: il sy preae e pasns ol ol olis)
o AN: @0y 400 o) 85 ol dpass 28
o ST: dpsie s ol dya3) il 5l aila>]
* TE: 57 o 5l poes e Jsiie ol 5l 805
o CO: )bl o lgele Gilo digp 5l 3S 0 Gy )|
o OT: as,ld) g1p¥) o z o ¥ ganadl (e 3 £33

When discourse cues are detected, { CUE_NOTE }
is inserted after the label description using the fol-
lowing form:

e Ju 0 dgss) chage e Bl (syin)
( })NOITPIRCSED_EUC({

The cue descriptions are:
* TE: 351 jnae e o6 Jus
o ST: clelas) 5 pl5)]
o AN dposs &0 o) b 54

If multiple cues are detected, their descriptions are
concatenated in the same hint. During supervised
fine-tuning, the exact target completion is nx for a
positive paragraph—label pair and ¥ for a negative
pair.

In the implementation, each target completion is
preceded by a single whitespace character. At in-
ference time, no answer is generated; instead, the
next-token logits corresponding to these two Ara-
bic answers are used to compute the label-specific
decision score.
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E Task 2: Input Representation and
Label Alignment

Unlike Task 1, Task 2 is formulated as sequence
labeling rather than generative prompting. Each
input consists of the original Arabic paragraph
preceded by a domain marker and, when applica-
ble, a compact discourse-cue marker. The domain
marker is [EDITORIAL] or [DEBATE], while
the cue marker contains the detected label codes,
such as [CUES:TE, ST]. An illustrative input is:

[EDITORIAL] <Arabic

paragraph>

[CUES:TE, ST]

The markers provide auxiliary domain and lexi-
cal information and are not converted directly into
predicted ADU labels. The input is tokenized
with character-offset mappings, and gold charac-
ter spans are aligned with the corresponding para-
graph tokens to construct the 13 BIO tags. Atinfer-
ence, predicted BIO sequences are mapped back to
character coordinates to produce the required span-
level output.

F Inference and Span Reconstruction
Details

Approximately 99% of paragraphs fit within the
512-subword limit; inputs in the small long-input
tail are processed using overlapping windows with
stride 64. When CRF emissions are decoded with
Viterbi, an incompatible isolated I tag is treated
as the beginning of a new span. Mapping BIO
predictions back to character coordinates matches
the character-level output required by the task, and
consecutive selected characters are reconstructed
into spans. Span-cluster voting groups overlap-
ping predicted spans before voting, which re-
duces the disagreement caused by small bound-
ary shifts. Finally, we remove punctuation- or
whitespace-only spans, expand boundaries falling
inside words to word edges, and merge same-label
spans separated by at most two punctuation or
whitespace characters.

G Extended Experimental Setup

G.1 Data Splits

Both tasks draw on the same 612 labeled Daleel
paragraphs. The ALLaM Task 1 experiments and
all Task 2 experiments use the same fixed split of
these paragraphs, with approximately 520 exam-
ples for training and 92 for internal validation; for

Task 1 the split is stratified by domain and label
combination and is kept fixed across the three AL-
LaM configurations, and for Task 2 the validation
set is used for model selection, ensemble weight-
ing, and ablation analysis. For Qwen3.5, we in-
stead use all 612 labeled training paragraphs for
fine-tuning and the 217 labeled development para-
graphs for validation, with oversampling applied
only to the training set. Since Qwen and ALLaM
therefore use different validation sets, their inter-
nal validation scores are reported separately rather
than treated as a controlled comparison.

For task-adaptive pretraining in Task 2, we use the
raw text from the training data together with the
provided dev__in text, without using any develop-
ment or test labels. All submitted systems follow
the closed-track restrictions.

G.2 Training Configuration

The full optimization settings for both tasks
are reported in Appendix H; we summarize the
choices that matter for interpreting the results
here. All ALLaM variants use the same QLoRA
configuration and differ only in their loss weight-
ing.

For Qwen3.5, we use AdamW with a linear
learning-rate schedule and gradient clipping at
1.0. The batch size of 1 with eight gradient
accumulation steps gives an effective batch size
of 8. Training uses bfloat16 when supported and
float16 otherwise. Paragraphs containing ST or
CO are duplicated once before training.

For ALLaM, the backbone is quantized using
4-bit NF4 with double quantization and bfloat16
computation. LoRA is applied to the attention pro-
jections (g, k, v, and o) and the MLP projections
(gate, up, and down). A batch size of 2 with 32
accumulation steps gives an effective batch size
of 64. Gradient checkpointing is enabled for both
systems. The base ALLaM configuration uses the
standard unweighted SFT objective. The weighted
variant applies class-balanced per-example loss
weighting with a maximum weight of 8, while the
low-clip variant reduces this maximum to 3. All
other training settings are kept unchanged across
the three variants.

For Task 2, our final system uses
aubmindlab/bert-large—-arabertv02
as the encoder. We first apply task-adaptive
masked-language-model pretraining and then
fine-tune the resulting checkpoint with the BIO-
CRF span detector described in Section 4. The
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final configuration consists of four independently
trained AraBERT-large models with different
random seeds. Inputs are limited to 512 subword
tokens; longer paragraphs are processed using
overlapping windows with a stride of 64 tokens.
Boundary-jitter augmentation shifts span bound-
aries by at most two characters during training.
For the weighted-loss ablation, the CRF objective
is augmented with class-weighted token-level
cross-entropy. We also compare character-level
voting with span-cluster decoding, base- and
large-capacity encoders, and different ensemble
sizes. Unless otherwise stated, all other prepro-
cessing and post-processing settings are kept fixed
across comparisons.

G.3 Model Selection and Calibration

For Qwen3.5, we evaluate the model after each
epoch and retain the checkpoint with the highest
validation Macro-F1. Validation predictions are
generated greedily with at most 48 new tokens.
ALLaM checkpoints are also selected by valida-
tion Macro-F1, using a fixed threshold of 0.5 dur-
ing checkpoint selection. After training, a sepa-
rate decision threshold is selected for each label to
maximize its F1 score on the validation set.

G.4 Evaluation

For Task 1, we report Micro-, Macro-, and
Weighted-F1 for the development experiments and
use Macro-F1 for model selection. Per-label preci-
sion, recall, and F1 are used for further analysis.
For Task 2, we evaluate span predictions using the
official Daleel Task 2 partial-overlap precision, re-
call, and F1 metric; all Task 2 validation results re-
ported in Section 6 are computed by running the
organizers’ unmodified task2_scoring.py
script on the 92-paragraph validation split. Offi-
cial shared-task results for both tasks are reported
separately in Section 6 and are not used for model
selection.

Our Task 1 implementation uses PyTorch, Hug-
ging Face Transformers, PEFT, scikit-learn, and
bitsandbytes for the ALLaM QLoRA experiments.
Task 2 models are implemented in PyTorch using
Hugging Face Transformers and torchcrf. All
training for both tasks is performed on a single
NVIDIA RTX 4080 12 GB GPU.

H Training Configurations

Table 5 reports the main training configurations for
the two Task 1 systems, and Table 6 reports the

main experimental settings for the Task 2 system.

Setting Qwen3.5 ALLaM
Backbone Qwen3.5-9B ALLaM-7B-Instruct
Adaptation LoRA QLoRA
Quantization None 4-bit NF4
LoRA rank 16 16
LoRA « 32 32
LoRA dropout 0.05 0.05
Max. length 512 1024
Epochs 10 3
Batch size 1 2
Grad. accumulation 8 32
Learning rate 1x107* 2x107*
Weight decay 0.01 0.01
Warmup ratio 0.10 0.10
Seed 42 42

Table 5: Main training configurations for Task 1.

Setting Value

Final backbone AraBERT-large
Max. sequence length 512
Sliding-window stride 64

Boundary jitter +2 characters
BIO tags 13

Boosted-CREF training epochs 10
Boosted-CRF batch size 4/device
Boosted-CRF learning rate 3e-5

Boosted-CRF seeds [42, 123]
Weight decay 0.01

Final ensemble 4 seeds
Ensemble weighting Validation F1
TAPT objective MLM

MLM probability 0.15

TAPT epochs 10

TAPT learning rate Se-5

Table 6: Main experimental settings for Task 2.

I Additional Design-Choice Analysis

Increasing encoder capacity produced another im-
provement. Replacing the base-size encoders with
AraBERT-large reached 0.7352 F1 with two seeds.
Increasing the AraBERT-large ensemble from two
to four independent runs further improved F1 to
0.7438, mainly through higher precision. This was
the strongest validation configuration and was se-
lected for the final submission. Overall, the exper-
iments indicate that performance gains come from
complementary sources: weighted supervision im-
proves handling of imbalanced tags, span-level
voting reduces boundary disagreement, and larger
multi-seed ensembles improve prediction stability.

J Extended Error Analysis

Additional main-text error analysis. For
Task 1, CO is the hardest class for both systems
and ALLaM shows a pronounced genre effect
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(0.7418 Macro-F1 on debates versus 0.4751 on
editorials). For Task 2, the dominant error source
is short-span loss during character-level ensem-
bling, which motivated the span-cluster decoder,
alongside severe span-level label imbalance and
the inability of a single BIO sequence to represent
the roughly 1% of paragraphs with overlapping
gold spans. Per-label error profiles, span-length
statistics, and a comparison of how the two
Task 1 formulations differ in supervision are in
Appendix J.

Task 1. Qwen3.5’s main weakness is rare-label
recall: CO achieves only 0.1538 F1 on validation
despite perfect precision, while all generated out-
puts remain valid JSON. ALLaM shows a different
error profile on the evaluation phase: AN is over-
predicted (P = 0.4500, R = 0.8000), whereas TE
is conservative (P = 0.9211, R = 0.5000). CO
remains difficult for both systems. ALLaM also
exhibits a pronounced genre effect, with 0.7418
Macro-F1 on debates versus 0.4751 on editorials.

Task 2. Our development analysis identified
short-span loss during character-level ensembling
as an important error source. Character voting re-
moved approximately 26% of gold spans that had
been detected by the individual models. These
missed spans were considerably shorter on aver-
age; about 50 characters compared with about 90
characters for successfully matched spans, while
the individual runs recalled 96--99% of them.
Small differences in predicted boundaries dis-
tributed the ensemble votes across nearby charac-
ters, which motivated the span-cluster decoder. A
second difficulty is label imbalance: the training
data contain 1,739 AS spans but only 50 CO and
38 ST spans, and the improvement obtained from
weighted supervision suggests that additional em-
phasis on rare BIO tags helps mitigate this imbal-
ance. Finally, BIO tagging has a structural limi-
tation: approximately 1% of the paragraphs con-
tain overlapping gold spans, which cannot be rep-
resented by a single BIO sequence. These cases
remain a limitation of the submitted system and
motivate span-based architectures that can predict
overlapping units directly.

Effect of the Task 1 prediction formulation.
Beyond the backbone difference, the two Task 1
systems provide fundamentally different supervi-
sion. Qwen3.5 learns one jointly generated label
sequence per paragraph, whereas ALLaM creates

six paragraph—label instances with explicit Yes/No
targets, giving each label a direct training signal
for every paragraph. This is particularly useful
for imbalanced labels, as reflected in the conserva-
tive behavior of Qwen3.5 on CO, which achieves
1.00 precision but only 0.0833 recall on valida-
tion. ALLaM further provides a separate normal-
ized Yes/No score for each label, enabling label-
specific threshold selection and more flexible con-
trol of the precision—recall trade-off. Together,
these properties make independent label scoring a
natural fit for the imbalanced multi-label setting.
In our experiments, the ALLaM-based formula-
tion achieves strong performance without class-
balanced weighting, while the weighting ablations
show that aggressively increasing the contribution
of minority labels can instead hurt performance.
Although the comparison involves different back-
bones and training setups, the results highlight in-
dependent label scoring as a promising formula-
tion for addressing label imbalance in Arabic ar-
gument classification.
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Figure 1: Overview of the Daleel Task 1 system.
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Figure 2: Overview of the Daleel Task 2 system.
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