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Abstract

This paper describes our submission to Sub-
task 1 of DialectSentEval 2026, which fo-
cuses on three class sentiment classification
for Arabic dialectal text. The task aims to clas-
sify sentences written in five Arabic dialects
into positive, negative, or neutral sentiment
categories. We investigate the effectiveness
of transformer-based Arabic language mod-
els through a series of controlled experiments.
Specifically, we compare MARBERTV2 and
AraBERT while maintaining identical pre pro-
cessing, training, and evaluation settings to en-
sure a fair comparison. In addition, we exam-
ine whether explicitly providing dialect infor-
mation as part of the input improves classifica-
tion performance.

Experimental results on an internal validation
split show that MARBERTV2 consistently out-
performs AraBERT on this task. Further-
more, removing the explicit dialect tag from
the input slightly improves performance, sug-
gesting that MARBERTYV?2 can effectively cap-
ture dialect-specific linguistic patterns directly
from the sentence. Our best configuration,
which uses MARBERTV2 with sentence-only
input, achieves a Macro Fl-score of 0.9394
and an accuracy of 94.24%. These findings
demonstrate the effectiveness of dialect-aware
pre-trained language models for Arabic senti-
ment analysis and establish a strong baseline
for the official shared task evaluation.

1 Introduction

Sentiment analysis is a fundamental Natural Lan-
guage Processing (NLP) task that aims to identify
the polarity of opinions expressed in text. Despite
the remarkable progress of transformer-based lan-
guage models, Arabic dialect sentiment analy-
sis remains challenging due to substantial lexical,
morphological, and syntactic variation across re-
gional dialects.

The DialectSentEval 2026 Shared Task (Ezzini
et al., 2026a) (Ezzini et al., 2026b) addresses this
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challenge by introducing a benchmark for sen-
timent classification across five Arabic dialects:
Moroccan, Egyptian, Lebanese, Jordanian, and
Saudi. In Subtask 1, systems are required to clas-
sify each input sentence into one of three senti-
ment categories: positive, negative, or neutral.To
address this task, we conduct a controlled empir-
ical comparison of two Arabic pretrained trans-
former models, MARBERTV2 and AraBERT. In
addition, we investigate whether explicitly incor-
porating dialect information into the model in-
put improves sentiment classification performance.
All experiments employ identical preprocessing,
data splitting, training, and evaluation settings to
ensure a fair comparison between model architec-
tures and input representations.Experimental re-
sults on an internal validation split show that
MARBERTYV2 consistently outperforms AraBERT.
Furthermore, explicitly prepending dialect labels
does not improve performance, indicating that
MARBERTV2 effectively captures dialect spe-
cific linguistic characteristics directly from the in-
put sentence.The best performing configuration
achieves a Macro Fl-score of 0.9394 using sen-
tence only input, demonstrating the effectiveness
of dialect aware pre trained language models for
Arabic sentiment analysis.

Recent work has further evaluated large lan-
guage models for Arabic dialect sentiment anal-
ysis and introduced shared-task benchmarks for
sentiment analysis across Arabic dialects (Alharbi
et al., 2025a,b).

2 Background

DialectSentEval 2026 Subtask 1 addresses multi-
class sentiment classification for Arabic dialectal
text. Given an input sentence written in one of
five Arabic dialects, namely Moroccan, Egyptian,
Lebanese, Jordanian, and Saudi, the task requires
predicting one of three sentiment labels: positive,
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negative, or neutral. For example, a sentence ex-
pressing satisfaction is assigned the label positive,
whereas a sentence expressing dissatisfaction is la-
beled negative.

The released training dataset contains approxi-
mately 1.7K manually annotated Arabic sentences
translated from hotel reviews and annotated by na-
tive speakers of the target dialects. During system
development, only the released training data were
available, while the official test labels remained
hidden. Our submission participated in Subtask 1,
which focuses on three-class sentiment classifica-
tion.

Transformer-based pretrained language mod-
els have substantially advanced Arabic NLP.
AraBERT (Antoun et al., 2020) introduced an
Arabic-specific BERT model that achieved state-
of-the-art performance on multiple Arabic NLP
tasks. MARBERT (Abdul-Mageed et al., 2021)
was pretrained on large-scale multi-dialect Ara-
bic Twitter data, while MARBERTV2 further ex-
tends MARBERT with additional Modern Stan-
dard Arabic data and a longer maximum sequence
length.  Shared tasks such as NADI (Abdul-
Mageed et al., 2022) further highlighted the im-
portance of robust dialect processing, whereas re-
cent surveys (Shi and Agrawal, 2025) identify di-
alectal diversity and limited annotated resources
as major challenges for Arabic sentiment analy-
sis. MA’AKS (Mughaus et al., 2026) introduced
a manually curated parallel Arabic dataset for sen-
timent style transfer, providing 5,000 positive neg-
ative sentence pairs.Motivated by these challenges,
we conduct a controlled comparison of AraBERT
and MARBERTYV2 while investigating the impact
of explicitly incorporating dialect information to
identify the best-performing system for the Di-
alectSentEval 2026 shared task.

3 System Overview

Our system formulates DialectSentEval 2026 Sub-
task 1 as a supervised three-class sentiment clas-
sification task using pretrained transformer-based
transformer models. Given an input sentence, the
selected tokenizer converts the text into subword
tokens, which are processed by the transformer en-
coder. The contextual representation produced by
the encoder is passed to a task-specific classifica-
tion head that predicts one of three sentiment la-
bels: positive, negative, or neutral.

The proposed system relies on publicly avail-

able pretrained language models as external re-
sources beyond the provided training data. Specif-
ically, we evaluate MARBERTV2 and AraBERT,
both initialized from their released pretrained
checkpoints. No additional datasets, sentiment lex-
icons, or external linguistic resources are used dur-
ing training.

To address the lexical and linguistic diversity of
Arabic dialects, we investigate two design choices.
First, we compare a dialect-oriented pretrained
model (MARBERTV2) with a general Arabic pre-
trained model (AraBERT). Second, we examine
whether explicitly providing the dialect name as
part of the input improves sentiment classification
performance.

Three controlled system configurations are eval-
uated. The first fine-tunes MARBERTV2 using the
sentence preceded by its dialect label (e.g., [Egyp-
tian] ). The second fine-tunes MARBERTvV2
using only the original sentence without the di-
alect tag. The third replaces MARBERTV2 with
AraBERT while keeping all preprocessing, train-
ing, and evaluation settings identical. This con-
trolled design isolates the effect of both the pre-
trained language model and the input representa-
tion on sentiment classification performance.

4 Experimental Setup

Our system is based on transformer-based Arabic
language models fine-tuned for three-class senti-
ment classification. The overall pipeline consists
of four main stages: data preparation, text prepro-
cessing, model fine-tuning, and prediction.

Given an input sentence, the text is first pre-
processed using the tokenizer associated with the
selected pre-trained language model. The tok-
enized sequence is then passed to a transformer
encoder followed by a classification head that pre-
dicts one of three sentiment labels: positive, neg-
ative, or neutral. To identify the most suitable ar-
chitecture for the shared task, we conducted three
controlled experiments. The first experiment fine-
tuned MARBERTV2 using the sentence together
with its dialect label as input. The second experi-
ment evaluated MARBERTV2 using only the sen-
tence text, without explicitly providing dialect in-
formation. Finally, the third experiment replaced
MARBERTV2 with AraBERT while keeping all
preprocessing steps, training settings, and evalua-
tion procedures identical. This controlled design
allowed us to isolate the effect of the language
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model and the input representation on sentiment
classification performance. The following subsec-
tions describe the dataset, preprocessing pipeline,
evaluated models, and experimental setup in de-
tail.

4.1 Dataset

We used the training data provided by the orga-
nizers of DialectSentEval 2026 Subtask 1. The
dataset consists of approximately 1.7K manually
annotated Arabic sentences covering five dialects:
Moroccan (Darija), Egyptian, Lebanese, Jorda-
nian, and Saudi. Each sentence is assigned one of
three sentiment labels: positive, negative, or neu-
tral.

The dataset originates from hotel reviews that
were translated and annotated by native speakers
of the corresponding dialects. Since the official
test labels were not available during the develop-
ment phase, all experiments were conducted using
the released training data. An internal validation
split was created to evaluate different system con-
figurations before the official evaluation phase.

4.2 Preprocessing

A lightweight preprocessing pipeline was adopted
to preserve the original linguistic characteristics of
the dialectal text. We removed records containing
missing values and normalized the sentiment la-
bels to lowercase. No stemming, lemmatization,
or manual text normalization was applied, allow-
ing the transformer models to exploit the original
lexical and morphological information.

The sentiment labels were mapped to numerical
identifiers (negative=0, neutral=1, and positive=2)
for model training.

To investigate the impact of explicit dialect in-
formation, two input representations were evalu-
ated. In the first configuration, the dialect name
was prepended to each sentence (e.g., “[Egyptian]
sentence”). In the second configuration, only the
original sentence text was used as model input.

4.3 Models

Two transformer-based Arabic language models
were evaluated.

MARBERTY2 is a transformer model pre-
trained on large-scale Arabic social media text
with extensive coverage of Arabic dialects. Owing
to its dialect-oriented pre-training, it is expected to
capture dialect-specific lexical and syntactic varia-
tions effectively.

AraBERT is a widely used Arabic pre-trained
language model primarily trained on Modern Stan-
dard Arabic and diverse Arabic text collections. It
serves as a strong baseline for many Arabic NLP
tasks and was included to provide a fair compari-
son against MARBERTV2.

Both models were fine-tuned by replacing the
original classification layer with a three-class clas-
sification head corresponding to the sentiment cat-
egories defined in the shared task.

To ensure a fair comparison, all experiments em-
ployed identical preprocessing steps, training set-
tings, and evaluation protocol. The released train-
ing data were divided into training and validation
sets using an 80/20 stratified split with a fixed ran-
dom seed of 42, preserving the original class distri-
bution.Models were fine-tuned using the Hugging
Face Transformers library. The AdamW optimizer
was employed with a learning rate of 2 x 1075, a
batch size of 16, five training epochs, weight decay
of 0.01, and a maximum sequence length of 128
tokens. The best-performing checkpoint was se-
lected according to the validation Macro F1-score.

Three controlled experiments were conducted:

1. Fine-tuning MARBERTV2 using the sen-
tence preceded by its dialect label.

2. Fine-tuning MARBERTV2 using the sen-
tence only.

3. Fine-tuning AraBERT using the sentence
only.

The primary evaluation metric was Macro F1-
score, following the official shared task evaluation
protocol. Overall accuracy, precision, and recall
were also reported for comparative analysis.

The implementation was developed in Python
3.12.13 using PyTorch 2.11.0', Hugging Face
Transformers 5.13.12, scikit-learn 1.6.1°, pandas
2.2.2%, NumPy 2.0.2°, and Accelerate 1.14.0°.

5 Results
5.1 Validation Results

Table 1 summarizes the performance of the three
evaluated configurations on the internal validation
split.

"https://pytorch.org
2https://huggingface.co/docs/transformers
3https://scikit—learn.org
4https://pandas.pydata.org
Shttps://numpy.org
6https://github.com/huggingface/accelerate
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Table 1: Performance on the internal validation split.

Configuration Macro F1  Accuracy
MARBERTV2 + Dialect Tag 0.9359 0.9395
MARBERTV2 + Sentence Only  0.9394 0.9424
AraBERT + Sentence Only 0.9161 0.9222

Three controlled experiments were conducted
on the internal validation split while keeping the
preprocessing pipeline, training procedure, and
evaluation protocol identical.The first experiment
evaluated whether explicitly providing dialect in-
formation improves sentiment classification. Con-
trary to our expectation, prepending the dialect la-
bel slightly reduced performance. MARBERTV2
achieved a Macro Fl-score of 0.9359 when the
dialect tag was included, compared with 0.9394
when only the original sentence was used. This
suggests that MARBERTV2 is capable of cap-
turing dialect-specific linguistic patterns directly
from the sentence without requiring explicit di-
alect information.The second experiment com-
pared MARBERTV2 with AraBERT under identi-
cal experimental settings. MARBERTV2 achieved
a higher Macro Fl1-score (0.9394) than AraBERT
(0.9161), indicating that the dialect-oriented pre-
training of MARBERTYV?2 is more suitable for Ara-
bic dialect sentiment classification.At the class
level, both models achieved strong performance
on the positive and negative classes, whereas the
neutral class remained comparatively more chal-
lenging. Neutral expressions often share lexi-
cal characteristics with both positive and nega-
tive instances, making them inherently more dif-
ficult to classify.The ablation study demonstrates
that removing the explicit dialect tag consistently
improves performance, while replacing MAR-
BERTV2 with AraBERT results in a noticeable re-
duction in Macro F1-score.

5.2 Error Analysis

The best-performing system achieved F1-scores of
0.9695, 0.9005, and 0.9378 for the negative, neu-
tral, and positive classes, respectively. The neu-
tral class obtained the lowest F1-score, indicating
that it was the most challenging sentiment cate-
gory. This is expected because neutral expressions
frequently overlap lexically with both positive and
negative opinions, increasing the likelihood of am-
biguous predictions.

6 Conclusion

This paper presented our system for Subtask 1
of DialectSentEval 2026 on Arabic dialect senti-
ment classification. We conducted a controlled
comparison of MARBERTV2 and AraBERT and
further investigated the impact of explicitly in-
corporating dialect information into the model in-
put.Experimental results on an internal validation
split showed that MARBERTV2 achieved the best
overall performance, obtaining a Macro F1-score
of 0.9394 when using the sentence alone as in-
put. Furthermore, adding explicit dialect labels
did not improve classification performance, indi-
cating that the model can effectively learn dialec-
tal characteristics directly from the text.Although
the proposed system achieved strong performance,
the evaluation was limited to an internal validation
split because the official test labels were unavail-
able during system development.Based on these
findings, MARBERTYV2 with sentence-only input
was selected as our final system for the shared task.
Future work includes evaluating the system on the
official test set and investigating ensemble learn-
ing, data augmentation, and parameter efficient
fine tuning to further improve sentiment classifi-
cation across Arabic dialects.
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