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Abstract

Tool calling has become increasingly important
for agentic systems, but remains challenging
in multilingual settings, particularly for Arabic.
We present our system for the AISA-ArabicFC
shared task at ArabicNLP 2026. Our approach
combines decomposed multi-task fine-tuning,
function-centric few-shot augmentation, and
hybrid schema-aware inference. On the devel-
opment set, our system achieves a function-
name accuracy of 1.000 and a normalized argu-
ment exact match of 0.858. On the blind test
set, the released baseline re-scored with the fi-
nal scorer obtains a Track A score of 0.8000,
compared with 0.9111 for our submission. Our
system achieves a function-name accuracy of
0.9973 and an argument exact match score of
0.8536 on this set, ranking seventh in Track A.
Our solution is released in the GitHub reposi-
toryl.

1 Introduction

The rapid development of agentic systems has
made tool use an important capability of large lan-
guage models (LLMs). To interact reliably with
external APIs, these models must identify the ap-
propriate function and generate valid arguments
from a user’s request.

Despite recent progress in tool calling, existing
evaluations remain predominantly English-centric,
and recent work has only begun to systematically
examine robustness under multilingual user inter-
actions (Luo et al., 2026). Even when a model
correctly understands the user’s intent and selects
the appropriate tool, its call may remain opera-
tionally invalid because the generated arguments
violate language-invariant interface conventions.
These findings motivate further study of Arabic
tool calling, where systems must process linguisti-
cally diverse user requests while producing outputs
that conform to rigid function schemas.

"https://github.com/phud774/
PuDyDG-AISA-ArabicNLP

In this paper, we describe our system for the
AISA-ArabicFC shared task at ArabicNLP 2026
(Nacar et al., 2026a). Starting from the task-
provided AISA-AR-FunctionCall-Think model,
we apply fine-tuning with a decomposition-based
strategy. Although the system also generates the
auxiliary reasoning trace evaluated in Track B, our
system design and analysis primarily focus on the
function-call fields evaluated in Track A. Each offi-
cial training instance is reformulated into comple-
mentary objectives for tool-use decision, function-
name prediction, argument extraction, function-call
construction, and end-to-end response generation.
At inference time, our hybrid pipeline combines
function selection with argument extraction con-
ditioned on the predicted function, followed by
schema-aware post-processing. We further aug-
ment the argument-extraction objective with syn-
thetic, function-centric Arabic requests generated
from few-shot examples and the released function
schemas. Our results suggest that task decomposi-
tion and targeted data augmentation are effective
for improving Arabic function-calling performance,
particularly argument extraction. Under the final
scorer, the released baseline checkpoint obtains
FNAcc 0.9813, ARGEM 0.6790, and a Track A
score of 0.8000 on the blind test set, compared with
0.9973, 0.8536, and 0.9111, respectively, for our
submission. On the official test leaderboard, our
submission under the team name PuDyDG ranked
seventh with a Track A score of 0.9111, FNACC
of 0.9973, and ARGEM of 0.8536 in Track A; the
same submission ranked sixth in Track B.

2 Background

2.1 Problem Definition

Each AISA-ArabicFC instance presents an Ara-
bic request, temporal context, and four candidate
tools, each specified by a function name, descrip-
tion, and JSON parameter schema (Nacar et al.,
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2026a). The Track A output is a pair (f, a): a candi-
date function name and a schema-compliant JSON
argument object. For example, a request meaning
“convert 5,000 Egyptian pounds to Kuwaiti dinars”
maps to convert_currency with amount=5000,
from_currency=EGP, and to_currency=KWD; a
no-call request maps to (none, {}). Track A com-
bines exact function-name accuracy (FNACC), in-
cluding none, and argument exact match (ARGEM)
after official value normalization as 0.40 FNAccC +
0.60 ARGEM. Tracks B and C additionally assess
reasoning-trace generation and cross-dialect robust-
ness, respectively.

2.2 Data and Evaluation

The official release contains 10,550 training in-
stances (10,500 call/50 no-call), 545 develop-
ment instances (500/45), and 1,125 blind test re-
quests. Its task-oriented assistant queries span
Modern Standard, Gulf, Egyptian, Levantine, and
Maghrebi Arabic and eight service domains: health-
care, finance, government, Islamic services, travel,
weather, e-commerce, and utilities. The registry
contains 27 tools, including 20 target tools and
seven distractors (Nacar et al., 2026a).

We use the full training split for adaptation and
the development split only for validation. Synthetic
examples use only positive training instances and
released function schemas; development and test
requests are excluded. We select 500 of 1,500 vali-
dated generations with seed 42. On development
and the blind test set, we report FNACC, normal-
ized ARGEM, and their official weighted score.

2.3 Related Work

Prior work has studied tool-use training and eval-
uation at increasing scales. Toolformer learns to
invoke external APIs from demonstrations (Schick
et al., 2023), while API-Bank and ToolLLM ex-
tend tool-use evaluation and instruction tuning
to broader collections of APIs (Li et al., 2023;
Qin et al., 2024). BFCL further evaluates func-
tion selection, argument construction, abstention,
and multi-turn tool use (Patil et al., 2025). How-
ever, multilingual evaluations reveal substantial per-
formance disparities across languages (Kulkarni
et al., 2025). Models may select the correct func-
tion while still producing invalid arguments be-
cause user-language expressions do not conform to
schema-defined fields and value conventions (Luo
et al., 2026).

Recent work has begun to address Arabic tool

calling. Arabic and bilingual instruction tuning im-
prove tool-use decisions and argument generation,
although cross-lingual transfer alone remains in-
sufficient (Ersoy et al., 2025). Arabic adaptations
of BFCL also report lower accuracy for Arabic
queries, particularly in complex calling settings
(Kubrak et al., 2025). Within the AISA frame-
work (Nacar et al., 2026c), dataset auditing, schema
repair, tool-aware prompting, and dialect-diverse
fine-tuning have been shown to reduce structural
errors (Nacar et al., 2026b). Our system comple-
ments these approaches by decomposing function
calling into specialized training objectives, condi-
tioning argument extraction on the selected schema,
and applying function-centric Arabic augmentation
specifically to the argument-extraction objective.

3 System Overview

Our system LoRA-adapts one model with five
training views covering tool-use decision, function
selection, argument extraction, call construction,
and end-to-end generation. We add 500 function-
centric examples for argument extraction and over-
sample no-tool cases. At inference, function selec-
tion and schema-conditioned extraction are com-
bined with deterministic post-processing and a
guarded end-to-end fallback.

3.1 Decomposed Multi-task Fine-tuning

Let an official training instance be (z, F,y), where
x is the Arabic request, F contains four candidate
schemas, and y is either a call (f, a) or a no-tool
response. The rool-use decision view predicts a
Boolean value; function selection predicts f € F
or none; and argument extraction predicts a JSON
object conditioned on the gold function. For pos-
itive instances, function-call construction repro-
duces the structured call without <think>, whereas
the end-to-end view retains the original reasoning
span and call format.

A short Arabic instruction identifies each view.
Candidate schemas, temporal context, and the user
request are otherwise retained, except for argu-
ment extraction: we replace all candidates with a
compact description of the gold schema, including
types, required fields, and enumerated values. Its
target contains only non-empty, evaluator-relevant
arguments. Across views, the model is instructed
to emit only values stated or directly inferable from
the request and to omit missing values rather than
invent defaults.
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Examples are weighted through repetition be-
fore shuffling. Argument-extraction and end-to-end
views are repeated twice, and every no-tool view
receives an additional factor of 20. This prioritizes
the more heavily scored argument objective while
preserving a strong abstention signal.

3.2 Function-centric Few-shot Augmentation

Argument extraction must map varied Arabic ex-
pressions to rigid, language-invariant fields. We
therefore group positive training instances by gold
function and generate additional examples on a bal-
anced function schedule. Each prompt contains five
distinct same-function request—argument demon-
strations, the compact schema, and the dialect and
temporal context of an official template. The gen-
erator returns a new Arabic request and its JSON
arguments.

We reject empty or duplicate examples, unde-
clared keys, missing required fields, invalid enu-
merated values, and values removed by the schema
sanitizer; numeric and Boolean values are normal-
ized when possible. Invalid candidates are retried
with the validation error. Accepted examples are
used only for argument extraction, avoiding syn-
thetic supervision for selection, abstention, or rea-
soning traces.

3.3 Hybrid Schema-aware Inference

All inference passes use the same adapted model
with greedy decoding. The selection pass emits one
candidate function or none; only recognized names
and no-tool markers are accepted. If parsing fails,
a valid function from the independently generated
end-to-end response is used, otherwise the system
returns none. For Track B, the auxiliary reasoning
trace is produced by the independently decoded
end-to-end pass, which was trained on the original
reasoning-span-and-call format. Its <think> span
supplies the submitted trace when available; the
final function name and arguments continue to be
produced by the hybrid selection-and-extraction
pipeline described below.

For f # none, a second pass removes all candi-
date declarations and inserts only the schema of f ,
then requests one JSON argument object. We parse
the first balanced object as JSON, with a conserva-
tive literal parser for minor quoting errors. If pars-
ing fails, the end-to-end arguments are used only
when their function agrees with f . For f = none,
extraction is skipped.

Finally, schema-aware post-processing removes

undeclared, empty, and officially ignored fields,
normalizes Arabic-Indic digits, casts numeric and
Boolean values, and preserves identifier-like strings
with leading zeros. The resulting (f,a) is the
Track A prediction.

4 Experimental Setup

Baseline. We report the official development re-
sults originally published by the organizers for
AISA-AR-FunctionCall-Think 27@M, without re-
training or reevaluating the checkpoint. The origi-
nally published development baseline used a pre-
normalization evaluator and is therefore not used
for direct comparison with our development re-
sults. For a like-for-like comparison, the organiz-
ers re-scored the same baseline checkpoint on the
1,125-instance blind test set with the released fi-
nal scorer. It obtained FNAcc 0.9813, ARGEM
0.6790, Track A 0.8000, and Track B 0.8074.

4.1 Training Configuration

We initialize the system from the task-provided
AISA-AR-FunctionCall-Think checkpoint.
LoRA is applied to all attention projections and
the gate, up, and down MLP projections, with rank
64, scaling factor 128, and dropout 0.05.

Training runs for one epoch with a 2,048-token
sequence limit. We use fused AdamW with a peak
learning rate of 10~4, cosine decay, 3% warm-up,
and weight decay 0.01. A per-device batch size
of 6 with eight gradient-accumulation steps gives
an effective batch size of 48. Training uses BF16,
gradient checkpointing, seed 42, and target-only
loss.

4.2 Augmentation and Decoding
Configuration

For each synthetic generation slot, we sample five
distinct same-function demonstrations and query
Llama-3.3-70B-Instruct at temperature 0.9. In-
valid candidates are retried with the validation er-
ror, up to three attempts. At inference, maximum
generation lengths are 24 tokens for selection, 160
for argument extraction, and 256 for end-to-end
generation.

4.3 Reproducibility

The original training and inference run was per-
formed on a temporary single-GPU Vast.ai in-
stance. Seed 42 was fixed, but deterministic Py-
Torch/CUDA algorithms were not enforced, and
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Table 1: Development-set single-run results. Batch
configurations denote per-device batch size x gradient-
accumulation steps.

Configuration FnAcc ArgEM
Decomposition
Decomposed (4 x 8) 1.000 0.780
Training configuration
+ separate argument model 1.000 0.744
Decomposed (6 x 8) 1.000 0.788
Decomposed (12 x 8) 1.000 0.786
Function-centric augmentation
Decomposed (6 x 8; 0 augmented) 1.000 0.788
+ 250 augmented examples 1.000 0.844
+ 500 augmented examples (full)  1.000 0.858
+ 750 augmented examples 1.000 0.844
Training-only objective ablation
— function-call construction view  1.000 0.856
— tool-use decision view 1.000 0.842

synthetic generation is stochastic; retraining or re-
generating the data is therefore not expected to be
byte-identical. We release the exact augmentation
pool, adapter, tokenizer, configuration, and predic-
tion artifacts. Inference from the released check-
point on an NVIDIA RTX PRO 5000 reproduced
the submitted prediction file byte for byte. Sepa-
rately, the organizers independently evaluated the
released reproduction run and obtained a Track A
score of 0.9105, compared with the published sub-
mission score of 0.9111. This small difference is
consistent with the disclosed sampling and training
non-determinism.

5 Results

5.1 Development Results and Ablations

Among our single-run experiments in Table 1, the
shared multi-task model reaches 0.788, compared
with 0.744 for the separate argument model. The
6 x 8 configuration also gives the highest observed
score among the tested batch settings, although its
0.002 difference from the 12x8 configuration corre-
sponds to only one of the 500 positive development
examples.

Adding 500 function-centric examples gives the
highest observed ARGEM, 0.858, while both 250
and 750 examples obtain 0.844. These results are
not monotonic and come from one run per config-
uration; the apparent peak at 500 examples may
therefore lie within run-to-run variation rather than
establish a reliable optimum.

The training-only objective ablations leave
FNAcc at 1.000 but yield ARGEM scores of 0.856
without function-call construction and 0.842 with-
out tool-use decision. Relative to the full result

of 0.858, these differences correspond to approxi-
mately one and eight positive development exam-
ples, respectively. They suggest beneficial multi-
task transfer, but should not be interpreted as sta-
tistically robust without repeated runs. Neither
objective adds an inference stage. All of our con-
figurations in Table 1 are single training runs using
seed 42, and no variance estimates are available.

5.2 Development-set Argument Error
Analysis

We further inspect the released development pre-
dictions associated with an ARGEM of 0.844. This
post-hoc analysis is distinct from the best devel-
opment run (0.858) in Table 1. Among the 500
positive development instances, 78 have an argu-
ment mismatch under the official evaluator. In 55
cases (70.5%), the predicted and gold objects con-
tain the same keys but differ in at least one value.
Manual inspection reveals three main causes: span-
boundary mismatches in free-text and list fields,
semantic substitutions or hallucinated values, and
a smaller number of ambiguous or inconsistent
gold annotations. Thus, argument-value predic-
tion, rather than field selection or output parsing,
remains the main source of residual error.

Among well-represented dialects, mismatch
rates range from 12.8% for MSA to 22.4% for Lev-
antine, with Gulf (16.7%) and Egyptian (18.2%)
between them. Maghrebi reaches 33.3%, but has
only six positive examples. These figures suggest a
dialect effect, although the smallest groups require
cautious interpretation.

5.3 Official Test Results

Our submission under the team name PuDyDG
ranked seventh in Track A, achieving a score of
0.9111, with FNAcCC of 0.9973 and ARGEM of
0.8536. Under the same released final scorer,
the baseline checkpoint obtains FNAccC 0.9813,
ARGEM 0.6790, and Track A 0.8000 on the blind
test set, providing a like-for-like comparison.

For Track B, which additionally evaluates the
reasoning trace, our submission ranked sixth. The
trace is supplied by the end-to-end generation pass
trained on the original response format contain-
ing the <think> span. This pass is separate from
the selection and schema-conditioned argument-
extraction passes used to construct the final func-
tion call.
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6 Limitations

Our study has four main limitations. First, each
development configuration was trained only once
with seed 42, and no variance estimates are avail-
able. Because the positive development subset con-
tains only 500 instances, several observed differ-
ences correspond to only a handful of examples
and may not be statistically robust.

Second, although 500 augmented examples pro-
duced the highest observed development ARGEM,
the augmentation-size experiments were single
runs. The difference between 500 and 750 ex-
amples may therefore reflect run-to-run variation
rather than establish 500 examples as a reliable
optimum.

Third, exact retraining reproducibility is lim-
ited. Synthetic examples were generated
through stochastic sampling, and deterministic Py-
Torch/CUDA algorithms were not enforced. We
release the exact augmentation pool, adapter, tok-
enizer, configuration, and predictions, which sup-
ports exact inference from the released checkpoint,
but retraining or regenerating the augmentation
data may produce different results.

Finally, our analysis primarily focuses on
Track A. Although our submission ranked sixth in
Track B and the reasoning trace is generated by the
end-to-end pass, we do not provide a detailed quan-
titative or manual analysis of trace quality. Further
work should examine the faithfulness, consistency,
and contribution of these traces independently of
function-call accuracy.

7 Conclusion

In this paper, we presented our system for the
AISA-ArabicFC shared task at ArabicNLP 2026.
The system combines decomposed multi-task fine-
tuning, function-centric few-shot augmentation,
and hybrid schema-aware inference. On the de-
velopment set, our system achieved a normalized
argument exact match of 0.858 while maintain-
ing perfect function selection. On the blind test
set under the final scorer, our system achieved
Track A 0.9111 and ARGEM 0.8536, compared
with 0.8000 and 0.6790, respectively, for the re-
scored baseline checkpoint. Our system ranked
seventh in Track A and sixth in Track B, where
the end-to-end generation view supplied the aux-
iliary reasoning trace. Because the development
configurations were each evaluated with a single
seed, small differences among them should be in-

terpreted cautiously.

Our error analysis suggests that argument-value
prediction remains the main bottleneck, particularly
for free-text spans and list-valued fields, where
span-boundary mismatches, semantic substitutions,
and hallucinated values are common. Performance
also varies across dialects, although results for di-
alects with few examples should be interpreted cau-
tiously.
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