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Abstract

We describe Abjad’s submission to the AISA-
ArabicFC shared task (Track B), which tar-
gets Arabic function calling with explicit
natural-language reasoning prior to the struc-
tured call. Rather than fine-tuning, our sys-
tem builds a robust inference pipeline around
the organizers’ baseline model, AISA-AR-
FunctionCall-Think, diagnosing and fixing two
pipeline-level bugs that were silently depress-
ing scores during development. On the shared
task’s 545-example development set, rescored
with the organizers’ own official evaluator
(normalize.py/eval_lib.py), our sub-
mitted system reaches a function-name ac-
curacy of 96.15%, an argument exact-match
of 43.80%, and an official Track B score of
0.6825.

Beyond the original submission, we report a
post-submission diagnostic finding: 117 of 500
positive predictions had a correct predicted
function but a completely empty structured
argument dictionary, and for 79 of these the
model’s own <think> span already stated
every required gold value verbatim (an or-
acle upper bound, not an achieved result).
Guided by this finding, we built a determin-
istic, schema-aware, gold-free repair that re-
covers such values only when they are un-
ambiguously stated, together with a second,
smaller schema-validity cleanup step; together
they raise development-set ArgEM from 0.438
to 0.582 (+0.144) and Track B from 0.6825
to 0.7545 (+0.072), with zero observed re-
gressions and no model weight updates, ad-
ditional training data, or gold labels used at
repair time. We present this as a diagnostic
and pipeline-reliability contribution specific to
our own submission: a substantial, measurable
component of the argument-understanding gap
observed in our development-set predictions
from this baseline model is attributable to fix-
able output-serialization issues in our inference
pipeline rather than semantic or reasoning fail-
ures, though genuine semantic errors remain

and are characterized as the target for future
modeling work. We do not claim this finding
generalizes to other teams’ pipelines or to the
baseline model’s behavior under different infer-
ence settings.

1 Introduction

Function calling, the ability of a language model
to translate a natural-language request into a struc-
tured call to an external tool with correctly typed
arguments, is an increasingly central capability
for deploying language models in real applica-
tions. The AISA-ArabicFC shared task (Tuwaiq
Academy AISA-ArabicFC Organizing Team, 2026)
evaluates this capability specifically in Arabic, cov-
ering both Modern Standard Arabic and dialectal
variation, using a baseline model that produces an
explicit <think> reasoning span before emitting
its function call.

This paper describes the system submitted by
team Abjad: not a novel model or training proce-
dure, but a carefully debugged inference pipeline
built around the organizers’ baseline model, to-
gether with a targeted error analysis. We identified
and fixed two issues that silently corrupted our re-
sults during development: a stale checkpoint file
that caused our generation loop to skip re-running
samples, and an injected “anti-hallucination” re-
minder string that degraded the model’s output for-
mat.

For this camera-ready version we additionally re-
scored our submitted, unmodified predictions using
the organizers’ actual, released scoring implemen-
tation (normalize.pyleval_lib.py) rather
than the local reimplementation used at submission
time, and conducted a further round of diagnostic
analysis. We show that our original submission’s
low argument exact-match score is driven substan-
tially by a pipeline-level structured-output failure
— the model’s reasoning trace routinely already
contains the correct argument values, but the emit-
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ted structured arguments are empty — rather than
purely by argument-value misunderstanding, and
we designed a deterministic, gold-free repair for
this failure mode. Throughout this paper, we distin-
guish the original submitted system (rescored with
the official evaluator) from post-submission diag-
nostic experiments: the latter are not a resubmitted
or re-ranked competition entry.

Our contribution is therefore: (1) rescoring our
submission with the actual official evaluator; (2)
the discovery, via reproducible measurement rather
than manual sampling, that a specific structured-
output serialization failure accounts for a measur-
able share of the original argument-extraction gap;
(3) a deterministic, gold-free repair pipeline that
recovers a substantial portion of these serialization-
related errors without any model weight changes;
and (4) a grounded characterization of the errors
that remain, which we argue are the genuine targets
for future fine-tuning or decoding-level work.

The paper proceeds as follows: Section 2 covers
task and dataset background; Section 3 describes
our system and post-submission repair steps; Sec-
tion 4 the experimental setup; Section 5 results and
error analysis; Section 6 concludes.

2 Background

Task setup. Given a natural-language user re-
quest in Arabic, the system must produce a
<think> reasoning span followed by either a
structured function call or an explicit no-call deci-
sion. Two distinct correctness conditions are scored
separately (Section 4): whether the predicted fool
name matches gold, and whether the predicted ar-
gument values match gold under the organizers’
normalization rules; the latter is not conditioned on
the former.

Dataset and track. We use the
TuwaigAcademy/AISA-ArabicFC dataset
released by the organizers: Arabic (MSA and
dialectal) user utterances paired with gold tool
calls from a fixed API-style function schema. The
development split, on which all results here are
computed, contains 545 examples (500 positive, 45
negative/none); we independently re-verified this
split against the organizers’ public Hugging Face
release for this camera-ready version, confirming
row counts and id alignment with our stored
predictions. We participate in Track B, which
additionally requires and scores the explicit
<think> span (Section 4); we do not submit to

Track A.

Related work and novelty. Tool use extends lan-
guage models beyond text generation to structured,
typed calls against APIs (Qu et al., 2024); most
existing work is English-centric, and Ersoy et al.
(2025) show that Arabic-specific tuning meaning-
fully affects tool-calling performance. Arabic func-
tion calling adds challenges beyond general Ara-
bic NLP: dialectal variation, script normalization
(digits, diacritics), and mapping Arabic-script men-
tions to standardized codes (ISO currency/language
codes). AISA-ArabicFC (Tuwaiq Academy, 2026)
is, to our knowledge, among the first shared tasks
to combine these directly, using a baseline model,
AISA-AR-FunctionCall-Think (Nacar et al., 2026),
that couples function calling with explicit chain-of-
thought. Unlike prior work reporting aggregate
accuracy, our contribution is a diagnostic sepa-
rating tool-selection from argument-normalization
failures, plus pipeline-level lessons (Section 3)
reusable regardless of fine-tuning.

3 System Overview

3.1 Base Model and Decoding

Our system uses the organizers’ baseline
model, TuwaigAcademy/AISA-AR-
FunctionCall-Think, loaded via the
Hugging Face transformers library (Wolf
et al., 2020). We run inference in float32 precision
rather than floatl6, which we found necessary
to avoid numerical instability (NaN outputs)
during generation. We use greedy decoding
(do_sample=False) with a repetition penalty
of 1.1 and a generation budget of 300 new tokens,
applied to the model’s native chat template
(<start_of_turn>model). A well-formed
generation consists of a <think>...</think>
reasoning span followed by either a structured call
or an explicit indication that no tool applies.

3.2 Pipeline Debugging

We built our inference and evaluation pipeline from
scratch on the provided train/dev splits. Two issues,
visible only through direct inspection of raw model
outputs rather than aggregate metrics, silently de-
pressed our measured scores during development:
(1) stale checkpointing — our generation loop
resumed from a checkpoint file, but a stale check-
point from an earlier, buggy run was silently treated
as complete, causing later evaluations to score out-
dated predictions; and (2) a prompt-injected anti-
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hallucination instruction — a reminder string
telling the model not to invent unmentioned argu-
ments interfered with its learned output format, re-
ducing well-formed generations, and was removed
after we compared raw outputs with and without it.

3.3 No Fine-Tuning

Our submitted system uses the baseline model’s
original weights, without parameter updates; we
frame our contribution as diagnostic rather than
leaderboard-optimized. ~ Sections 3.5-3.6 de-
scribe post-submission, gold-free repairs for the
structured-output failures identified in Section 5;
genuine semantic errors are left as future work.

3.4 Output Parsing

We implemented a regex-based parser that extracts
the <think> span and function call from raw out-
put, typecasting argument values (number/string)
per the tool’s parameter schema before comparison
against gold. This is the parser used to produce the
originally submitted predictions.

3.5 Post-Submission Parser Repair

After submission, we investigated the composi-
tion of our system’s argument exact-match fail-
ures using the organizers’ officially released dev-
set gold labels and scorer (Section 4). We found
that 117 of the 500 positive-class predictions had
a non-none predicted function but a completely
empty structured argument s dictionary, despite
the model’s own <think> span routinely already
stating the correct argument values in key=value
form. This indicates a failure downstream of the
model’s reasoning — in how that reasoning was
serialized into the structured call — rather than a
reasoning failure itself.

We built a deterministic, schema-aware re-
pair script that recovers arguments from think
only when: (1) the predicted function is not
none; (2) the structured argument s dictionary
is empty; (3) the think span is non-empty;
and (4) think contains an explicit, unambigu-
ous key=valuel/key: value association for
a key in the predicted function’s own schema. Ex-
traction uses only the predicted function name, the
model’s own think text, and tool schema meta-
data — no gold labels, no hard-coded row identi-
fiers, and the predicted function name and think
text are never altered. Ambiguous or non-schema-
valid values are left unfilled rather than invented;

the repair recovers only information the model had
already stated explicitly.

3.6 Post-Submission Schema Cleanup

As a second, independent post-submission step, we
inspected predicted argument keys against the pre-
dicted function’s own declared schema and found a
small number of predictions with keys that do not
exist at all in that schema. We apply one general,
deterministic, schema-derived (not gold-derived)
rule: drop any predicted argument key not declared
in the predicted function’s own schema, regardless
of whether the dropped key agrees or disagrees
with gold.

We additionally apply a general safety guard:
this cleanup is never applied if it would reduce
a non-empty argument dictionary to completely
empty, since gold arguments for scored examples
are never empty, so emptying a prediction can only
hurt or be neutral. This guard proved necessary
because the official scorer’s ArgEM check is inde-
pendent of function-name correctness (Section 4):
without it, a coincidental correct-argument match
on a wrong-function prediction could be broken by
cleanup that empties its argument dictionary.

4 Experimental Setup

Data and tools. We wuse the official
train/development splits of TuwaigAcademy/
ATSA-ArabicFC. All results here are on the
545-example development split (500 positive, 45
none); we lacked access to the blind test split.

Evaluator (revised). At submission time, we
evaluated locally using our own reimplementation
of the organizers’ published scoring rules. For this
camera-ready version, all dev-set numbers reported
in this paper — including for the originally submit-
ted, unmodified predictions — were recomputed
using the organizers’ actual released scoring im-
plementation (normalize.py/eval_lib.py,
obtained from the shared task’s official Hugging
Face Space). This changes some figures rel-
ative to the accepted submission (Section 5.1),
since the official normalizer implements a broader
set of closed-class aliases and a per-function
OPTIONAL_IGNORE argument list that our ear-
lier local reimplementation did not cover in full.

Metrics (corrected). Function-name accuracy
(FnAcc) is computed over all development ex-
amples, including negative (none) ones. Ar-
gument exact-match (ArgEM) is computed only
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over the 500 positive examples. We previously
stated that ArgEM is forced to 0 whenever the
predicted function name does not match gold;
this described our own earlier local reimple-
mentation, not the organizers’ actual evalu-
ator, whose eval_lib.py checks argument-
dictionary equality independently of function-name
correctness. Think-tag presence rate (ThinkRate)
is the fraction of examples with a non-empty
<think> span. The two official composite scores
are unchanged: Overally = 0.40 FnAcc +
0.60 ArgEM

Overallg = 0.30 FnAcc+ 0.50 ArgEM

+ 0.20ThinkRate with Overall_B the official
ranking metric for Track B. All results in this paper,
original and post-submission alike, are computed
on the 545-row development split; the organizers’
corrected baseline figures (Section 5.1) are reported
on a separate 1,125-row blind test split and are not
numerically comparable to the development-set re-
sults here.

5 Results
5.1 Official Metrics

Table 1 summarizes results on the 545-row develop-
ment split, recomputed with the organizers’ official
SCorer.

The parser/serialization repair contributes
+0.132 ArgEM and +0.066 Track B over the
original submitted predictions; the schema-cleanup
step contributes a further 4+0.012 ArgEM and
+0.006 Track B; the total gain is +0.144 ArgEM
and +0.072 Track B, with zero regressions at
either stage — no previously argument-exact-
match-correct example was broken, function-name
predictions and think spans are identical
across all three rows, and FnAcc/ThinkRate are
unchanged throughout.  The repaired-variant
scores (0.7485, 0.7545) are post-submission
development-set analysis figures, not a com-
petition submission or leaderboard score. The
organizers’ corrected blind-test baselines (e.g.,
AISA-AR-FunctionCall-Think 270M: Track B
0.8074) are measured on the separate 1,125-row
split described in Section 4 and are omitted from
Table 1 accordingly.

5.2 Design-Decision Impact

Since we do not fine-tune the baseline model, we
report no training-configuration ablations. The one
pre-submission comparison available is the qualita-

tive pipeline debugging in Section 3.2: inspection
with and without the anti-hallucination reminder
showed a clear drop in well-formed generations
with it present, motivating its removal, though we
did not re-quantify this with matched full-set scores
(see Limitations).

5.3 Error Analysis

We replace our earlier manual-sample-based er-
ror characterization with measured, reproducible
counts obtained by comparing predictions against
the organizers’ real development-set gold labels.

Diagnostic / oracle analysis. Of the 500 positive-
class original submitted predictions, 117 had a non-
none predicted function but a completely empty
structured arguments dictionary. All 117 of
these had the correct predicted function name and
genuinely required arguments according to gold.
Of these 117, 79 (67.5%) had every required gold
argument value already present verbatim in the
model’s own <think> text, and 108 (92.3%) had
at least one gold value present verbatim. These
79 and 108 counts are oracle diagnostic obser-
vations — they use gold labels purely to measure
what could in principle be recovered from the ex-
isting think text, and they are not achieved cor-
rections.

Actual gold-free implemented repair. The de-
terministic, schema-aware repair described in Sec-
tion 3.5 — which uses no gold labels — modified
the structured arguments of 114 predictions and
made 66 additional positive examples argument-
exact-match-correct, with zero regressions. The
gap between the 79-row oracle upper bound and
the 66 achieved corrections reflects the repair’s
deliberately conservative extraction criteria: it de-
clines to fill a value whenever the think text’s
key/value association is not unambiguous under
schema-restricted, literal pattern matching, in order
to avoid inventing or guessing values.

ThinkRate composition. The official ThinkRate
metric (0.8752) reflects 68 of the 545 development
examples with a completely empty <t hink> span.
Of these 68, 59 (86.8%) coincide with examples
where the model itself predicted none (i.e., the
model’s own decision was that no tool call applies,
and it did not additionally produce a reasoning
trace for that decision); the remaining 9 (13.2%)
are positive-class predictions — a non-none pre-
dicted function — with an empty <think> span
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System FnAcc ArgéEM ThinkRate Track A TrackB AB
Original submitted predictions  0.9615 0.4380 0.8752 0.6474 0.6825 —
+ Parser/serialization repair ~ 0.9615 0.5700 0.8752 0.7266 0.7485 +0.0660
+ Schema cleanup 0.9615 0.5820 0.8752 0.7338 0.7545  +0.0720 (total)

Table 1: Development-set results. All rows are computed on the same 545-example development split (500 positive,
45 negative) using the organizers’ actual released normalize.py/eval_lib.py. The “Parser/serialization
repair” and “Schema cleanup” rows are post-submission camera-ready diagnostic experiments, not part of the
original competition submission and not a resubmitted or re-ranked leaderboard entry. AB is the change in Track B

relative to the original submitted predictions.

despite a call being made. The shortfall from a per-
fect ThinkRate is therefore concentrated in none-
decision cases rather than spread evenly across the
dataset, and only a small minority (9/545, 1.65%)
reflects missing reasoning alongside an actual func-
tion call.

Remaining errors after repair. After both post-
submission repair steps, the dominant remaining
failure groups are, in descending order of fre-
quency: semantic/content value mismatches where
the predicted and gold values differ even after
the official normalizer’s canonicalization; extra or
missing schema-valid arguments, where the model
over- or under-specifies arguments relative to gold
despite both being valid for the predicted tool’s
schema; a smaller number of wrong function-name
predictions; and a small number of fields — most
notably termination_type — that the orga-
nizers’ own published normalizer explicitly de-
clines to canonicalize due to a large number of un-
controlled surface variants. We do not report exact
post-final counts for these categories beyond what
has been directly recomputed against the schema-
cleanup predictions (Table 1).

Normalization finding. As a further post-
submission diagnostic, we tested whether rewriting
predicted argument values into their canonical sur-
face form (e.g., mapping a spelled-out currency
name to its ISO code) using the organizers’ own
published alias tables would improve scores be-
yond the repairs above. It did not: canonical value
rewriting produced no additional ArgEM improve-
ment, because the official scorer already applies
the identical canonicalization function symmetri-
cally to both the prediction and the gold answer at
scoring time. This finding is specific to additional
pre-scoring canonical rewriting under this evalua-
tor; it does not imply that normalization in general
is unhelpful, only that re-applying the same nor-
malization the scorer already performs is redundant.

The one genuine gain available from key-level (not
value-level) cleanup — dropping schema-invalid
argument keys — is already captured in Table 1.

6 Conclusion

We presented Abjad’s submission to AISA-
ArabicFC Track B together with a post-submission
diagnostic analysis. Rescored with the organiz-
ers’ official scorer, our submitted system reaches
96.15% function-name accuracy and 43.80% ar-
gument exact-match (Track B 0.6825). A sub-
stantial, measurable component of this gap is at-
tributable to a pipeline-level structured-output fail-
ure rather than a failure of task comprehension: a
deterministic, schema-aware, gold-free repair, to-
gether with a smaller schema-cleanup step, raises
development-set ArgEM to 0.582 and Track B to
0.7545 (+0.144 ArgEM / +0.072 Track B), with
zero regressions and no changes to model weights
or training data. Canonical value rewriting alone
yields no further gain, since the official scorer al-
ready applies the same canonicalization symmetri-
cally. What remains — genuine value disagree-
ments, function-selection errors, and organizer-
acknowledged uncanonicalized fields — is increas-
ingly model-level, and we identify constrained gen-
eration, prompt/decoding changes, or targeted fine-
tuning on these residual error types as the appropri-
ate next steps.

Limitations

Our originally submitted results used a local
reimplementation of the organizers’ published
scoring rules rather than their released scorer;
the camera-ready numbers in this paper (Ta-
ble 1, all rows) instead use the organizers’ actual
normalize.pyleval_lib.py. All system re-
sults reported in this paper — for both the original
submission and the post-submission repaired vari-
ants — are development-set results; final competi-
tion rankings are determined by the organizers on a
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separate, held-out blind test split, to which we did
not have access, and none of the numbers in this pa-
per should be interpreted as revised leaderboard or
test-set performance. The post-submission parser-
repair and schema-cleanup variants (Sections 3.5—
3.6, 5.1) were developed and evaluated entirely
after our competition submission, using only the
development split; we did not have blind test la-
bels available to evaluate these repairs on held-out
data, and we caution that iterative diagnostic devel-
opment and evaluation on the same development
split, however conservative, carries some risk of
overestimating how well a fix would generalize
relative to a genuinely held-out evaluation. The
parser repair is fundamentally limited by what is re-
coverable from the model’s own generated think
text: it can only recover an argument value when
the model’s reasoning already states that value in
an explicit, schema-matched, unambiguous form;
it cannot correct cases where the model’s reason-
ing itself is silent on or wrong about the required
value. This work was conducted by a three-person
team with limited compute. The stale-checkpoint
and anti-hallucination-reminder fixes described in
Section 3.2 were identified and validated during de-
velopment via direct qualitative inspection of raw
model outputs, comparing generations with and
without each change on a small set of examples;
this was sufficient to establish that each change was
necessary to obtain well-formed output, but we did
not preserve a matched, full-development-set quan-
titative comparison (with-bug vs. without-bug) un-
der a single evaluator, so we cannot report a numer-
ical before/after score for these two pre-submission
fixes, unlike the post-submission repairs in Table 1,
which are fully quantified.
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A Normalization and Scoring Details

For replicability, we summarize the value-
normalization rules applied before comparing pre-
dicted and gold argument values, based on the or-
ganizers’ actual released normalize.py:

* Digits & number words. Arabic-Indic and
Persian digits map to Western digits; common
Arabic number words map to their digit equiv-
alents.

* Orthographic normalization. Diacrit-
ics/tatweel are stripped; alef variants unify to
bare alef; alef-maqsura and ta-marbuta are nor-
malized; hamza seats are simplified; whites-
pace is collapsed.

* Closed-vocabulary aliasing.  Countries,
cities, currencies, languages, zakat asset types,
and Quran search types map to canonical
forms via lookup tables covering both Ara-
bic and English/ISO surface forms. One field,
termination_type, is explicitly not se-
mantically aliased by the organizers due to
a large number of uncontrolled surface vari-
ants, pending an organizer-approved canoni-
cal mapping.

Identifier and list fields. Identifier-
like fields (ID/IBAN/ passport/igama/phone
numbers, etc.) compare as normal-
ized strings, preserving leading zeros; a
small set of fields (items,
destination_country) compare as un-
ordered sets after splitting on common separa-
tors.

country,

Optional/ignored arguments. For a
small, per-function set of arguments
(OPTIONAL_IGNORE in the official im-
plementation) that are declared in a tool’s
schema but never required by any gold
answer, the argument is dropped from both
prediction and gold before comparison.

Correction to the previously reported metric
description. We previously stated that argument
exact-match (ArgEM) for an example is “forced
to 0 whenever the predicted function name does
not match gold.” This described our own local
reimplementation used at submission time, not
the organizers’ actual evaluator. In the official
eval_lib.py, ArgEM for a positive example is

computed by directly comparing the (normalized)
predicted and gold argument dictionaries, indepen-
dently of whether the predicted function name is
correct. We flag this correction for reproducibility;
it does not materially change our headline findings,
since function-name accuracy is uniformly high
(96.15%) across all reported systems in this paper.
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