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Abstract

We present ArgTune, a modular pipeline for
Arabic function calling developed for the AISA-
ArabicFC shared task. ArgTune separates
tool selection from argument extraction using
three LoORA-fine-tuned AISA-AR-FunctionCall-
Think (270M) models: a tool-selection model,
a general argument model, and a specialist
model for seven challenging tools, allowing
each model to focus on a more specific task. Tar-
geted augmentation, data balancing, and query-
grounded post-processing further address dif-
ficult argument cases. On the official test
set, ArgTune achieved 0.9964 FnAcc, 0.8506
ArgEM, and an overall score of 0.9089, rank-
ing 8th. The results highlight the remaining
difficulty of exact argument extraction despite
highly accurate tool selection.

1 Introduction

Function calling enables language models to in-
teract with external tools by selecting a function
and generating its arguments. This capability is
central to agentic Al systems such as the broader
AISA framework (Nacar et al., 2026¢). In Ara-
bic, function calling is particularly challenging
due to dialectal and linguistic variation alongside
strict structured-output requirements. The AISA-
ArabicFC shared task evaluates these capabilities
in Arabic (Nacar et al., 2026a).

Our experiments revealed a clear gap between
tool selection and exact argument extraction. This
motivated ArgTune, a modular pipeline that sepa-
rates the two tasks and uses specialized argument
extraction for difficult tools. Targeted augmentation,
data balancing, and lightweight query-grounded
post-processing were used to address recurring er-
rors.

On the official test set, ArgTune achieved 0.9964
FnAcc, 0.8506 ArgEM, and an overall score of
0.9089, ranking 8th. The remaining gap between

the two metrics identifies exact argument extraction
as the main challenge.

Code and models are available at https://
github.com/SabahBaothman/ArgTune.

2 Background

AISA-ArabicFC is a shared task on Arabic function
calling for agentic Al systems. Given an Arabic
user request and a set of available tools, the system
must select the appropriate function and generate
its arguments in a structured format (Nacar et al.,
2026a). Table 1 shows an example from the devel-
opment set.

Field Example

Query Sl )35 Sl (539200 Sy 1500 Jag=s )l
Tool convert_ currency

Arguments amount=1500, from=SAR, to=USD

Table 1: Example Arabic function-calling instance.

We participated in Track A (Core), which re-
quires generating the function call (function name
and its argument values) directly from the user re-
quest. The dataset contains 10,550 training and
545 development instances, covering five Arabic
varieties: Modern Standard Arabic (MSA), Levan-
tine, Egyptian, Gulf, and Maghrebi. Each request is
paired with tool definitions and a structured target
function call.

Our system builds on AISA-AR-FunctionCall-
Think, the 270M-parameter model provided with
the shared task. The model is based on Gemma 3
and was developed for Arabic structured tool call-
ing using a data-centric fine-tuning approach (Nacar
et al., 2026b). Prior work on function calling has
shown that high-quality and diverse training data
can improve reliability (Liu et al., 2025), while
Arabic tool-calling studies report persistent per-
formance challenges across different query forms
(Kubrak et al., 2026). ArgTune uses a modular ar-
chitecture to improve model focus by separating
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tool selection from argument extraction and assign-
ing seven challenging tools to a specialist argument
model. To improve data quality and coverage, we
also use targeted augmentation and balancing for
difficult and underrepresented cases.

3 System Overview

ArgTune follows a modular architecture that decom-
poses Arabic function calling into distinct stages for
tool selection and argument extraction. Given an in-
put query, the system first applies preprocessing be-
fore passing the query to a dedicated tool-selection
model. The predicted tool then determines which
argument-extraction model is used: a specialist
model handles seven challenging tools, while a
general model covers the remaining tools. Finally,
lightweight query-grounded post-processing rules
are applied to improve the consistency of the ex-
tracted arguments and produce the final function
call. Figure 1 illustrates the overall ArgTune work-
flow.
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Figure 1: Overview of the ArgTune modular architec-
ture.

3.1 Preprocessing

Before training, we reviewed the training exam-
ples and cleaned cases with inconsistent or noisy
labels. Empty argument values were removed, and
examples where the labeled arguments were not
supported by the user query were either corrected
when the intended value was clear or excluded from
training.

Cleaning was performed separately for the ar-
gument models. For the general argument model,
50 original rows were excluded and four retained
hotel examples had their guest-count labels cor-
rected. For the specialist model, 133 rows were ex-
cluded: 6 from book_doctor_appointment, 32
from calculate end of service, 85 from com-
pare_ prices, 5 from transfer_ money, and 5 from

calculate_customs. These removals mainly in-
volved unsupported dates, ambiguous or inconsis-
tent argument labels, and values not supported by
the user query.

3.2 Tool Selection

The first stage of ArgTune is responsible for se-
lecting the appropriate tool for each user query.
We use a dedicated LoRA-fine-tuned AISA-AR-
FunctionCall-Think model for this stage, allowing
tool selection to be handled independently from
argument extraction.

Most tools were already identified reliably by the
base model. We therefore focused the additional
training data on the remaining difficult cases rather
than augmenting all tools equally. We added 30
targeted examples for translate text and trans-
fer__money, with 15 examples for each tool and
variation across Arabic dialects. These examples
were added once without oversampling, increasing
the tool-selection training set from 10,550 to 10,580
examples. The selected tool is then used to route
the query to the appropriate argument-extraction
model.

3.3 Argument Extraction

After tool selection, ArgTune uses a separate model
to extract the arguments required by the predicted
tool. During our experiments, argument extraction
was more challenging than tool selection, especially
for tools with multiple or closely related argument
fields. Instead of using a single argument model for
all tools, we divided this stage into a general model
and a specialist model.

The specialist model handles seven tools that
showed more difficult argument-extraction patterns:
order_food, book__doctor__appointment,
check insurance coverage, compare_ prices,
calculate_customs, transfer money, and
calculate__end_of service. The general model
handles the remaining tools. Both models are
LoRA-fine-tuned from AISA-AR-FunctionCall-
Think and receive the user query together with the
tool selected in the previous stage.

Training for both argument models was sup-
ported by targeted augmentation and selective over-
sampling. For the general model, we added 264
unique examples: 151 for search__hotels, 22 for
get_ weather, 12 for search__medications, 3 for
search__quran, 36 for calculate zakat, and 40
for convert__currency. The first 188 targeted ex-
amples were used three times each, while the re-
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maining 76 examples were added once. We also
duplicated 37 search__quran training examples to
improve the balance of the search_ type argument.
This produced 7,441 training examples, includ-
ing 6,764 cleaned original examples and 677 aug-
mented or oversampled examples.

For the specialist model, we added 52 unique
targeted examples: 26 for transfer _money, 6 each
for calculate _end of service, calculate cus-
toms, and check_insurance_coverage, 5 for
compare_ prices, and 3 for book doctor ap-
pointment. No new examples were added for or-
der_ food. After cleaning, the 3,553 original spe-
cialist examples were combined with the targeted
examples and balanced across tools. Tools were
initially oversampled toward 622 examples, with at
most three occurrences of each source row. End-of-
service termination values were further balanced,
and selected targeted examples received between
four and nine total training exposures. The final
specialist training set contained 4,707 examples.

Tool

Post-processing rule

order_ food
calculate_customs
calcu-
late__end_ of ser-
vice
transfer__money
calculate_ zakat
search__um-
rah__packages
translate_ text
check_ visa_ status
search__hotels
get__weather
get__qibla__direc-
tion

COHVCYtiC urrency

All tools

Remove the Arabic “restaurant” prefix from
restaurant names.

Remove the Arabic “device” prefix from product
categories.

Map explicit termination cues to the correspond-
ing schema value; remove ambiguous values.

Normalize IBANs by removing spaces and trail-
ing .0.

Remove invalid weight-unit currencies and nor-
malize crop to crops.

Remove departure__date when no date is
stated.

Recover quoted text, clean quotation artifacts,
and normalize the target language.

Remove visa__number when no numeric iden-
tifier is stated.

Recover explicit guests and dates; remove unsup-
ported guest or date arguments.

Normalize days from explicit temporal expres-
sions and remove invalid values.

Remove the Arabic “city” prefix from city names.

Recover amounts from supported Arabic written-
number expressions.
Remove empty values and arguments outside the

Model Unique Aug. Added Exp.  Final Train
Tool selection 30 30 10,580
General args. 264 677 7,441
Specialist args. 52 1,154 4,707

Table 2: Training augmentation and oversampling by
model. In total, 346 unique targeted examples were
added.

3.4 Query-Grounded Post-processing

After argument extraction, we apply a fixed set
of lightweight, tool-specific post-processing rules.
The rules use explicit evidence from the user query
to remove unsupported arguments, recover explic-
itly stated values, and normalize recurring format-
ting inconsistencies. They modify only the pre-
dicted arguments and do not change the selected
tool. Table 3 lists the complete set of rules used
in the final pipeline. A final schema-level cleanup
removes empty values and arguments that are not
valid for the selected tool. On the development set,
the rules modified 24 of the 545 predictions.

selected tool schema.

Table 3: Query-grounded post-processing rules used in
the final pipeline.

4 Experimental Setup

We used the training and development splits pro-
vided by the AISA-ArabicFC shared task (Nacar
et al., 2026a). The training split was used for fine-
tuning, the development split for model develop-
ment and error analysis, and the blind test set was
reserved for official evaluation. Training data were
cleaned, augmented, and selectively oversampled
as described in the System Overview. No external
training data or generation APIs were used.

All three models were initialized from AISA-AR-
FunctionCall-Think (270M) and fine-tuned with
LoRA for one epoch using a batch size of 1. The
tool-selection model used rank 8 with a learning
rate of 2 x 1075; the general argument model used
rank 8 with 1 x 10™%; and the specialist model
used rank 16 with 1 x 10~*. Experiments were
conducted on NVIDIA T4 GPUs using PyTorch
2.10.0, Transformers 5.15.0, Datasets 5.0.1, Accel-
erate 1.14.0, and PEFT 0.20.0; library URLs are
provided in Appendix A.

Evaluation follows the official Track A metrics.
FnAcc measures whether the correct function is
selected, while ArgEM requires an exact match
between the predicted and gold argument sets.

For development reporting, ArgEM is computed
over the 500 positive function-calling examples
only; the 45 negative examples are excluded from
the ArgEM denominator.

The overall score combines both metrics as
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0.4 FnAcc + 0.6 ArgEM.

5 Results

ArgTune achieved an overall score of 90.89% on the
official test set, with FnAcc of 99.64% and ArgEM
of 85.06%, ranking 8th in the shared task. On the
development set, FnAcc reached 100.00% while
ArgEM was 81.40%, resulting in an overall score
of 88.84%. After correction, development ArgEM
was lower than the blind test ArgEM by 3.66 per-
centage points, despite using development observa-
tions to guide augmentation and post-processing.
Table 4 summarizes the development and official
test results.

Split  FnAcc  ArgEM  Overall
Dev  100.00  81.40 88.84
Test 99.64 85.06 90.89

Table 4: ArgTune results on the development and official
test sets (%).

5.1 Component Analysis

We analyze the main development steps that led
from the initial single-model configuration to the
final ArgTune pipeline. All comparisons in this
section are based on the development split.

Single Model: Our initial configuration used a
single model to predict the complete function call.
It achieved 98.17% FnAcc but only 46.60% ArgEM,
resulting in an overall score of 67.23%. The large
gap showed that most remaining errors came from
argument extraction rather than tool selection.

Task Separation: Based on this observation, we
separated tool selection from argument extraction
and trained a dedicated model for each task. Allow-
ing the argument model to focus only on extracting
argument values increased ArgEM from 46.60%
to 52.60% on the development set. However, fur-
ther tuning produced limited and inconsistent gains
across individual tools.

Argument Specialization: FError analysis
showed that argument mistakes were concentrated
in seven tools. We also observed that changes
intended to improve these tools could improve
some while degrading others. We therefore
separated argument extraction into a general model
for the remaining tools and a specialist model for
these seven difficult tools. This specialization
increased ArgEM to 72.00% and formed the final

three-model architecture of ArgTune. The large
gain indicates that isolating the difficult tools
allowed the specialist model to focus on their more
challenging argument patterns without interfering
with the remaining tools.

Targeted Augmentation: After establishing the
three-model pipeline, targeted augmentation was
applied to the remaining difficult cases rather than
increasing the data uniformly. Additional exam-
ples and selective oversampling were introduced
separately for tool selection and argument extrac-
tion. With targeted augmentation, the three-model
pipeline reached 100.00% FnAcc and 79.60%
ArgEM on the development set.

Query-Grounded Post-Processing: Finally,
lightweight rules were applied to recurring argu-
ment errors that could be resolved directly from the
user query. The rules mainly removed unsupported
values and recovered or normalized explicitly
stated arguments. Post-processing changed ArgEM
from 79.60% to 81.40%, producing the final
development score reported in Table 5.

Configuration FnAcc  ArgEM  Overall
Single model 98.17 46.60 67.23
Task separation 98.17 52.60 70.83
Argument specialization ~ 98.17 72.00 82.47
+ Targeted augmentation  100.00  79.60 87.76
+ Post-processing 100.00  81.40 88.84

Table 5: ArgTune development performance across sys-
tem stages (%).

5.2 Error Analysis

Error analysis was performed on the full devel-
opment split, which contains 545 examples: 500
positive function-calling examples and 45 negative
examples. Among the 500 positive examples, 93
remained incorrect after the final query-grounded
post-processing stage. In all 93 cases, the predicted
tool was correct, indicating that the remaining er-
rors were entirely due to argument extraction. We
identified three main error types: incorrect argu-
ment values, missing arguments, and extra unsup-
ported arguments. Table 6 summarizes their per-
centages and provides an example of each type.
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Error Type Count % Example

Wrong value 81 87.1 AED predicted as MAD.

Missing 10  10.8 days=1 missing from a “weather” query.
argument

Extra argument 4 4.3 destination_ country added to a customs

query.

Table 6: Error types among the 93 remaining incorrect
positive development examples; an example may contain
multiple error types.

We further examined how these errors were dis-
tributed across tools. Table 7 shows the tools ac-
counting for the largest shares of the 93 residual
errors.

Tool Errors % of Errors
book__doctor__appointment 13 14.0
compare__prices 13 14.0
transfer__money 11 11.8
order_ food 9 9.7
search medications 7 7.5
calculate customs 7 7.5

Table 7: Tools with the largest shares of the 93 residual
argument errors on the positive development set.

Although specialization improved ArgEM, most
of the tools with the largest remaining error counts
were still specialist tools. This suggests that these
tools remain particularly difficult for exact argument
extraction.

Overall, the analysis shows that the main remain-
ing challenge is not selecting the correct tool, but
extracting the exact argument values required by
the reference. Future improvements should there-
fore focus on more precise value extraction and
schema-consistent argument generation.

5.3 Dialect Robustness

We additionally analyze ArgTune using the Track
C dialect-robustness diagnostics provided by the
shared-task organizers. Track C macro-averages the
per-dialect Overall scores across MSA, Gulf, Egyp-
tian, Levantine, and Maghrebi with equal weight.
Table 8 reports ArgTune’s per-dialect performance.
The Maghrebi score of 0.735 and the resulting 0.184
dialect gap are based on only 11 test examples. Al-
though this was the widest dialect gap among the
top ten systems, the small sample size means that
the result should be interpreted with caution.

Macro MSA Gulf Egy Lev Maghrebi Gap
0.8754 0.920 0.918 0.918 0.886 0.735 0.184

Table 8: ArgTune Track C dialect-robustness results.

Performance was similar across MSA, Gulf, and

Egyptian, but lower for Maghrebi, resulting in a
dialect gap of 0.184.

6 Conclusion

We presented ArgTune, a modular pipeline for Ara-
bic function calling that separates tool selection
from argument extraction and uses specialized mod-
eling for difficult tools. ArgTune achieved an offi-
cial test score of 0.9089, ranking 8th, with highly
accurate tool selection while exact argument extrac-
tion remained the main challenge. Targeted aug-
mentation and query-grounded post-processing fur-
ther improved difficult cases. Future work will fo-
cus on improving argument extraction while reduc-
ing reliance on manually defined post-processing
rules.

Limitations

While ArgTune achieved strong results, there re-
main several opportunities for further improvement.
The targeted augmentation and query-grounded
post-processing were designed around recurring
patterns observed during development, and future
work could explore broader augmentation strate-
gies to improve coverage of less common query
forms. In addition, although specialization substan-
tially improved argument extraction, some of the
more challenging specialist tools still show room
for further accuracy gains. Finally, the Maghrebi
test subset contains only 11 examples, so additional
evaluation on a larger sample would provide a more
reliable assessment of performance for this dialect.
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A Implementation Details

PyTorch: https://pytorch.org/

Transformers:  https://huggingface.co/docs/
transformers/

Datasets: https://huggingface.co/docs/
datasets/

Accelerate: https://huggingface.co/docs/
accelerate/

PEFT: https://huggingface.co/docs/peft/
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