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Abstract
We describe Ṣaqr, ranked first on both scored
tracks of the AISA-ArabicFC shared task on
Arabic function calling, scoring 0.9279 on
Track A and 0.9400 on Track B over a 1,125-
instance blind test set. The system is deliber-
ately plain: one Qwen3-4B model with LoRA,
two epochs, provided data only. Our contri-
bution is not the system but an accounting of
where score comes from. We find that scale
helped only up to a point in our single-run,
cross-family comparison, and that the remain-
ing gains came instead from inference-time de-
cisions worth +0.0063 Overall A and +0.0223
Overall B (Appendix A) with no retraining.
prefilling the reasoning trace so the model can-
not skip it, and parsing arguments against the
declared schema . We also report two proper-
ties of the data that bound any system’s score:
abstention is decidable from prompt structure
without reading the query, and the gold anno-
tation is self-inconsistent on precisely the slots
that separate strong systems.

1 Introduction
Tool calling: mapping a request onto a structured
function invocation, is the interface through which
language models act rather than merely answer.
Reasoning and planning pay off only once they be-
come a correct call to the right tool with the right
arguments (Patil et al., 2025). It is also the stan-
dard fix for hallucination and arithmetic error, of-
floading those to a database or calculator (Zhuang
et al., 2023). For Arabic it is not yet routine: the
best model scores 57% in English but only ~36%
in Arabic on a 52-language benchmark (Kulkarni
et al., 2025). The gap is not just training data,
multilingual models still produce malformed Ara-
bic calls, and English-learned skill transfers poorly
(Ersoy et al., 2025). Systems must also handle di-
alectal/orthographic variation and arguments that
may stay Arabic or canonicalise to English/ISO
codes. AISA-ArabicFC (Nacar et al., 2026a) is the
first shared task testing this acrossMSAand four di-
alects over 27 tools, extending (Nacar et al., 2026b)
within (Nacar et al., 2026c).

It was sufficient to keep our winning system
simple1: one open 4B model, LoRA on the pro-
vided split, no chat-template re-rendering, no en-
sembling, no unmeasured post-processing, each
component beats its own absence before entering
the pipeline. We rank first on Track A and Track B,
third on the Track C diagnostic. Two findings:

1. Scale helps, then stops. In single, uncon-
trolled runs across model families, Overall A
rises from Gemma-3 (270M, 1B) to Gemma-
4 E2B and Qwen3-4B, then drops at Gemma-
4 E4B (§5.2). We read this as a trend, not a
controlled scaling law: the E4B point is one
run and may be unfavourable (Limitations).

2. Inference-time decisions were the last lever.
<think> prefill plus schema-typed parsing
add +0.0063 Overall A and +0.0223 Over-
all B (§3.3).

2 Background
2.1 Task Setup
Given an Arabic dialect (MSA or
Gulf/Egyptian/Levantine/Maghrebi) and four
candidate schemas from a 27-tool registry
(20 gold, seven distractor-only), a system
outputs the correct function with typed key-
value arguments, or the literal none. E.g.,
ᆇᅴފ۰ ۰༟؇اܳފ ا༡৖৑ڎ لިم اݿٷ؇ن د܋ٺިر ؜ٷڎ ا࿭੗ݞ ௡ਟًا
๤ཡاܳأ maps to book_doctor_appointment
(specialty=”Dentistry”, day=”Sunday”,
time=”17:00”). Two scored tracks: Track A
(call+args, Eq. (1)) and Track B (call+args plus an
Arabic <think> trace, Eq. (2)); see Appendix A.
Track C (Cross-Dialect Robustness) is an auto-
matic diagnostic, not a submission: per-dialect
FnAcc/ArgEM with the max−min gap across
dialects.

2.2 Related Work
English-centric benchmarks. ToolQA (Zhuang
et al., 2023), StableToolBench (Guo et al., 2024),

1Code: https://github.com/tokakhaled/
AISA-ArabicFC
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and BFCL (Patil et al., 2025) are standard but
English-only; BFCL-V3 audits show 71.5% of en-
tries contain schema/trajectory errors (Chen et al.,
2026), and GRANITE-FUNCTIONCALLING
(Abdelaziz et al., 2024) likewise. Under para-
phrase and toolkit expansion, SOTA models
degrade sharply, 70–90% of errors from argument-
value mismatches (Rabinovich and Anaby-Tavor,
2025) — motivating our schema-typed post-
processing and dev-grader checkpoint selection.

Multilingual and Arabic tool calling.
MASSIVE-Agents (Kulkarni et al., 2025) covers
52 languages but shows a severe low-resource cliff.
Ersoy et al. (2025) translate Glaive/xLAM for
Fanar; native data beats translated for argument
accuracy. Nacar et al. (2026b) introduce AISA-
AR-FunctionCall, underlying AISA-ArabicFC,
cutting parse failures from 87% to under 1%
via full fine-tuning of a 270M FunctionGemma.
We instead LoRA-adapt Qwen3-4B and report a
call-only vs. reasoning-primed comparison not
previously reported for Arabic function calling.

3 System Overview
Our system is a single pipeline: unsloth/Qwen3-
4B-Instruct-2507 (Qwen Team, 2025), LoRA-
fine-tuned directly on the shared task’s AISA-
ArabicFC2 (Nacar et al., 2026b), This model was
selected empirically: we fine-tuned and evaluated
a sequence of candidate base models on dev be-
fore settling on it (Table 2). We use no additional
labelled data; the only external resources are the
base models’ pretrained weights, the Unsloth ker-
nels, and the official grader (§4). Figure 1 shows
the pipeline.

3.1 Training Phase
We trained and scored several base models on dev
(Table 2) — and kept the one with the highest
Overall A. Qwen3-4B was the final choice, and the
checkpoint sweep below (§3.2) operates only on it.
Training uses the dataset’s own DSL text

field verbatim (tool declarations, user turn,
<think>+call target) — calls use a bespoke
serialisation, <start_function_call>call:name{
k:<escape>v<escape>}<end_function_call>,
with string arguments escape-wrapped and nu-
meric arguments bare — only stripping a leading
<bos> — no chat-template re-rendering. Since

2https://huggingface.co/datasets/
TuwaiqAcademy/AISA-ArabicFC

Gemma-style markers are plain multi-token text
to the Qwen3 transformers-based (Wolf et al.,
2020) tokenizer, we mask the SFT loss by locating
the last token-id span of the response marker
rather than by string search, keeping only the
<think>+call span in the loss.

3.2 Checkpoint selection
Once Qwen3-4B was fixed as the base model, ev-
ery saved checkpoint of its fine-tune is scored raw
(no pre-/post-processing) on dev with the official
grader; the checkpoint with the highest resulting
Overall A is carried into test inference. This iso-
lates checkpoint quality from anything the infer-
ence pipeline could add.

3.3 Inference Phase
Only after the checkpoint is frozen do we layer on
three inference-time components. Their combined
effect on dev is +0.0063 Overall A and +0.0223
Overall B (Table 2, last two Qwen3-4B rows).

Think priming. We append \n<think>\n to
each prompt so the model’s first generated token
continues an already-open reasoning block rather
than deciding whether to open one. Without this,
the model occasionally skips reasoning entirely,
dropping ThinkRate below 1.0; with it, ThinkRate
reaches 1.0000 on both dev and test. Since Track B
weights ThinkRate at 0.20 (Eq. (2)), this single
change accounts for the majority of the Overall B
gain.

Schema-typed argument parsing. A naive
parser that applies int() when no decimal point
is present destroys leading zeros on identifier
fields: gold 00112233 becomes 112233 and can
never match. Our parser instead reads each tool’s
declared parameter types from the schema at infer-
ence time and casts accordingly: fields declared as
STRING, along with a fixed set of twelve identifier
fields3, are kept as strings verbatim. NUMBER and
INTEGER fields are cast via float() after translating
any Arabic-Indic digits (٩–٠) to Western digits.
Untyped values fall back to the naive heuristic. On
the blind test set, this parser altered 191 of 1,125
argument sets relative to the naive baseline, the
vast majority being identifier fields whose leading
zeros were preserved.

3account_number, iban, id_number, insur-
ance_number, iqama_number, national_id, pass-
port_number, phone, phone_number, recipient_iban,
reference_number, visa_number.
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AISA-ArabicFC text rows, native
DSL serialisation, 27-tool schema
strip <bos>; no chat template

candidate base models fine-tuned &
scored on dev (Table 2); best kept

Qwen3-4B (best model) + LoRA
𝑟=16, 𝛼=16, 2 epochs → checkpoints

swept over every saved checkpoint

raw
𝑃𝜃

official grader on dev
keep best checkpoint

pre-processing
<think> prefill

greedy
decoding,
stop strings,
left pad

post-processing
(schema-typed)

test inference

Submission (JSONL) : Track A / Track B

Figure 1: Pipeline.

Greedy decoding with structural stops. Gener-
ation uses greedy decoding (do_sample=False),
a cap of 300 new tokens, and stop strings on
<end_function_call> and <end_of_turn>.
Padding and truncation are both set to
left: right-truncation would cut the trailing
<start_of_turn>model marker that separates
prompt from generation.

4 Experimental Setup
4.1 Data Preparation
All three splits share the same preprocessing
— only the leading <bos> literal stripped, no
chat-template re-rendering (§3.1) — but are con-
sumed differently: training tokenizes and masks
the full text field, while dev/test generation
uses only the prompt prefix up to and including
<start_of_turn>model (tool declarations+ user
turn), obtained by splitting each row’s text on that
marker. Sequences truncate at max_seq_length =
2048 (max observed on dev: 944 tokens).Test is
blind and scored once.

4.2 Training Configuration
We used base model unsloth/Qwen3-4B-
Instruct-2507, LoRA (𝑟=16, 𝛼=16, dropout 0)
on the attention and MLP projections, 2 epochs
(1,320 steps) at effective batch size 16, learning

rate 2e−4 with a cosine schedule and 20 warm-up
steps, AdamW-8bit optimizer, and hardware
acceleration through Google Colab with A100
GPU via Unsloth4 (Unsloth AI, 2024). Track A/B
share one checkpoint and generation, differing
only in whether think is included in the JSONL
record.

4.3 Evaluation Metrics
Official metrics: FnAcc, ArgEM
(grader-normalized names/dates/ curren-
cies/numerals/lists), ThinkRate, Overall A/B,
per-dialect FnAcc/ArgEM, and accuracy gaps
(gap_fnacc, gap_argem). Grader fetched at run
time from the shared task’s HF Space5 and called
unmodified; implementation details in the grader
itself, not reproduced here for space.

5 Results

5.1 Official results
Our system was evaluated on both development
and test sets, achieving the following results:

Split O𝐴 O𝐵 FnAcc ArgEM Think Macrodial
Dev 0.9316 0.9430 1.0000 0.8860 1.0000 0.9201
Test 0.9279 0.9400 0.9973 0.8816 1.0000 0.8994

Table 1: Dev vs. official blind test.
O𝐴/O𝐵=Overall A/B; Macrodial=macro-avg. per-
dialect Overall.

We rank 1st on Track A , 1st on Track B
, and 3rd on the Track C . so with ThinkRate
and FnAcc pinned at 1.0000, ArgEM is the only
lever left: one more correct row is worth 0.6/𝑛+ ≈
0.0006 Overall A.
Test FnAcc (0.9973) is a hair below dev’s 1.0000

: a handful of function-selection misses appear
only on the blind set, while ArgEM held nearly flat
(Δ=−0.0044), so the checkpoint selected on dev
generalised with minimal loss.

5.2 Ablations
Scale helps until it does not. Table 2 shows
the full trajectory. Overall A rises monotoni-
cally across Gemma3 270M → 1B → Gemma4
E2B → Qwen3-4B The exception is instructive:
Gemma4E4B, the largest model we trained, scored
below E2B at roughly twice the compute. This

4https://github.com/unslothai/unsloth
5https://huggingface.co/spaces/TuwaiqAcademy/

AISA-ArabicFC-SharedTask-Leaderboard
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System A B Split

Organisers’ reference model 0.7170 0.7390 dev
+ post-processing 0.7649 0.7828 dev

Gemma3 270M, 1 epoch 0.7818 0.8154 dev
Gemma3 270M, 2 epochs 0.8019 0.8180 dev
Gemma3 270M, 3 epochs 0.7951 0.8215 dev
2 epochs + post-processing 0.8019 0.8180 dev

Gemma3 1B, 2 epochs 0.8721 0.8931 dev
Gemma4 E2B 0.9112 0.9165 dev
Gemma4 E4B 0.8880∗ — dev
Qwen3-4B 0.9253 0.9207 dev
+inf. pre / post-processing 0.9316 0.9430 dev

Submitted 0.9279 0.9400 test

Table 2: Development trajectory and submitted test re-
sult. ∗E4B was scored on track A only

Figure 2: ArgEM failure taxonomy, dev split.

can be consistent with the ceiling being set by data
quality rather than capacity.

Model chosen but the gains don’t stop. The in-
ference pre / post-processing (§3.3) move Qwen3-
4B from raw 0.9253/0.9207 to 0.9316/0.9430
Overall A/B on dev +0.0063/+0.0223 improve-
ment with no retraining.

5.3 Error Analysis (dev split)
FnAcc is 1.0000 on all 545 dev rows in every di-
alect , so all remaining error lives in args_match:
of 500 positive rows, 57 fail ArgEM, split
wrong_value 45 (79%), extra_key 8 (14%), miss-
ing_key 4 (7%), wrong_function 0 (Figure 2).
Errors concentrate in three tools with free-text,
boundary-sensitive arguments: compare_prices
(42%), calculate_customs (38%), order_food
(33%)� while the fourteen tools whose sole argu-
ment is a verbatim ID or city are error-free. Two
failure modes recur: span-boundary disagree-
ment, where gold itself is inconsistent (“ሒᇿ ڢ؇رن
واܳފأިدل۰ ๤ཡ݁ ሒᇭ آلڰިن ۏ۳؇ز ”أݿأ؇ر takes country=๤ཡ݁,
while a near-identical query elsewhere takes both
countries), and list-serialisation drift, e.g. gold
৖৑ި܋Ⴄ၍ި و܋ ޗ؇ووق ނ྘ݷ vs. predicted ޗ؇ووق, ނ྘ݷ
৖৑ި܋Ⴄ၍ި ܋ for order_food.items — model and an-
notation disagree whether و (“and”) or a comma
delimits a list, and gold uses both conventions else-
where. These read as un-normalised targets more

thanmodel failures. canonicalising training targets
is the most promising next step (§6).

Abstention is structurally signalled. A
no-call instance is identifiable directly
from the text column: it contains no
<start_function_declaration> marker, while
every positive renders four. The classes separate
perfectly on the labelled splits (train 50 negatives
vs. 10,500 positives; dev 45 vs. 500), and the blind
test partitions the same way (125 of 1,125 rows
carry no declaration). Abstention is therefore
decidable from prompt structure without reading
the query.

5.4 Cross-Dialect Robustness (Track C)
We post the best MSA, Egyptian, and Levantine
score of the top three teams, but the widest spread
(gap=0.136 vs. 0.077/0.093 for 1st/2nd), driven
by Maghrebi (0.806), is why we place 3rd despite
leading on three of five dialects. Maghrebi is just
1.3% of the corpus and the weakest dialect for
all, pointing to data scarcity rather than a pipeline-
specific flaw; on dev this appears as one miss in six
rows, consistent with sample-size noise.

5.5 The annotation ceiling
Part of the residual error is unrecoverable. Three
development queries state that employment ended
by contract expiry: ؜گڎ إዛኡ؇ء اܳڰݱܭ وݿྟص (38),
؜گڎ إዛኡ؇ء ؕ݁ (63), and ؜گڎ إዛኡ؇ء اܳٷިع (243). Yet gold
records termination_type=end_of_contract
for the first and omits the field for the other two;
across the 23 instances of that tool it is present
in 15. The weather tool’s days=1 default is
mandated in the prompt but appears in only four
of nine development instances. There’s no single
choice that gets both right. We also observed
instances labelled MSA whose queries are plainly
Egyptian.
The top two teams have identical FnAcc

(0.9973) and ThinkRate (1.0000), so their entire
margin is ArgEM: 0.0006 Overall A and 0.0005
Overall B, the weight of a single argument row
(0.6/𝑛+ and 0.5/𝑛+ with 𝑛+ = 997). These argu-
ment slots are exactly the inconsistent-gold tools
of §5.3, so the gold annotation is self-inconsistent
on the very slots that separate the top systems.

6 Conclusion
We presented Ṣaqr, a deliberately plain system for
Arabic function calling: a single LoRA-adapted
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Qwen3-4B trained for two epochs on the provided
data only. It ranks 1st on Tracks A and B, and
3rd on Track C. Our accounting of where the score
comes from yields three points: scale helps only
up to a point (§5.2); the final gains came from
inference-time pre- and post-processing, with no
retraining; and, with FnAcc and ThinkRate satu-
rated, the residual error is entirely argument-level,
confined to tools whose gold annotation is itself in-
consistent which bounds any system. Future work
takes three directions. First, a larger adapter: 𝑟=32
rather than the submitted 𝑟=16, which we could
not afford to evaluate. Second, ensembling several
checkpoints or base models, which we excluded by
design (§5.3). Third, targeted data augmentation
for Maghrebi, our weakest dialect and just 1.3% of
the corpus, generated for every tool. (§5.4).

Limitations
All training ran on a single Google Colab A100
under a constrained GPU budget, which fixed our
search space more than our findings did: one
LoRA configuration (𝑟=16, 𝛼=16), two epochs,
and a single run per base model, with no seed repli-
cation and no hyper-parameter sweep. Differences
between nearby configurations are therefore single-
run point estimates — the E4B result in particular
may reflect an unfavourable run rather than a prop-
erty of the model. With more compute we would
train longer, sweep the adapter settings, and repeat
each configuration across seeds. Our error analysis
is likewise confined to the 545-row development
split, since test labels are withheld.
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A Track Scoring Formulas

A = 0.40 FnAcc + 0.60ArgEM (1)
B = 0.30 FnAcc + 0.50ArgEM

+ 0.20ThinkRate (2)

B Additional tables

Dialect Dev Test

𝑛 % 𝑛 %

MSA 323 59.3 825 73.3
Egyptian 66 12.1 104 9.2
Levantine 75 13.8 102 9.1
Gulf 75 13.8 83 7.4
Maghrebi 6 1.1 11 1.0

Total 545 1,125

Table 3: Dialect composition, counted from the re-
leased data.

C Additional Figures
D Reproduction details
Dataset We use AISA-ArabicFC6 (Nacar et al.,
2026b), Apache 2.0: MSA plus four dialects,

6https://huggingface.co/datasets/
TuwaiqAcademy/AISA-ArabicFC

# Team Overall FnAcc ArgEM Think

Track A
1 Ṣaqr 0.9279 0.9973 0.8816 —
2 Yalla 0.9273 0.9973 0.8806 —
3 QMUL_AK 0.9253 0.9938 0.8796 —

Track B
1 Ṣaqr 0.9400 0.9973 0.8816 1.0000
2 Yalla 0.9395 0.9973 0.8806 1.0000
3 QMUL_AK 0.9380 0.9938 0.8796 1.0000

Table 4: Official leaderboard, blind test set, top three
per track.

Figure 3: Task corpus dialect composition. Maghrebi
is 1.3% of the corpus, supporting the data-scarcity ex-
planation for its gap in §5.4.

eight expert-authored domains (healthcare, bank-
ing, government, Islamic services, travel, weather,
e-commerce, utilities); 10,550 train (10,500/50),
545 dev (500/45), blind test, over 27 tools (20 gold,
seven distractor) — comparable in scale to Ara-
bic_Function_Calling7 (50,810 samples, 8 do-
mains, 5 dialects), though no formal relation is doc-
umented.

Hyperparameters. LoRA 𝑟=16, 𝛼=16, dropout
0.0, no bias, attention andMLPmodules of the lan-
guage model only, seed 3407. Two epochs (1,320
steps), learning rate 2 × 10−4 with cosine schedule
and 20 warmup steps, adamw_8bit, weight decay
0.01, per-device batch 4 with gradient accumula-
tion 4 (effective 16; 2×8 on the fp16 fallback path),
max sequence length 2048, 33M trainable parame-
ters (0.81%). Inference: greedy, batch 8, 300 new
tokens, stop strings on the call and turn markers,
padding and truncation side both left.

Preprocessing and masking. Strip the literal
leading <bos> from each text field; split on the
model-turn marker to form the prompt and append
”\n<think>\n” at inference. Tokenise the full in-
stance, locate the final occurrence of the marker’s

7https://huggingface.co/datasets/HeshamHaroon/
Arabic_Function_Calling
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Figure 4: Track C (test), per-dialect score for the top 3
teams.(§5.4).

token-id sequence, and set labels to the ignore in-
dex up to and including it; assert no instance yields
an empty answer span. No chat template is applied
anywhere.

Gold value conventions. Verified without ex-
ception over all 10,500 positive training instances:
schema STRING yields a string (16,514 values);
NUMBER (2,983) and INTEGER (1,313) yield floats
retaining the fractional zero. No gold value is ever
an array. Arabic-Indic digits occur only inside
string-typed values, including dates and identifiers,
never in numeric fields.

Identifier fields kept as strings by our
parser and compared as strings by the scorer:
account_number, iban, id_number, in-
surance_number, iqama_number, na-
tional_id, passport_number, phone,
phone_number, recipient_iban, refer-
ence_number, visa_number. The scorer
additionally strips fourteen tool-scoped optional
parameters from both sides before comparison;
all remaining keys are compared under strict set
equality.
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