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Abstract

Reliable function calling is challenging for Ara-
bic due to dialectal variation and limited task-
specific resources. We present Makeen, a
data-centric approach for the AISA-ArabicFC
shared-task, and extend it with span extraction
and confidence-gated routing. The best post-
submission variant achieves 83.20% argument
exact match and 91.11% Track B on develop-
ment data under held-out (cross-validated) rout-
ing, while the submitted model achieves 82.65%
argument exact match and 91.06% Track B on
the blind test set, ranking 9th in Task B. We
also release two Arabic tool-use datasets and
show that external-tool augmentation improves
unseen-tool argument exact match from 44.49%
to 66.53%. These results highlight the impor-
tance of data quality, argument grounding, and
tool-level generalization for Arabic function
calling.

1 Introduction
Function calling refers to the capability of a large
language model (LLM) to access predefined ex-
ternal functions and transform natural-language
instructions into structured requests (Wang et al.,
2026). Reliable function calling requires a precise
understanding of user intent and accurate extrac-
tion of function arguments. For Arabic-language
systems, this process is further complicated by or-
thographic variation (Darwish et al., 2021), lim-
ited Arabic function-calling resources (Ersoy et al.,
2025), and the diversity of Arabic dialects (Nacar
et al., 2026b).

We present Makeen, our system for Arabic func-
tion calling. The submitted system is a generator
fine-tuned on filtered data and enhanced tool dec-
larations (§4). We extend it with extractive hints
and confidence-gated routing (§3), and report both
stages. Our main contributions are:

∗ These authors contributed equally to this work.

• A hybrid system pairing a label-semantic span
extractor with a hint-grounded generator.

• Confidence-gated per-argument routing be-
tween the two components.

• Public release of Arabic function-calling re-
sources addressing the scarcity of publicly
available Arabic data: translations of two
English datasets with tool declarations and
reasoning traces, providing 5,758 examples
across 1,442 distinct tools. 1 2

• A study of generalization to unseen tools
(§4.5), evaluating systems both on the shared-
task dev split of 27 tools and on an unseen-tool
split held out from the translated data.

2 Background
2.1 Task And Data
The AISA-ArabicFC shared-task (Nacar et al.,
2026a) requires mapping an Arabic utterance onto
a single tool call. Each instance presents four can-
didate declarations, sampled from an inventory of
27 tools across eight real-world domains: at most
one is correct, the remainder being distractors, and
a system either selects that tool and predicts its
arguments or abstains with none (Figure 1, Ap-
pendix A). This work addresses Track B, which
additionally requires an Arabic <think> reasoning
trace and is scored

0.3FnAcc + 0.5ArgEM + 0.2ThinkRate (1)

with ArgEM satisfied only by an exact match over
all arguments. The released AISA-ArabicFC data
(Nacar et al., 2026b,c,a) cover five Arabic dialects,
comprising 10,550 training, 545 development and
1,125 blind test instances.

1https://huggingface.co/datasets/
Makeen-AraFC/hermes-tool-use-reasoning-ar

2https://huggingface.co/datasets/
Makeen-AraFC/glaive-tool-use-reasoning-ar
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2.2 Related Work
Arabic function-calling resources remain compara-
tively limited, particularly for dialectal and multilin-
gual settings. Ersoy et al. (Ersoy et al., 2025) stud-
ied data strategies and instruction tuning for Arabic
tool calling and showed the value of translating and
adapting English tool-use datasets. More recently,
AISA-ArabicFc introduced a larger Arabic function-
calling resource with dataset auditing, schema nor-
malization, and tool-aware fine-tuning (Nacar et al.,
2026c). We build on this line of work in a shared-
task setting with noisy supervision, refined tool
declarations, and explicit evaluation of generaliza-
tion to held-out tools. Our approach further uses a
hybrid generative-extractive architecture to improve
exact argument matching.

3 System Overview
Given an Arabic utterance q and candidate tool dec-
larations T , Makeen predicts a tool ŷ ∈ T ∪{none}
and an argument map â. The submitted system,
MakeenBase, is a generator fine-tuned on the filtered
and enhanced shared-task data. We then extend it in
two stages: first, Makeen+Hint augments the genera-
tor with a label-semantic extractor E that supplies
structured hints; second, confidence-gated routing
combines the generator and extractor outputs at in-
ference time. The complete Makeen pipeline is
shown in Figure 7(Appendix J).

The two components are complementary: the
extractor preserves surface-grounded values exactly,
while the generator can normalize values or infer
arguments that are not explicitly expressed in the
utterance. Routing exploits this complementarity
by selectively replacing generated arguments with
confident extracted values.

3.1 Label-Semantic Extractor
E is a bi-encoder initialised from multilingual-
e5-base (Wang et al., 2024; Conneau et al., 2020);
bi-encoders have been applied to Arabic span extrac-
tion before, notably for named-entity recognition
(Hussein et al., 2023). Following label-semantic
tagging (Ma et al., 2022), tools and arguments are
represented by their natural-language descriptions
rather than class indices, so declarations unseen in
training remain scorable; candidates are re-sampled
per example. The utterance is encoded once with
offset mapping retained: mean-pooling all token
states gives eq, and mean-pooling those overlapping
word wi gives a contextual ewi , so one pass serves

both objectives.
Tool scores s(t) = e>q et/τ are read against a no-

call score s∅ = e>q e∅/τ , at the training tempera-
ture τ = 0.05: E calls no tool when maxt s(t) < θ
or s∅ > maxt s(t), with θ = 3.0 throughout.
Words are scored against the selected tool’s argu-
ments, Si,p = e>wi

ep/τ , and decoded by exclusive
assignment

π(i) = arg max
p

Si,p, kept iff Si,π(i) > θ, (2)

so each word is claimed by at most one argument.
A value is the concatenation of its words, and
cp = maxi:π(i)=p Si,p is the confidence the router
consumes. Training sums InfoNCE over the in-
batch candidates including none (van den Oord
et al., 2018) with a per-word binary cross-entropy
against each argument’s gold span, positives up-
weighted by nneg/npos to offset the outside-label
imbalance.

3.2 Hint-Grounded Generation
The generator is Qwen3.5-4B (Yang et al., 2025)
adapted with LoRA (Hu et al., 2021). For
Makeen+Hint, the extractor output is serialized into
a three-line Arabic hint block appended to the user
turn:

check_traffic_violations:ةعقوتملاةادألا

id_number=1122334455:جرختسُملا
plate_number:جاتنتساجاتحي

giving the predicted tool, the arguments already
grounded in surface text, and those still to be in-
ferred; negatives carry ةعقوتملاةادألا : none. The third
line makes the block a plan rather than an answer.
Hints are injected identically at training and test
time. Training hints are perturbed (§4) so that the
generator learns to tolerate and repair extractor er-
rors. The block is therefore part of the supervision
and not of the prompt alone: the generator reads
and repairs it only because every training example
carries one, the same lever that installs new Arabic
capabilities in a pretrained speech model (Mattar
et al., 2025). Thus, MakeenBase and Makeen+Hint
use the same generator architecture and optimiza-
tion setup; they differ only in whether the extractor-
derived hint is provided as an additional supervised
input.

3.3 Confidence-gated Routing
R therefore arbitrates per argument (Algorithm 1).
It is gated on tool agreement: components disagree-
ing on the tool have incomparable argument spaces.
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A policy names the set of routed fields F , and for
each f ∈ F a confidence threshold θf and a mode
mf : replace overwrites a value the generator pro-
duced, while presence lets a confident extraction
decide whether the key appears at all. Closed-class
spans (country, city, currency, category, …) are first
snapped to the value set enumerated from train gold;
every field outside F passes through unchanged.
Policies are fitted by greedy forward selection over
(field,mode, threshold) on end-to-end ArgEM; de-
tails are provided in Appendix B.

4 Experimental Setup
Our experiments proceed in four stages: data cura-
tion and tool-declaration refinement, model train-
ing, inference-time routing, and generalization to
external tools. We first construct quality-controlled
training data and refine tool declarations, then train
the generator and extractor, apply inference-time
routing, while additional translated tools extend
the training inventory for evaluating generalization
beyond the shared-task setting.

4.1 Data Curation And Tool-Declaration
Refinement

We apply LLM-based verification to the 10,550
AISA-ArabicFC training examples, retaining 7,748
high-confidence instances. We then fine-tune an
initial Qwen3.5-4B model and use argument-level
error analysis to identify ambiguities in the tool
declarations. This motivates Tool-v2, which refines
affected declarations while preserving their original
semantics. Detailed filtering criteria, error analysis,
and declaration changes are provided in Appen-
dices F and H.

4.2 Generator Training
For all Makeen variants, we fine-tune Qwen3.5-
4B (Qwen Team, 2026a) with LLaMA-
Factory (Zheng et al., 2024), using LoRA
and reasoning-trace supervision on the filtered,
Tool-v2-enhanced data. Complete optimization
and model settings are given in Appendix E.

4.3 Label-Semantic Extractor Setup
The label-semantic extractor E is initialized from
multilingual-e5-base and fine-tuned on the
shared-task training split using the tool and argu-
ment descriptions as semantic labels. At inference
time, it produces the selected tool, extracted argu-
ment values, and per-argument confidence scores

cp. Word-level extraction is decoded at θ = 3.0.
The extractor is trained independently of the two
generator variants and is shared by MakeenBase and
Makeen+Hint.

4.4 Confidence-Gated Routing
Routing is applied at inference time: the output
of each Makeen variant is combined with the cor-
responding extractor output using Algorithm 1.
Before routing, closed-class extracted values are
snapped at σ = 0.84 against a value vocabulary de-
rived from training gold. Routing policies are fitted
by greedy selection and scored by cross-validation.
Additionally, policies are fitted independently for
MakeenBase and Makeen+Hint; the resulting policies
are listed in Appendix C.

4.5 Generalization To External Tools
An additional experiment was conducted to evaluate
generalization beyond the 27 shared-task tools by
augmenting training with Arabic translations of Her-
mes Tool Use Reasoning (interstellarninja, 2025)
and Glaive 3. We translate tool declarations and ex-
amples with Qwen3.6-27B (Qwen Team, 2026b),
retain only single-tool-call examples to match the
shared-task setting and generate Arabic reasoning
traces for Glaive. To test generalization to unseen
tools, we construct a held-out split using lexical
grouping, BGE-M3 (Chen et al., 2025) semantic
isolation, and an LLM-based cross-pool leakage au-
dit. The resulting split contains 236 examples span-
ning 126 tools, while the translated training portion
contains 5,522 examples across 1,316 tools (Ta-
ble 6). Detailed construction and leakage-control
procedures are provided in Appendix I.

5 Results
Table 1 shows the progression from the zero-shot
Qwen3.5-4B baseline to the submitted and post-
submission Makeen variants. Fine-tuning on the
filtered and enhanced data, MakeenBase, increases
ArgEM from 51.00% to 81.20% and raises FnAcc
to 99.63%. Adding extractive hints in Makeen+Hint
yields a further 1.40-point improvement in ArgEM,
accompanied by a 1.28-point decrease in FnAcc.
Routing offers a further margin in principle for
MakeenBase and Makeen+Hint respectively: under
a perfect policy the extractor recovers 7.40 and
5.00 points. Held out by cross-validation, rout-

3https://huggingface.co/datasets/glaiveai/
glaive-function-calling-v2
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# System Hint Routing ArgEM ↑ FnAcc ↑ ThinkRate ↑ Track B ↑
0 Qwen3.5-4B (baseline) w/o w/o 51.00 95.78 22.75 58.78

1 MakeenBase w/o w/o 81.20 99.63 100.0 90.49
2∗ Makeen+Hint w/ w/o 82.60 98.35 100.0 90.80

3∗ MakeenBase w/o w/ oracle 88.60 (+7.40) 99.63 100.0 94.19
w/ CV 81.60 (+0.40) 99.63 100.0 90.69
w/ train 81.40 (+0.20) 99.63 100.0 90.59

4∗ Makeen+Hint w/ w/ oracle 87.60 (+5.00) 98.35 100.0 93.31
w/ CV 83.20 (+0.60) 98.35 100.0 91.11
w/ train 82.60 (+0.00) 98.35 100.0 90.80

Table 1: Results on the AISA-ArabicFC development split (545 examples: 500 positive and 45 negative). All values
are percentages; ↑ denotes higher is better. Row 0 is the zero-shot Qwen3.5-4B baseline, row 1 is the submitted
system, and rows marked ∗ are post-submission experiments. The best result per column is boldfaced.

Shared-task dev Unseen-tool dev

Training data ArgEM ↑ FnAcc ↑ ThinkRate ↑ Track B ↑ ArgEM ↑ FnAcc ↑ ThinkRate ↑ Track B ↑
None (zero-shot baseline) 51.00 95.78 22.75 58.78 44.49† 98.73 21.19 56.10

Enhanced shared-task data 81.20 99.63 100.0 90.49 44.49† 100.0 100.0 72.24
+ external tools 78.00 96.33 99.63 87.83 66.53 100.0 100.0 83.26

Table 2: Effect of translated external-tool augmentation on in-distribution and unseen-tool generalization. MakeenBase
is fine-tuned on the enhanced shared-task data, while Makeen+Aug additionally uses translated external tools; both
are evaluated without routing. Results are reported on the AISA-ArabicFC development split and the unseen-tool
development split described in Appendix I. The zero-shot Qwen3.5-4B baseline is included for reference and matches
Table 1. †Equal as measured: 44.49 = 44.49.

ing captures only 0.40 and 0.60 of that margin,
and choosing the routed arguments from training
statistics alone, with nothing tuned on dev, 0.20
and 0.00. MakeenBase configuration was used for
the final submission; the hint and routing variants
were evaluated post-submission. On the blind test
set, the submitted system achieves 82.65% ArgEM,
99.11% FnAcc, and 91.06% Track B, placing our
system 9th in Task B.

Table 2 reveals a clear specialization–
generalization trade-off. Training only on
the enhanced data, MakeenBase, gives the strongest
performance on the development split, whereas
adding translated external tools in Makeen+Aug
substantially improves performance on unseen
tools. In particular, external augmentation
increases unseen-tool ArgEM from 44.49% to
66.53% (+22.04 points) and Track B from 72.24%
to 83.26% (+11.02 points). The cost on shared-task
dev is 2.66 Track B points: ArgEM 81.20→78.00
and FnAcc 99.63→96.33.

6 Conclusion
We presented Makeen, a data-centric approach to
Arabic function calling that combines improved su-
pervision with targeted inference-time grounding.

Our experiments show that higher-quality training
data and tool-declaration refinement substantially
strengthen function-calling performance, while se-
mantic extraction and confidence-gated routing im-
prove argument prediction. The oracle results,
which provide an upper bound on routing perfor-
mance, reveal a substantial gap with the observed
gains, suggesting room for improvement in routing
policy selection and motivating this as a direction
for future work. We also investigated generalization
to unseen tools and found that translated external
tool resources improve transfer, while introducing
a trade-off in performance on the shared-task distri-
bution.

These findings highlight the need to balance in-
distribution performance with broader tool-level
generalization and better understand and optimize
this trade-off. The released resources provide a
basis for continued research on Arabic function
calling, particularly in tool-level generalization and
transfer across tool distributions.
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A Example Task Instance
Figure 1 shows an example instance from the development split, as described in §2.1.

Tools
• search_umrah_packages(departure_city, departure_date, duration_days,
hotel_rating, num_persons)

• search_hotels(check_in, check_out, city, guests, stars)
• search_quran(query, search_type, surah_number)
• transfer_money(amount, bank_name, currency, recipient_iban, recipient_name)

User
صاخشأةعبسلضايرلانمةرمعةقابزجحأيبأ

Gold <think>
نألبسنألايه"search_umrah_packages"ةادأ.صاخشأةعبسلضايرلانمةرمعةقابزجحيفبغرتكنأتمهف

=departure_city:يهةعقوتملاتالخدملا.ةحاتملاةرمعلاتاقابنعثحبلاىلعةردقلااهيدل ضايرلا
.num_persons=7و

</think>
function_call:search_umrah_packages{
departure_city: ضايرلا ,
num_persons:7}

Figure 1: A Gulf-dialect instance from the development split, showing the four candidate declarations offered to
the system, the utterance, and the gold output, all reproduced verbatim. Each declaration is abridged for space to
its argument names and the tool’s Arabic description, and the string delimiters of the raw serialisation are elided.
The value ضايرلا is copied from the utterance, whereas ةعبسل must be normalised to 7; the three remaining tools are
distractors, search_hotels a close one.

B Confidence-gated Routing Details
Algorithm 1 gives the complete confidence-gated routing procedure. Routing is applied only when the
generator and extractor agree on the tool; otherwise, the generator output is returned unchanged. A
routed argument is substituted only when its extracted value meets the policy’s confidence threshold θf .
Closed-class spans are snapped using the policy’s snapping threshold σ, and any argument not listed in the
policy is passed through exactly as the generator produced it. replace overwrites a value the generator
already produced; presence lets a confident extraction decide both whether the key appears and what it
holds.

Algorithm 1 Confidence-gated routing
Require: (yG, aG), (yE , aE , c), policy (F , θf ,mf , σ)
1: if yG = none or yG 6= yE then return (yG, aG)
2: end if
3: aE ← Snap(aE , σ)
4: for f ∈ F do
5: ok← f ∈ aE ∧ cf ≥ θf
6: if mf = presence then
7: aG[f ]← aE [f ] if ok else drop f
8: else if f ∈ aG ∧ ok then
9: aG[f ]← aE [f ]

10: end if
11: end for
12: return (yG, aG)

Policies are fitted per model; their selected fields, modes, confidence thresholds, and snapping threshold
are reported in Appendix C.

A dev example makes the mechanism concrete. For the request below, Makeen+Hint returns the restaurant
name together with the noun معطم (‘restaurant’), whereas E marks the name alone:
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يوشمجاجدوةسبكىغبا،ةماخفلامعطمنمبلطايبا

restaurant=ةماخفلامعطمMakeen+Hint

restaurant=ةماخفلا(c = 9.4)E
restaurant=ةماخفلاgold

Both components agree on order_food, and restaurant is a routed field, so the extraction replaces the
generated value and the row becomes an exact match. The same row’s items argument is left untouched,
since it is not a routed field.

C Routing Policies
Table 1 reports three ways of choosing a routing policy. This section gives each of them, using the
confidence threshold θf and the replace/presence modes defined in §B. In every case the snapping
threshold is σ = 0.84.

C.1 Train-Derived Selection
No search on the development split. An argument is routed when its gold value is a verbatim span of the
query in at least 95% of its training occurrences; all routed arguments use replace with θf = 0. The rule
selects the same 13 arguments for both systems and gives the 0.20 and 0.00 margins.

argument % direct n argument % direct n

visa_number 100.0 494 text 98.5 547
insurance_number 100.0 397 city 98.4 2802
recipient_iban 100.0 278 years_of_service 97.4 491
id_number 99.8 507 product_value 97.0 508
query 99.4 506 destination_country 95.8 481
salary 99.4 491 departure_city 95.1 473
iqama_number 99.1 529

Table 3: Arguments selected from training statistics alone. % direct is the share of training occurrences whose gold
value appears verbatim in the query; n is the number of occurrences.

C.2 Cross-Validated Fold Policies
Cross-validation fits one policy per fold, so the reported figure is not produced by a single policy: the five
held-out fold predictions are stitched together and scored once.
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MakeenBase out-of-fold 81.60 (+0.40)

fold fit/test argument mode θf

0 433/112 category replace 0.0
city replace 0.0
country replace 5.0
currency replace 7.0
medication_name replace 0.0
query replace 0.0
restaurant replace 0.0
type presence 0.0

1 435/110 city replace 0.0
country replace 5.0
currency replace 7.0
medication_name replace 0.0
query replace 0.0
type presence 0.0

2 435/110 bank_name presence 7.0
city replace 0.0
country replace 5.0
destination_country presence 7.0
medication_name replace 7.0
query replace 0.0
recipient_iban presence 5.0
restaurant replace 0.0
text replace 0.0
type presence 0.0

3 437/108 country replace 5.0
currency replace 7.0
date replace 0.0
medication_name replace 0.0
restaurant replace 0.0
text replace 0.0
type presence 0.0

4 440/105 bank_name presence 7.0
city replace 0.0
country replace 5.0
medication_name replace 0.0
query replace 0.0
recipient_iban presence 5.0
restaurant replace 0.0
text replace 0.0
type presence 0.0
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Makeen+Hint out-of-fold 83.20 (+0.60)

fold fit/test argument mode θf

0 436/109 category replace 7.0
city replace 0.0
destination_country presence 7.0
medication_name replace 0.0
query replace 0.0
recipient_iban presence 5.0
restaurant replace 0.0
type presence 0.0

1 437/108 city replace 0.0
country replace 5.0
destination_country presence 0.0
medication_name replace 0.0
query replace 0.0
recipient_iban presence 5.0

2 436/109 category replace 7.0
city replace 0.0
country replace 5.0
destination_country presence 7.0
medication_name replace 0.0
restaurant replace 0.0
type presence 0.0

3 435/110 category replace 0.0
city replace 0.0
destination_country presence 7.0
medication_name replace 0.0
query replace 0.0
recipient_iban presence 5.0
restaurant replace 0.0

4 436/109 category replace 7.0
city replace 0.0
country replace 5.0
destination_country presence 7.0
medication_name replace 0.0
query replace 0.0
recipient_iban presence 5.0
restaurant replace 0.0

Table 4: Per-fold routing policies. Folds are stratified by gold tool; fit/test gives the number of rows the policy was
fitted on and scored on. The selected set varies from fold to fold – city and medication_name appear in every
fold, while country, type and bank_name appear in some only – and thresholds move with it, which is why no
single policy stands behind the cross-validated figure.

D Translation Prompts
Prompts used to translate the data of §4.5: Figure 2 for a tool declaration and Figure 3 for a sample, given
its already-translated declaration as context; Figure 4 replaces rule 2 of the sample prompt for Glaive.
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You are a precise dataset translator for a tool-calling (function-calling) dataset.
Translate ONLY the human-readable text of the given tool DECLARATION from English
into Arabic.

Rules:
1. Keep "name" UNCHANGED (it is an API identifier).
2. Keep every parameter KEY UNCHANGED (they are API identifiers).
3. Keep all "type" values UNCHANGED.
4. Translate the "description" fields (the tool description and each parameter

description) into natural Arabic.
- If a description embeds enum/identifier tokens (e.g. "Supported values:
driving, walking, transit"), keep those tokens UNCHANGED and translate only
the surrounding words.

5. Preserve the JSON structure exactly (same keys, same nesting).
6. Output ONLY the translated declaration as a single valid JSON object, no

markdown, no commentary.

Do not justify or explain your response. Only deliver your response in the JSON.

INPUT:
{<tool declaration>}

OUTPUT JSON:

Figure 2: Declaration prompt.

You are a precise dataset translator for a tool-calling (function-calling) dataset.
Translate the given fields from English into Arabic.
The tool declaration is ALREADY translated and provided under
"translated_declaration_context" only as context. Do NOT translate it and do NOT
output it.

Follow these rules EXACTLY:
1. Translate "human" (the user query) into natural Arabic. You have to

translate everything, including names.
2. Translate "think" (the reasoning) into natural Arabic.

- Make the translated version shorter.
3. For "tool_call":

- Keep "name" UNCHANGED (it is an API identifier).
- Keep every argument KEY UNCHANGED (they are API identifiers).
- For each argument VALUE:
* If the value is natural-language text taken from the user query, translate

it so that the translated value is an EXACT substring of your translated
"human" field, copy the same wording verbatim, do NOT rephrase, do NOT add
or drop words. Alignment must be exact.

4. Output ONLY a single valid JSON object, no markdown, no commentary, with keys:
"human", "think", "tool_call".
"tool_call" must be a nested object with "name" and "arguments" (arguments as
a nested dict).

Do not justify or explain your response. Only deliver your response in the JSON.

INPUT:
{

"human": "<user query>",
"think": "<reasoning>",
"tool_call": {"name": "<tool>", "arguments": {...}},
"translated_declaration_context": {<declaration already translated>}

}

OUTPUT JSON:

Figure 3: Sample prompt (Hermes).
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Training parameter Value

Base model Qwen/Qwen3.5-4B
Framework LLaMA-Factory
Fine-tuning LoRA
Template qwen3_5
Attention FlashAttention-2
Learning rate 1 × 10−4

Epochs 3
Per-device batch size 16
Gradient accumulation 2
Warmup ratio 0.03
Quantization 4-bit
LoRA rank 16
LoRA α 32
LoRA dropout 0.05
enable_reasoning True

Table 5: Fine-tuning configuration.

Split Samples Tools

Training
AISA-ArabicFC, Tool-v2-enhanced 7,748 27
Hermes + Glaive, translated 5,522 1,316

all 13,270 1,337

Development, unseen tools
Hermes + Glaive, translated 236 126

Table 6: Makeen+Aug data. Samples counts examples after filtering, Tools distinct declared tools; the total counts
shared function names once. train ∩ dev = ∅.

2. For "think" (the reasoning):
- GENERATE long, natural Arabic "think" that reasons about which tool to
call and why, based on the "human" query, the "tool_call", and the provided
translated declaration context. Keep it concise (2-3 sentences). Do NOT leave
it empty.

Figure 4: Rule replacing rule 2 of Figure 3 for Glaive, whose examples carry no reasoning trace.

E Training Configuration
We fine-tune Qwen/Qwen3.5-4B (Qwen Team, 2026a) using LLaMA-Factory (Zheng et al., 2024). Pre-
liminary evaluation on the AISA-ArabicFC data indicated that the base model already exhibited basic
function-calling ability, motivating task-specific adaptation to the dataset’s tool declarations and annotation
conventions. The complete training configuration is summarized in Table 5.
For the additional generalization experiment of Section 4.5, the shared-task training pool is augmented
with translated external tools to train Makeen+Aug, and a held-out unseen-tool development split is used
for evaluation. Table 6 reports the size of each.
Training used NVIDIA RTX PRO 6000 and RTX 4090 GPUs with 97GB and 24GB memory, respectively.

F Data Quality Control
F.1 Overview
AISA-ArabicFC data was subjected to strict LLM-based quality control. The evaluator assessed each
annotation against the available system prompt, user request, and tool declaration. Rejected cases were
subsequently inspected to recover valid examples that had been conservatively rejected.
Of the 10,550 initial examples, 6,391 were accepted by the LLM-based evaluator. Manual inspection of
rejected cases recovered valid examples, yielding a final pool of 7,748 examples. The resulting dataset is
therefore treated as high-confidence rather than error-free, with filtering prioritizing supervision quality
and consistency over dataset size.
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Group Error type Description

Function selection wrong_function A different tool is selected from the one required by the request.
no_function_needed A tool is called although the request does not require one.

Argument extraction

missing_parameter A required argument is omitted.
extra_parameter An unnecessary argument is added.
hallucinated_value A value not supported by the system prompt or user request is

introduced.
wrong_parameter_name The argument name does not match the tool declaration.
wrong_parameter_type The argument type violates the tool declaration.
wrong_argument_value The extracted value does not match the intended annotation.

Representation
translated_parameter A user-provided value is unnecessarily translated.
rephrased_parameter The user’s wording or representation is unnecessarily changed.
unsupported_assumption Information not established by the input is inferred or assumed.

Schema/supervision

invalid_format The function call does not follow the required call format.
schema_violation The annotation violates a schema constraint not captured by a more

specific error category.
ambiguous_request The input does not provide sufficient information for a unique

decision.
multiple_errors Multiple substantive errors are present and no single primary error

adequately characterizes the annotation.

Table 7: Error taxonomy used by the LLM-based evaluator for training-data quality control and function-calling
error analysis.

F.2 Evaluation Criteria And Error Taxonomy
The LLM-based evaluator checks five complementary dimensions: function selection, argument complete-
ness, value fidelity, schema compliance, and function-call format. It returns a binary decision and, for
rejected annotations, assigns one primary error reason. These reasons are grouped into function selection,
argument extraction, representation, and schema/supervision categories, as summarized in Table 7. The
complete evaluation prompt is provided in Appendix G.

F.3 Evaluator Models
The LLM-based evaluator was implemented using five LLMs accessed through NVIDIA NIM APIs (Saun-
ders et al., 2024). Multiple evaluator models were used during large-scale filtering to reduce operational
bottlenecks and API rate-limit constraints. The models were

• nvidia/nemotron-3-ultra-550b-a55b

• z-ai/glm-5.1

• deepseek-ai/deepseek-v4-pro

• moonshotai/kimi-k2.6

• stepfun-ai/step-3.7-flash

F.4 Representative Data-Annotation Errors
Table 8 presents representative errors identified in the training data annotations by the LLM-based evaluator.
Each example includes only the context necessary to interpret the error, with the erroneous function call
or argument highlighted alongside the assigned error category and diagnosis.
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Error Example

hallucinated_value System prompt: :YYYY-MM-DDTHH:MM:SSةغيصبيلاحلاتقولاوخيراتلا 2024-07-23T09:23:15

ةيلاتلافئاظولاءاعدتساهنكميجذومنتنأءاثالثلاوهمويلا

User: ؟ةحرتقمقدانفيف،توريبىلعةلحريدنع

check_in = 2023-11-01

Issue: The date was neither provided by the user nor supported by the temporal context present
in the system prompt.

missing_parameter User: ؟مارج50يدنعولبهذلاةاكزبسحأيازا

Issue: The reference annotation omitted the user-specified weight unit.

weight_unit = gram

no_function_needed User: ؟ضايرلايفبلقبيبطعمدعومزجحيننكميىتم

The reference annotation calls:

book_doctor_appointment

Issue: The request asks when an appointment can be booked rather than asking to perform a
booking.

wrong_function User: ؟ةرهاقلايفنويعةرتاكدنعلأسأنكمم

The reference annotation calls:

book_doctor_appointment

Issue: The request is a doctor-search or information request rather than an appointment-booking
request.

translated_parameter User: ؟ةعمجلامويقيزاقزلايفديلوتوءاسنروتكدعمزجحنكمم

Issue: The reference annotation translated the user-provided temporal value instead of
preserving its original representation.

date = Friday

wrong_parameter_name User: ؟مارج٥٠٠يدنعاذا٢٤رايعبهذلاىلعةاكزلاةبسنمك

The reference annotation contains:

currency = gram

Issue: The annotation uses currency, whereas the tool declaration defines the argument as
weight_unit. Argument names must exactly match the tool declaration; therefore, this is a
wrong_parameter_name error.

Table 8: Representative training-annotation errors identified by the LLM-based evaluator. Each example shows the
relevant user request and erroneous annotation, together with the assigned error category and diagnosis.
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G Complete Filtering Prompt
For reproducibility, the evaluator prompt is provided below. The placeholders {{tools}},
{{system_prompt}}, {{user_query}}, and {{function_call}} are replaced with the corresponding
example fields.

You are an expert evaluator of function-calling annotations.

Your task is to determine whether the provided function call is a perfect
annotation of the user's request.

Available tools:

{{ tools }}

Evaluation criteria:

1. The selected function is the single best choice among the available tools.
2. A function should only be called if the user's request actually requires one.
3. If no available tool should be called, any function call is incorrect.
4. Every required parameter is present.
5. No unnecessary or hallucinated parameters are included.
6. Every parameter value is exactly supported by the original system prompt or the

user's request.
7. Missing information must not be invented or assumed.
8. Parameter names exactly match the selected tool's schema.
9. Parameter values have the correct types according to the tool schema.
10. The function call follows the required function-call format.
11. The function call fully conforms to the selected tool's schema.
12. Ignore insignificant differences in whitespace or formatting that do not

affect the meaning or structure of the function call.
13. Parameter values must preserve the user's original wording unless the tool

schema explicitly requires normalization (e.g., enum values, ISO dates, standardized
formats).

14. Translating, paraphrasing, summarizing, correcting spelling, expanding
abbreviations, or otherwise modifying a parameter value is considered an
error unless explicitly required by the tool schema.

Decision rule:
- Return `label = 1` ONLY if every criterion is unquestionably satisfied.
- If there is any ambiguity, unsupported assumption, missing information,

incorrect function, incorrect parameter, invalid extraction, schema violation,
formatting violation, translation, paraphrasing, or uncertainty, return `label = 0`.

Reason codes:
If `label` is `0`, choose ONLY ONE primary reason from the following list:

[wrong_function, no_function_needed, missing_parameter, extra_parameter, translated_parameter,
rephrased_parameter, wrong_parameter_name, wrong_parameter_type, wrong_argument_value,
hallucinated_value, invalid_format, schema_violation, unsupported_assumption, ambiguous_request,
multiple_errors]

If `label` is `1`, use: correct

Output format:
Return ONLY valid JSON.

Correct annotation:
{ "label": 1, "reason": "correct"}

Incorrect annotation:
{ "label": 0, "reason": "<reason_code>"}

Do not output markdown.
Do not output explanations.
Do not output any additional text.

Original system prompt:

{{ system_prompt }}

Original user request:

{{ user_query }}

Function call format:

The function call is NOT JSON. It always follows this XML-like structure:
<tool_call><function=function_name><parameter=parameter_name>parameter_value</parameter>...</function></tool_call>

Evaluation notes:

- The function name is specified in the opening `<function=...>` tag.
- Each parameter is represented by a `<parameter=...>` tag.
- Parameter values are plain text between the opening and closing parameter tags.
- The order of parameters is not important unless explicitly required by the tool schema.
- Ignore insignificant whitespace and line breaks.
- Evaluate semantic correctness rather than exact formatting, provided the

structure remains valid.
- Do not infer or guess missing information.
- Reject any function call containing unsupported, hallucinated, or incorrectly extracted values.
- Validate the function call against the provided tool schema, not against the example above.
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Function call to evaluate:

{{ function_call }}

Result:

Figure 5: Full evaluation prompt used by the LLM-based evaluator to assess training annotations against the system
prompt, user request, and tool declaration.

H Tool-Declaration Refinement And Data Consistency Analysis
We conducted an error analysis of function-calling predictions from an initial Qwen3.5-4B model fine-
tuned on the pre-processed training data. The analysis focused on argument-level errors and identified
recurring cases in which failures were associated with ambiguity, incompleteness, or insufficient specificity
in the corresponding tool declarations.
Based on these observations, we introduced Tool-v2 by refining affected tool declarations while preserving
their original functionality and task semantics. The refinements target four recurring sources of ambiguity:
(i) preservation of user-provided values, (ii) incomplete categorical value enumerations, (iii) ambiguity
between semantically related arguments, and (iv) unclear extraction boundaries. The corresponding
changes are illustrated in Sections H.1–H.4.
The analysis also revealed substantial variation in the surface-form representation of date arguments across
the reference annotations. Because this variation is present in the annotations themselves, it cannot be
resolved through tool-declaration refinement alone. We therefore retain date representation as a data-level
ambiguity rather than imposing an arbitrary canonical format (Section H.5).
This data-level ambiguity is distinct from the Tool-v2 refinements, which modify only the tool descriptions
provided to the model while preserving the underlying tool functionality and task semantics.

H.1 Preserving User-Provided Representations
A recurring error involved unnecessary transformation of values explicitly provided by the user, particularly
names of cities and countries. To make the expected behavior unambiguous, the corresponding argument
descriptions were revised to require preservation of the user’s original representation.

Language preservation

Tool-v1 Tool-v2

ةيبرعلابةنيدملامسا
−→ ةغلبمدختسملاهلخدأاذإو،ةيبرعلابةنيدملامسا

وهامكهمدختسافىرخأ

ةيبرعلابةلودلامسا
−→

ةغلبمدختسملااهركذنإو،ةيبرعلابةلودلامسا

يهامكاهمدختسافىرخأ

Refinement: Explicitly preserve user-provided values rather than implicitly converting them to Arabic or English.

H.2 Completing Categorical Value Enumerations
Several tool declarations listed only a subset of the categorical values observed in the reference annotations.
Such incomplete enumerations can make the declaration inconsistent with valid reference values and may
reduce the model’s ability to associate an argument with its supported value space. We therefore expanded
the affected enumerations to include additional values supported by the data.
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Categorical value coverage

Tool-v1 Tool-v2

money, gold, silver,
trade_goods, stocks −→

cash, gold, fitr, trade,
crops, silver, general,
livestock, realestate, shares,
salary

resignation, termination,
retirement −→

dismissal, resignation,
end_of_contract, retirement,
unfair_dismissal, economic,
mutual_consent, disciplinary

text, topic, surah −→ text, topic, surah, tafseer,
verse

Refinement: Complete the enumeration using valid values supported by the training data, rather than restricting the model
to an incomplete subset.

H.3 Clarifying Argument Semantics
Some errors involved confusion between arguments with closely related semantics. We therefore refined
the affected descriptions to make the intended meaning and admissible value types explicit.

Argument semantics

Tool-v1 Tool-v2

recipient_name

ديفتسملامسا

−→
يقيقحصخشمسانوكينأبجي.ديفتسملامسا

”يخأ”وأ”يقيدص”لثمافصوسيلو

doctor_name

)يرايتخا(بيبطلامسا
−→ يقيقحصخشمسانوكينأبجيوبيبطلامسا

)يرايتخا(

product_value

جتنملاةميق
−→ عوفدملاغلبملاوأيلامجإلاهرعس(جتنملاةميق

)هئارشل

Refinement: Disambiguate closely related concepts by explicitly stating what qualifies as a valid argument value.

H.4 Clarifying Extraction Boundaries
We also observed cases in which the predicted argument span contained information beyond the in-
tended value. Where the reference annotations supported a consistent extraction rule, the corresponding
descriptions were refined to state the required boundary explicitly.
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ArgEM↑ FnAcc↑ ThinkRate↑ Track B↑
MakeenBase 76.60→ 81.20 (+4.60) 94.68→ 99.63 (+4.95) 100.0→ 100.0 (+0.00) 86.70→ 90.49 (+3.79)

Table 9: Effect of tool-description refinement on MakeenBase. Each cell reports Tool-v1 → Tool-v2, with the absolute
change shown in parentheses. Tool-v1 uses the original shared-task tool descriptions, whereas Tool-v2 uses the
refined descriptions.

Extraction boundaries

Tool-v1 Tool-v2

items

ماعطلاةمئاق
−→

نودبيهامكليصافتلالكعمةلماكبلطلاةمئاق

فذحوأراصتخا

text

هتمجرتدارملاصنلا
−→

صنلاجارختسابجي،طقفهتمجرتدارملاصنلا

مالعتسالالماكنيمضتنودةمجرتللبولطملا

Refinement: Specify the intended argument span instead of leaving the extraction boundary implicit.

H.5 Date Representation Ambiguity
The same analysis revealed substantial variation in the surface form of date arguments such as check_in
and check_out. Observed representations include ISO-formatted dates (2024-11-10), day–month
expressions ( سرام1 ), Arabic-Indic numerals ( ربوتكأ٢٠ ), and relative temporal expressions ( رهشلاةيادب

مداقلا ).
Because these variations occur in the reference annotations themselves, they cannot be resolved through
tool-declaration refinement alone. Imposing a canonical representation at the tool-declaration level without
first resolving the underlying annotation inconsistency would introduce an additional assumption not
supported by the data.
We therefore did not impose a canonical date format in Tool-v2. Instead, we treat date representation as a
data-level ambiguity that should be resolved at the annotation level before a canonical representation is
encoded in future tool specifications.

H.6 Empirical Impact Of Tool-Declaration Refinement
To quantify the effect of the tool-declaration refinements, we evaluated MakeenBase using two versions
of the tool descriptions: (i) the original descriptions provided with the shared-task data (Tool-v1), and
(ii) the refined descriptions introduced in Tool-v2. All other aspects of the system, including the model,
training procedure, and evaluation setting, were kept unchanged.
As shown in Table 9, Tool-v2 yields consistent improvements in both function selection and argument
extraction. In particular, ArgEM increases by 4.60 percentage points, while FnAcc increases by 4.95
percentage points. Because the comparison changes only the tool descriptions while keeping the model
and evaluation setting fixed, these results provide evidence that improving the specificity and consistency
of tool declarations can materially affect function-calling performance.

I Construction Of The Unseen-Tool Development Split
We construct the external-data train/dev split to evaluate generalization to functions that are not observed
during training. The procedure operates over the combined inventory of shared-task and translated tools.
First, we group functions using shared name tokens and exclude groups containing shared-task functions.
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Hermes + Glaive

Arabic Translation

Lexical Grouping

BGE-M3 Semantic Isolation

LLM Leakage Audit

TRAIN
5,522 examples

1,316 tools

UNSEEN DEV
236 examples

126 tools

Figure 6: Construction of the external-tool training and unseen-tool development sets. Hermes and Glaive examples
are translated into Arabic, grouped lexically, filtered using BGE-M3 semantic similarity to isolate tool groups, and
subsequently audited with an LLM to reduce potential cross-split leakage. The final split is performed at the tool
level, with 1,316 training tools and 126 unseen development tools.

These lexical groups serve only as candidate families for the subsequent semantic filtering. We then
encode each tool using BAAI/bge-m3 (Chen et al., 2025), representing the function name, description,
and argument descriptions. A candidate held-out group is retained only when every function in the group
has cosine similarity below 0.75 to every function outside the group in the combined tool inventory.
The resulting candidates are subjected to an exhaustive cross-pool semantic audit using GPT-5.6 Luna as an
LLM judge. The judge receives the final TRAIN and DEV tool declarations as separate pools and identifies
residual semantic overlap between the two inventories. We additionally verify function-level disjointness
and candidate-pool separation before constructing the final examples. Each example is assigned according
to its gold function, and candidate tools are drawn exclusively from the same split.
The final external-data training split contains 5,522 examples spanning 1,316 tools, while the held-out
development split contains 236 examples spanning 126 tools. The shared-task development split is retained
separately for evaluation on the original 27-tool inventory.

J Makeen Pipeline
Figure 7 illustrates the complete Makeen pipeline, from the generator and label-semantic extractor to hint
construction and confidence-gated routing.
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Arabic utterance + candidate tools

MakeenBase or Makeen+Hint generator Label-semantic extractor

Confidence-gated Routing -> Tool agreement check

Generator output Field-level confidence gate

disagree agree

Final tool call

For agreement cases, high-confidence routed fields replace the corresponding generated values; other fields remain unchanged.

Figure 7: Overview of the Makeen pipeline. The submitted MakeenBase generator is extended with label-semantic
extraction for Makeen+Hint and with confidence-gated routing at inference time.
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