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Abstract

Arabic Function Forge is our submission to
AISA-ArabicFC 2026. Our system is training-
free: it uses a single off-the-shelf open-weights
model, prompted once per request, with no pa-
rameter updates. It placed fifth on Track A,
fourth on Track B, and sixth on Track C. Our
central observation is that function selection
is nearly saturated on this benchmark while
argument extraction is not: we reach 0.9893
function accuracy but only 0.8686 argument
exact match, so 94.9% of the remaining head-
room lies in arguments. The dominant failure
is not misunderstanding but over-interpretation:
the model translates values, converts dates to
ISO form, and adds fields the user never pro-
vided. Our system is designed to suppress this
behaviour by preserving argument values as
written. We further find that the dialect penalty
is concentrated rather than graded, with most
of the drop occurring on Maghrebi.

1 Introduction

With the recent advances in agentic workflows
(Nacar et al., 2026¢), function calling has become
increasingly important. Function calling allows a
language model to turn a natural language request
into a structured call that invokes a function to do
some job. This requires two main jobs: choosing
the right function and extracting the right argu-
ments for it. Both have to be correct. A call with
the right function but the wrong arguments is still
a failed call.

However, most current systems are developed
and evaluated in English. The recent survey of
agentic tool use (Hu et al., 2026) covers differ-
ent approaches to function calling, but does not
address language diversity or non-English evalua-
tion. For Arabic, this matters because performance
drops by 5-10% when models are prompted in
Arabic, whether the tool descriptions are written
in Arabic or English (Kubrak et al., 2026). Ara-
bic also carries cultural and religious contexts that

Jumanah Aljubayri
Tahakom, Riyadh, Saudi Arabia

are not always captured by English-based systems
(Al-Khalifa et al., 2025), and the problem becomes
harder with dialects, where the value to extract is
whatever the user actually wrote.

Most existing approaches solve function call-
ing through some form of training. Toolformer
(Schick et al., 2023) learns tool use self-supervised,
ToolLLM (Qin et al., 2024) instruction-tunes over
16,000+ APIs, and Gorilla (Patil et al., 2024) uses
fine-tuning for API calls. For Arabic, Nacar et al.
(2026b) show that data-centric fine-tuning can re-
duce parse failures from 87% to under 1%. The
problem is that these approaches depend on train-
ing, and changes to the available tools may require
additional data or model updates. We instead take
a training-free approach where tools are provided
to the model at inference time.

Our system is based on three main decisions:
(i) providing only the four candidate tools associ-
ated with each request rather than the full 27-tool
registry; (ii) using the reference clock provided
with each example to handle relative time expres-
sions; and (iii) using an Arabic system prompt built
from our development error analysis, with one main
idea: copy the user’s values as written instead of
interpreting them.

Without any parameter updates, our system
placed fifth on Track A, fourth on Track B, and
sixth on Track C (Table 1). Our results show that
function selection is close to saturated while ar-
gument extraction remains the main source of er-
ror. We also find that the dialect gap is not equal
across Arabic varieties, but is concentrated mainly
in Maghrebi. We analyse both findings in §4.

2 Related Work

Function calling is not a new problem. Before
LLMs, a similar problem was studied as infent
detection and slot filling: deciding what the user
wants and extracting the values needed for that re-
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quest. This is closely related to choosing a function
and filling its arguments. Weld et al. (2022) survey
more than a decade of work on these tasks, while
Chen et al. (2019) use BERT to jointly predict in-
tents and slots. These systems, however, are built
around a fixed schema, where adding new intents
or slots can require new labelled data and retrain-
ing. MASSIVE (FitzGerald et al., 2023) extended
this setting to 51 languages, including Saudi Ara-
bic (ar-SA), but still uses a fixed inventory of 60
intents and 55 slots.

LLMs changed this by allowing tool schemas
to be provided directly in the prompt. Hu et al.
(2026) divide current approaches into prompting,
supervised tool learning, and reward-driven tool
learning; our system belongs to the first. Previ-
ous systems learn tool use through self-supervised
learning (Schick et al., 2023), instruction tuning
(Qin et al., 2024), or fine-tuning with retrieval (Patil
et al., 2024). ToolkenGPT (Hao et al., 2023) keeps
the language model frozen but learns an embedding
for each tool. In contrast, our system requires no
schema-specific parameter updates: a new tool is
provided as a JSON schema at inference time.!

Function calling is commonly evaluated using
API-Bank (Li et al., 2023) and BFCL (Patil et al.,
2025). AISA-ArabicFC differs in that requests are
Arabic and arguments are evaluated using strict
key-value exact match. For Arabic, Kubrak et al.
(2026) show that function-calling accuracy drops,
while Nacar et al. (2026b) introduce the corpus
underlying this shared task, described by Nacar
et al. (2026a). These works establish that Arabic
function calling degrades, but do not localise where
argument extraction fails or separate extraction er-
rors from dialect effects. This is the gap we study.

3 Methodology

We use the open-weights Qwen3.5-122B-A10B
model (Qwen Team, 2026), served locally with
vLLM (Kwon et al., 2023), without fine-tuning or
retrieval. The labelled data are used only for error
analysis and prompt design; no model parameters
are updated.

For each AISA-ArabicFC request (Nacar et al.,
2026a,b), AISA-ArabicFC provides four candidate
tools in tools_sampled, which we pass directly to
the model rather than the full 27-tool registry . Be-

'Training-free is not cost-free. Serving a 122B-parameter
Mixture-of-Experts model requires substantial GPU memory;
our claim concerns maintenance as the tool registry changes,
not total compute.

Track FnAcc ArgEM Overall
A (5th) 09893 0.8686  0.9169
B (4th) 09893 0.8686  0.9311
C (6th) — — 0.8847

Table 1: Blind-test results and final leaderboard ranks.
Track B has a ThinkRate of 1.0000, while Track C
reports the macro average across five dialects.

fore inference, we sanitise the schemas by remov-
ing null properties and empty enums and updating
the required fields. We also provide the reference
clock included with each example so relative time
expressions are resolved against the intended date
rather than the current time.

The system prompt is written in Arabic and was
built from our development error analysis. Its main
instruction is to copy user values as written rather
than translate, normalise, or infer them. We also
add rules for the most common errors, including
dates, the Arabic definite article, lists, optional
fields, and tool-specific argument conventions.

We perform one generation per request with au-
tomatic tool selection, temperature 0.6, and Qwen
thinking enabled. The function call is used for
Track A and the Arabic reasoning from the same
generation for Track B, with no second genera-
tion or translation step. Null and empty arguments
are removed from the final call; no other post-
processing is applied.

4 Evaluation

We follow the official shared-task protocol (Nacar
et al., 2026a) on 1,125 blind test examples, with
no manual selection or modification of the pre-
dictions. Function Accuracy (FnAcc) measures
correct function selection, while Argument Exact
Match (ArgEM) requires the full argument dic-
tionary to match exactly with no partial credit.
Track A weights them as 0.40 - FnAcc + 0.60 -
ArgEM, Track B additionally evaluates the Ara-
bic reasoning trace, and Track C evaluates dialect
robustness.

The main remaining problem is argument ex-
traction. FnAcc reaches 0.9893, while ArgEM
is 0.8686. Under the Track A weighting, perfect
function selection would improve Overall by only
0.0043, compared with 0.0788 for perfect argu-
ment extraction. This means that 94.9% of the
remaining headroom lies in arguments. The di-
alect results also show that the degradation is not
uniform: MSA and Egyptian score 0.933, Gulf
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0.890, Levantine 0.880, and Maghrebi 0.788. The
0.145 best—worst gap is therefore mainly driven
by Maghrebi, showing that the remaining dialect
problem is concentrated rather than shared equally
across Arabic varieties.

5 Conclusion

We presented a training-free approach for Arabic
function calling using an open-weights model and
prompt-based inference. Without fine-tuning, our
system achieved an Overall score of 0.9169 on
Track A, with 0.9893 function accuracy and 0.8686
argument exact match. This shows that the main
remaining challenge is argument extraction rather
than function selection. We also find that dialect
degradation is concentrated mainly in Maghrebi.
These results show that competitive Arabic func-
tion calling can be achieved without parameter up-
dates.

Limitations

Although no model parameters are updated, our
prompt was designed using labelled development
data and therefore still uses supervision. Some
prompt rules are also specific to the 27 tools and
may not transfer directly to a new registry. Finally,
our dialect results, particularly for Maghrebi, are
based on a smaller portion of the data and should
be interpreted with caution. Our results therefore
show the potential of training-free function calling,
rather than that it is more accurate than supervised
approaches.
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