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Abstract

AraGenre 2026 asks systems to classify Ara-
bic texts into a hierarchical genre taxonomy
whose evaluation-specific genres are unseen.
The supplied genre menu provides names, tax-
onomy structure, and English definitions, but
no labelled examples of those genres. We
describe a two-stage, transductive zero-shot
system. A multilingual encoder scores each
text against genre representations built by
mean-pooling several template-derived views
of each definition, and a transductive per-genre
z-normalization reduces definition-specific bias
before a candidate shortlist is formed. Qwen3-
8B reranks the shortlist by calibrated candi-
date log-probabilities — a content-free base-
line mitigates the LLM’s strong position prior
— and the two score sets are fused; family-
restricted sibling reranking, a macro-F1 plug-in
decoder, and a margin-gated 9-wide pool add
the final gains. On the official 27,972-instance
test set the system reaches 0.5800 Hierarchical
Macro F1 (broad 0.749, specific 0.411). In the
main forward build-up, per-genre normaliza-
tion gives the largest increment (4-0.095 Hier-
archical Macro F1); a separate encoder-only
diagnostic attributes 4-0.082 to LLM rerank-
ing. Calibrated logprob fusion (+0.020), multi-
view labels (+0.024), and the decoding refine-
ments (4+0.020) provide the remaining gains.

1 Introduction

AraGenre is a shared task on Arabic genre clas-
sification at fine granularity (El-Haj et al., 2026).
A system must predict a broad genre (six classes)
and a specific genre (74 classes on the test split) for
each Arabic document, where every genre is accom-
panied by a short English definition. The specific
genres of the test set are disjoint from those seen in
the labelled data, so a system must generalise from
the supplied names, hierarchy, and definitions with-
out labelled examples of the target genres. This
definition-guided, zero-shot setting, combined with
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a macro-averaged metric over a large and heavily
imbalanced label space, makes the task unusually
sensitive to label-prior bias: the tendency of both
encoders and LLMs to prefer certain labels or posi-
tions regardless of the input.

Our system is a two-stage pipeline. Stage 1 is
multilingual dense retrieval (Wang et al., 2024a):
each text is scored against genre representations
built by mean-pooling several template-derived
views of each definition (canonical, source type,
topic, communicative function), and the similarity
matrix is calibrated with a transductive per-genre z-
normalization. Stage 2 is LLM reranking: Qwen3-
8B (Yang et al., 2025) scores the calibrated candi-
dates by the log-probability of single-digit answer
tokens, corrected by a content-free contextual base-
line (Zhao et al., 2021), and fused with the retrieval
scores. Two decoding refinements and a margin-
gated 9-wide pool complete the pipeline. The broad
genre is never predicted directly; it is read off the
chosen specific genre.

Our official test-set score is 0.5800 Hierar-
chical Macro F1 (broad 0.749, specific 0.411).
Two intuitive alternatives — broad-first hierarchi-
cal decoding (0.2262) and uniform-marginal cal-
ibration (0.4974) — underperform. No instance-
level test labels were available to any component;
calibration and shortlisting are transductive over
the unlabelled test inputs, while aggregate leader-
board feedback was used to select some settings.
Code is available at https://github.com/
geebabe/ARAGENRE.

2 Background

Each instance is a record {id, text} of Arabic web
text; a shared genre menu supplies, for every al-
lowed genre, a record of broad genre, broad defini-
tion, specific genre, and specific definition (English
paragraphs). The input is Arabic while all defini-
tional evidence is English, so the task is intrinsi-
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train dev
instances 140 110
broad genres 5 (no Religious) 6
specific genres 7 6

Table 1: Public development splits. The hidden test
split contains 27,972 instances, 6 broad and 74 specific
genres; specific genres are disjoint across all splits.

cally cross-lingual and definition-guided. Table 1
summarises the official splits: dev is controlled and
synthetic, test is naturally occurring and noisy, spe-
cific genres are disjoint across splits, and training
contains no Religious instances. A striking test-set
property is its length: a median of 46 words, with
35.6% of items under 150 characters, which likely
contributes to specific-level errors.

Our approach builds on three lines of work.
Definition-guided zero-shot classification scores
label descriptions directly (Basile et al., 2022), and
aggregating several contextualised label formula-
tions stabilises scoring (Kumar et al., 2024); at high
cardinality, retrieval-augmented LLM ranking over
a compact candidate set is effective (Pattnaik et al.,
2025). LLM predictions over large label sets suffer
position and format biases, mitigated by contextual
calibration (Zhao et al., 2021) and its domain-level
extension (Fei et al., 2023); decoding-free selec-
tion scores candidate tokens by log-probability (Ma
et al., 2025), since first-token probabilities of gen-
erated answers are unreliable for instruction-tuned
models (Wang et al., 2024b). Because the offi-
cial metric is macro-F1, we decode with a metric-
aware plug-in rule rather than the per-item argmax
(Waegeman et al., 2014; Dembczynski et al., 2011;
Parambath et al., 2014). The song-lyric genres also
touch Arabic dialect identification, where labels are
often non-exclusive (Abdelali et al., 2021; Keleg
and Magdy, 2023).

3 System

All stages operate without gold labels; the inputs
are the Arabic texts and the supplied genre menu,
including genre names, taxonomy structure, and
definitions: multi-view retrieval — per-genre z-
norm (transductive) — calibrated logprob rerank-
ing (5- and 9-wide) — sibling rerank, macro-F1
decode, margin-gated 9-wide — broad read off the
chosen specific.

3.1 Multi-view label representations

Of the 74 test genres, 45 (60.8%) share a source
type and differ only by topic: 20 job ads, 13 book
descriptions, 8 student-writing genres and 4 text-
book levels. In the supplied definition the dis-
criminating word is buried in shared boilerplate
(“Job advertisement texts related to X, typically de-
scribing responsibilities. .. "), so siblings such as
sales_jobs and marketing_Jjobs collapse
together. We therefore encode each genre under
up to four remplate-derived views and mean-pool
them: the canonical definition verbatim; a source
view (“This text is a job advertisement”); a fopic
view (“The subject matter is sales”), free of shared
boilerplate; and a function view (“The author is
advertising an open position and listing its duties”).
Views are derived mechanically from the taxon-
omy’s naming structure (suffixes such as _jobs),
not generated by a model. A genre’s representation
18 the renormalised mean of its views,
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where V), is the view set of genre g and e(-) is the
unit-norm encoder embedding.

3.2 Calibrated retrieval

Queries are encoded with the E5 instruct con-
vention (“Instruct: task Query: fext”) and
scored by cosine similarity against the pooled genre
representations, giving an N x 74 matrix S. Uncali-
brated, this matrix is dominated by a few “attractor”
definitions: msa_poetry receives 25.0% of all
predictions and the Creative broad class 48.8%,
starving the other labels under macro averaging.
We reduce this per-genre bias with a transductive
per-genre z-normalization over the unlabelled test
inputs,
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After calibration all 74 genres are used and the
maximum class share falls from 25.0% to 4.0%;
candidate shortlists of width 5 and 9 are taken from
the calibrated scores.
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3.3 Calibrated logprob reranking

The reranker, Qwen3-8B with thinking disabled,
lists the shortlisted candidates with their definitions
and is prefilled with “Answer: 7. We explicitly
score only the candidate digits at the next-token
position. Since £ < 9 each candidate is a sin-
gle token, full-sequence likelihood and first-token
log-probability coincide (Ma et al., 2025; Wang
et al., 2024b); the score is a log-softmax over the
candidate digits only. The LLM carries a strong
position prior — with the text replaced by a place-
holder, it still prefers option 1 on 51.4% of items
(vs. 1/k=20%) — so we subtract a content-free con-
textual baseline (Zhao et al., 2021):

exp(logit;)
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where C, is the candidate set and 7 =
{N/A, @, [MASK] }, each placeholder scored over
the same prefilled shortlist (C; = C,). The cor-
rected LLM scores and the calibrated retrieval
scores are each row-standardised within a short-
list and fused:

Si(z) = aBj(x) + (1-a)Li(x), @)

Fusions were generated offline from cached log-
probabilities, but the final a=0.25 was selected
using official Codabench feedback: 0.5316 at =0
versus 0.5353 at =0.25. For metric-aware de-
coding, a temperature-1' softmax turns the fused
shortlist scores into a per-item pseudo-posterior,

() — exp(Sj(x)/T)
pi(z) D ey exp(Se()/T)’

T=1.
®)

The fused argmax is unchanged by this transfor-
mation. The broad genre is the unique broad of
the selected specific genre and is never predicted
directly.

Refinements. Three components complete the
system. (i) Sibling reranking: when an item’s
top-2 fused candidates are siblings in one source-
type family (Section 3.1), a narrow second prompt
listing only that family’s shortlisted members (re-
indexed 1..k, k < 5) — shared source type stated as
given, discriminating axis named — is scored with
the same content-free calibration; a single presenta-
tion order suffices — averaging forward and reversed

orders was measured to lose on every offline gate.
The corrected sibling scores are row-standardised
and blended with the main scores for sibling can-
didates, S} = (1 — 8)S; + BLS®, with 8 = 0.5;
non-sibling scores are unchanged. (ii) Macro-F1
plug-in decoding: we recompute Eq. (5) from S’
and apply coordinate ascent with A = 1.0 to opti-
mize the plug-in macro-F1 estimate over the unla-
belled test inputs, reallocating assignments toward
starved classes without imposing a target marginal
(unlike Sinkhorn). (iii) Margin-gated 9-wide widen-
ing: candidates are also scored over a 9-wide pool
(single-digit tokens cap k£ < 9); the 9-wide winner
is adopted only when it lies outside the 5-wide pool
(encoder rank 6-9) and wins by margin > 7=0.5,
keeping confident 5-wide decisions.

4 Experimental Setup

No component is trained on the supplied labels;
transductive quantities (Eq. (2)) are computed over
the unlabelled test inputs only, and no additional
task-specific corpora were used. Development-
based selection was rejected after an uncalibrated
retrieval+Qwen3 system reached 0.9488 Hierar-
chical Macro F1 on the controlled dev set but only
0.4200 on the noisy test set. Instead, the final
fusion weight a=0.25 and widening threshold
7=0.5 were selected using aggregate scores from
official Codabench submissions; 7 was chosen
from the submitted ladder {1.2,0.5,0.0}. This
selection used only aggregate scores returned
through the official shared-task evaluation process;
no instance-level test labels or other test-set
annotations were accessed. Preprocessing is
none beyond sentence-transformers tokenization
(inputs truncated at the encoder’s 512-token
maximum); LLM items are length-sorted and
processed in chunks of 128. Models: intfloat/
multilingual-e5-large—-instruct
(Wang et al., 2024a) and Qwen/Qwen3-8B (Yang
et al., 2025) via sentence-transformers
and transformers on Modal serverless
NVIDIA L4 GPUs. Hyperparameters: candidate
pools k=5 and k=9, fusion a=0.25, margin
gate 7=0.5, content-free baseline 7 averaged
over three placeholders. The official metric is
Hierarchical Macro F1 = mean(broad macro F1,
specific macro F1); all scores below are official
Codabench submissions from the final evaluation
phase.
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5 Results

Table 2 reports a forward build-up of the fi-
nal system. The main block starts from uncali-
brated Qwen3 greedy selection and incrementally
adds each component. The final row is a sepa-
rate encoder-only diagnostic used to measure the
LLM’s contribution. Every row is a real hidden-test
submission.

System broad specific hier.
Uncalibrated Qwen3 greedy — — 0.4200
+ per-genre z-norm 0.664 0.366 0.5150
+ calibrated logprob fusion 0.688 0.383 0.5353
+ multi-view labels 0.727 0392 0.5597
+ sibling rerank + macro-F1 — — 0.5670
decode

+ margin-gated 9-wide widening 0.749  0.411  0.5800
Calibrated encoder only 0.566  0.299 0.4326

(diagnostic)

Table 2: Official test-set results (27,972 instances). The
main block is a forward build-up; the encoder-only row
is a separate diagnostic comparison. Deltas are order-
dependent; broad and specific scores are rounded to
three decimals, while hierarchical scores use the un-
rounded values. — denotes unrecorded broad/specific
scores.

Calibration gives the largest build-up gain.
Holding Qwen3 greedy selection fixed, per-genre
z-normalization raises Hierarchical Macro F1 by
+0.095 (0.4200—0.5150). Broad and specific
scores for the uncalibrated submission were not
recorded, so no component-level specific gain is
claimed. Calibration adds no information; it re-
duces the attractor bias that concentrates predic-
tions on a handful of definitions, expanding cover-
age from a few dominant labels to all 74 genres.

The LLM is complementary, not redundant.
Adding the reranker over the calibrated short-
list gains +0.082 hier. and +0.067 specific
macro F1 in the separate encoder-only compar-
ison (0.4326—0.5150 and 0.299—0.366). Cali-
brated logprob fusion then gains a further +0.020
(0.5150—0.5353). Multi-view label representa-
tions add 4+0.024 (0.5353—0.5597), lifting broad
macro F1 from 0.688 to 0.727. Decoding refine-
ments add the final two increments: sibling rerank-
ing with the macro-F1 plug-in decoder (+0.007,
0.5597—0.5670) and the margin-gated 9-wide
widening (4-0.013, 0.5670—0.5800; broad 0.749,
specific 0.411).

Two intuitive designs failed. Top-down decod-
ing (broad before specific) scored 0.2262: broad
definitions are too abstract to embed against (0.385
broad accuracy), and a wrong broad makes the spe-
cific unrecoverable. Sinkhorn calibration toward
a uniform 74-way marginal moved the broad mix
almost exactly onto the uniform reference and lost
0.018 (0.4974): the test set is not uniformly dis-
tributed, so we reject any method rewarding a flatter
output distribution.

5.1 Error analysis

The residual gap is broad-vs-specific: broad macro
F1 0.749 versus specific macro F1 0.411. Specific
macro F1 also trails weighted F1 (0.438) and ac-
curacy (0.441), indicating weaker performance on
less frequent classes.

Short texts provide limited evidence. With a
46-word median and 35.6% of items under 150
characters, many documents contain little topical
evidence for a 74-way distinction.

Sibling overlap is visible on development data.
By share of the development set, all six errors map
Advice Columns to Motivational Writing, illustrat-
ing ambiguity among related genres without estab-
lishing the test-set confusion distribution.

The candidate tail is still active. The calibrated
pick-by-rank distribution is nearly flat at the 5-wide
cutoff (ranks 4-5 take 20.4% of picks): 12.6% of
items prefer a candidate at encoder rank 6-9. The
margin-gated widening adopts a subset (+0.013
hier., 9.5% of labels changed at 7=0.5), so the tail
is likely not yet exhausted.

6 Conclusion

Our transductive zero-shot system reaches 0.5800
Hierarchical Macro F1 (broad 0.749, specific
0.411), with complementary gains from per-genre
normalization, calibrated logprob fusion, multi-
view labels, and metric-aware decoding.

Limitations

Short inputs and five dialect-only lyric genres re-
main challenging. Because refinement choices,
a, and 7 used aggregate official-submission feed-
back, the configuration is leaderboard-selected; the
reported hidden-test score and component gains
should therefore be interpreted as partly condi-
tioned on test-set model selection rather than as
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fully independent estimates of generalisation. Fu-
ture work will explore domain-context calibration
(Fei et al., 2023), retrieval ensembles, grade-level
views, and multi-token candidate pools.

Ethical Considerations

Our system assigns genre labels to Arabic web
texts using organiser-provided shared-task inputs
and publicly released pretrained models. Cross-
lingual encoders and LL.Ms can inherit social, lin-
guistic, and regional biases, which may contribute
to uneven performance across dialects and less fre-
quent genres. Genre predictions should not be in-
terpreted as judgments about a text’s author and
should not be used for high-stakes moderation or
profiling without further validation. We did not
attempt to identify individuals and do not release
dataset-derived text.
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