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Abstract

We describe the GHADALI approach to the Ara-
Genre 2026 shared task, which requires classi-
fying Arabic text into broad and specific genre
categories, including specific genres unseen
during training. Our approach is a two-stage
pipeline: a fine-tuned multilingual bi-encoder
scores all 27,972 test sentences against the
74 candidate definitions, and a large language
model reranks the top candidates per sentence
using cyclic option rotation to mitigate posi-
tional bias. On the hidden test set, the bi-
encoder achieves a hierarchical macro-F1 of
0.4213, which increases to 0.5006 with Fanar-
9B reranking and to 0.6050 with Qwen-32B
reranking over the top 15 candidates using five
rotations. The final pipeline ranked fourth on
the official leaderboard. These results demon-
strate the effectiveness of combining definition-
based retrieval with LLM reranking for gener-
alization to unseen Arabic text genres.

1 Introduction

Genre classification assigns a communicative cat-
egory to a text, such as an analytical report, a re-
ligious commentary, or a personal narrative. Ac-
curate genre labels benefit a wide range of down-
stream applications. Search and retrieval systems
can filter or rank results by document type; content-
moderation and routing pipelines can send legal,
religious, or medical text to the appropriate special-
ized handler; and corpus construction for language-
model training can be balanced across genres to
avoid over-representing any single style. Genre is
also a useful feature for downstream natural lan-
guage processing tasks such as sentiment analy-
sis, summarization, and machine translation, where
the appropriate handling often depends on the text
type. For Arabic in particular, where large genre-
annotated resources remain scarce, a classifier that
generalizes to previously unseen genres is espe-
cially valuable.
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The AraGenre 2026 shared task (El-Haj et al.,
2026) frames this for Arabic at two levels of granu-
larity: a broad genre and a more specific one. The
defining property of the task is that it is zero-shot
by construction. The training, development, and
test splits contain disjoint sets of specific genres,
and at test time each genre is described only by
a short English definition. A model that memo-
rizes the mapping from surface features to a fixed
label inventory cannot generalize, because the la-
bels themselves change. This is not a hypothetical
concern: on the released development leaderboard,
whose gold answers ship inside the starter kit, sev-
eral submissions reached 0.99 by uploading the
answers, yet the same submissions collapsed to
0.68-0.72 on the hidden test set. The gap between
development and test performance is the central
phenomenon the task is designed to expose.

We therefore treat the genre definition as an input
to every component, never as a hardcoded target.
The bi-encoder learns a matching score f(text, defi-
nition) to retrieve candidate genres, while a large
language model (LLM) subsequently reranks the
top candidates using their definitions. Prediction
consists of scoring all candidate definitions and
selecting the best. This design enables the same
trained pipeline to handle all previously unseen
specific genres of the test set without retraining.

Our contributions are: (i) a two-stage bi-encoder-
LLM reranking pipeline that scales to the 27,972-
sentence test set in practical time; (ii) a cyclic-
rotation scheme that mitigates positional bias in
option-based LLLM scoring; (iii) a model-selection
rule based on worst-case performance under im-
balanced resampling rather than balanced devel-
opment accuracy; and (iv) observations from de-
velopment experiments on prompt guidance and
same-family ensembling.
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2 Task and Data Description

The starter kit (training and development sets) pro-
vides 140 training sentences across seven specific
genres and 110 development sentences across six
specific genres, with no overlap in specific genres
between the two sets. The hidden test set contains
27,972 sentences and 74 specific genres organized
under six broad genres. The distribution of spe-
cific genres across broad genres is highly uneven.
The Informative broad genre alone covers 42 spe-
cific genres, while Legal covers only three (Table
1). Sentences also varies considerably in sentence
length, averaging 571 characters with a long tail
extending to 4,530 characters.

Each split ships a definitions file mapping ev-
ery specific genre to a broad genre and to English
definitions for both levels (Figures 1 and 2). Be-
cause these definitions are available for the test
genres, the broad-to-specific hierarchy is known at
inference time and need not be inferred from the
training data—a property our hierarchical experi-
ments exploit.

File name: train

{ "id": "train_000001",

"lext"s " Daskl B g pia Oa LN A all 245 6205 ) 55l Cuile]
Adiatl) Zadit

File name: train_gold
{ "id": "train_000001",

"broad genre": "Legal",

"specific genre": "Official Statements" },

File name: train genre definitions
{ "broad genre": "Creative",

"broad genre definition": "Expressive, reflective, or
artistic writing emphasising personal voice, emotional
expression, storytelling, imagination, persuasion, or
stylistic creativity.",

"specific_genre": "Personal Narratives",

"specific_genre definition": "First-person reflective or

experiential texts describing memories, emotions,
personal experiences, life events, or individual
perspectives.” },

Figure 1: Examples of the AraGenre 2026 training data.
Training instances are provided with gold broad and
specific genre labels.

3 Method

3.1 Definition-Guided Bi-Encoder

We fine-tune the multilingual-e5-base bi-encoder
(Wang et al., 2024) on the 140 training pairs, using

File name: test
(i

Mext": " dwaBY) L8 LYl S0 (e o Jill g i ang
sl A aliad (S el laal) Jai A Tl 150 ool i ¢ e il
¢ Loty Lo g i1 Aas 8L L)) 08 ) sk 3 Ayl
oS AV AL (S L B Sl alaalT cld el glall i & jeda
il sl e @ el g ¢ L Lo 5o KT A8 ML I i ge
oS YT AD S Laas 50 a1 la)

File name: test genre definitions

{"broad genre": "Creative", "broad genre definition":
"Expressive, reflective, or artistic writing emphasising
personal voice, emotional expression, storytelling,
imagination, persuasion, or stylistic creativity.",

non

"specific_genre": "classical poetry",

"specific_genre definition™: "Poetic writing composed
in Classical Arabic using traditional literary style, formal
vocabulary, rhetorical imagery, and structured poetic
expression, often focusing on themes such as love,
wisdom, praise, religion, or human experience." },

Figure 2: Examples of the AraGenre 2026 test data. Test
instances are accompanied by candidate genre defini-
tions.

Broad genre # Specific genre
Informative 42
Learning 12
Creative 7
Religious 6
Interactive 4
Legal 3

Table 1: Specific-genre count per broad genre (test set).

a sentence and the definition of its correct specific
genre as a positive pair with a multiple-negatives
ranking loss (Reimers and Gurevych, 2019). Ara-
bic diacritics and tatweel are stripped; letter unifi-
cation is disabled after it was found to cost 0.023
macro-F1 on development. A leave-one-genre-out
evaluation gives 0.671 accuracy against a 0.143
chance rate, confirming the encoder learns genre
definition matching that transfers to unseen genres
rather than memorizing labels. At inference the en-
coder embeds all sentences and all definitions once
and takes a dot product, producing a full sentence-
by-definition score matrix for the 27,972-sentence
test set in a few minutes. This matrix is the retrieval
stage: for each sentence, it ranks the 74 candidate
definitions.

3.2 LLM Reranking with Cyclic Rotation

The bi-encoder alone confuses semantically adja-
cent specific genres. We therefore add a rerank-
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ing stage: for each sentence, the top-K definitions
from the bi-encoder are presented to a LLM as let-
tered options, and the model scores each by the
log-probability of the corresponding option letter.
We use Qwen2.5 (Yang et al., 2024) and the Arabic-
centric Fanar-1-9B (Abbas et al., 2025), loaded in 4-
bit precision (Dettmers et al., 2023). Option-based
scoring is susceptible to positional bias, whereby
models may favor particular option positions in-
dependently of their content (Zheng et al., 2024;
Pezeshkpour and Hruschka, 2024). The measured
positional bias was 2.79 log-probability units for
Qwen and 3.26 for Fanar. To mitigate this bias,
we present the same K options in several cyclic
rotations and sum the per-option log-probabilities
across rotations. With a complete set of K rota-
tions, each candidate occupies every position ex-
actly once, so any additive position-specific bias
cancels in the aggregate. In practice, we use a
smaller number of rotations to reduce computa-
tional cost, providing partial positional averaging.

3.3 Two-Stage Retrieval and Reranking at
Test Time

Scoring all 74 genres with full cyclic rotation for
every sentence was estimated to require approxi-
mately 46 hours per model on the available hard-
ware (Google Colab with an NVIDIA A100 GPU),
making this approach computationally expensive
and impractical within the shared-task timeline.
The two-stage pipeline decouples cost from accu-
racy: the bi-encoder narrows 74 candidates to K
per sentence, and the LLM reranks only those K.
With K between 8 and 15 and three to five rotations,
a full pass over the test set runs in about 12 hours.
Because long jobs risk interruption, the reranker
checkpoints its progress and resumes from the last
completed sentence.

3.4 Model Selection

The organizers provide two baselines. The first
“B1" is an embedding-based classifier that matches
each sentence to the nearest genre definition in a
shared embedding space, scoring 0.4658. The sec-
ond “B2" is a retrieval-augmented Qwen system
that prompts the model with retrieved context, scor-
ing 0.3899. Both serve as reference points that any
competitive system should exceed.

Development has only 110 sentences and six gen-
res, so a configuration that looks best on balanced
development accuracy may be overfit. We instead
rank configurations by their worst-case macro-F1

Hier.
0.4658

System Broad Specific
Organizers — —
B1 (embed-

ding)

Organizers — —
B2 (Qwen
RAG)
Bi-encoder
only

+ Fanar-9B
rerank (top-
8)

+ Qwen-32B
rerank (top-
15)

0.3899

0.5572  0.2853 0.4213

0.6913  0.3100 0.5006

0.7803 0.4297 0.6050

Table 2: Test-set macro-F1. Hierarchical macro-F1 is
the mean of broad- and specific-genre scores and is the
official evaluation metric.

across 40 Dirichlet(0.4) resamples of the develop-
ment set, simulating potentially imbalanced label
distributions in the test set. We select configu-
rations based primarily on this worst-case score
and prefer the simpler system when configurations
show comparable performance. This criterion fa-
vors configurations that remain robust across vary-
ing label distributions rather than those optimized
for the original development distribution.

4 Results

The evaluation metric is the hierarchical macro-
F1, the mean of the broad and specific macro-F1
scores. Table 2 reports macro-F1 on the hidden
test set. The organizer baselines score 0.4658 (em-
bedding, B1) and 0.3899 (Qwen RAG, B2). The
bi-encoder alone scores 0.421. Adding a Fanar-9B
reranker over the top 8 candidates raises the hier-
archical macro-F1 score to 0.501, driven mainly
by the broad genre. Replacing the reranker with a
Qwen-32B model over the top 15 candidates with
five rotations raises the specific genre score from
0.31 to 0.43 and the hierarchical macro-F1 score
to 0.605, which placed fourth on the official leader-
board.

The results indicate that reranking improves per-
formance at both levels, with the largest abso-
lute gain observed for broad-genre classification.
Specific-genre classification remains more chal-
lenging, although its macro-F1 also improves sub-
stantially with the Qwen-32B reranker. The broad-
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genre score also improves because the broad label
is derived directly from the selected specific genre,
ensuring hierarchical consistency by construction.

Two intuitive extensions failed our worst-case
selection rule and were not adopted. First, adding
explicit disambiguation guidance to the prompt—
generic, definition-driven instructions that named
no specific genre—raised balanced development
accuracy but lowered worst-case macro-F1 from
0.892 to 0.842, a clear sign of development-set
overfitting. Second, ensembling Fanar with the
same-family SILMA-9B model provided limited
diversity: the two models agreed on 91% of devel-
opment predictions, and their combination under-
performed the Qwen-plus-Fanar ensemble. These
results suggest that model diversity may be more
beneficial than simply increasing the number of
models in the ensemble.

To better understand the pipeline’s error patterns,
we analyzed the pipeline’s predictions on the train-
ing data. We found that 91% of sentences were
correctly classified. Among the remaining errors,
most involved an incorrect broad genre rather than
an incorrect specific genre within the correct broad
genre. This explains why a strict two-stage hier-
archical decoder that picks the broad genre first
and then the specific genre within it performed
worse than our pipeline. An incorrect broad-genre
decision in the first stage cannot be recovered, be-
cause the second stage is restricted to specific gen-
res within the selected broad genre. In contrast,
our pipeline ranks specific genres directly across
all candidates, avoiding an early commitment to a
broad genre.

5 Conclusion

We presented a definition-guided two-stage
pipeline for zero-shot Arabic genre classification,
combining bi-encoder retrieval with LLM rerank-
ing to generalize to specific genres unseen during
training. The bi-encoder efficiently narrows the
74 candidate genres, while cyclic-rotation rerank-
ing mitigates positional bias in option-based LLM
scoring. On the hidden test set, Qwen-32B rerank-
ing improved hierarchical macro-F1 from 0.4213
for the bi-encoder alone to 0.6050, placing our ap-
proach fourth on the official leaderboard. Overall,
the results demonstrate the effectiveness of combin-
ing definition-based retrieval with LLM reranking
for classification when the target label set is unseen
during training.
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