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Abstract

We describe SynAnchor, Nasaq’s definition-
guided system for AraGenre 2026. The task
requires hierarchical Arabic genre classifica-
tion under disjoint specific-genre inventories
across training, development, and test, mak-
ing generalization to unseen genres a central
challenge. SynAnchor addresses this setting
by generating Arabic anchor texts from genre
definitions using GPT-4o and embedding them
with BGE-M3 for similarity-based retrieval.
High-confidence cases are classified directly,
while ambiguous inputs are selectively adjudi-
cated by GPT-5 among the three highest-ranked
candidate genres. On the official test set of
27,972 texts spanning 74 unseen specific gen-
res, SynAnchor achieves a Hierarchical Macro-
F1 of 0.6006 on Codabench, compared with
0.2472 for the organizers’ official baseline (ap-
proximately 2.4×). Approximately 25% of
test instances are resolved using retrieval alone,
without LLM adjudication. The results sug-
gest that combining definition-guided Arabic
anchor synthesis with selective LLM reasoning
can support hierarchical genre classification un-
der changing label inventories.

1 Introduction

Arabic genre classification is hard for two reasons:
the language itself varies enormously, from Modern
Standard Arabic to Classical Arabic to a range of re-
gional dialects (Habash, 2010), and genre-labelled
Arabic data at fine granularity is simply scarce. A
model that learns to recognize genres by memo-
rizing patterns from a fixed set of training labels
runs into trouble as soon as the label set changes at
deployment time (Yin et al., 2019). That is exactly
the situation this shared task creates.

The AraGenre 2026 shared task (El-Haj et al.,
2026) requires hierarchical Arabic genre classifi-
cation: each text receives a broad genre (one of
six) and a fine-grained specific genre. Texts span
Modern Standard Arabic, Classical Arabic, and

several dialects. The official metric is hierarchi-
cal macro-F1 (H-F1). Specific genre inventories
are disjoint across training (7 genres), development
(6), and test (74), while the six broad categories
recur across splits; systems must therefore gener-
alize from English genre definitions rather than
memorizing labels.

This disjointness is not incidental to the task de-
sign but its central difficulty: a classifier trained
end-to-end on seven specific genres has, by con-
struction, never observed 74 of the categories it
must distinguish at test time, and must instead infer
what each unseen genre means from its English-
language definition alone, then apply that under-
standing to Arabic input text.

We present SynAnchor, which converts each
English definition into a bank of short Arabic ex-
ample texts (anchors), ranks genres by embedding
similarity, and invokes GPT-5 only when retrieval
confidence is low. This design targets the cross-
lingual gap (English definitions, Arabic inputs) and
fine-grained sibling confusion without any labelled
training data for test genres.

We do not use test gold labels for tuning or anal-
ysis; all reported test scores come from the official
Codabench evaluation. 1

Our contributions are:

• SynAnchor, a training-free pipeline that
bridges English genre definitions and Ara-
bic inputs through synthesized anchor texts,
margin-gated embedding retrieval, and selec-
tive LLM adjudication for ambiguous cases;

• A systematic comparison against super-
vised alternatives encoder fine-tuning
with contrastive objectives, hierarchical
prediction variants, and a synthetic-data
AraBERT baseline under the same disjoint

1Code: https://github.com/ShahdAi/
nasaq-aragenre-2026.
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train/development/test genre setting showing
that strong development-set performance for
fine-tuned encoders does not transfer to the
74-genre test inventory;

• Official test results of H-F1 0.6006 in Ara-
Genre 2026, exceeding the organizers’ official
baseline (0.2472) by approximately 2.4× and
outperforming all alternative configurations
we evaluated on the test.

The remainder of this paper is organized as fol-
lows. Section 2 reviews related work. Section 3
describes the shared-task data. Section 4 presents
the SynAnchor pipeline. Section 5 summarizes
the experimental setup. Section 6 reports results
against alternative configurations. Section 7 dis-
cusses generalization patterns. Section 8 presents a
qualitative error analysis.

2 Related Work

Automatic genre identification has seen growing
interest across languages. Kuzman and Ljubešić
(2025) survey two decades of approaches, finding
that Transformer-based models lead cross-lingual
performance (F1: 0.61–0.84), though fewer than
half of existing datasets are publicly available.

Kuzman et al. (2023) show that ChatGPT out-
performs a fine-tuned XLM-RoBERTa on unseen
genre data (micro-F1: 0.74 vs. 0.67), with perfor-
mance driven by prompt language rather than text
language supporting the use of English-prompted
LLMs for non-English genre tasks.

For Arabic specifically, Ferhat et al. (2024) built
a 3,400-document Arabic FTD corpus across 17
categories, finding CAMeLBERT the strongest
classifier in their evaluation.

Bulygin and Sharoff (2018) instead trained on
machine translated English and Russian data, show-
ing genre signals transfer across translation.

Both approaches rely on prototypical genre ex-
amples matching texts against collected instances.
SynAnchor follows the same intuition but replaces
corpus collection with generation: anchors are pro-
duced directly from genre definitions, enabling
classification over inventories unseen during de-
velopment.

3 Dataset

The shared task provides Arabic texts in Modern
Standard Arabic, Classical Arabic, and regional
dialects, with disjoint specific-genre inventories

across splits and six recurring broad categories.
Training contains 140 texts across seven genres,
development 110 texts across six genres, and test
27,972 texts across 74 unseen genres.

Test texts cover diverse forms, including job ad-
vertisements, book blurbs, news, scripture, poetry,
and dialectal lyrics, with several closely related
sibling genres. English definitions are provided
for all genres, but no labelled Arabic examples
are available for test-only genres. Systems must
output broad_genre and specific_genre fields
following the official JSON schema.

4 System Overview

Figure 1 shows the submitted flat system; alterna-
tive configurations are evaluated in §6.

4.1 Anchor Generation
GPT-4o (Hurst et al., 2024) generates up to 12
persona and 12 boundary Arabic texts per specific
genre from the official definitions (temperature 0.7
for diversity).

Boundary neighbors are the three nearest genres
by BGE-M3 (Chen et al., 2024) cosine similarity
of their English definition texts.

A GPT-4o quality control pass drops anchors
that fit a sibling genre better than their assigned
genre (prompt in Appendix B.2).

Formal genres use MSA; dialect appears only
when definitions require it (e.g., Egyptian/Gulf
lyrics, interactive posts; Table 2).

Generation runs once and is cached (1,531 an-
chors over 74 genres; mean 20.7 after filtering,
range 10–24; offline prompts in Appendix B.2).

4.2 Retrieval and Decision
BGE-M3 embeds all anchors once. Each input is
scored per genre by mean cosine similarity to its
k=3 nearest anchors; genres are ranked globally.

If the score margin between rank-1 and rank-2
is ≥ 0.04, top-1 is accepted; else GPT-5 (OpenAI,
2025) receives the input, the top-three genre defini-
tions, and three cached anchors per candidate, and
returns a (broad, specific) JSON pair (temperature
0; prompt verbatim in Appendix B.1).

Broad genre follows from the chosen specific
genre; parse failure or invalid output falls back to
anchor top-1 (7 cases on test).

4.3 Alternative Approaches Explored
Hierarchical variant: predict broad, then specific
within that broad (GPT-4o (Hurst et al., 2024); Ta-

282



Figure 1: SynAnchor flat pipeline: offline anchor synthesis and margin-gated BGE-M3 retrieval with selective
GPT-5 adjudication.

ble 1). AraBERT baseline: fine-tuned on syn-
thetic definition-derived data (Antoun et al., 2020)
(dev only; Table 1).

Contrastive fine-tuning (e5-large): maps
texts and category documents into a shared
embedding space (Wang et al., 2024) via
MultipleNegativesRankingLoss (Henderson
et al., 2017) with implicit in-batch negatives
(Table 1).

Hierarchical contrastive fine-tuning with
hard negatives (e5-base): extends this with three
hard-negative sources (Robinson et al., 2021) and
Leave-One-Genre-Out cross-validation (Arlot and
Celisse, 2010), with two-stage hierarchical predic-
tion at inference (Table 1).

5 Experimental Setup

Development (110 texts, six genres) guided all de-
sign choices, including the margin threshold; train-
ing genres (seven, unseen in dev) checked gen-
eralization; the test set (27,972 texts, 74 genres)
was used only to obtain final Codabench scores for
the configurations reported in Table 1; all design
choices, including the margin threshold, were made
on development. Test labels were never used for
tuning or qualitative error counting.

The submitted configuration (synanchor.yaml)
uses GPT-4o for anchor generation, BGE-M3
for retrieval, k=3, margin 0.04 (selected on
dev from {0.02, 0.04, 0.06}), a top-3 shortlist,
and GPT-5 adjudication at temperature 0 with
max_tokens=4096. No text preprocessing was ap-
plied.

The official evaluation metric is hierarchical

macro-F1, computed as the mean of broad macro-
F1 and specific macro-F1. The main replication
settings used by the submitted system are reported
in Appendix A.

6 Results

Table 1 summarizes main scores.
On test, SynAnchor attains H-F1 0.6006 on 74

genres (27,972 texts, Codabench).
The organizers’ official baseline, submitted un-

der the “AraGenre” team name, scores a Hierar-
chical Macro-F1 of 0.2472 on the 74-genre test
set (Codabench). On development, the organizers
report 0.4658 for their embedding-similarity base-
line (Baseline 1); the substantially lower test figure
reflects the harder unseen-genre inventory.

The hierarchical GPT-4o variant reaches 0.5782
on test, below the submitted flat system (+0.0224
absolute H-F1).

Both contrastive fine-tuning approaches general-
ize poorly despite strong development-set scores:
e5-large drops from 0.8716 (dev) to 0.358 (test),
and the hierarchical e5-base variant drops from
0.9032 (dev) to 0.3152 (test).

Inference routing on test: 6,980 anchor-only
(≈25%2), 20,992 GPT-5-adjudicated (≈75%), and
7 fallback to anchor top-1 after adjudication failure.

7 Discussion

Table 1 shows a sharp generalization gap: develop-
ment performance does not transfer to the disjoint
74-genre test set.

2Percentages rounded; exact count: 6,980/27,972.
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System Split
Hierarchical

Macro F1
Specific

Macro F1
Specific

Weighted F1
Specific

Accuracy
Broad

Macro F1
Broad

Weighted F1
Broad

Accuracy

SynAnchor (submitted) test 0.6006 0.4264 0.4548 0.4634 0.7748 0.8312 0.8298
Hierarchical variant (GPT-4o) test 0.5782 — — — — — —
Contrastive fine-tuning (e5-large) test 0.358 0.1714 0.1802 0.2098 0.5447 0.6142 0.6054
Hierarchical contrastive w/ hard negatives (e5-base) test 0.3152 0.1894 0.1886 0.2001 0.441 0.4909 0.4737
Organizers’ baseline (AraGenre) test 0.2472 0.1358 0.1467 0.1597 0.3585 0.4527 0.445

SynAnchor (anchor retrieval) dev 0.873 — — — — — —
AraBERT (synthetic fine-tune) dev 0.7762 — — — — — —
Contrastive fine-tuning (e5-large) dev 0.8716 — — — — — —
Hierarchical contrastive w/ hard negatives (e5-base) dev 0.9032 — — — — — —
Baseline 1:Definition embedding dev 0.4658 0.4658 0.4999 0.4818 0.4658 0.4999 0.4818
Baseline 2:Definition RAG dev 0.3899 0.3899 0.3890 0.4273 0.3899 0.3890 0.4273

Table 1: Main results. Full metrics are reported for the submitted test system; other systems report H-F1 only. Dev
and test scores are not directly comparable due to disjoint genre inventories.

Both contrastive fine-tuning variants collapse rel-
ative to their dev scores, although they still exceed
the organizers’ official baseline on test (0.358 and
0.3152 vs. 0.2472).

Whatever these models learn about aligning Ara-
bic text with English definitions during training,
it does not appear to survive the jump to a much
larger and more varied genre inventory at test time.

We were not able to evaluate the AraBERT base-
line (0.7762 dev) on test, so a direct comparison is
not possible.

SynAnchor encodes no genre-specific knowl-
edge into trained weights; instead, it retrieves
cached Arabic anchors at inference time and calls
GPT-5 only when retrieval is ambiguous.

On test it reaches H-F1 0.6006, an absolute gain
of 0.0224 over the hierarchical variant (0.5782)
and approximately 2.4× the organizers’ baseline
(0.2472). 3

This is consistent with looking up genre knowl-
edge from definitions at inference rather than bak-
ing it into fixed weights.

That said, SynAnchor and the hierarchical vari-
ant share the same GPT-4o/GPT-5 backbone and
anchor infrastructure, so the flat-vs-hierarchical
comparison is confounded by decision architecture
rather than retrieval alone.

8 Error Analysis

Because test gold labels are not released, we can-
not compute a confusion matrix on test; we instead
report qualitative hypotheses grounded in develop-
ment. The dev-to-test drop (H-F1 0.873 → 0.6006)
may reflect anchor distribution shift the 1,531 an-
chors were generated from submission-time defi-
nitions and may under-cover the register and topic
diversity of the test corpus and register mismatch,

3Ratio 0.6006/0.2472 ≈ 2.43.

since anchors default to MSA while test texts may
be informal or mixed. The flat architecture also
derives the broad genre from the specific one, so
specific errors propagate to the broad label.

On development, where gold is available, 14
of 110 texts (12.7%) were misclassified (Table 3),
concentrated in the sibling-confusion pattern above.
Seven Advice Columns texts were predicted as Mo-
tivational Writing (both give encouraging second-
person guidance), and six Religious Commentary
texts were predicted as Analytical or Educational
genres, since they discuss interpretive traditions
in an academic register with no overt religious vo-
cabulary precisely the case our implicit anchors
target.

9 Conclusion

SynAnchor shows that definition-guided anchor
synthesis, combined with margin-gated retrieval
and selective LLM adjudication, can generalize to
74 unseen Arabic genres without labelled training
data for those genres. On development, the anchor-
based configuration achieved strong performance,
while the hierarchical configuration provided no
corresponding advantage. However, matched ab-
lations were not conducted on test, and test gold
labels are unavailable, limiting conclusions about
individual design components. Limitations include
dependence on proprietary LLM APIs for ≈75%
of test inputs, the lack of test gold for quantitative
error analysis, and non-comparable dev/test splits.
Future work includes matched flat versus hierar-
chical ablations, cheaper open-weight adjudicators,
and stronger contrastive anchors for template sib-
lings.
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A Replication and Tables

A.1 Reproducibility Details
The submitted configuration (synanchor.yaml)
uses GPT-4o for anchor generation and BGE-M3
for retrieval. Up to 12 persona and 12 boundary
anchors are generated per specific genre using tem-
perature 0.7, followed by a GPT-4o quality-control
pass.

The resulting anchor cache contains 1,531 an-
chors across 74 specific genres, with a mean of
20.7 anchors per genre after filtering and a range
of 10–24 anchors per genre.

At inference time, BGE-M3 scores each input
against the cached anchors using the mean cosine
similarity of the k=3 nearest anchors for each
genre.

The submitted margin threshold is 0.04, selected
on development data from {0.02, 0.04, 0.06}.

Inputs below this margin are passed to GPT-5
using a top-3 candidate shortlist and three cached
anchors per candidate.

GPT-5 is run at temperature 0 with
max_tokens=4096. No text preprocessing is
applied.

The broad genre is derived from the selected
specific genre. If GPT-5 produces an invalid output
or parsing fails, the system falls back to the anchor-
based top-1 prediction.

The complete cached anchor set used by the sub-
mitted system should be provided as supplementary
material to enable reproduction of the reported re-
trieval results.
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A.2 Submission Format and Evaluation

The system outputs one JSON object per in-
put instance with the required broad_genre and
specific_genre fields, following the official
starter-kit schema.

The final submitted predictions were evaluated
using the official Codabench evaluation, which pro-
duced the reported Hierarchical Macro-F1 score of
0.6006.

A.3 Cached Anchor Examples

B Prompt Templates

B.1 Inference Adjudication (GPT-5)

Used when anchor margin < 0.04.

{candidates_block} = top-3 definitions +
three input-nearest anchors; {text} = input.

Inference adjudication (GPT-5)

You are an expert Arabic linguist. Decide which single
genre best fits the Arabic text below. The candidates
were pre-selected as the closest matches.

↪→
↪→

## Candidates (definitions + representative examples):
{candidates_block}

## Arabic Text:
{text}

## Decision principles:
1. Subject matter and communicative purpose outweigh

writing style.↪→
2. Attend to the Arabic linguistic register: vocabulary of

classical scholarly or interpretive traditions can
signal a genre even when its most obvious keywords are
absent.

↪→
↪→
↪→
3. A text addressing a specific personal problem differs

from a text offering broad inspiration; a text whose
subject is faith/morality-interpretation differs from
general analysis, regardless of tone.

↪→
↪→
↪→

Return ONLY:
{"broad_genre": "<exact name>", "specific_genre": "<exact

name>"}↪→

B.2 Anchor Generation (GPT-4o, cache v4)

Offline templates (temp. 0.7) for the cached an-
chors in Table 2.

Each genre receives two complementary an-
chor banks: Persona (diverse clear positives) and
Boundary (hard positives near the nearest confus-
able neighbor).

Persona anchors
You are an expert Arabic writer. Generate {n} short,

realistic Arabic texts (1-3 sentences each) that are
clear examples of the genre defined below.

↪→
↪→

Genre: {specific_genre}
(broad category: {broad_genre})

Broad definition:
{broad_genre_definition}

Genre definition:
{specific_genre_definition}

Generate the texts as if written by DIFFERENT author
personas, covering at least 5 of:↪→

formal journalist,
casual social-media user,
traditional scholar,
community advisor,
official spokesperson,
everyday storyteller,
educator.

Vary register (MSA and informal), length, and subtopic.

At least 4 texts must be IMPLICIT: the genre recognizable
from purpose/register/framing alone, without its most
characteristic vocabulary.

↪→
↪→

- if the genre definition specifies a particular dialect,
regional variety, register, or sociolect of Arabic, the
texts must authentically use THAT variety's own function
words, pronouns, verb conjugations, and idiomatic
expressions throughout not MSA with a single topical
word swapped in.

↪→
↪→
↪→
↪→
↪→

Return ONLY a JSON array of {n} strings.

No commentary, no markdown fences.

Boundary anchors

You are an expert Arabic writer. Generate {n} short Arabic
texts that clearly belong to genre G but sit CLOSE to
the boundary with genre N: they may share surface style
or vocabulary with N, yet their subject matter and
communicative purpose unambiguously match G's
definition.

↪→
↪→
↪→
↪→
↪→

These are hard positive examples.

Genre G:
{specific_genre}
(broad category: {broad_genre})

G's definition:
{specific_genre_definition}

Genre N (nearby/confusable, for contrast only):
{neighbor_genre}

N's definition:
{neighbor_definition}

Return ONLY a JSON array of {n} strings.

No commentary, no markdown fences.

Quality-control pass.
Quality-control pass

For each anchor, decide whether it truly best fits its
assigned genre, or whether it actually fits a DIFFERENT
genre in the list better.

↪→
↪→

Given all genre definitions and the anchors for one assigned
genre, return ONLY a JSON array of {n} booleans (true =
keep, false = drop), same order as the anchors.

↪→
↪→
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Table 2: Verbatim cached Arabic anchors (test cache v4; submitted system). Punctuation normalized for rendering
where the cache uses ellipsis or alternate quote glyphs.

Table 3: Representative development-set misclassifications (gold vs. predicted). Both clusters are sibling confusions:
practical advice mistaken for motivation, and academically-framed religious commentary mistaken for analytical or
educational genres.
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