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Abstract

We present our system SAGE: Sentence
Analysis Genre Evaluation for the AraGenre
shared task, which assigns Arabic sentences
a hierarchical genre label from an English
definition alone, with none of the 74 evalu-
ation genres represented in the official train-
ing data. Since a definition is not itself an in-
stance of its genre, we fine-tune the encoder
generating the embeddings of both the sen-
tences to classify and the candidate genre def-
initions and train a small adapter that refines
those of the definitions. Studying three en-
coders and four datasets that were generated
for training purposes, we find that the adapter’s
training data matters more than either encoder
choice or adapter hidden layer. Our best sys-
tem, combining a fine-tuned encoder and an
adapter, reached a Hierarchical Macro F1 score
of 0.5278, placing seventh.

1 Introduction

A text’s genre captures its communicative pur-
pose, such as instructing, announcing or persuad-
ing rather than the subject matter it discusses. Ara-
bic text classification has largely used flat label sets,
whereas hierarchical label classification received
little attention (Hamzaoui et al., 2025). The Ara-
Genre shared task (El-Haj et al., 2026) addresses
that gap with a two-level Arabic taxonomy of 6
broad genres and 74 specific genres (Figure A1).

The task poses several challenges. First, its of-
ficial training data covers only 7 specific genres,
none of which reappear among the 74 in the test
set, making the task zero-shot in that no human-
labeled example of any evaluation genre is avail-
able for training. Second, only a label and one-
sentence definition are provided for each genre
in English, from which the system must decide
whether a given Arabic sentence belongs to it.

∗These authors contributed equally to this work

Our system classifies a sentence by comparing
its embedding to that of each candidate specific
genre’s definition, assigning the label whose vec-
tor is closest, and deriving the broad genre from the
taxonomy. However, a definition describes a genre
without necessarily being an instance of it, so its
embedding may sit far from those of the texts it is
meant to match. To narrow this gap, our approach
either fine-tunes the encoder that produces these
embeddings, trains a small adapter that refines the
definition’s embedding alone, or does both. Since
the officially provided training data was too limited
to support this, we generated additional datasets.

This paper presents our system for the AraGenre
shared task, where our best-performing configu-
ration pairs a fine-tuned encoder with a trained
adapter, reaching a Hierarchical Macro F1 score of
0.5278, and placing seventh overall. Beyond this
result, we contribute a study across three encoders
and four generated datasets, examining where in
the pipeline adaptation is most usefully applied.
Our best-performing system’s code is available
here.

2 Background
2.1 Task Overview
The system is given the sentences to classify along-
side the candidate genres and their English defini-
tions, and is supposed to output a predicted broad
and specific genre for each sentence. For instance,
given the sentence:

؟ةلشافةبرجتدعبيسفنبيتقثديعتسأفيك

The expected output is the broad genre Interac-
tive and the specific genre Advice Columns.

All example sentences are in Arabic, while gen-
res and their definitions are in English; Table 7
summarizes sentence counts and genre coverage
across the official splits and the datasets we addi-
tionally generated for training.
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2.2 Related Work
Arabic text classification research has concentrated
on flat category schemes, spanning topic classifica-
tion (Elnagar et al., 2020; Abbas et al., 2011) and
genre classification (Al-Yahya, 2019; Ferhat et al.,
2024), with hierarchical classification such as the
work of Aljedani et al. (2021) receiving compara-
tively little attention (Hamzaoui et al., 2025). An-
other example is Bouchiha et al. (2025), who fine-
tuned AraGPT2 (Antoun et al., 2021) on a two-
level Arabic taxonomy built from Wikipedia (Wi-
HArD) (Bouchiha et al., 2024), spanning only 3
broad categories and 9 specific categories. Their
training and test data are drawn from the same
source, so every test category also appears in train-
ing. AraGenre differs on both counts: its taxon-
omy is substantially larger, covering 6 broad gen-
res and 74 specific genres, and its train and test sets
are constructed independently, so most specific test
genres have no labeled examples in training at all.

Genre and register classification have been stud-
ied extensively in other languages, such as through
the CORE corpus (Laippala et al., 2023), an En-
glish web-text taxonomy of 8 broad registers and
47 specific subregisters. Henriksson et al. (2024)
extended this taxonomy to 16 languages, finding
that performance dropped by an average of 7%
on unseen languages, though the taxonomy itself
stayed fixed and known throughout. AraGenre
poses the reverse challenge: the language is known,
but the specific genres themselves are unseen at
training time.

3 System Overview
3.1 Dataset Generation
The officially released training data covers rela-
tively few specific genres (Table 7). To help our
systems generalize beyond this narrow set, we de-
fined a broader set of genre categories, drawing
in part on existing register and genre taxonomies
for other languages (Laippala et al., 2023; Henriks-
son et al., 2024). Four datasets were constructed
(Table 7), using the same three-stage pipeline de-
scribed in Appendix C. G-D2, G-D3, and G-D4
were built from these additional categories before
the official test set was released. G-D1, by con-
trast, was built afterward and exclusively from the
officially released test-set taxonomy: its examples
were generated solely from the published genre
names and definitions. No labeled test instance
was used at any stage of G-D1’s construction. All

these datasets can be found here.

3.2 Dataset Usage
The official dev split is used throughout this sec-
tion to report the different systems’ performance,
while the official test split is reserved for the final
evaluation of submitted systems. During training,
each of the generated datasets was split per genre,
with 15% of each genre’s examples reserved for
validation. This split is used both for validation-
based early stopping and to ensure a rigorous eval-
uation process; validation examples are never used
for training.

3.3 Evaluation Metrics
Systems are evaluated separately at the broad and
specific genre levels. The official ranking metric is
Hierarchical Macro F1 (Appendix D).

3.4 Vanilla Encoder
At inference time, the specific-genre definitions
and the input sentence to be classified (𝑡) are passed
to an encoder, which returns their corresponding
embeddings; each definition’s embedding serves
directly as that genre’s prototype p𝑔, i.e. p𝑔 =
𝑓 (definition𝑔), where 𝑓 is the encoder used for em-
bedding generation. The embedding of 𝑡 is then
compared to every p𝑔 using cosine similarity, and
the text is assigned the label of the specific genre
with the highest score (𝑠):

𝑠 = arg max
𝑔∈G𝑠

cos
(
𝑓 (𝑡), p𝑔

)
(1)

Since every specific genre belongs to exactly one
broad genre, the broad genre is never predicted on
its own: specific genre 𝑠 is predicted then the broad
genre 𝑏̂ is simply looked up from the taxonomy.

We evaluated three encoders: NeoAraBERT
(Abou Chakra et al., 2026), chosen for its diacritics-
aware tokeniser, its morphological segmentation,
and its pre-training mixture spanning Modern Stan-
dard, Classical, and dialectal Arabic, using mean
pooling; and Qwen3-Embedding (Zhang et al.,
2025) at the 0.6B and 4B scales, using last-token
pooling following its documented usage.

Results for all three encoders are reported in Ta-
ble 1.

Exp. Encoder F1 score
1 Qwen3-Emb.-4B 0.557
2 NeoAraBERT 0.50
3 Qwen3-Emb.-0.6B 0.457

Table 1: Prediction F1 score using vanilla encoders.
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3.5 Preprocessing

Since NeoAraBERT, a strictly Arabic language
model, is used in most of our experiments, and the
examples are given in Arabic the only preprocess-
ing required is translating the genre definitions into
Arabic.

3.6 Encoder Fine-Tuning

The vanilla encoders evaluated in Section 3.4 were
not trained to capture genre similarity: their em-
beddings reflect general-purpose semantic repre-
sentations rather than the specific relationship be-
tween a genre definition and an example text
belonging to it. To make the encoders better
capture this relationship, the encoders were fine-
tuned using a contrastive learning approach (Focal-
Contrastive and Contrastive Loss paragraphs, Ap-
pendix E) using only the example sentences in the
datasets. Thus the encoder’s embedding space is
reshaped so that texts of the same genre are drawn
together before any genre-definition embedding is
computed. Encoders were fine-tuned in one of two
ways: full-model fine-tuning, or LoRA (Hu et al.,
2022) adapters (𝑟=16, 𝛼=32) applied to all atten-
tion projection matrices of a frozen base model. Ta-
ble 2 details the hyperparameters for both regimes.

Hyperparameter Full-model Finetune LoRA

Temperature 𝑇 0.05 0.1
Batch size 16 8
Optimizer AdamW AdamW
Learning rate 2 × 10−5 2 × 10−4

Max epochs 15 15
Patience 3 5

Table 2: Hyperparameters for the two encoder training
regimes.

The fine-tuned encoders were later used for hi-
erarchical genre prediction for an input sentence
𝑡, in the same way discussed in Sec. 3.4. Results
of this fine-tuning procedure, across different en-
coders and configurations are reported in Table 3.

Exp. Encoder Loss Dataset F1 score

1 NeoAraBERT Contrastive G-D2 0.550
2 Qwen3-0.6B Focal-Cont. (𝛾=2.0) G-D2 0.557
3 Qwen3-0.6B (LoRA) Focal-Cont. (𝛾=2.0) G-D2 0.72
4 Qwen3-0.6B (LoRA) Focal-Cont. (𝛾=2.0) G-D4 0.665
5 NeoAraBERT Contrastive G-D2, G-D1 0.836

Table 3: Prediction F1 score using fine-tuned encoders.
Exp. 1, 2, and 5 use full-model fine-tuning; Exp. 3 and
4 use LoRA (Table 2).

3.7 Adapter Training
Even a well fine-tuned encoder does not resolve
this problem: a definition remains a description of
the genre rather than an instance of it, so its em-
bedding can still sit apart from the embeddings of
actual genre examples, and the similarity in Equa-
tion 1 is computed across that gap.

As a solution, we apply a small residual adapter
(𝐴) to the definition’s embedding (d):

𝐴(d) = normalize
(
d +𝑊2 ReLU(𝑊1d)) , (2)

where 𝑊1 ∈ Rℎ×𝑑model and 𝑊2 ∈ R𝑑model×ℎ are
learned weight matrices with hidden dimension ℎ,
where 𝑑model is the dimension of the encoder’s out-
put embedding.

First, each training text and each genre’s defini-
tion are embedded once. Then, at each epoch only
the definition embeddings are passed to the adapter
to form prototypes p𝑔 while the training-text’s re-
main fixed. The adapter’s weights are updated by
comparing the two using one of the following loss
functions defined in Appendix E: Flat, Focal or Hi-
erarchical, depending on the system configuration,
as shown in Table 4.

Exp. Encoder Hidden Loss Dataset
1 NeoAraBERT** 128 Focal (𝛾=2.0) G-D1
2 NeoAraBERT** 64 Focal (𝛾=2.0) G-D1
3 Qwen3-4B 128 Focal (𝛾=2.0) G-D4
4 NeoAraBERT** 64 Focal (𝛾=2.0) G-D4
5 Qwen3-0.6B 64 Flat G-D4
6 Qwen3-4B 64 Flat G-D3
7 NeoAraBERT** 64 (Eq. 4) (𝜆1=0.8, 𝜆2=0.2) G-D3
8 NeoAraBERT** 256 (Eq. 4) (𝜆1=0.8, 𝜆2=0.2) G-D3

Table 4: Adapter training configurations.
NeoAraBERT** is the fine-tuned encoder in Exp. 1 of
Table 3.

All adapter-training runs use a fixed temperature
𝑇 = 0.1 and learning rate 10−3; the remaining hy-
perparameters vary by experiment group, as sum-
marised in Table 5.

Hyperparameter Exp. 1–2 Exp. 3–6 Exp. 7–8
Max epochs 30 60 60
Patience N/A 5 5
Optimizer Adam Adam AdamW

Table 5: Adapter training hyperparameters by exper-
iment group. Experiments 1–2 train for a fixed 30
epochs without a validation-based stopping criterion.

At inference, labels are assigned as in Section 3.4,
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but each prototype p𝑔 is now 𝐴( 𝑓 (definition𝑔))
rather than 𝑓 (definition𝑔) directly.

3.8 External Tools and Libraries
All systems were implemented in PyTorch using
Hugging Face transformers; full library versions
are in Appendix F.

4 Results and Analysis
Table 6 reports the adapter-based systems on both
splits, scored with Hierarchical Macro F1 as used
for the official ranking. Several rows differ in a
single component, so we discuss them by design
decision rather than by rank.

Exp. Encoder Hidden Dataset dev Test
1 NeoAraBERT** 128 G-D1 0.8400 0.5278
2 NeoAraBERT** 64 G-D1 0.8230 0.5103
3 Qwen3-4B 128 G-D4 0.8700 0.3604
4 NeoAraBERT** 64 G-D4 0.8180 0.3409
5 Qwen3-0.6B 64 G-D4 0.7930 0.3359
6 Qwen3-4B 64 G-D3 0.8580 0.3270
7 NeoAraBERT** 64 G-D3 0.7818 0.3486
8 NeoAraBERT** 256 G-D3 0.8636 0.3319

Table 6: Adapter training configurations along with
their Hierarchical Macro F1 on the dev. and test splits.
NeoAraBERT** is the fine-tuned encoder in Exp. 1 of
Table 3.

Adapter Training Data. The adapter’s training
dataset is the factor that splits the scores in Ta-
ble 6 most sharply. Experiments 1 and 2 use G-D1,
whose genres are those of the test set, and reach
0.5278 and 0.5103 respectively. Experiments 3 to
8 use G-D3 or G-D4, whose categories were de-
fined independently of the evaluation taxonomy,
their scores fall between 0.3270 and 0.3604. More-
over, Experiments 2 and 4 differ mostly in whether
the adapter saw examples of the evaluation genres,
yet stand 0.17 points apart on test.

Bottleneck width. Experiments 1 and 2 are iden-
tical apart from the hidden dimension of the
adapter in Equation 2. Widening it from 64 to 128
gains 0.0172 points on test and 0.017 on dev. The
same comparison in Experiments 7 and 8, where
the width goes from 64 to 256, moves the dev
score up by 0.082 points but the test score down
by 0.017, so the wider adapter fits the dev genres
more closely without transferring that advantage.

Encoder choice. Under comparable adapter set-
tings on G-D4, Qwen3-Embedding-4B reaches
0.3604, the fine-tuned NeoAraBERT 0.3409 and

Qwen3-Embedding-0.6B 0.3359. This spread is
narrower than the one produced by changing the
adapter’s training data, and narrower than the
spread among the same three models before any
adaptation in Table 1, which runs from 45.7 to
55.7.

Dev and test. Every system scores higher on the
dev set than on the test set, and system rankings
sometimes reverse between the two splits as Exper-
iments 7 and 8 show. The two splits differ in more
than size: dev sentences are short, unambiguous,
and each clearly represents a single genre, while
test sentences are scraped from the web and carry
that process’s noise. All submissions used the re-
leased test texts unmodified.

Conclusion
We described our system for the AraGenre shared
task, which assigns Arabic sentences a hierarchical
genre label from English definitions alone, with ev-
ery evaluation genre unseen in the official training
data. Our pipeline compares a sentence embedding
against one vector per specific genre and derives
the broad genre from the taxonomy. Because a def-
inition is not itself an instance of its genre, we fine-
tuned the encoder generating the embeddings and
we trained a small adapter over the definition em-
beddings. And for training purposes, we generated
example sentences from the published genre names
and definitions. Our best configuration combined
both a fine-tuned encoder and an adapter, and it
reached 0.5278 Hierarchical Macro F1 score and
was ranked seventh.

Across the systems we submitted, the dataset an
adapter was trained on separated the results more
than the choice of encoder or the capacity of the
adapter, where adapters trained on the evaluation
genres transferred markedly better. Dev scores
also exceeded test scores throughout, and the two
splits did not always rank systems in the same or-
der, which limits how far tuning on the dev set can
be trusted when the evaluation genres are unseen.
An additional clear limitation of our approach is
that the generated examples come from language
models rather than from real Arabic writing.
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Figure A1: Excerpt from the AraGenre genre taxonomy,
illustrating the broad–specific hierarchy.
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B Dataset Statistics

Split #Sentences #Broad #Specific
Train 140 5 7
dev 110 6 6
Test 27,972 6 74

G-D1 888 6 74
G-D2 930 – 31
G-D3 2,510 6 44
G-D4 2,860 - 86

Table 7: Statistics of the AraGenre training, dev, and
test splits, together with the additional datasets gener-
ated for this work.

C Dataset Generation Pipeline
Each genre’s examples were generated from its
definition in an isolated session using Gemini 3.5
Flash-Lite (Google DeepMind, 2026), so exam-
ples from different genres would not influence each
other. The generated texts were then checked for
redundancy by GPT-4o (OpenAI, 2024), which
flagged shared openings and repeated templates
that would reduce within-genre variance. Finally,
examples were reviewed manually; since real text
often blends multiple genres, sentences represent-
ing more than one genre were kept rather than dis-
carded.

D Evaluation Metrics
Hierarchical Macro F1. The official ranking
metric combines performance at both levels of the
taxonomy into a single score. Let 𝐹1broad denote
the Macro F1 computed over the 6 broad genre la-
bels, and 𝐹1specific denote the Macro F1 computed
over the specific genre labels. The Hierarchical
Macro F1 is their average:

𝐹1hier =
𝐹1broad + 𝐹1specific

2

Because 𝐹1broad is derived from the predicted spe-
cific genre via the taxonomy lookup (Section 3.4),
the two terms are not independent.

E Loss Functions
Focal-Contrastive. Used during encoder fine-
tuning. A batch contains 𝐵 same-genre anchor-
positive pairs (A𝑖 ,P𝑖) of sentences where P𝑖 is the
correct match for A𝑖 and every other positive sen-
tence in the batch acts as a negative.

Let a𝑖 be the embedding of A𝑖 and p𝑖 be that of
P𝑖 . Then for each anchor 𝑖 and every positive 𝑗 in

the batch, the following logit is calculated:

𝑧𝑖, 𝑗 =
cos(a𝑖 , p 𝑗)

𝑇

These logits are converted into a probability distri-
bution over the batch via softmax; 𝑃(𝑖) denotes the
probability assigned to anchor 𝑖’s own positive, P𝑖:

𝑃(𝑖) = 𝑒𝑧𝑖,𝑖∑𝐵
𝑗=1 𝑒

𝑧𝑖, 𝑗

The loss then penalizes the model based on this
probability, encouraging it to be high:

Lfocal-contrastive = − 1
𝐵

𝐵∑
𝑖=1

(
1 − 𝑃(𝑖))𝛾 log 𝑃(𝑖)

Contrastive Loss. The same in-batch anchor,
positive setup as Focal-Contrastive above, 𝐵 same-
genre anchor–positive pairs, with logits 𝑧𝑖, 𝑗 and
softmax probability 𝑃(𝑖) defined identically:

Lcontrastive = − 1
𝐵

𝐵∑
𝑖=1

log 𝑃(𝑖)

Flat. A standard softmax classification loss over
the specific-genre space. For each genre 𝑔 with em-
bedding p𝑔 and sentence embedding v, the logit is:

𝑧𝑔 =
cos(v, p𝑔)

𝑇
(3)

and the softmax probability assigned to the correct
genre 𝑦 is:

𝑃(𝑦) = 𝑒𝑧𝑦∑
𝑔′∈G𝑠

𝑒𝑧𝑔′

The loss penalizes low-confidence predictions:

Lflat = − log 𝑃(𝑦)

Focal. The same classification setup as Flat, used
during adapter training, reweighted so that already
well-separated examples contribute less to the loss
than confusable ones:

Lfocal = −(1 − 𝑃(𝑦))𝛾 log 𝑃(𝑦)

Hierarchical. Extends the Flat loss with a term
for broad genres. A broad genre 𝑏’s score pools
the logits (Equation 3) of its specific genres 𝐶𝑏

via log-mean-exp, which keeps broad genres with
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more specific genres from scoring higher than oth-
ers:

Lbroad(𝑏) = log
1

|𝐶𝑏 |
∑
𝑔∈𝐶𝑏

𝑒𝑧𝑔

The final loss combines the specific-genre loss
and the broad-genre term, each independently
weighted:

Lhier = 𝜆1 Lflat + 𝜆2 Lbroad (4)

F Libraries & Repositories
All systems were implemented in PyTorch1 using
Hugging Face transformers2. NeoAraBERT
required transformers==4.49.0; Qwen3-
Embedding required transformers>=4.51.0 via
sentence-transformers3 (>=2.7.0).

Our best achieving system’s code can be found
here. Trained models were stored on Hugging
Face4.

1https://pytorch.org/
2https://github.com/huggingface/transformers
3https://github.com/UKPLab/

sentence-transformers
4Yasmina Mansour’s account, Ahmad Afles’ account
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