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Abstract

We present WathiqTeam’s system for the Ara-
Genre 2026 Shared Task on hierarchical Arabic
genre classification. The task requires assign-
ing each Arabic text both one of six broad gen-
res and one of 74 fine-grained specific genres
organised beneath them. This setting is particu-
larly challenging because many specific genres
overlap in topic and vocabulary, while the hi-
erarchy is highly asymmetric: the six broad
genres contain substantially different numbers
of specific children. We address these chal-
lenges with a broad-first retrieval architecture.
Multilingual E5 compares Arabic texts with
English genre definitions, an Arabic sentence
encoder retrieves generated Arabic prototypes,
and BM25 preserves exact lexical and struc-
tural cues. At the broad level, class-balanced
pooling prevents parents with larger prototype
pools from receiving more votes. After hard
hierarchical gating, Weighted Reciprocal Rank
Fusion combines the three independent rank-
ings for the remaining specific labels. Qwen3
reranks only uncertain top-two broad decisions
and is constrained by internal ensemble support.
The submitted system achieved 0.4559 Hierar-
chical Macro F1, with 0.6250 Broad Macro F1
and 0.2869 Specific Macro F1. Across adaptive
official submissions, class balancing and level-
specific fusion produced most of the observed
gain, while selective LLM reranking provided
a small final improvement.

1 Introduction

Genre describes a text’s communicative purpose
rather than merely its subject matter, making it diffi-
cult to infer from topical words alone (Barrett et al.,
2024). Arabic genre classification is further com-
plicated by variation in register, dialect, structure,
and web noise (Ferhat et al., 2024). In AraGenre
2026, these ambiguities occur inside a hierarchy

of six broad and 74 specific genres (El-Haj et al.,
2026). Many specific labels are semantically close,
while the hierarchy is highly asymmetric: Informa-
tive contains 42 children, but Legal contains only
three. This combination of class overlap and un-
equal support is known to make local classification
less reliable (Japkowicz and Stephen, 2002; Prati
et al., 2004).

Hierarchical inference offers a useful trade-
off. A top-down decision reduces the fine-grained
search space and guarantees a consistent parent–
child output, but an incorrect parent makes the
correct child unreachable (Silla and Freitas, 2011;
Plaud et al., 2024). Our system therefore invests
most of its robustness in the broad decision, then
uses a different fusion mechanism for the more
crowded specific level. This design also suits the
limited supervision: only 110 labelled development
texts are available for 74 leaves, whereas definitions
and automatically generated prototypes can support
retrieval without additional parameter fitting.

Our contributions are: (i) a multi-view retrieval
formulation combining cross-lingual definitions,
Arabic semantic prototypes, and lexical evidence;
(ii) class-balanced broad pooling that removes the
advantage of prototype-rich parents; (iii) level-
specific fusion, using calibrated scores for Broad
and rank fusion for Specific; and (iv) conserva-
tive LLM reranking limited to uncertain, ensemble-
supported broad decisions.

2 Task and Resources

AraGenre assigns one broad label and one specific
child label to each Arabic text (El-Haj et al., 2026).
The official score is

H-MF1 =
B-MF1 + S-MF1

2
. (1)
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Broad Children Broad ex. Child ex.

Creative 7 12 70
Informative 42 30 420
Interactive 4 8 40
Learning 12 15 120
Legal 3 6 30
Religious 6 10 60

Total 74 81 740

Table 1: Prototype allocation. The six official broad
definitions are scored separately and are not counted as
broad examples.

The released development set contains 110 texts,
and the hidden evaluation set contains 27,972 texts.
Released resources guided initial system design
and qualitative analysis. Hidden labels were never
accessed, but aggregate scores from successive of-
ficial submissions informed architecture and hyper-
parameter selection. Thus, Section 4 reports adap-
tive official-run comparisons rather than a fully
held-out ablation. Evaluation texts were otherwise
used only for automatic prediction and aggregate
corpus statistics. Our corpus-level inspection of
the unlabelled evaluation texts found approximate
character-length percentiles of 88, 270, 662, and
1,576 at the 25th, 50th, 75th, and 90th percentiles.
This wide range motivated lexical retrieval along-
side dense encoders with finite context windows.

2.1 Prototype Construction

We used ChatGPT (OpenAI, 2022) to generate Ara-
bic prototypes from the released genre definitions.
Prompts requested variation in length, register, di-
alect, structure, topic, and realistic noise; they ex-
plicitly prohibited copying or closely paraphrasing
hidden texts. We checked label and ID coverage, re-
moved exact duplicates, and regenerated repetitive
or label-inconsistent items. The exact service-side
ChatGPT model version was not recorded and is
therefore unavailable, which limits exact reproduc-
tion of the prototype pool.

We created 81 broad examples plus ten ex-
amples for each of the 74 specific genres (740).
Broad examples were allocated by internal diver-
sity, whereas specific labels were balanced at ten
each. Table 1 exposes the resulting parent-level
asymmetry: equal leaf counts still give Informative
420 child prototypes and Legal only 30. This di-
rectly motivates class-balanced rather than global
neighbour aggregation.

Arabic text
↓

E5 Arabic encoder BM25
English definitions Arabic examples Arabic examples

↓
Class-balanced Broad score

↓
Selective Qwen Top-2 reranking

↓
Top-1 Broad → hard gating

↓
Specific candidates → Weighted RRF

↓
Specific label

Figure 1: Final class-balanced hierarchical retrieval
pipeline.

3 Final System

The submitted system treats each label as a re-
trieval target rather than a conventional softmax
class. Sentence encoders permit efficient semantic
search by comparing independently computed vec-
tors (Reimers and Gurevych, 2019); multilingual
E5 additionally supports cross-lingual matching
(Wang et al., 2024). Figure 1 shows the broad-first
pipeline.

3.1 Class-Balanced Broad Retrieval
Three frozen channels supply complementary
evidence. Multilingual E5 matches the Ara-
bic input to the concise English definitions.
The Arabic-Triplet-Matryoshka-V2 encoder
(Nacar and Koubaa, 2024) matches it to Arabic pro-
totypes and translated broad definitions, reducing
the language and style mismatch. BM25 (Robert-
son and Zaragoza, 2009) preserves rare terms, for-
mulaic openings, and exact lexical markers that
dense similarity may smooth away. Scores are nor-
malised per query and weighted 0.30, 0.50, and
0.20, respectively.

A global top-k vote would give prototype-rich
parents more chances to occupy the neighbourhood.
We instead fuse the three normalised scores for
every prototype j and then pool an equal number of
examples inside each broad class. Let zq(·) denote
row-wise z-normalisation for query q. The hybrid
prototype score is

hj = .30zq(ej) + .50zq(aj) + .20zq(bj), (2)

where ej , aj , and bj are E5, Arabic-encoder, and
BM25 scores. For class c, we retain its five highest-
scoring prototypes T5(c) and compute
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Pc =
∑

j∈T5(c)

exp(hj/0.5)∑
ℓ∈T5(c)

exp(hℓ/0.5)
hj . (3)

Consequently, every parent receives the same
retrieval budget, while several local matches
reduce sensitivity to one accidental neighbour.
English E5 and Arabic definition scores form
Dc = .40zq(d

E5
c ) + .60zq(d

AR
c ). The final score

Bc = .85zq(Pc) + .15zq(Dc) gives examples most
of the weight because they model linguistic reali-
sation, while definitions anchor the intended com-
municative function. The selected broad label is
argmaxcBc.

3.2 Specific Retrieval and Rank Fusion
Top-1 hard gating reduces the specific decision
from 74 labels to the children of the selected par-
ent. Within that branch, E5 ranks English defini-
tions, while the Arabic encoder and BM25 indepen-
dently rank the generated examples. The top three
examples per specific label are aggregated. Raw
scores from dense cosine similarity and sparse lex-
ical retrieval are not naturally calibrated; directly
averaging them can make the numerically widest
channel dominate. We therefore combine ranks us-
ing Weighted Reciprocal Rank Fusion (RRF) (Cor-
mack et al., 2009):

SRRF(s) =
∑

m

wm

10 + rm(s)
, (4)

where rm(s) is the rank of label s from channel
m and the weights remain {0.30, 0.50, 0.20}. Each
channel contributes its top 20 labels. RRF rewards
agreement near the top while remaining insensitive
to incompatible score ranges, which is especially
useful among many overlapping fine-grained la-
bels.

3.3 Selective LLM Reranking
LLMs can compare a small candidate set se-
mantically, including in cross-lingual reranking
(Adeyemi et al., 2024), but applying one to all
27,972 texts would increase cost and expose con-
fident cases to prompt variation. We therefore
use Qwen3-4B-Instruct-2507 (Yang et al., 2025)
only for the lowest 6% of broad-score margins,
capped at 1,200 texts, and only when internal
channels or example/definition branches disagree.
Qwen receives the text, the top-two broad candi-
dates, bilingual definitions, and nearby examples.

A switch to the runner-up is accepted only when at
least two internal channels also support it; Specific
RRF is then recomputed in the revised branch. The
guard makes the LLM a targeted tie-breaker rather
than an unconstrained classifier.

3.4 Implementation

All evaluation encoders were frozen. E5 used
query/passage prefixes and 256 tokens; the Ara-
bic encoder used 512. Batch sizes were 64 and 32,
and texts were processed in chunks of 1,024. We
used random seed 20260801. Qwen was loaded
in 4-bit NF4 mode with a 4,096-token input limit
and at most 16 generated tokens. All outputs were
produced automatically without inspecting or cor-
recting hidden labels.

4 Final-Evaluation Experiments

All quantitative scores in this section come from
official hidden-set submissions. Because aggregate
feedback from earlier submissions informed later
variants, Table 2 represents an adaptive system-
development sequence rather than an unbiased ab-
lation on an untouched test set. Hidden labels were
never inspected. Development labels are used only
for the qualitative analysis below.

4.1 Main Result and Component Analysis

The submitted system achieved 0.4559 H-
MF1. Broad classification remained substantially
stronger than Specific, confirming that the large,
overlapping leaf space is the principal bottleneck.
The gap also reflects hard-gating error propaga-
tion: an incorrect Broad decision makes the gold
Specific label unavailable.

WathiqTeam ranked ninth on the official Ara-
Genre final-evaluation leaderboard.

Table 2 traces the final-evaluation systems that
led to the submitted architecture. The first four
rows are alternative retrieval formulations, while
the final three show the effect of class-balanced
Arabic retrieval, Specific RRF, and selective Qwen.
The runs are not all strict one-variable ablations:
the Arabic-balanced row jointly adds an Arabic en-
coder, translated definitions, and balanced pooling.
We therefore attribute that gain to the package as
a whole, whereas the last two rows isolate level-
specific RRF and selective Qwen more directly.

The largest gain is from hierarchical KNN
(0.3471) to the Arabic class-balanced system
(0.4419), supporting the need to correct parent pool
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System H-F1 B-F1 B-Acc S-F1 S-Acc

E5 definition ranker .1785 .3265 .3693 .0304 .0937
Broad-first E5 .3212 .4471 .5174 .1953 .2087
Early Broad KNN .3438 .4812 .5805 .2065 .2141
Hierarchical KNN .3471 .5174 .6336 .1768 .2106
Arabic balanced .4419 .6225 .7154 .2614 .2880
+ Specific RRF .4547 .6225 .7154 .2868 .3224
+ selective Qwen .4559 .6250 .7186 .2869 .3276

Table 2: Adaptive official hidden-set submission results.
B/S denote Broad/Specific Macro F1 and accuracy.

density and add Arabic-aware evidence. Replacing
direct Specific score fusion with RRF retains the ex-
act Broad output but raises Specific Macro F1 from
0.2614 to 0.2868, increasing H-MF1 to 0.4547. Se-
lective Qwen then adds only 0.0013 H-MF1. Thus
retrieval structure and level-specific fusion, not the
LLM alone, explain most of the final performance.

4.2 Why Direct KNN Was Insufficient

KNN assigns a query from the labels of its nearest
stored examples (Cover and Hart, 1967). This non-
parametric rule was attractive because prototypes
could expand the sparse 74-class supervision with-
out retraining. However, it assumes comparable
neighbourhood density across labels. In the official
final-evaluation runs, adding the 740 child exam-
ples to broad retrieval improved Broad F1 from
0.4812 to 0.5174, but Specific F1 fell from 0.2065
to 0.1768: semantically close children mixed lo-
cally, and large parents supplied more neighbours.
The final class-balanced pooling addresses this fail-
ure mode directly by giving every Broad class the
same retrieval budget.

4.3 Qualitative Error Analysis

Because hidden labels were unavailable, we used
the labelled development texts only to inspect fail-
ure modes relevant to the final architecture; no
development score is mixed with the quantitative
comparisons above. Motivational Writing was con-
fused with Advice Columns when imperatives dom-
inated the communicative intent, and Educational
Explanations with Analytical Reports when formu-
las and formal register were shared. In one case, an
unconstrained reranking prompt changed a correct
definition-based Advice prediction to Motivational
Writing. These observations motivated the comple-
mentary lexical/semantic channels and the agree-
ment guard used by the final selective reranker.

5 Conclusion

Our class-balanced hierarchical retrieval system
with Specific RRF and selective Qwen achieved
0.4559 official H-MF1. Across adaptive official
submissions, most of the observed gain came from
Arabic-aware balanced retrieval and level-specific
fusion, while selective Qwen provided a smaller
final improvement. Fine-grained genre overlap and
hard-gating error propagation remain the main bot-
tlenecks.

Limitations

Generated prototypes may underrepresent Arabic
and inherit ChatGPT style. Hard gating cannot
recover from broad errors. Weights were manu-
ally selected, and the Arabic-balanced run bun-
dles several changes. Qwen adds cost and prompt
sensitivity; the unrecorded ChatGPT version lim-
its reproduction. Code, generation prompts, and
generated prototypes are not publicly available at
camera-ready submission.

Acknowledgments. We thank the AraGenre
2026 organisers for providing the task resources
and evaluation platform.

References
Mofetoluwa Adeyemi, Akintunde Oladipo, Ronak

Pradeep, and Jimmy Lin. 2024. Zero-shot cross-
lingual reranking with large language models for
low-resource languages. In Proceedings of the 62nd
Annual Meeting of the Association for Computational
Linguistics (Volume 2: Short Papers), pages 650–656,
Bangkok, Thailand. Association for Computational
Linguistics.

Maria Barrett, Max Müller-Eberstein, Elisa Bassignana,
Amalie Brogaard Pauli, Mike Zhang, and Rob van der
Goot. 2024. Can humans identify domains? In Pro-
ceedings of the 2024 Joint International Conference
on Computational Linguistics, Language Resources
and Evaluation (LREC-COLING 2024), pages 2745–
2765, Torino, Italia. ELRA and ICCL.

Gordon V. Cormack, Charles L. A. Clarke, and Stefan
Buettcher. 2009. Reciprocal rank fusion outperforms
Condorcet and individual rank learning methods. In
Proceedings of the 32nd International ACM SIGIR
Conference on Research and Development in Infor-
mation Retrieval, pages 758–759. ACM.

Thomas M. Cover and Peter E. Hart. 1967. Nearest
neighbor pattern classification. IEEE Transactions
on Information Theory, 13(1):21–27.

Mo El-Haj, Saad Ezzini, Shadi Abudalfa, Mustafa Jarrar,
Nguyen Minh Chi, and Nguyen Minh Quan. 2026.

298

https://doi.org/10.18653/v1/2024.acl-short.59
https://doi.org/10.18653/v1/2024.acl-short.59
https://doi.org/10.18653/v1/2024.acl-short.59
https://aclanthology.org/2024.lrec-main.245/
https://doi.org/10.1145/1571941.1572114
https://doi.org/10.1145/1571941.1572114
https://doi.org/10.1109/TIT.1967.1053964
https://doi.org/10.1109/TIT.1967.1053964


AraGenre 2026: A hierarchical definition-guided Ara-
bic genre classification shared task. In Proceedings
of the 4th Arabic Natural Language Processing Con-
ference (ArabicNLP 2026), Budapest, Hungary. As-
sociation for Computational Linguistics.

Zeyd Ferhat, Abir Betka, Riyadh Barka, Zineddine Kah-
houl, Selma Boutiba, Mohamed Tiar, Habiba Dah-
mani, and Ahmed Abdelali. 2024. Functional text
dimensions for Arabic text classification. In Pro-
ceedings of the Second Arabic Natural Language
Processing Conference, pages 352–360, Bangkok,
Thailand. Association for Computational Linguistics.

Nathalie Japkowicz and Shaju Stephen. 2002. The class
imbalance problem: A systematic study. Intelligent
Data Analysis, 6(5):429–449.

Omer Nacar and Anis Koubaa. 2024. Enhancing
semantic similarity understanding in Arabic NLP
with nested embedding learning. arXiv preprint
arXiv:2407.21139.

OpenAI. 2022. Introducing ChatGPT. https://open
ai.com/index/chatgpt/. Accessed July 2026.

Roman Plaud, Matthieu Labeau, Antoine Saillenfest,
and Thomas Bonald. 2024. Revisiting hierarchical
text classification: Inference and metrics. In Pro-
ceedings of the 28th Conference on Computational
Natural Language Learning, pages 231–242, Miami,
FL, USA. Association for Computational Linguistics.

Ronaldo C. Prati, Gustavo E. A. P. A. Batista, and
Maria Carolina Monard. 2004. Class imbalances
versus class overlapping: An analysis of a learning
system behavior. In MICAI 2004: Advances in Arti-
ficial Intelligence, volume 2972 of Lecture Notes in
Computer Science, pages 312–321. Springer.

Nils Reimers and Iryna Gurevych. 2019. Sentence-
BERT: Sentence embeddings using Siamese BERT-
networks. In Proceedings of the 2019 Conference on
Empirical Methods in Natural Language Processing
and the 9th International Joint Conference on Natu-
ral Language Processing, pages 3982–3992, Hong
Kong, China. Association for Computational Linguis-
tics.

Stephen Robertson and Hugo Zaragoza. 2009. The
probabilistic relevance framework: BM25 and be-
yond. Foundations and Trends in Information Re-
trieval, 3(4):333–389.

Carlos N. Silla, Jr. and Alex A. Freitas. 2011. A survey
of hierarchical classification across different applica-
tion domains. Data Mining and Knowledge Discov-
ery, 22(1–2):31–72.

Liang Wang, Nan Yang, Xiaolong Huang, Linjun Yang,
Rangan Majumder, and Furu Wei. 2024. Multilin-
gual E5 text embeddings: A technical report. arXiv
preprint arXiv:2402.05672.

An Yang et al. 2025. Qwen3 technical report. arXiv
preprint arXiv:2505.09388.

299

https://doi.org/10.18653/v1/2024.arabicnlp-1.29
https://doi.org/10.18653/v1/2024.arabicnlp-1.29
https://doi.org/10.3233/IDA-2002-6504
https://doi.org/10.3233/IDA-2002-6504
https://doi.org/10.48550/arXiv.2407.21139
https://doi.org/10.48550/arXiv.2407.21139
https://doi.org/10.48550/arXiv.2407.21139
https://openai.com/index/chatgpt/
https://openai.com/index/chatgpt/
https://doi.org/10.18653/v1/2024.conll-1.18
https://doi.org/10.18653/v1/2024.conll-1.18
https://doi.org/10.1007/978-3-540-24694-7_32
https://doi.org/10.1007/978-3-540-24694-7_32
https://doi.org/10.1007/978-3-540-24694-7_32
https://doi.org/10.18653/v1/D19-1410
https://doi.org/10.18653/v1/D19-1410
https://doi.org/10.18653/v1/D19-1410
https://doi.org/10.1561/1500000019
https://doi.org/10.1561/1500000019
https://doi.org/10.1561/1500000019
https://doi.org/10.1007/s10618-010-0175-9
https://doi.org/10.1007/s10618-010-0175-9
https://doi.org/10.1007/s10618-010-0175-9
https://doi.org/10.48550/arXiv.2402.05672
https://doi.org/10.48550/arXiv.2402.05672
https://doi.org/10.48550/arXiv.2505.09388

