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Abstract

This paper describes the participation of the
dbilianos team in the ArGuard 2026 Shared
Task on harmful prompt detection for Arabic
LLM safety evaluation. We participated in
both subtasks: binary safe/unsafe classification
(Task B1) and granular harm category classi-
fication (Task B2). Our approach systemati-
cally tested a central hypothesis: whether trans-
lating Arabic prompts into English improves
classification performance. We experimented
with multiple pipelines, including classical ma-
chine learning with TF-IDF features, zero-shot
and few-shot prompting with DeepSeek-V4,
and hybrid approaches. Our results reveal a
divergence across subtasks. For binary classi-
fication, DeepSeek zero-shot on English trans-
lations achieved 0.89 macro-F1, securing 4th
place in this subtask, and confirming that LLM-
based prompting is highly effective for coarse-
grained safety decisions. For granular classifi-
cation, however, the best performance came
from training a Support Vector Machine di-
rectly on original Arabic text using TF-IDF
features, which achieved 0.61 macro-F1, plac-
ing the team 16th in this subtask. This out-
performed our translation-based strategies, sug-
gesting that fine-grained harm categorization
is highly sensitive to linguistic and cultural nu-
ance that is lost or distorted during translation.
The translation hypothesis was only partially
supported locally, and ultimately reversed on
the final test set for both subtasks. We discuss
implications for cross-lingual safety evalua-
tion and highlight the limitations of translation-
based pipelines for tasks requiring subtle intent
interpretation.

1 Introduction

The large-scale adoption of large language mod-
els across diverse applications has raised well-
documented concerns regarding their safety and
reliability (Weidinger et al., 2021). These complex-
ities are magnified when models are deployed in

multilingual and culturally diverse environments.
While safety evaluations and mitigation strate-
gies for English are heavily developed, Arabic
remains comparatively underexplored (Mubarak
et al., 2025; Kmainasi et al., 2026). This gap per-
sists despite Arabic having over 400 million native
speakers and presenting distinct challenges such
as wide dialectal variation, code-switching, and
culturally nuanced forms of potential harm.

The ArGuard 2026 (Alam et al., 2026) Shared
Task B (Zaghouani et al., 2026; Mubarak et al.,
2025) addresses this gap by providing a benchmark
for harmful prompt detection in Arabic, encom-
passing two subtasks: binary safe/unsafe classifica-
tion (Task B1) and fine-grained harm categorization
across seven domains (Task B2): self-harm, harm-
to-others, harassment, adult content, bullying, hate
speech, and fraud or illegal activities.

The dbilianos team participated in both subtasks
with a focus on evaluating a central methodological
question: does translating Arabic prompts into En-
glish improve safety classification performance?
This hypothesis is motivated by the abundance
of English-language safety resources, pre-trained
models, and evaluation benchmarks, which may
enable cross-lingual transfer as explored elsewhere
(Bilianos and Mikros, 2023; Bilianos and Florou,
2026; Bilianos, 2025). However, it also risks los-
ing the linguistic, cultural, and dialectal nuances
that are critical for interpreting harmful intent in
Arabic.

To investigate this core question, our ap-
proach spans a comprehensive range of methodolo-
gies along the translation-monolingual spectrum.
Specifically, we evaluate classical machine learn-
ing models (utilizing TF-IDF vectorization com-
bined with SVM, Logistic Regression, and Naive
Bayes classifiers on both original Arabic and trans-
lated English text), zero-shot LLM classification
(prompting DeepSeek directly without task-specific
fine-tuning), few-shot LLM classification (leverag-
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ing training data demonstrations), as well as hybrid
pipelines that combine DeepSeek translations with
classical classifiers.

The main contributions of our system are the
following: First, we provide a systematic com-
parison of translation-based versus monolingual
approaches for Arabic safety classification, reveal-
ing striking differences across subtasks. Second,
we demonstrate that for coarse-grained binary de-
cisions, zero-shot LLM prompting on English-
translated text achieved the strongest performance
among our tested systems (0.89 macro-F1), while
for fine-grained harm categorization, simpler clas-
sifiers trained on original Arabic text substantially
outperformed all translation-based pipelines tested
for this subtask (0.61 macro-F1). Third, we dis-
cuss the challenges posed by dialectal Arabic and
the limitations of translation-based pipelines for
safety-critical tasks.

2 Data and Preprocessing

This section details the dataset distributions, text
preprocessing steps, and the external computational
tools utilized in our experimental framework.

2.1 Dataset Description

The ArGuard 2026 Shared Task provides a dataset
of Arabic prompts annotated for safety evaluation.
The released data comprises three splits: a training
set of 16,835 examples, of which 16,833 contain
non-empty labels, a development set of 2,405 la-
beled examples, and blind test sets for both sub-
tasks (7,810 instances for B1 and 5,980 instances
for B2). Each instance includes a prompt, dialect
annotation, and for the training and development
splits, both a binary safety label (safe/unsafe) and
a granular harm category label for unsafe instances.
The dataset covers multiple Arabic dialects.

Table 1 summarizes the class distribution in the
training set. The data exhibits severe class imbal-
ance, with unsafe instances comprising 79.8% of
the training data and the adult_content category
dominating the granular classes (27.2%), while
hate_speech is the least represented (7.0%).

2.2 Preprocessing

Minimal preprocessing was applied to the text data
to preserve the linguistic characteristics of the orig-
inal prompts. For all experiments, we performed
text cleaning by removal of extraneous whitespace
and handling of missing values by replacing NaNs

Table 1: Class distribution in the ArGuard training set.

Class Count Percentage
Binary Labels
safe 3,396 20.2%
unsafe 13,437 79.8%
Granular Labels (unsafe only)
adult_content 3,650 27.2%
harm-to-others 2,421 18.0%
FraudandDeception 1,764 13.1%
self-harm 1,737 12.9%
Bully 1,518 11.3%
harassment 1,404 10.4%
hate_speech 943 7.0%

with empty strings. The provided dialect labels
were retained for analysis but were not used as
explicit features in our models.

For experiments requiring English text, we em-
ployed two translation approaches:

* NLLB-200: The No Language Left Behind
model (Costa-jussa et al., 2022) was used for
initial translation experiments. We utilized the
distilled 600M parameter variant, which was
run locally on an NVIDIA RTX 5050 GPU.
This served as our initial translation baseline.

* DeepSeek API: For high-quality translation,
we used the DeepSeek-V4 model (via the
DeepSeek API) (Xu et al., 2026) with a dedi-
cated translation prompt. This approach was
employed for the best-performing LLM-based
classification experiments.

During local development, we used the devel-
opment set to validate model configurations, test
prompting strategies, and compare translation qual-
ity. For final submission, models were trained on
the full training set and evaluated on the official
blind test sets.

2.3 External Resources and Tools

Our experimental pipeline leveraged the following
external resources and tools:

- DeepSeek API: Used for both translation and
zero-shot/few-shot classification. We used the
deepseek-v4 model with temperature set to
0.0 for deterministic classification and 0.3 for
translation tasks.

- NLLB-200: The distilled 600M parameter
model was used for initial translation base-
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lines, run locally using the Hugging Face
Transformers library (Wolf et al., 2020).

- Scikit-learn: Classical machine learning mod-
els (SVM, Logistic Regression, Naive Bayes)
and TF-IDF vectorization were implemented
using scikit-learn (Pedregosa et al., 2011).
Models used balanced class weights to ad-
dress the severe class imbalance. For Naive
Bayes, balanced class weights were not appli-
cable; instead, the model’s prior probabilities
were estimated from the training data.

- Hugging Face Transformers: Used for load-
ing and running the NLLB translation model
and for tokenization.

3 System Architecture and Training

For classical ML baselines, we implemented Sup-
port Vector Machines, Logistic Regression, and
Multinomial Naive Bayes using scikit-learn (Pe-
dregosa et al., 2011) with TF-IDF vectorization
(10,000 maximum features, unigrams and bigrams,
and sublinear term frequency scaling). Models
were trained on the full dataset for Task B1 and
restricted to unsafe samples for Task B2.

For LLM-based experiments, we utilized
DeepSeek-V4 via the DeepSeek API. We evaluated
zero-shot prompting—instructing the model to out-
put binary labels or select from the seven granular
harm categories on English translations. Addition-
ally, we experimented with few-shot prompting
for B2 using three demonstrations per category.
During local development, the development-set
was used to compare Arabic versus English per-
formance, evaluate translation quality, and identify
the best-performing pipeline per subtask.

For B1 zero-shot classification, the prompt was:
’You are an expert content safety classifier. Clas-
sify the following text as safe or unsafe. Return
ONLY the word safe or unsafe.” For B2, the prompt
specified the seven categories. Few-shot demon-
strations were selected by randomly sampling three
examples per category from the training set.

4 Experimental Results

This section reports the official test-set results for
our submitted systems, alongside development-set
results for comparison. We evaluate performance
using macro-F1, the official evaluation metric for
both subtasks.

Table 2 presents the official macro-F1 scores for
our final submissions on the blind test sets.

Table 2: Official test-set results (macro-F1).

Subtask System F1

B1 DeepSeek zero-shot (English 0.89
transl.)

B2 SVM + TF-IDF ( Arabic) 0.61

For binary classification (B1), our best system
achieved 0.89 macro-F1 using zero-shot prompting
with DeepSeek-V4 on English-translated prompts.
This represents a substantial improvement over our
classical ML baselines (0.65) and confirms the ef-
fectiveness of LLM-based prompting for coarse-
grained safety decisions.

For granular classification (B2), our best system
achieved 0.61 macro-F1 using an SVM classifier
with TF-IDF features trained on original Arabic
text.

Table 3 summarizes the development-set perfor-
mance of our classical ML configurations, while
Table 4 reports the official test results for all sub-
mitted systems.

Table 3: Development-set results (macro-F1).

System Bl B2
Arabic + SVM (TF- 0.89 0.66
IDF)

English + LR (TF-IDF, 0.86 0.69
NLLB transl.)

On the development set, the translation hy-
pothesis appeared plausible: English translations
marginally improved B2 performance (0.69 vs
0.66), while Arabic maintained a slight advantage
for B1 (0.89 vs 0.86). However, these local results
did not reliably predict final test performance.

Table 4: Official test results — submitted systems (macro-
F1).

System Bl B2
SVM + TF-IDF (Ara- 0.65 0.61
bic)

LR + TF-IDF (NLLB — 0.38
transl.)

DeepSeek zero-shot 0.89 0.37
(English transl.)

DeepSeek few-shot — 037

It is important to note that comparisons between
Arabic-native and translation-based pipelines often
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involve differences in both language and classifier
choice. The Arabic SVM and English Logistic Re-
gression comparisons reflect the best-performing
classical pipeline per language identified during
local development, rather than an attempt to iso-
late translation alone. Similarly, the final Bl
system—DeepSeek zero-shot on English—differs
from the classical ML baselines in both translation
and model family. We therefore frame our con-
clusions primarily in terms of complete pipeline
performance rather than isolating the independent
effect of translation, while noting that the observed
differences suggest that model choice and language
representation interact in task-dependent ways.

4.0.1 Binary Classification (B1)

Arabic SVM with TF-IDF achieved 0.89 on the
development set. DeepSeek-V4 on English trans-
lations achieved 0.89 on the official test set, sub-
stantially outperforming the classical ML submis-
sion on original Arabic (0.65). While this compari-
son involves changes in both language and model
family, the magnitude of the improvement (0.89
vs 0.65) suggests that the shift to an LL.M-based
pipeline was particularly effective for this subtask.
While Arabic ML outperformed English ML lo-
cally (0.89 vs 0.86), the best final system used
English translations with DeepSeek.

4.0.2 Granular Classification (B2)

English ML with NLLB translations achieved 0.69
locally, outperforming Arabic ML (0.66). Arabic
SVM achieved 0.61 on the official test set, sub-
stantially outperforming all translation-based and
LLM-based approaches (0.37-0.38).

The poor performance of translation-based
pipelines on the final test set could be attributed to
the degraded quality of NLLB translations for di-
alectal Arabic (see Table 5 in Section 5). However,
even high-quality DeepSeek translations could not
compensate for the loss of cultural and linguis-
tic nuance critical for fine-grained categorization.
DeepSeek-V4 performed poorly on B2 across all
configurations as the model struggled to distinguish
between fine-grained harm categories.

5 Error Analysis

A critical observation from our preprocessing phase
was the poor quality of NLLB-200 translations for
dialectal Arabic prompts. As shown in Table 5, the
model frequently produced literal, incoherent, or

semantically distorted translations. This observa-
tion motivated our use of DeepSeek API for higher-
quality translation in subsequent experiments and
ultimately informed our decision to prioritize mod-
els trained on original Arabic text for granular clas-
sification.

Table 5: Examples of poor-quality NLLB translations

of dialectal Arabic prompts.

Arabic (Dialect) NLLB Translation

"l wonder if you paralyzed a little boy and
slapped him on the back"

"Lle dinhis g s g i 13l Cone
Uy digals" (Syrian)

"solg) JoB il 135 Laaog dadl
ULle Gugai o3l (Algerian)

“A glimpse alone is enough to tell one Rani
that | feel for you."

" igsiuSa |35 haall 3 dgle¥l inle
S dloal) it lgishacg gosn”
(Maroccan)

"Why is the majority of the poor against the
MacGyver people serving and giving it to
other people 2

“What's the place to strangle my brother
where I'm afraid of a botle and a mimic?"

g ds ) Lgud woudiini o> (3125 Ao Lol
Suligass” (Moroccan)

Performance also varied substantially across
granular categories. The SVM classifier achieved
its highest F1 on adult_content (0.70), while
hate_speech (0.42) and self-harm (0.48) were the
most challenging. Figure 1 presents the confusion
matrix for the Arabic SVM classifier on the de-
velopment set. Significant overlap was observed
between semantically similar categories, particu-
larly bullying, harassment, and harm-to-others, sug-
gesting that finer-grained distinctions require more
contextual information than lexical features alone
can provide.

Confusion Matrix: Arabic - LogisticRegression (TF-IDF)

Bully- 22 1 0 1 12 4 a

60

harm-to-others - 7 7 o 8 39 o 8
hate_speech- 1 o o 1 2 21 2

self-harm -

IS
°
-
@
¥

Bully -
FraudandDeception -
adult_content -
harm-to-others -
hate_speech -
self-harm -

Predicted Label

Figure 1: Confusion matrix for the Arabic Logistic
Regression classifier on B2 development data.
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6 Conclusion

This paper described the dbilianos team’s partici-
pation in the ArGuard 2026 Shared Task on Ara-
bic harmful prompt detection. We systematically
evaluated a central hypothesis—whether translat-
ing Arabic prompts into English improves safety
classification performance—across two subtasks
using classical ML, zero-shot and few-shot LLM
prompting, and hybrid pipelines.

Our best-performing B1 pipeline used LLM-
based zero-shot prompting on translated texts,
achieving 0.89 macro-F1 and 4th place in the
shared task. However, because this comparison
involves changes in both model family and lan-
guage, we cannot attribute the improvement solely
to translation. For granular classification (B2), the
best performance came from an SVM trained on
original Arabic text (0.61 macro-F1), substantially
outperforming the translation-based approaches.
This suggests that while LLM-based prompting on
translated text is highly effective for coarse-grained
binary decisions, it may fail to capture the linguis-
tic and cultural specificity required for fine-grained
harm categorization.

Development-set results did not reliably predict
final test performance. The B2 English ML sys-
tem, which performed best locally (0.69), dropped
substantially on the test set (0.38), while Arabic
ML remained relatively stable (0.66 — 0.61). The
severe imbalance in the granular categories likely
contributed to the difficulty of B2; even with class-
weighted classifiers, the model struggled to reliably
predict minority classes.

Future work could explore dialect-aware mod-
eling and controlled experiments that isolate the
effect of translation from model choice, to better un-
derstand when and why translation helps or harms
Arabic harmful content classification.

Limitations

A key limitation of our approach is the reliance
on models without explicit dialect-specific pre-
training, restricting our ability to capture highly
localized idioms and implicit intent.

Ethical Considerations

All experiments were conducted exclusively on
the official anonymized ArGuard dataset, and the
models described are intended solely for research
purposes to improve Arabic LLM safety evaluation,

with careful handling of sensitive content through-
out development and no deployment in real-world
moderation systems without further validation.
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