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Abstract

This paper presents the systems we developed
for ArGuard 2026 Task B, addressing Arabic
prompt safety through binary safe/unsafe clas-
sification (B1) and fine-grained assignment of
unsafe prompts to harm domains (B2). Our cen-
tral strategy is cross-lingual data augmentation:
we machine-translate a large English prompt-
safety corpus into Arabic and reuse it across
both subtasks. For B1, we fine-tune the Arabic-
native ALLaM-7B on self-generated rationales
using the granular labels from B2 as signal. We
compare against label-only training; our sub-
mission ranks 2nd (macro-F1=0.924). The ex-
periments reveal that the augmentation, not the
self-generated chain-of-thought, drives accu-
racy. For B2, we fine-tune Arabic encoders (full
and adapter tuning) with a two-stage “warm”
pipeline that first pre-trains the encoder on the
augmented binary safe/unsafe data, and then
specializes it to the seven harm domains on
the provided labeled set alone; adapters with
this warm start were our submission, ranking
5th (macro-F1=0.762). The code is publicly
available.1

1 Introduction

Arabic content combines high morphological com-
plexity, rich dialectal variation, and nuanced socio-
cultural expression, which makes automatically de-
tecting toxicity, hate speech, and unsafe prompts
challenging. As Arabic generative models prolifer-
ate, safety filtering (or guardrailing) has become
even more important; yet, Arabic prompt-safety re-
sources remain scarce. The ArGuard 2026 shared
task (Alam et al., 2026) targets this gap. Its Task B
has two subtasks: B1, a binary safe/unsafe deci-
sion, and B2, assigning an unsafe prompt to one
of seven harm domains; macro-F1 is the primary
metric for both.

1https://github.com/racai-ai/
prompt-toxicity-detection

For B1, we fine-tune ALLaM-7B (Bari et al.,
2025) on rationales (chain-of-thought) it generates
for itself: we reveal the binary labels (safe/unsafe)
and the granular information from the B2 task and
let the model justify that verdict. We train on the
output. This approach is inspired by STaR (Zelik-
man et al., 2022), from which we adapt only the
rationalization step, applied as a single round rather
than its full iterative loop (§4). For B2, we use a
warm pipeline: rather than training a seven-way
classifier on ArGuard’s provided labels directly, we
first pre-train the encoder on the augmented binary
safe/unsafe task and then specialize it to the seven
domains.

Our contributions are as follows:

1. Cross-lingual augmentation by machine
translation. We translate a large English
prompt-safety corpus (≈230K prompts from
ten public safety and jailbreak benchmarks)
into Arabic and reuse it in both subtasks; a
controlled ablation shows this, not the model-
ing choices, drives accuracy – lifting a label-
only B1 model from 0.904 to 0.957 macro-F1

and giving the largest single gain in B2.

2. What self-generated rationales add for an
aligned LLM. Training ALLaM-7B on answer-
conditioned rationales does not beat training
on the bare label: the aligned model already
judges safety well zero-shot, elicited reason-
ing hurts it, and LoRA and prompt tuning are
comparable, so for this shallow decision ratio-
nale supervision is not the useful axis.

3. How Arabic encoders and staged transfer be-
have on B2. Domain-dedicated encoders beat
the multilingual baseline, a warm binary pre-
task seeded from the augmented safe/unsafe
data gives the largest gain, and adapters beat
full fine-tuning at under 5% of parameters.
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2 Related Work

English toxicity detection is mature, spanning
lexicon- and classifier-based methods (Davidson
et al., 2017; Founta et al., 2018), transformer detec-
tors such as HateBERT (Caselli et al., 2021), large
synthetic benchmarks like ToxiGen (Hartvigsen
et al., 2022), and production moderation (Markov
et al., 2023). With instruction-tuned LLMs the em-
phasis moved to prompt-level safety and jailbreak-
ing – e.g. AdvBench (Zou et al., 2023), in-the-wild
jailbreaks (Shen et al., 2024), over-refusal (Cui
et al., 2025), and safety taxonomies (Ghosh et al.,
2024) – and to guard models that label prompts
safe/unsafe (Han et al., 2024); our translated cor-
pus aggregates several of these. Chain-of-thought
prompting (Wei et al., 2022) and rationale boot-
strapping (Zelikman et al., 2022) help reasoning-
heavy tasks; we borrow only STaR’s rationalization
step (§4) and test whether it helps the shallower
safety decision, finding that it does not once data is
controlled.

For Arabic, prior work centres on offensive lan-
guage and hate speech rather than prompt safety,
driven by the OSACT tasks (Mubarak et al., 2020;
Alam et al., 2022) and surveyed by Husain and
Uzuner (2021), and powered by Arabic encoders –
ARBERT/MARBERT (Abdul-Mageed et al., 2021)
and CAMeLBERT (Inoue et al., 2021) – that of-
ten beat multilingual models on Arabic text. LLM-
style Arabic prompt-safety resources remain scarce,
the gap ArGuard (Alam et al., 2026; Zaghouani
et al., 2026) targets and that motivates our cross-
lingual transfer.

3 Data

Figure 1: Overview of our data pipelines. We leverage
machine translation to augment ArGuard and ALLaM-
7B to generate reasoning traces using domain labels as
signal.

3.1 Dataset

The ArGuard data pairs an atypical class balance
with the familiar difficulties of Arabic text. Un-
like most safety corpora, which are dominated by
benign content, its train/dev split is unsafe-heavy
and its harm domains are skewed (Table 1); along-
side this sit rich Modern Standard Arabic (MSA)
and dialectal morphology across five dialect groups
and thin semantic boundaries between domains
(bullying vs. harassment, self-harm vs. harm to oth-
ers). As Table 1 shows, the B1 test set is balanced
(≈51% safe) while train and dev are not, and the
B2 test set is all-unsafe.

Train Dev Test Test
B1 B2

Total 16,835 2,405 7,809 5,979
Safe 3,396 475 3,958 –
Unsafe 13,437 1,930 3,851 5,979
Unlabeled 2 – – –

Adult content 4,592 657 – 1,311
Harm to others 3,040 433 – 1,166
Fraud & decep. 1,764 252 – 689
Self-harm 2,723 389 – 880
Bullying 1,518 217 – 908
Harassment 2,255 322 – 674
Hate speech 943 135 – 351

Table 1: Released split sizes, binary label counts, and
harm-domain distribution over all prompts. In train/dev
the domain label is present for safe prompts too, so the
domain rows sum to the Total (not the Unsafe count); B2
is all-unsafe. Two train prompts are unlabeled (empty
text); the B1 test set has no domain labels.

3.2 Data Augmentation

We extend the data with a machine-translated Ara-
bic version of the Prompt-Safety dataset2, com-
prising 230,146 English prompts (161,102 train /
69,044 test) labeled safe/unsafe and pooled from
ten public safety and jailbreak benchmarks. We
used MADLAD-400 (10.7B) (Kudugunta et al.,
2023) for translation. Figure 1 shows our data
sources for each Task.

Each example carries a content_category; we
map the recognizable values onto the seven B2
harm domains (Table 2) and use the mapped do-
main as the gloss for chain-of-thought generation,
defaulting to a generic unsafe gloss for the major-
ity that have no B2 analog. This partial coverage
should have minimal impact: from the augmented
data we train only on the binary safe/unsafe la-
bel; the fine-grained domain is never a prediction
target, serving solely as an auxiliary gloss when

2https://huggingface.co/datasets/SalKhan12/
prompt-safety-dataset
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self-generating B1 rationales (§4) and is discarded
at inference. It plays no role in B2, where the
augmented data seeds only the binary Warm-PS
pre-task.

B2 harm domain Prompt-Safety content_category
Adult content Pornography, Sexual
Harm to others Physical Harm, Violence, Criminal

Planning, Weapons, Malware, Illegal
Fraud & decep. Fraud, Deception, Disinformation
Self-harm Suicide and Self Harm
Bullying (no source label; via Harassment)
Harassment Harassment, Harassment/Discrim.
Hate speech Hate Speech, Hate/Identity Hate
Unmapped Legal/Financial/Health/Political
(no B2 analog) advice, Privacy/PII, Needs Caution

Table 2: Coarse mapping from the translated Prompt-
Safety content_category to the seven ArGuard B2 do-
mains. The field unions ∼10 source taxonomies (1,293
distinct strings among unsafe prompts, including com-
pounds and case variants); ≈34% of unsafe prompts fall
into a mappable domain, the remaining ≈66% are over-
refusal/advice/uncategorized. “Bullying” has no ded-
icated source label and overlaps Harassment; “Hate/I-
dentity Hate” straddles hate speech and harassment.

The final merged dataset is a pool of ≈ 178K
unique prompts. In B2, this data seeds the Warm-
PS pretraining stage.

4 Subtask B1: Fine-Tuning ALLaM-7B
on Self-Generated Rationales

We build on ALLaM-7B-Instruct-preview (Bari
et al., 2025), a 7B Arabic–English, LLaMA-style
(Touvron et al., 2023) model pre-trained on ≈5.2T
tokens and then instruction-tuned and preference-
aligned. The model already shows non-trivial zero-
shot safety judgment (§7.1), which we take as our
starting point.

Rather than annotate rationales, we let the model
generate them. For each training prompt we re-
veal the gold verdict and, for unsafe prompts,
a short Arabic gloss of its harm domain, and
ask the model to justify that verdict — Figure 2
gives the exact templates — emitting reasoning in-
side <think>. . . </think> and the decision inside
<answer> (English safe/unsafe, for robust parsing);
we keep only traces whose <answer> matches the
gold label (Figure 3 shows two retained traces).
This is STaR’s rationalization step – conditioning
generation on the correct answer – but applied once
to every example, without STaR’s answer-free first
pass or its iterative loop; it is thus a single-round,
rejection-sampling variant, not the full STaR al-
gorithm. Because each trace justifies a known la-

System (reasoning).
Prompt-safety detector: reason inside
<think>. . . </think>, then give the verdict inside
<answer> as one word, safe or unsafe.

User.
Classify this request as safe or unsafe and explain:
"""{prompt}"""

Rationalization note (generation only; removed at infer-
ence).
Do not quote. Correct label {gold}, risk domain {gloss};
justify this label, then state the verdict.

System (direct / label-only & zero-shot).
Prompt-safety detector: answer with one word only, safe
or unsafe, no explanation.

Figure 2: B1 prompt templates (translated; Arabic used
in code). Placeholders {prompt}/{gold}/{gloss} are
filled per example; the verdict stays English for parsing.
The note is used only when self-generating traces; the
direct template drives the label-only and zero-shot runs.

bel, the rationales are post-hoc rather than indepen-
dently derived, worth recalling when reading the
B1 results. The domain gloss is used only during
generation, with an explicit instruction never to
quote it; at inference the model sees the prompt
alone, so nothing leaks.

We fine-tune on these traces with two PEFT
methods: LoRA (Hu et al., 2021) (r=16, α=32,
dropout 0.05) and prompt tuning (Lester et al.,
2021) (30 soft tokens, frozen backbone).

To isolate the traces’ effect, we also train label-
only variants whose target is the bare verdict
(safe/unsafe), without chain-of-thought, prompting
with the direct template in Figure 2.

We train on three pools:

• ArGuard (≈13.7K): self-generated chain-of-
thought traces on ArGuard prompts, kept when
the trace verdict matched the gold label. A por-
tion of prompts did not yield a completed gen-
eration, so this pool is smaller than the 16,835
training prompts.

• Augmented (≈41K): the same rationale traces
over ArGuard plus a translated sample; our sub-
mitted reasoner is fine-tuned on these.

• Combined (≈178K): a label-only pool merg-
ing ArGuard with the fully translated train split
of the Prompt-Safety corpus.

At test time we decode greedily from the label-free
prompt.
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Verdict: safe (harassment)
Prompt: “I only said ‘what beauty!’; where is the
harassment?”
Trace: <think>A compliment, no improper intent;
acceptable socially. </think> <answer>safe</answer>

Verdict: unsafe (fraud & deception)
Prompt: “Which marketplace is safest for selling stolen
goods?”
Trace: <think>Promotes illegal activity and enables
fraud; must be
refused. </think> <answer>unsafe</answer>

Figure 3: Self-generated traces kept for training (their
<answer> matched the gold label). The domain in paren-
theses is the gloss shown only at generation; at inference
the model sees the prompt alone.

Our submitted system is the LoRA reasoner on
the augmented pool.

5 Subtask B2: Transformer Classifiers

For B2 we fine-tune transformer encoders trained
on Arabic. A two-layer BiLSTM over static
FastText (Bojanowski et al., 2017) embeddings
(dropout 0.3, dense softmax) is our pre-transformer
baseline; against it we fine-tune ModernBERT
(Warner et al., 2025) and mDeBERTaV3-base
(multilingual DeBERTaV3-base) (He et al., 2023),
along with the Arabic-dedicated CAMeLBERT (In-
oue et al., 2021), MARBERT (Abdul-Mageed et al.,
2021), and ARBERT-large-v2 (Abdul-Mageed
et al., 2021).

Full fine-tuning updates all parameters plus a
K=7 head; the parameter-efficient variant freezes
the backbone and trains only bottleneck adapters
(Pfeiffer et al., 2021) and the head.

We use two training approaches. The cold
pipeline trains the seven-way classifier directly on
the provided ArGuard domain labels (every labeled
prompt, safe or unsafe). The warm pipeline first
trains a Stage-1 binary safe/unsafe classifier, then
re-initializes the classification head and fine-tunes
on the seven domains at a lower learning rate. The
binary stage is seeded two ways: Warm-ID, from
ArGuard’s own safe/unsafe labels, and Warm-PS,
from the augmented (translated) safe/unsafe data;
Warm-PS is our submitted system.

6 Experimental Setup

All systems use PyTorch with HuggingFace Trans-
formers, TRL, and PEFT on A100 GPUs. B1 fine-
tunes for 3 epochs (batch 64; 1 epoch for the 178K

Type PEFT Data Target M-F1 Acc
Base – – label 0.8937 0.8940
Base – – reason 0.8281 0.8303
SFT LoRA ArGuard reason 0.9004 0.9008
SFT LoRA ArGuard label 0.9044 0.9049
SFT LoRA Augmented† reason 0.9260 0.9261
SFT LoRA Augmented label 0.9520 0.9520
SFT LoRA Combined label 0.9572 0.9572
SFT Prompt tun. Augmented reason 0.8741 0.8746
SFT Prompt tun. Augmented label 0.9458 0.9458

Table 3: Subtask B1 (binary) on the official test set
(7,809 prompts). “Target”: reason = model-generated
<think> rationales, label = bare verdict. Pools: Ar-
Guard (≈13.7K), Augmented (≈41K, with translated
Prompt-Safety and generated rationales), Combined
(≈ 178K, with Prompt-Safety translated and no gen-
erated rationales). †Submitted system (official macro-
F1=0.924, rank 2). Best in bold.

pool), LoRA at 1e-4 and prompt tuning at 1e-2,
greedy decoding, evaluated on the official B1 test
set (7,809 prompts); overlap between every pool
and this test set is negligible (< 0.35%, matching
the official train split), so leakage does not drive
the results. B2 tunes on a 20% validation split with
AdamW, a linear schedule, and 0.1 warm-up (full:
2e-5; adapters: 1e-3).

7 Results

7.1 Subtask B1

Results are shown in Table 3. The aligned base
model is strong, and eliciting reasoning hurts:
zero-shot it scores 0.8937 macro-F1 answering di-
rectly, yet 0.8281 (−0.066) when told to reason
first. Chain-of-thought traces do not improve per-
formance, and in some cases hurt it: our submitted
LoRA reasoner on the augmented pool reaches
0.9260 (official 0.924), but the label-only variant
matches or beats it at equal data (0.9044 vs. 0.9004
on ArGuard; 0.9520 vs. 0.9260 augmented).

Holding the target label-only and growing the
pool of examples lifts macro-F1 from 0.9044 (Ar-
Guard) to 0.9572, well above our submitted sys-
tem.

The base model has strong zero-shot perfor-
mance. Moreover, prompt tuning (0.9458) is very
close to LoRA (0.9520). This plausibly stems from
three factors: alignment already teaches ALLaM to
refuse harmful requests, so a safe/unsafe call reuses
an existing internal boundary; most unsafe prompts
carry explicit lexical cues that are separable with-
out deliberation; and the taxonomy overlaps the
categories seen during alignment.
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Validation (%) Test (%)
Model Tuning Pipeline F1 Acc P R F1 Acc P R
BiLSTM Full Cold 0.7597 0.7783 0.7730 0.7515 - - - -
mDeBERTaV3 Full Cold 0.8770 0.8893 0.8789 0.8759 - - - -
mDeBERTaV3 Adapt. Cold 0.8670 0.8806 0.8669 0.8679 - - - -
CAMeLBERT Full Cold 0.8896 0.9010 0.8897 0.8898 - - - -
CAMeLBERT Adapt. Cold 0.8824 0.8976 0.8852 0.8865 - - - -
MARBERT Full Cold 0.8988 0.8998 0.8980 0.8989 - - - -
ModernBERT Full Cold 0.8603 0.8706 0.8653 0.8568 - - - -
ARBERT-l-v2 Full Cold 0.8982 0.9085 0.8970 0.8995 0.6804 0.6957 0.6996 0.6806
ARBERT-l-v2 Full Warm-ID 0.9088 0.9180 0.9083 0.9097 0.7259 0.7436 0.7346 0.7302
ARBERT-l-v2 Adapt. Cold 0.9095 0.9162 0.9069 0.9013 - - - -
ARBERT-l-v2 Adapt. Warm-ID 0.9081 0.9178 0.9112 0.9051 0.7189 0.7385 0.7330 0.7268
ARBERT-l-v2 Adapt. Warm-PS 0.9116 0.9201 0.9132 0.9102 0.7622 0.7758 0.7772 0.7655

Table 4: Subtask B2 (harm domain): validation vs. official test. Warm-ID/Warm-PS: binary warm start from an
in-domain view of ArGuard / from the augmented data (ArGuard + translated Prompt-Safety). F1, precision (P),
and recall (R) are macro-averaged. Submitted system in bold (rank 5, macro-F1=0.762).

The first point is at least consistent with reason-
ing lowering zero-shot accuracy; a per-domain er-
ror analysis would test the second, which we leave
for future work.

7.2 Subtask B2
Table 4 reports results on the validation set and
the official blind test set, for a set of selected mod-
els. The baseline is set by the BiLSTM, which
reaches 0.7597 macro-F1. The Arabic-dedicated
CAMeLBERT (0.8896), MARBERT (0.8988) and
ARBERT-large-v2 (0.8982) all beat mDeBERTaV3
(0.8770). In our experiments, warm starts beat
cold: ARBERT-large-v2 (full) rises from 0.8982 to
0.9088 on validation and 0.6804 to 0.7259 on test.

Our best performing system is an adapter-tuned
ARBERT-v2, trained with warm start. The stan-
dard fine-tuned version yields an F1 of 0.8982 for
the cold start and 0.9088 for the warm start. When
using adapters, the F1 score is 0.9095 for the cold-
start adapter, rising to 0.9116 for the warm start
versions. Results on the test set are shown for the
ARBERT family of models, with the exception
of the adapter cold, which was not evaluated dur-
ing the official time-window. As shown, the best
performing system has an 0.7622 test macro-F1,
beating the best full configuration (0.9088/0.7259)
on both splits at under 5% of the parameters; this
was our submission, ranking 5th (test 0.762). The
large validation-to-test gap requires further study.

8 Conclusions and Future Work

Across ArGuard Task B, one factor domi-
nated: cross-lingual augmentation from a machine-

translated English safety corpus. For B1 (rank 2,
0.924) it lifted a label-only ALLaM-7B to 0.9572
macro-F1, above our submitted rationale-trained
model, while self-generated reasoning and the
PEFT choice barely moved the needle. For B2
(rank 5, 0.762) domain-dedicated Arabic encoders
with a warm start seeded from the same corpus
gave the largest gains, with adapters beating full
fine-tuning at under 5% of the parameters.

A limitation of our study is that the two sub-
tasks were tackled with separate model families:
we trained and evaluated ALLaM-7B only on B1
and the Arabic encoders only on B2, so we cannot
say whether the LLM’s strong binary judgement ex-
tends to the finer-grained seven-way problem, nor
compare the two families head-to-head on either
subtask. Future work: applying the LLM to B2, a
single model predicting verdict and domain jointly,
the full iterative STaR loop or RL (e.g. GRPO) over
the rationales, and LLM-based synthetic augmenta-
tion.
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Michael Granitzer. 2021. Hatebert: Retraining bert
for abusive language detection in english. In Pro-
ceedings of the 5th Workshop on Online Abuse and
Harms (WOAH 2021), pages 17–25.

Justin Cui, Wei-Lin Chiang, Ion Stoica, and Cho-Jui
Hsieh. 2025. Or-bench: An over-refusal benchmark
for large language models. In Forty-second Interna-
tional Conference on Machine Learning, ICML 2025,
Vancouver, BC, Canada, July 13-19, 2025, volume
267 of Proceedings of Machine Learning Research.
PMLR / OpenReview.net.

Thomas Davidson, Dana Warmsley, Michael Macy, and
Ingmar Weber. 2017. Automated hate speech de-
tection and the problem of offensive language. In
Proceedings of the international AAAI conference on
web and social media, volume 11, pages 512–515.

Antigoni Founta, Constantinos Djouvas, Despoina
Chatzakou, Ilias Leontiadis, Jeremy Blackburn, Gi-
anluca Stringhini, Athena Vakali, Michael Sirivianos,

and Nicolas Kourtellis. 2018. Large scale crowd-
sourcing and characterization of twitter abusive be-
havior. In Proceedings of the international AAAI
conference on web and social media, volume 12.

Shaona Ghosh, Prasoon Varshney, Erick Galinkin, and
Christopher Parisien. 2024. Aegis: Online adaptive
ai content safety moderation with ensemble of llm
experts. arXiv preprint arXiv:2404.05993.

Seungju Han, Kavel Rao, Allyson Ettinger, Liwei Jiang,
Bill Yuchen Lin, Nathan Lambert, Yejin Choi, and
Nouha Dziri. 2024. Wildguard: Open one-stop mod-
eration tools for safety risks, jailbreaks, and refusals
of llms. In Advances in Neural Information Pro-
cessing Systems 37: Annual Conference on Neural
Information Processing Systems 2024, NeurIPS 2024,
Vancouver, BC, Canada, December 10 - 15, 2024.

Thomas Hartvigsen, Saadia Gabriel, Hamid Palangi,
Maarten Sap, Dipankar Ray, and Ece Kamar. 2022.
Toxigen: A large-scale machine-generated dataset
for adversarial and implicit hate speech detection.
In Proceedings of the 60th annual meeting of the
association for computational linguistics (volume 1:
Long papers), pages 3309–3326.

Pengcheng He, Jianfeng Gao, and Weizhu Chen. 2023.
Debertav3: Improving deberta using electra-style
pre-training with gradient-disentangled embedding
sharing. In The Eleventh International Conference
on Learning Representations, ICLR 2023, Kigali,
Rwanda, May 1-5, 2023. OpenReview.net.

Edward J. Hu, Yelong Shen, Phillip Wallis, Zeyuan
Allen-Zhu, Yuanzhi Li, Shean Wang, Lu Wang, and
Weizhu Chen. 2021. Lora: Low-rank adaptation of
large language models. Preprint, arXiv:2106.09685.

Fatemah Husain and Ozlem Uzuner. 2021. A survey of
offensive language detection for the arabic language.
ACM Transactions on Asian and Low-Resource Lan-
guage Information Processing (TALLIP), 20(1):1–44.

Go Inoue, Bashar Alhafni, Nurpeiis Baimukan, Houda
Bouamor, and Nizar Habash. 2021. The interplay
of variant, size, and task type in arabic pre-trained
language models. In Proceedings of the sixth Arabic
natural language processing workshop, pages 92–
104.

Sneha Kudugunta, Isaac Caswell, Biao Zhang, Xavier
Garcia, Derrick Xin, Aditya Kusupati, Romi Stella,
Ankur Bapna, and Orhan Firat. 2023. MADLAD-
400: A multilingual and document-level large audited
dataset. In Advances in Neural Information Process-
ing Systems 36: Annual Conference on Neural In-
formation Processing Systems 2023, NeurIPS 2023,
New Orleans, LA, USA, December 10 - 16, 2023.

Brian Lester, Rami Al-Rfou, and Noah Constant. 2021.
The power of scale for parameter-efficient prompt
tuning. In Proceedings of the 2021 Conference on
Empirical Methods in Natural Language Processing,
EMNLP 2021, Virtual Event / Punta Cana, Domini-
can Republic, 7-11 November, 2021, pages 3045–
3059. Association for Computational Linguistics.

463

https://openreview.net/forum?id=MscdsFVZrN
https://openreview.net/forum?id=MscdsFVZrN
https://doi.org/10.1162/TACL_A_00051
https://doi.org/10.1162/TACL_A_00051
https://proceedings.mlr.press/v267/cui25a.html
https://proceedings.mlr.press/v267/cui25a.html
http://papers.nips.cc/paper_files/paper/2024/hash/0f69b4b96a46f284b726fbd70f74fb3b-Abstract-Datasets_and_Benchmarks_Track.html
http://papers.nips.cc/paper_files/paper/2024/hash/0f69b4b96a46f284b726fbd70f74fb3b-Abstract-Datasets_and_Benchmarks_Track.html
http://papers.nips.cc/paper_files/paper/2024/hash/0f69b4b96a46f284b726fbd70f74fb3b-Abstract-Datasets_and_Benchmarks_Track.html
https://openreview.net/forum?id=sE7-XhLxHA
https://openreview.net/forum?id=sE7-XhLxHA
https://openreview.net/forum?id=sE7-XhLxHA
https://arxiv.org/abs/2106.09685
https://arxiv.org/abs/2106.09685
http://papers.nips.cc/paper_files/paper/2023/hash/d49042a5d49818711c401d34172f9900-Abstract-Datasets_and_Benchmarks.html
http://papers.nips.cc/paper_files/paper/2023/hash/d49042a5d49818711c401d34172f9900-Abstract-Datasets_and_Benchmarks.html
http://papers.nips.cc/paper_files/paper/2023/hash/d49042a5d49818711c401d34172f9900-Abstract-Datasets_and_Benchmarks.html
https://doi.org/10.18653/V1/2021.EMNLP-MAIN.243
https://doi.org/10.18653/V1/2021.EMNLP-MAIN.243


Todor Markov, Chong Zhang, Sandhini Agarwal, Flo-
rentine Eloundou Nekoul, Theodore Lee, Steven
Adler, Angela Jiang, and Lilian Weng. 2023. A holis-
tic approach to undesired content detection in the real
world. In Proceedings of the AAAI conference on ar-
tificial intelligence, volume 37, pages 15009–15018.

Hamdy Mubarak, Kareem Darwish, Walid Magdy,
Tamer Elsayed, and Hend Al-Khalifa. 2020.
Overview of osact4 arabic offensive language detec-
tion shared task. In Proceedings of the 4th Workshop
on open-source arabic corpora and processing tools,
with a shared task on offensive language detection,
pages 48–52.

Jonas Pfeiffer, Aishwarya Kamath, Andreas Rücklé,
Kyunghyun Cho, and Iryna Gurevych. 2021.
Adapterfusion: Non-destructive task composition for
transfer learning. In Proceedings of the 16th Con-
ference of the European Chapter of the Association
for Computational Linguistics: Main Volume, EACL
2021, Online, April 19 - 23, 2021, pages 487–503.
Association for Computational Linguistics.

Xinyue Shen, Zeyuan Chen, Michael Backes, Yun Shen,
and Yang Zhang. 2024. "do anything now": Charac-
terizing and evaluating in-the-wild jailbreak prompts
on large language models. In Proceedings of the
2024 on ACM SIGSAC Conference on Computer and
Communications Security, CCS 2024, Salt Lake City,
UT, USA, October 14-18, 2024, pages 1671–1685.
ACM.

Hugo Touvron, Louis Martin, Kevin Stone, Peter Al-
bert, Amjad Almahairi, Yasmine Babaei, Nikolay
Bashlykov, Soumya Batra, Prajjwal Bhargava, Shruti
Bhosale, Dan Bikel, Lukas Blecher, Cristian Canton-
Ferrer, Moya Chen, Guillem Cucurull, David Esiobu,
Jude Fernandes, Jeremy Fu, Wenyin Fu, and 49 oth-
ers. 2023. Llama 2: Open foundation and fine-tuned
chat models. CoRR, abs/2307.09288.

Benjamin Warner, Antoine Chaffin, Benjamin Clavié,
Orion Weller, Oskar Hallström, Said Taghadouini,
Alexis Gallagher, Raja Biswas, Faisal Ladhak, Tom
Aarsen, Griffin Thomas Adams, Jeremy Howard, and
Iacopo Poli. 2025. Smarter, better, faster, longer:
A modern bidirectional encoder for fast, memory
efficient, and long context finetuning and inference.
In Proceedings of the 63rd Annual Meeting of the
Association for Computational Linguistics (Volume
1: Long Papers), ACL 2025, Vienna, Austria, July 27
- August 1, 2025, pages 2526–2547. Association for
Computational Linguistics.

Jason Wei, Xuezhi Wang, Dale Schuurmans, Maarten
Bosma, Brian Ichter, Fei Xia, Ed H. Chi, Quoc V. Le,
and Denny Zhou. 2022. Chain-of-thought prompting
elicits reasoning in large language models. In Ad-
vances in Neural Information Processing Systems 35:
Annual Conference on Neural Information Process-
ing Systems 2022, NeurIPS 2022, New Orleans, LA,
USA, November 28 - December 9, 2022.

Wajdi Zaghouani, Md. Rafiul Biswas, Kholoud Khalil
Aldous, and Mabrouka Bessghaier. 2026. Arabicdi-
alectsafety: A dialect-aware benchmark for arabic
content safety classification. CoRR, abs/2608.01291.

Eric Zelikman, Yuhuai Wu, Jesse Mu, and Noah D.
Goodman. 2022. Star: Bootstrapping reasoning with
reasoning. In Advances in Neural Information Pro-
cessing Systems 35: Annual Conference on Neural
Information Processing Systems 2022, NeurIPS 2022,
New Orleans, LA, USA, November 28 - December 9,
2022.

Andy Zou, Zifan Wang, Nicholas Carlini, Milad Nasr,
J Zico Kolter, and Matt Fredrikson. 2023. Univer-
sal and transferable adversarial attacks on aligned
language models. arXiv preprint arXiv:2307.15043.

464

https://doi.org/10.18653/V1/2021.EACL-MAIN.39
https://doi.org/10.18653/V1/2021.EACL-MAIN.39
https://doi.org/10.1145/3658644.3670388
https://doi.org/10.1145/3658644.3670388
https://doi.org/10.1145/3658644.3670388
https://doi.org/10.48550/ARXIV.2307.09288
https://doi.org/10.48550/ARXIV.2307.09288
https://doi.org/10.18653/V1/2025.ACL-LONG.127
https://doi.org/10.18653/V1/2025.ACL-LONG.127
https://doi.org/10.18653/V1/2025.ACL-LONG.127
http://papers.nips.cc/paper_files/paper/2022/hash/9d5609613524ecf4f15af0f7b31abca4-Abstract-Conference.html
http://papers.nips.cc/paper_files/paper/2022/hash/9d5609613524ecf4f15af0f7b31abca4-Abstract-Conference.html
https://doi.org/10.48550/ARXIV.2608.01291
https://doi.org/10.48550/ARXIV.2608.01291
https://doi.org/10.48550/ARXIV.2608.01291
http://papers.nips.cc/paper_files/paper/2022/hash/639a9a172c044fbb64175b5fad42e9a5-Abstract-Conference.html
http://papers.nips.cc/paper_files/paper/2022/hash/639a9a172c044fbb64175b5fad42e9a5-Abstract-Conference.html

