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Abstract
Arabic-language stance detection remains chal-
lenging, and previous shared-task systems have
largely relied on multitask learning and ensem-
bles. While these systems achieve state-of-the-
art performance, their applicability and trans-
ferability are limited by the additional complex-
ity introduced by multitask learning. To reduce
this complexity, we introduce CLASP-Ar, which
reformulates the task as cloze-style masked lan-
guage modeling. In this approach, the target,
predicted sentiment, and text are combined into
a single prompt whose [MASK] prediction is
restricted to a verbalizer-constrained label vo-
cabulary. When evaluated on the StanceEval-
2026: Arabic Stance Detection Shared Task,
our proposed approach achieves an Favg2 score
of 71.36% on Track 1 and 74.14% on Track 2
test sets. The code for CLASP-Ar is available at
� TTLab at StanceEval-2026

1 Introduction

Social media platforms have become integral to
daily life, facilitating real-time global connectiv-
ity and rapid communication, particularly during
emergencies (Muniz-Rodriguez et al., 2020; Ghosh
et al., 2018). While these platforms have broadened
participation in public discourse, the rapid growth
in user engagement has also accelerated the spread
of misinformation, contributing to adverse soci-
etal consequences such as increased polarization
(Van Bavel et al., 2021; Kubin and Von Sikorski,
2021). As a result, there is a critical and grow-
ing need for automated tools capable of effectively
analyzing social media content.

One computational approach to examining on-
line discourse is stance detection, which aims to
infer a user’s stance toward a specific topic from
their textual posts. Typically formulated as a pair-
wise classification task in which a target topic and
its corresponding text are jointly processed, stance
detection has attracted considerable research in-
terest (Bar-Haim et al., 2017; Wei et al., 2016;

Lynn et al., 2019). However, most of these efforts
have focused primarily on English (Zhang et al.,
2024). To address this disparity in Arabic, Altur-
ayeif et al. (2024) introduced the Arabic Stance
Detection Shared Task in 2024, using the Mawqif
dataset (Alturayeif et al., 2022) to benchmark mod-
els on posts from X, formerly Twitter, across three
distinct topics. StanceEval 2026 (Albalawi et al.,
2026a) builds on this foundation by introducing
an extended version of the Mawqif dataset. In
the previous edition of the task, simple encoder-
based architectures achieved highly competitive
performance (Badran et al., 2024; Hasanaath and
Alansari, 2024).

Building on the success of these encoder ar-
chitectures, we propose a strategy that leverages
masked language modeling (MLM) and the bidi-
rectional contextual representations of encoders
while incorporating textual sentiment as an explicit
feature. More specifically, we propose CLASP-Ar,
an MLM-based approach that combines principles
from pattern-exploiting training (PET) and con-
strained decoding. It restricts the prediction vo-
cabulary for the masked token to the discrete label
space of the stance detection task. The constrained
generation strategy of CLASP-Ar yields substantial
performance improvements over baseline models,
achieving an average gain of approximately 2 F1

points across all stance labels.

The present study is organized into the following
sections. First, Section 2 reviews the theoretical
background and describes the task at hand along
with the dataset. Section 3 then presents the under-
lying methodology and system architecture. The
experimental setup and implementation details are
covered in Section 4. Next, Section 3 delivers an
in-depth quantitative assessment of the system, fur-
ther validated via ablation experiments. Lastly,
Section 6 summarizes the central contributions to
bring the paper to a close.
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2 Background

Target-specific stance detection has been a promi-
nent research area for over a decade. Early foun-
dational efforts include the SemEval-2016 shared
task for English tweets (Mohammad et al., 2016)
and a subsequent shared task focusing on Chinese
microblogs (Xu et al., 2016). Since then, the field
has expanded significantly, yielding datasets across
diverse languages including Turkish, Czech, Ital-
ian, and Arabic (Zhang et al., 2024). Following
the same line, Albalawi et al. (2026a) introduced
StanceEval 2026, a shared task for stance detection
in Arabic.

2.1 Dataset

This shared task uses Mawqif-XT (Albalawi et al.,
2026b), an extended version of Mawqif (Alturayeif
et al., 2022). It is annotated with stance, sentiment,
and sarcasm. Each instance in this dataset consists
of a target topic under debate and a corresponding
controversial text. The controversial text can ex-
press support (favor) for the target topic, opposition
(against) to it, or a non-committal (none) stance.

2.2 Tracks

This shared task consists of two tracks. Track 1
evaluates models on targets observed during train-
ing whereas Track 2 evaluates models on unseen
targets. To handle unseen targets under Track 2
and build a robust system for stance detection,
we use another dataset. The second dataset is
ArabicStance-X (Alkhathlan et al., 2025), which
contains 14,477 tweets spanning 17 different top-
ics, including economy, education, health, and reli-
gion. Structurally, each major topic is divided into
subcategories, which contain lists of controversial
texts and their corresponding stance labels. The
full details of this dataset along with the shared task
dataset are shown in Table 1.

The previous edition of Arabic Stance De-
tection Shared Task in 2024 (Alturayeif et al.,
2024) saw systems utilizing multi-task learning
to build robust system. The winning system,
AlexUNLP-BH (Badran et al., 2024), used multi-
task learning over sentiment and sarcasm, weighted
cross-entropy with data augmentation, and an
ensemble of models trained with different con-
trastive loss functions. The strongest competi-
tors adopted similarly resource-intensive strate-
gies: the MGKM system (Alghaslan and Almu-
tairy, 2024) was based on fine-tuned large lan-

Dataset Property Value

ArabicStance-X

Usage Pre-training
Samples 11,500
Targets 17
Favor 4,980
Against/None 4,452 / 2,068

Mawqif-XT

Usage Main task
Train samples 3,502
Dev samples 619
Train labels 2148 / 1021 / 333
Dev labels 380 / 180 / 59
Classes Favor/Against/None

Table 1: Statistics of the datasets used in this work.
ArabicStance-X (Alkhathlan et al., 2025) is used only
for intermediate stance pre-training, while Mawqif-XT
(Albalawi et al., 2026b) is used for model development
and evaluation.

guage models such as GPT-3.5-Turbo, whereas
StanceCrafters (Hasanaath and Alansari, 2024)
combined two BERT-based encoders via an atten-
tion mechanism in a multitask setup. These re-
sults suggest that auxiliary signals such as senti-
ment are highly informative for Arabic stance de-
tection. However, top-performing systems obtain
these gains at the cost of target-specific models,
multiple task heads, or ensembling. In contrast, our
approach incorporates sentiment as a simple input
feature in a single cloze-style prompt and replaces
the standard classification head with a verbalizer-
constrained MLM objective, thereby retaining a
single model across all targets and labels. As a
result, our approach largely avoids the complexity
introduced by multitask learning and ensembling,
making it more suitable for transfer across applica-
tion scenarios.

3 System Overview

CLASP-Ar’s stance detection methodology draws
on prompt-based learning paradigms, particu-
larly pattern-exploiting training (PET) (Schick and
Schütze, 2021), and constrained decoding tech-
niques (Willard and Louf, 2023). Specifically, we
reformulate the standard sequence classification
objective as a cloze-style masked language mod-
eling (MLM) task. Given a target t, a contextual
sentiment label s, and an input text x, we con-
struct a prompt sequence xprompt containing a sin-
gle [MASK] token:

xprompt = Target: t Sentiment: s

Stance: [MASK] Text: x

A BERT-based encoder processes this sequence,
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Figure 1: Overview of CLASP-Ar: target t, senti-
ment s, and text x form a cloze-style prompt whose
[MASK] representation is classified by the MLM head
under a verbalizer-constrained softmax over Vc =
{‘F’, ‘A’, ‘N’}.

and stance is predicted by constraining the model’s
MLM head to produce outputs only from a prede-
fined subset of vocabulary tokens corresponding
to the label space Y = Favor,Against,None. Be-
cause the natural-language class names may be
split into multiple subword tokens by the tokenizer,
we define a verbalizer v : Y → V that maps each
class to a single-character token corresponding to
its initial letter:

v(y) =





‘F’ if y = Favor
‘A’ if y = Against
‘N’ if y = None

Let h[MASK] denote the final hidden-state representa-
tion of the [MASK] token. The probability assigned
to a stance label y ∈ Y is then computed by apply-
ing a softmax over the constrained vocabulary set
Vc = {‘F’, ‘A’, ‘N’}:

P (y | xprompt) =
exp(w⊤

v(y)h[MASK])∑
y′∈Y exp(w⊤

v(y′)h[MASK])

where wv(y) represents the weight vector associ-
ated with the token v(y) in the pre-trained language
model’s MLM head. The model is optimized end-
to-end by minimizing the standard cross-entropy
loss between the predicted probabilities and the
ground-truth stance label y∗:

LCE = − logP (y∗ | xprompt)

4 Experimental Setup

To mitigate the class imbalance resulting from the
scarcity of the None label, we adopt two strate-

Track Favg2 Favg3 Overall Accuracy

Track 1 0.7136 0.5313 0.6761
Track 2 0.7414 0.6564 0.7096

Table 2: Performance of CLASP-Ar on the final evalua-
tion data of Track 1 (seen targets) and Track 2 (unseen
targets).

gies. First, we optimize our model using a class-
weighted cross-entropy loss function to ensure a
balanced penalty distribution during training. Sec-
ondly, we expand the Mawqif-XT dataset. Specifi-
cally, we generate 1,815 additional None instances
by randomly pairing controversial texts with mis-
matched, unrelated targets.

For our base architecture, we utilize the aub-
mindlab/bert-base-arabertv02-twitter en-
coder (Antoun et al., 2020) based on the ex-
periments shown in Appendix A. To enhance
the model’s domain adaptation and task-specific
comprehension, we employ a two-stage training
paradigm:

• Phase 1: intermediate pre-training:
The model is initially trained on the
ArabicStance-X dataset (Alkhathlan et al.,
2025) for two epochs. Because this auxiliary
dataset natively lacks sentiment annotations,
we apply SARF (Abusaleh et al., 2026), a
dedicated Arabic sentiment analysis model,
to generate the requisite sentiment values.

• Phase 2: fine-tuning: Subsequently, the
encoder is fine-tuned on our augmented
Mawqif-XT dataset for up to 20 epochs. To
prevent overfitting, we apply early stopping
with a patience of five epochs.

Across both training phases, we maintain a con-
sistent hyperparameter configuration: a maximum
sequence length of 512 tokens, a learning rate of
2e-5, and a batch size of 32. We evaluate model
performance using overall classification accuracy
and class-specific F1-scores for the favor, against,
and none categories. For our aggregate metrics,
we use Favg2 (the macro-average of the two polar
classes) as the primary measure, alongside Favg3 to
account for all three classes.

5 Results and Discussion

Table 2 presents the official evaluation results
across both tracks. Overall, CLASP-Ar demon-
strates superior performance on Track 2 (unseen tar-
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Method Favg2 Favg3 Accuracy

Baseline 85.75 71.91 83.20

Without Pre-training
Base Setup 85.95 73.62 83.94
+ Extended None 86.33 70.40 83.94
+ Class Weights 85.40 74.23 83.36

With Pre-training
Base Setup 87.35 74.87 85.40
+ Extended None 87.34 74.49 85.40
+ Class Weights 87.26 75.78 85.07

Table 3: Impact of adding None instances and class
weights to CLASP-Ar. Full experiment results with mul-
tiple seeds can be found in Appendix B

gets), achieving an Favg2 of 74.14% and an Favg3 of
65.64%. Conversely, on Track 1 (seen targets), the
model yields an Favg2 of 71.36% but experiences a
notable drop in Favg3 (53.13%). The substantially
lower Favg3 indicates that CLASP-Ar struggles to
reliably predict the None class for this unobserved
target. Overall, we attribute CLASP-Ar’s strong gen-
eralization to Track 2’s unseen targets primarily to
the pre-training stage, where exposure to a diverse
array of target domains enhanced zero-shot target
adaptability.

5.1 Impact of Class Imbalance Mitigation
Strategies

To systematically evaluate the impact of our class-
imbalance mitigation strategies, we conducted
multi-seed experiments on the training and devel-
opment sets. Notably, the inclusion of augmented
None instances (Extended None in Table 3) mostly
improved performance on the Against label, while
consistently harming performance on the None la-
bel. This could mean the augmentation strategy
helped create a much clearer boundary between
the Against and None labels. On the other hand,
using class-weighted cross-entropy significantly
improved model performance on the None label,
evident from the large gains in Fnone (∼+7%) and
Favg3 (∼+2%) over the baseline. Overall, both ap-
proaches boosted performance compared with the
baseline and the base configuration, underscoring
the effectiveness of these techniques.

5.2 Impact of Auxilliary Sentiment and
Sarcasm Information

To evaluate the contribution of auxiliary task sig-
nals present in the dataset, we conduct an ablation
study across three random seeds by incrementally
integrating sentiment and sarcasm features. As

Ablation Setting Favg2 Favg3 Accuracy

Baseline (None) 84.90 70.83 82.61
+ Sentiment 86.28 72.36 84.38
+ Sarcasm 84.91 71.44 82.98
+ Both 85.85 72.50 83.74

Table 4: Ablation analysis on the development set report-
ing Favg2, Favg3, and Overall Accuracy across 4 settings.

shown in Table 4, incorporating sentiment infor-
mation yields the most pronounced performance
boost, increasing Favg2 by 1.38 points over the
baseline (86.28% vs. 84.90%) and achieving the
highest overall accuracy (84.38%). While incor-
porating both auxiliary features yields the high-
est Favg3 (72.50%), sentiment alone provides the
strongest consistent gain across metrics, validat-
ing its integration into CLASP-Ar. Detailed class-
and target-specific ablation results are provided in
Appendix C.

5.3 Sentiment Source

Since ArabicStance-X nor the official task test
data contains no sentiment annotations for data,
we generate them with an external Arabic senti-
ment classifier. We compare two sources: a frozen
off-the-shelf sentiment-tuned XLM-RoBERTa based
model (Barbieri et al., 2022), and SARF (Abusaleh
et al., 2026), a multi-view Arabic sentiment an-
alyzer that fuses surface, stemmed, and rooted
morphological representations from a shared
MARBERTv2 encoder via a hybrid CNN–BiLSTM–
attention head. SARF improves the dev Favg2 from
80.96% to 81.50%, so we adopt it as the sentiment
source.

6 Conclusion

In this work, we present CLASP-Ar, a cloze-style
masked language modeling framework tailored
for stance detection. Through extensive experi-
ments, we demonstrate that incorporating auxiliary
task signals, particularly sentiment features, sub-
stantially enhances model performance, improving
Favg2 by up to 1.38 points. Furthermore, our tar-
geted class-imbalance mitigation strategies, such
as class weighting, effectively boost performance
on the underrepresented None class by up to 9 F1

points. Evaluated on the official StanceEval-2026
benchmark, CLASP-Ar achieves strong generaliza-
tion on unseen targets, securing Favg2 scores of
71.36% on Track 1 and 74.14% on Track 2.
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Limitations

While CLASP-Ar avoids the architectural overhead
of multitask and ensemble architectures, it exhibits
several limitations. First, performance on the mi-
nority None class is notably low and highly volatile,
with the standard deviation for Fnone exceeding
10 points in certain configurations. Second, aug-
menting None instances by pairing texts with unre-
lated targets represents a naive heuristic that may
fail to capture genuine non-committal stances, po-
tentially degrading precision boundaries for the
Against class.
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A Leveraging ArabicStance-X for Stance
Detection

We investigate two strategies for incorporating
ArabicStance-X into the training pipeline. In
the pretrain setting, the encoder is first fine-tuned
on ArabicStance-X and subsequently trained on
Mawqif-XT. In the joint setting, ArabicStance-X

instances are mixed with the Mawqif-XT training
data. Table 5 summarizes the results.

Encoder Plain Pretrain Joint

AraBERT large-twitter† 84.13 85.24 84.42
MARBERTv2 82.65 82.35 82.49
CAMeLBERT-mix 79.50 80.18 81.15

Table 5: Impact of transfer learning strategies on de-
velopment Favg2. Pretrain denotes intermediate fine-
tuning on ArabicStance-X followed by training on
Mawqif-XT. Joint denotes training on the union of
Mawqif-XT and ArabicStance-X. † Original shared-
task baseline using the large model.

B Class Imbalance Mitigation

We perform multi seed experiment to measure the
impact of two strategies we adopted for class imbal-
ance. We train model with base configuration, with
extended None instances and adding class weights
with three seeds (42,123,456). We evaluate these
systems on development set (Table 6). Similarly
we also report the impact of these strategies on
different targets in Table 7.

B.1 Data Augmentation vs. Loss Weighting
A comparison of data-level (Extended None) and
loss-level (Class Weights) approaches shows a clear
trade-off between detecting polar stances (Favg2)
and overall multi-class performance (Favg3). As
we can see from Table 6, Class Weights consis-
tently improves the minority none class, deliver-
ing the highest Fnone (52.83% with pre-training)
with low cross-seed variance. In contrast, data aug-
mentation (Extended None) reduces Fnone (falling
to 38.55% without pre-training) and leads to pro-
nounced instability (σ = 10.81). This indicates
that the augmented none instances inject feature
noise, complicating convergence within the minor-
ity class space.

However, Extended None effectively isolates the
polar stance classes. By artificially saturating the
none distribution during training, the model estab-
lishes a stricter decision boundary for the favor
and against categories, yielding the highest Favg2
(86.33% without pre-training). Class weighting
demonstrates the inverse effect, trading fractional
Favg2 reductions for global macro-average (Favg3)
improvements.

At the target level (Table 7), strategy efficacy
strongly correlates with the underlying class dis-
tributions. Extended None optimally resolves the
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Method Ffavor Fagainst Fnone Favg2 Favg3 Accuracy

Baseline 89.77 81.72 44.25 85.75 71.91 83.20

CLASP-Ar

Without Pre-training
Base Setup 89.99 ± 0.84 81.91 ± 1.03 48.96 ± 4.60 85.95 ± 0.82 73.62 ± 1.78 83.94 ± 0.87
+ Extended None 89.94 ± 0.41 82.73 ± 0.22 38.55 ± 10.81 86.33 ± 0.30 70.40 ± 3.67 83.94 ± 0.42
+ Class Weights 89.66 ± 1.29 81.14 ± 0.67 51.88 ± 2.13 85.40 ± 0.86 74.23 ± 0.85 83.36 ± 1.33

With Pre-training
Base Setup 90.71 ± 0.26 84.00 ± 0.69 49.91 ± 5.00 87.35 ± 0.46 74.87 ± 1.73 85.40 ± 0.49
+ Extended None 90.83 ± 0.22 83.85 ± 0.55 48.78 ± 6.07 87.34 ± 0.26 74.49 ± 1.98 85.40 ± 0.27
+ Class Weights 90.43 ± 0.30 84.09 ± 1.21 52.83 ± 1.75 87.26 ± 0.57 75.78 ± 0.93 85.07 ± 0.62

Table 6: Overall stance detection performance comparison. Our implementation is presented as mean and standard
deviation over 5 runs using different seeds. All values are reported as percentages (%). Baseline uses same encoder
as for the CLASP-Ar which is AraBERT-large-twitter

Method Covid Vaccine Digital Trans. Women Emp.

Favg2 Favg3 Favg2 Favg3 Favg2 Favg3

CLASP-Ar

Without Pre-training
Base Setup 80.78 ± 1.03 64.52 ± 2.83 86.30 ± 2.89 80.99 ± 2.42 88.87 ± 1.19 70.48 ± 4.44
+ Extended None 82.52 ± 1.00 64.63 ± 2.31 84.82 ± 2.10 74.17 ± 7.77 88.15 ± 0.55 67.50 ± 4.67
+ Class Weights 78.86 ± 1.71 64.38 ± 1.65 87.08 ± 0.92 81.89 ± 1.53 88.82 ± 0.99 74.89 ± 1.47

With Pre-training
Base Setup 82.30 ± 1.07 66.59 ± 3.00 86.15 ± 2.75 79.92 ± 3.41 90.47 ± 0.72 75.15 ± 3.55
+ Extended None 84.23 ± 1.03 69.44 ± 0.86 84.98 ± 1.65 77.92 ± 3.31 89.19 ± 0.93 71.81 ± 3.93
+ Class Weights 82.87 ± 0.96 68.39 ± 1.08 85.01 ± 1.86 79.55 ± 2.30 90.46 ± 0.89 77.20 ± 3.00

Table 7: Target-specific stance detection performance comparison. Results are shown as mean and standard deviation
over 5 runs. All values are reported as percentages (%).

Covid Vaccine target, which features a balanced
polar distribution (∼43% favor and against), max-
imizing both Favg2 (84.23%) and Favg3 (69.44%)
when pre-trained. Conversely, for heavily skewed
targets where the none class is an extreme minority
(e.g., ∼5% in Women Empowerment and ∼10%
in Digital Transformation), Class Weights substan-
tially outperforms augmentation by preventing mi-
nority class collapse. Ultimately, class weighting is
the superior mechanism for highly imbalanced dis-
tributions to maximize global macro-performance,
whereas data augmentation is primarily advanta-
geous for isolating stances in targets with balanced
polar classes.

C Auxiliary Feature Ablations

The shared task dataset contained additional infor-
mation like sentiment and sarcasm. We conducted
3 seeds (42, 123, 456) experiments to determine
which feature can be helped for Stance detection.
Table 8 shows results on experiments on develop-
ment set.
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Ablation Ffavor Fagainst Fnone Favg2 Favg3 Accuracy

None 89.41 ± 0.30 80.39 ± 2.47 42.67 ± 1.21 84.90 ± 1.38 70.83 ± 0.61 82.61 ± 1.04
Sentiment 90.91 ± 0.29 81.66 ± 0.69 44.51 ± 4.77 86.28 ± 0.20 72.36 ± 1.73 84.38 ± 0.49
Sarcasm 89.87 ± 0.78 79.95 ± 1.48 44.50 ± 4.23 84.91 ± 0.94 71.44 ± 1.57 82.98 ± 0.92
Both 90.28 ± 1.20 81.42 ± 1.39 45.80 ± 1.03 85.85 ± 1.28 72.50 ± 1.10 83.74 ± 1.35

Table 8: Comprehensive evaluation showing label-specific F1 scores (Ffavor, Fagainst, Fnone), macro-averaged scores
(Favg2, Favg3), and overall Accuracy across multi-seed experiments on the development set.
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