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Abstract

We present Tarjih, our proposed system for the
Stance Detection in Arabic Language shared
task (StanceEval-2026). Rather than predicting
stance directly, Tarjih formulates the task as
verification among competing arguments. An
instruction-tuned LLM generates one steelman
argument for each stance label, and a second
blind pass evaluates each argument against the
tweet without access to the gold label. Each
argument–tweet is then jointly encoded with
AraBERT to model their compatibility. From
this pipeline, we derive three systems: a gated
classifier, a pair scorer, and a ranking read-out.
The pair scorer achieves the best seen-target
test Favg2 of 0.73, while the gated classifier
performs best on the unseen-target track with ≈
0.77. Overall, the lower test performance and
ranking among the submitted systems indicate
limited generalization across targets.

1 Introduction

Stance detection determines whether a text ex-
presses a favorable, opposing, or neutral position to-
ward a particular target. Unlike sentiment analysis,
which primarily captures overall polarity, stance
detection is target-dependent and may require in-
ferring implicit positions from context, making it
useful for analyzing political and social discourse
(ALDayel and Magdy, 2021).

Early stance detection approaches relied on rule-
based and supervised machine-learning methods
with manually engineered lexical and syntactic
features (Gera and Neal, 2025; Siddiqua et al.,
2018; Liu et al., 2016). More recently, pretrained
language models have enabled fine-tuning, few-
shot learning, prompting-based methods, and Large
Language Models (LLMs) for in-target and cross-
target stance detection(Jamadi Khiabani and Zu-
biaga, 2025; Gera and Neal, 2025; Zhang et al.,
2024; Cruickshank and Ng, 2026). Despite these
advances, generalization to unseen targets remains

challenging, since models must learn transferable
stance representations rather than patterns specific
to the targets observed during training.

Although substantial progress has been made in
stance detection, research has remained focused
on English, while Arabic stance detection has re-
ceived comparatively limited attention. The Arabic
text on social networks introduces additional chal-
lenges due to the rich language morphology and
dialectal variation with informal writing conven-
tions such as spelling variation, abbreviations and
non-standard grammatical forms Alkhathlan et al.
(2025); Alturayeif et al. (2023, 2022).

To address this limitation, Alturayeif et al. (2022)
introduced Mawqif, a multi-dimensional Arabic
dataset consisting of 4,121 tweets across three
targets. The Mawqif dataset was subsequently
adopted in StanceEval 2024, the first shared task
dedicated to Arabic stance detection, providing a
common evaluation benchmark for stance detec-
tion across three predefined targets Alturayeif et al.
(2024). The submitted systems explored a range
of approaches, including fine-tuning Arabic pre-
trained language models (Amal et al., 2024; Galal
and Kaseb, 2024), multi-task learning with senti-
ment and sarcasm (Badran et al., 2024; Hasanaath
and Alansari, 2024), ensemble, and LLM-based
methods (Ibrahim, 2024; Alghaslan and Almutairy,
2024). More recently, Alkhathlan et al. (2025)
proposed the ArabicStanceX dataset Alkhathlan
et al. (2025) that includes 14,477 Saudi Arabic
tweets covering 17 topics and investigated multi-
topic, zero-shot, and few-shot stance detection. The
results highlighted continuing challenges in pre-
dicting the NONE class and generalizing to unseen
topics.

This direction was further extended by Albal-
awi et al. (2026b) who introduced Mawqif-XT, ex-
tending the Mawqif dataset with 996 manually an-
notated tweets from three additional targets and
providing a dedicated benchmark for cross-target
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Track Split #Tweets Targets

Track 1
Train 3,502 Women Empowerment,

Covid Vaccine,
Digital Transformation

Dev 619 Same as training
Test 352 Women Driving

Track 2
Train 2,721 Covid Vaccine, Digital

Transformation
Dev 1,400 Women Empowerment
Test 644 Ecars, Trimester

Table 1: Dataset statistics and target distribution across
the two StanceEval-2026 tracks.

stance detection. The dataset was subsequently
adopted in the StanceEval-2026 shared task, which
evaluates Arabic stance detection under both seen-
target and unseen-target settings (Albalawi et al.,
2026a).

In this paper, we present Tarjih, our system
submitted to StanceEval-2026, which formulates
Arabic stance detection as argument verification.
For each tweet, an instruction-tuned LLM gener-
ates steelman arguments for FAVOR, AGAINST,
and NONE, and a second LLM evaluates the con-
sistency with the source tweet. The resulting
argument–tweet representations provide a common
base for three submitted variants: a gated classifier,
a pair scorer, and a ranking read-out that differ
in how evidence is converted into the final stance
prediction.

The main contributions of this work are: 1)
an argument-verification formulation for Arabic
stance detection; 2) a two-stage LLM generation
and verification framework; 3) a comparison of
three decision mechanisms under seen-target and
unseen-target settings to examine how different
evidence-selection strategies affect generalization.

2 Task Setup

StanceEval-2026 requires classifying the stance
of an Arabic tweet toward a given target as FA-
VOR, AGAINST, or NONE. The task includes two
tracks with different target splits, summarized in
Table 1: Track 1 evaluates generalization to new
targets within previously seen thematic domains,
while Track 2 tests zero-shot generalization to en-
tirely unseen targets. Performance is measured us-
ing Favg2, the macro-averaged F1 over the FAVOR

and AGAINST classes. Further details are provided
in (Albalawi et al., 2026a).

Figure 1: Tarjih overview: stance arguments are gen-
erated, verified against the tweet, and jointly encoded
with AraBERT for final prediction.

3 Method

Figure 1 shows the overall framework. Given a
tweet x and its target t, we first generate one argu-
ment for each possible stance: FAVOR, AGAINST,
and NONE. A second LLM then evaluates how
well each argument matches the tweet without see-
ing the gold stance label. Finally, each argument is
paired with the tweet and encoded using AraBERT.

We build three systems on top of this shared
pipeline: a gated classifier, a pair scorer, and a
ranking read-out. The gated classifier and ranking
read-out are submitted to both tracks, while the pair
scorer is submitted only to the seen-target track.

3.1 Steelman Argument Generation and
Verification

For each tweet–target pair, Qwen-2.5-14B-Instruct
(Team, 2024; Yang et al., 2024) generates three
one-sentence arguments:

R(x, t) = {rFAVOR, rAGAINST, rNONE}. (1)

The model is asked to produce the strongest pos-
sible argument for each stance, even when that
stance is unlikely to be correct. We refer to this as
steelman generation. Each argument must also be
grounded in the tweet. This gives us three plausible
competing interpretations rather than one strong ex-
planation and two weak alternatives.

A second LLM pass acts as a blind verifier. It
receives the tweet, target, and three generated ar-
guments, but not the gold stance label. For each
argument rk, it produces a consistency score:

vk ∈ [0, 1], (2)
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where a higher score means that the argument is
more consistent with the tweet.

The verifier is used only as an additional signal,
not as a stance classifier. Its highest-scoring argu-
ment matches the gold label in 71% of the training
instances and 73% of the development instances.
This shows that the verifier provides useful infor-
mation but is not accurate enough to replace the
gold labels. We therefore use its scores to iden-
tify weaker arguments or adjust their contribution
during training, while supervision still comes from
the gold stance labels. The full generation and
verification prompts are provided in Appendix A.

3.2 Argument–Tweet Encoding
Each generated argument is encoded to-
gether with the tweet using a shared
bert-large-arabertv02-twitter(Antoun
et al.) encoder. For argument rk, the input is

⟨t⊕ x, rk⟩. (3)

Pairing the argument with the tweet is important
because all three arguments are intentionally writ-
ten to be plausible. The model therefore cannot
rely only on how fluent or convincing an argument
sounds. Instead, it must learn whether the tweet
actually supports that argument. For example, a
well-written AGAINST argument may appear con-
vincing on its own even when the tweet clearly
expresses FAVOR. Joint encoding allows the model
to compare the argument directly with the evidence
in the tweet.

In our experiments, encoding the arguments sep-
arately did not generalize well to unseen targets.
We therefore use joint argument–tweet encoding in
all three systems.

3.3 Prediction Systems
Gated classifier. The gated classifier combines
information from the tweet and the three argument–
tweet pairs. A learned gate assigns a weight to each
argument, while the verifier helps mask arguments
judged to be unreliable. The weighted argument
representation is combined with the tweet represen-
tation and passed to a class-weighted classifier.

During training, we also use a ranking objec-
tive that encourages the argument corresponding
to the gold stance to score higher than the other
two. Because the verifier can make mistakes, the
gate is trained before applying the verifier mask so
that an incorrect verifier decision does not directly
penalize the correct argument.

For the unseen-target track, we additionally aug-
ment the training data with extra targets and replace
the original target with a generic phrase for a subset
of training examples. This is intended to reduce
reliance on target-specific patterns. The gated clas-
sifier is submitted to both tracks.

Pair scorer. The pair scorer uses a simpler deci-
sion rule. Instead of combining the three argument
representations in a classifier, it assigns a score
directly to each argument–tweet pair:

sk = f(x, t, rk). (4)

The stance associated with the highest-scoring
pair is selected:

ŷ = argmax
k

sk. (5)

Training encourages the gold argument to re-
ceive a higher score than the other two while also
learning to judge each pair independently. The
verifier does not decide the correct label; it only
reduces the influence of training examples whose
generated argument is judged weak. The submitted
system also uses class-prior factoring, class weight-
ing, and minority oversampling. 1

Ranking read-out. The ranking read-out reuses
the ranking head learned by the gated classifier. In-
stead of passing the combined representation to the
final classifier, it directly selects the stance whose
argument receives the highest ranking score. This
system does not introduce additional prediction
parameters and provides a simple comparison be-
tween combining all argument representations and
directly selecting the best-supported argument.2

4 Results

Table 2 presents the development and test results
in terms of Favg2. On the seen-target track, the pair
scorer achieves the best test score of 0.73, followed
by the ranking read-out (0.72) and the gated classi-
fier (0.70). This ordering differs from the develop-
ment results, where the ranking read-out obtains the
highest score. Although the reported development
score for the pair scorer comes from an ablation
setting and is therefore not directly comparable to
the submitted configuration, its test performance
suggests that directly scoring each argument–tweet
pair can generalize well to a new target.

1The pair scorer is submitted only to the seen-target track.
2The ranking read-out is submitted to both tracks.
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System Dev Test

Track 1: seen target
Gated classifier .8788 .7033
Pair scorer .8243† .7315
Ranking read-out .8829 .7206

Track 2: unseen target
Gated classifier .8282 .7699
Ranking read-out .8346 .7507

Table 2: Favg2 results. Development scores are average
over three seeds. † the pair-scorer development score
is from the available Pointwise ablation; the submitted
system also uses prior factoring, class weighting, and
minority oversampling.

A similar difference between development and
test performance appears in the unseen-target track.
The ranking read-out achieves the highest develop-
ment score (0.83), but the gated classifier performs
better on the test set, reaching ≈ 0.77 compared
with 0.75 for the ranking read-out. The gated clas-
sifier also incorporates target augmentation in this
track, which may have contributed to its stronger
adaptation to targets not seen during training.

Overall, the best-performing development sys-
tem is not the best-performing test system in either
track. This highlights the difficulty of selecting
models for target-generalization settings: strong
performance on development targets does not nec-
essarily translate into stronger performance on un-
seen targets.

5 Analysis

The three systems share the same argument-
verification pipeline but differ in how the final
prediction is produced. The gated classifier com-
bines information from all three arguments, the
pair scorer selects the highest-scoring argument–
tweet pair, and the ranking read-out directly uses
the ranking head learned by the gated model.

The test results do not follow the same ordering
as the development results. In the seen-target track,
the pair scorer achieves the best test score (0.73),
while the ranking read-out performs best on devel-
opment (0.88). In the unseen-target track, the gated
classifier achieves the best test score (≈ 0.77), al-
though the ranking read-out has the higher develop-
ment score. Since the submitted systems also differ
in some training settings, these results should be
interpreted as system-level comparisons rather than
evidence that one decision mechanism is always
better.

The verifier agrees with the gold stance on about
71% of the training and development instances.
This shows that its scores contain useful informa-
tion, but are not reliable enough to replace the gold
labels. We therefore use the verifier only as an
auxiliary signal. Overall, the results show that the
shared argument–tweet representation can support
different prediction strategies across both evalua-
tion tracks.

6 Conclusion

We presented Tarjih, an argument-verification ap-
proach for Arabic stance detection developed for
StanceEval-2026. Tarjih generates one argument
per stance, evaluates its consistency with the tweet,
and jointly encodes each argument–tweet pair us-
ing AraBERT.

The pair scorer performed best on the seen-target
track, while the gated classifier performed best on
the unseen-target track. However, performance re-
mained below the top submitted systems, highlight-
ing the challenge of cross-targets generalization.
These results suggest that argument verification is
a promising direction, while further work is needed
to improve its robustness and competitiveness.

Limitations

The proposed framework has several limitations.
First, it relies on LLM-generated arguments, so
errors made during generation or verification can
affect the final prediction. The generated arguments
were not manually reviewed, which means that
possible biases or systematic errors may remain in
the pipeline.

Second, the same model, Qwen-2.5-14B-
Instruct, is used for both argument generation and
verification. This may reduce the independence of
the verification step. The verifier also agrees with
the gold stance on only about 71% of the training
and development instances, so we use it only as an
auxiliary signal rather than as a source of labels.

Finally, the framework requires several LLM
calls for each instance, making it more computa-
tionally expensive than an encoder-only model.

AI Usage Disclosure

We used Claude (Anthropic) as a coding assistant
during system development, primarily to help draft
training code, and evaluation utilities. All system
design decisions, experiments, and interpretations
of the results were carried out by the authors.
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We also used AI tools for editing the manuscript
language, including grammar, clarity, and concise-
ness. All technical content, claims, and analyses
were written and verified by the authors.
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Figure 2: Stage-A rationale generation prompt (original
Arabic). Placeholders {text} and {target} are sub-
stituted per instance; the model returns one steelman
rationale per label in the JSON schema shown. An En-
glish rendering is given in Appendix A.1.

A LLM Prompts

Both stages use Qwen-2.5-14B-Instruct with 4-bit
NF4 quantization. Stage A generates the three
steelman arguments, while Stage B evaluates them
in a blind verification setting. The verifier is never
shown the gold label, so all resulting verification
scores and derived quantities remain available at
test time.

The prompts were issued in Arabic. We pro-
vide faithful English renderings. The placeholders
{text} and {target} are substituted for each in-
stance.

A.1 Stage A: Steelman Argument Generation
For every tweet and target, the model receives the
following instruction:

Text: “{text}”
Target: “{target}”

Note: the text may be written in Modern Standard
Arabic or a colloquial Arabic dialect. Analyze the
intended meaning from context; do not assume
that colloquial phrasing implies vagueness or
neutrality.

Analyze the stance of the text’s author toward the
target above.

For each possibility, write a one-sentence
argument explaining why the text could be
classified this way, even if you believe this is not
the correct label. Cite a specific part of the text
where possible, and do not invent information
absent from the text.

Phrase each argument as generally as possible, so
that the argument pattern remains comprehensible

Figure 3: Stage-B blind verification prompt (original
Arabic). The bold first line is the system message; the
three Stage-A rationales are inserted and the gold label
is withheld. English rendering in Appendix A.2.

even if the target changes.

Stances: 1. Favor: 2. Against: 3. None:

Output only in JSON format:

{"favor": "...", "against": "...",
"none": "..."}

Figure 2 shows the Arabic version used during
generation phase. The prompt contains three design
constraints. The steelman requirement forces the
LLM to construct an argument for all three labels
rather than revealing only its preferred stance. The
grounding requirement discourages unsupported
information. The generality requirement encour-
ages interpretations that remain useful when the
target changes.

Parallel prompts of the same structure were also
used during development to generate sentiment,
style, and sarcasm channels. These auxiliary chan-
nels were excluded from the submitted configura-
tions because the corresponding tags were unavail-
able for the test set.

A.2 Stage B: Blind Argument Verification

The verifier receives the generated arguments but
not the gold stance.
System message: “You are a neutral judge. JSON
only.”

Text: “{text}”
Target: “{target}”

Note: the text may be MSA or dialectal and
may contain sarcasm or implicit negation; judge
the actually intended meaning, not the surface
phrasing.
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The following arguments concern the text’s
stance toward the topic:

- favor: “{r_favor}”
- against: “{r_against}”
- none: “{r_none}”

Rate the consistency of each interpretation with
the actually intended meaning of the text, on a
scale from 0 to 1 (0 = not consistent at all; 1 =
fully consistent).

Output only in JSON format:

{"favor": 0.0, "against": 0.0, "none":
0.0}

Figure 3 shows the Arabic version used during
the verification phase. Thresholding the verifica-
tion scores yields the argumenthood indicators ak,
which are used by the downstream systems as aux-
iliary information. The highest-scoring argument
also defines the verifier opinion ŷJ, but this opinion
is never used as the gold training label.

Verifier agreement with the gold stance is 0.714
on the training split and 0.725 on the development
split.

B Additional Implementation Details

All models use
bert-large-arabertv02-twitter. The tweet
stream uses a maximum length of 256 tokens,
while each argument–tweet pair uses a maximum
length of 224 tokens. The learning rate is 10−5

and the effective batch size is 32.
Because the models often reach their strongest

development performance early in training, check-
points are evaluated at fixed step intervals rather
than only at epoch boundaries. The checkpoint
with the strongest development score is retained.

Repeated runs of identical configurations varied
by as much as 1.5 Favg2 points, motivating our use
of three random seeds for development reporting.

For the gated classifier, the verifier-derived mask
is applied to the gate. The gate-alignment objective
is computed on the unmasked attention weights so
that an incorrect verifier decision does not directly
penalize the model for assigning weight to the gold
argument.

For the pair scorer, the verifier does not deter-
mine the training label. Instead, it reduces the
contribution of instances for which the generated
gold-label argument is judged weak. The submit-
ted configuration additionally removes the training

prior from the pair scores and uses class weighting
and minority oversampling.

For the unseen-target gated-classifier submis-
sion, training is augmented with additional targets
and with a subset of instances in which the original
target is replaced by a generic phrase. This aug-
mentation is intended to reduce reliance on target-
specific lexical associations.

C Argument-Quality Analysis

We additionally inspect the generated arguments
along five dimensions: integrity, length, verifier
profile, inter-channel discriminability, and ground-
ing in the original tweet. The verifier score profile
is relatively stable between the training and de-
velopment splits but changes on the held-out test
target.

The purpose of this analysis is not to treat the
verifier as an external gold standard, but to charac-
terize how stable the generated argument channels
remain across splits. This distinction is important
because the verifier itself is imperfect and is used
only as an auxiliary signal in the submitted sys-
tems.

Figure 4 presents two representative errors
that illustrate different failure modes. For tweet
(ID 2481), the verifier assigns similar scores to FA-
VOR and AGAINST (0.70 vs. 0.80), indicating low
inter-channel discriminability. The final hashtag
pushes the prediction toward AGAINST, although
the main body of the tweet is largely supportive of
continued vaccination. For tweet (ID 3984), the
verifier favors AGAINST (0.70), but the selected
argument is incorrectly grounded. The expression
Õæ
ª¢

�� ñÓ Z@ñë ú
Í
	á�
£Ag Ñî 	EA¿ describes how

quick and painless the injection felt rather than
expressing a negative stance toward the vaccine.
The closing phrase éK. © 	® 	JK
 é<Ë @ also expresses hope
for its benefit. This illustrates a grounding error in
the interpretation of colloquial language.
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Figure 4: Representative qualitative errors for the COVID Vaccine target.
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