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Abstract

Stance detection identifies an author’s position
toward a specified target, yet Arabic social-
media text remains challenging because stance
is often implicit and shaped by dialect, sar-
casm, informal expression, and culturally spe-
cific references. StanceEval-2026 evaluates
this problem in two transfer settings: a related
target within a seen thematic domain (Track 1)
and entirely unseen topics (Track 2). We com-
pare four modeling strategies: single-task Ara-
bic encoder fine-tuning, multi-task learning
with sentiment and sarcasm supervision, 4-bit
QLOoRA adaptation of the ALLaM-7B model,
and Retrieval-Augmented In-Context Learning
(RAG-ICL) with frozen large language models
(LLMs). Our strongest single-backend con-
figuration is a data-centric RAG-ICL pipeline
combining label-balanced retrieval, hashtag and
negation adaptation, text cleaning, similarity
filtering, and target descriptions. A majority-
vote ensemble of this configuration across three
LLM backends obtains official Favg2 scores
of 0.8719 on Track 1 and 0.9016 on Track 2,
ranking 3rd and 7th, respectively. Under the
shared-task test conditions, these findings sug-
gest that training-free RAG-ICL is particularly
effective for unseen-topic transfer, outperform-
ing the supervised systems reported here.

1 Introduction

Stance detection determines whether an author sup-
ports, opposes, or expresses no clear position toward
a specified target. Arabic social-media stance is
often implicit and complicated by dialectal varia-
tion, informal orthography, sarcasm, and culturally
specific references. The Mawqif dataset established
a benchmark for target-specific Arabic stance, sen-
timent, and sarcasm annotation (Alturayeif et al.,
2022), while Mawqif-XT extends this setting to

’hassanhbarmandah@gmail . com
samar.sass6@gmail.com

*NAMAA Community

3nooramerq®@gmail . com

’0.najar@tuwaiq.edu.sa

cross-target evaluation (Albalawi et al., 2026b).
StanceEval introduced a shared-task setting in 2024
(Alturayeif et al., 2024b), followed by a second
edition in 2026 (Albalawi et al., 2026a).

This paper presents our systems for the
StanceEval-2026 shared task and examines how
different adaptation strategies support cross-target
generalization. We compare four approaches span-
ning single-task encoder fine-tuning, multi-task
learning (MTL) with sentiment and sarcasm super-
vision, QLoRA-based adaptation of ALLaM-7B,
and retrieval-augmented in-context learning (RAG-
ICL) with frozen large language models (LLMs).

Our key contributions are:

* A comparison of supervised fine-tuning and
frozen-LLM prompting across related-target
and unseen-topic transfer settings;

* A staged RAG-ICL evaluation covering label-
balanced retrieval, task-specific prompt adap-
tation, data-centric cleaning and target de-
scriptions, similarity filtering, and a separate
rationale-augmented variant; and

* A majority-vote ensemble of three LLM back-
bones, based on our best method, that obtains
official Fyyg scores of 0.8719 on Track 1 and
0.9016 on Track 2, ranking 3rd and 7th, re-
spectively.

2 Related Work

SemEval-2016 Task 6 established the tweet-level
Favor/Against/None formulation (Mohammad et al.,
2016), followed by target-conditioned encoders that
modeled post-target interactions explicitly (Augen-
stein et al., 2016). Subsequent work addressed zero-
shot and cross-target transfer through generalized
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topic representations and transferable semantic—
emotion knowledge (Allaway and McKeown, 2020;
Zhang et al., 2020).

Arabic resources range from claim—document
fact-checking in AraStance (Alhindi et al., 2021) to
target-specific social-media annotation in Mawqif
(Alturayeif et al., 2022), which comprises 4,121
tweets labeled for stance, sentiment, and sarcasm
toward three targets. Mawqif supported StanceE-
val 2024, while Mawqif-XT extends evaluation to
unseen targets (Alturayeif et al., 2024b; Albalawi
et al., 2026b). Closely related work on Arabic
online polarization likewise compared encoder fine-
tuning, zero-shot prompting, and RAG-ICL, finding
retrieval-augmented prompting competitive with
discriminative models (Djamai et al., 2026).

Arabic pretrained encoders have played a central
role in tackling stance detection and related tasks.
Prominent model families include AraBERT, AR-
BERT/MARBERT, and the more recent AraMod-
ernBERT (Antoun et al., 2020; Abdul-Mageed et al.,
2021; Elshehy et al., 2026).

StanceEval-2024 highlighted the strength of
encoder-based approaches for Arabic stance de-
tection. The winning system combined per-target
AraBERT models, multi-task supervision for stance,
sentiment, and sarcasm, and contrastive-loss en-
sembling, while other competitive entries relied on
single-task fine-tuning or MTL ensembles (Bad-
ran et al., 2024; Melhem et al., 2024; Li and
Caragea, 2019; Alturayeif et al., 2024a; Shukla
et al., 2024). LLM-based systems produced mixed
results: fine-tuned GPT-3.5-Turbo was highly
competitive, whereas LoRA-tuned Llama-3 and
sentence-transformer approaches were less effec-
tive (Alghaslan and Almutairy, 2024; Al Hariri
and Abu Farha, 2024). In this work, we com-
pare encoder fine-tuning and multi-task learning
with retrieval-augmented in-context learning, using
query-specific demonstrations and ensembles of
frozen LLMs.

3 Task and Dataset

StanceEval-2026 formulates target-conditioned
Arabic stance detection: given an Arabic tweet
and a specified target, a system predicts Favor,
Against, or None. Track 1 (T1) evaluates trans-
fer to a related target within a thematic domain
represented during training, whereas Track 2 (T2)
evaluates generalization to entirely unseen topics

(Albalawi et al., 2026a).

The task data build on Mawqif, a corpus of 4,121
Arabic tweets covering COVID-19 Vaccine (1,373),
Digital Transformation (1,348), and Women Em-
powerment (1,400). Each tweet is annotated inde-
pendently for stance, sentiment, and sarcasm. The
Mawqif-XT cross-target extension adds 996 manu-
ally annotated tweets from Women Driving (352),
E-Cars (332), and Trimester System (312), while
retaining the same three annotation tasks (Albalawi
et al., 2026b).

The official metric averages the class-specific F1
scores of the two polar stance classes:

[Favor 4 FAgzu'nst
1 1

5 ey

F. avg2 —

4 Methods

Our experiments span single-task encoders, multi-
task encoders, adaptation of a decoder model, and
retrieval-augmented prompting with frozen LLMs.
Figure 1 provides a unified overview of these model
families.

4.1 Single-Task Encoder Fine-Tuning

We fine-tuned multiple Arabic-centric and multilin-
gual encoders, retaining MARBERTV?2 for separate
experiments with supervised contrastive learning
(SupCon), focal loss, and R-Drop (Khosla et al.,
2020; Lin et al., 2017; Liang et al., 2021). On
AraBERT-base-Twitter, we jointly combined cross-
entropy (CE), supervised contrastive (SupConf),
and center loss using learned uncertainty-based
weighting (Wen et al., 2016; Kendall et al., 2018).
Loss definitions and explanations appear in Sec-
tion A.2; model and training details appear in Sec-
tions A.1, A.3 and A 4.

4.2 Multi-Task Encoder Learning

We evaluate two formulations that jointly learn
stance, sentiment, and sarcasm. Parallel MAR-
BERTV2 uses separate, directly supervised heads
on a shared representation, with a weighted sum
of cross-entropy losses; its contrastive variant addi-
tionally applies stance SupCon.

The stacked AlexUNLP-BH architecture (Bad-
ran et al., 2024), reproduced with AraBERT-base-
Twitter, concatenates the logits of the three task
heads for final stance prediction. Sentiment and
sarcasm heads receive direct supervision; stance
supervision is applied only to the stacked head,
training the parallel stance head indirectly. Track 2
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Figure 1: Conceptual overview of the explored method families.

additionally uses supervised NTXentLoss. We
compare tweet-only and target—tweet inputs.
Parallel MARBERTvV2 coefficients were set
heuristically. For stacked AraBERT, we retained
AlexUNLP-BH’s effective task weights and heuris-
tically reduced the Track 2 contrastive coefficient.
Neither formulation underwent systematic coeffi-
cient tuning. Full objectives and training settings
appear in Sections A.4 and A.5; individual loss

definitions appear in Section A.2.

4.3 LLM Fine-Tuning with QLoRA

We adapt ALLaM-7B-Instruct-preview as a
three-class classifier using 4-bit NF4 QLoRA
(Dettmers et al., 2023). Each instance uses the Ara-
bic tweet—target classification template shown in
Section A.6. The trainable adapters and score head
minimize the unweighted three-way stance cross-
entropy, while the quantized base-model weights
remain frozen. The complete adapter, quantization,
input, and optimization settings are provided in
Section A.6.

4.4 Retrieval-Augmented In-Context Learning

These ICL methods use frozen LLMs without any
training. All prompt templates used in our experi-
ments are provided in Section D.

Baseline and retrieval. We first compare four
LLMs, in a zero-shot setting, on the dev set and se-
lect the best-performing model (which was found to
be Gemma 4 31B) as the anchor for the subsequent
controlled RAG-ICL experiments. The direct-label
prompt distinguishes stance from general sentiment
and requires exactly one of the three labels. Vanilla
RAG-ICL embeds the concatenated target and post,
retrieves demonstrations by cosine similarity, bal-
ances them across labels, and inserts them before

the test instance.

The staged Vanilla—Adapted—Data-centric com-
parison was conducted on Track 1. For Track 2, we
evaluated the zero-shot baseline and the final data-
centric configuration; intermediate RAG variants
were not evaluated on that track.

Domain and data-centric adaptation. The
adapted variant adds neutral hashtag glosses, in-
cludes extracted hashtags in the embedding query,
and explicitly highlights Arabic negation markers
and their scope.

The final data-centric variant additionally re-
moves URLs and mentions before embedding and
injects concise Arabic target definitions to disam-
biguate short English labels. For demonstration
retrieval only, Track 1 maps Women Driving to
the related training target Women Empowerment;
Track 2 retrieves from the provided training demon-
strations without explicit cross-target mapping. The
original target and post remain unchanged in the
LLM prompt. Retrieval mappings, hashtag glosses,
and target definitions were manually validated and
fixed without access to gold test labels.

Retrieval retains at most Kp.x = 2 examples per
label with cosine similarity at least 7 = 0.55, a
global fixed threshold chosen heuristically rather
than systematically tuned. Resource construction,
examples, and detailed retrieval settings appear in
Appendix A.7.

Rationale variant and ensemble. We also test
RAG-ICL with rationale-augmented chain-of-
thought (CoT) in which three independently re-
trieved prompts request an explicit rationale fol-
lowed by a label; branch predictions are majority-
voted. This variant is evaluated as a separate branch
and is not incorporated into the final data-centric
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Method LLM backend Track 1 Track 2
MULTI-TASK ENCODERS
Stacked AraBERT MTL, — 0.6707 0.6308
tweet only
Stacked AraBERT MTL, — 0.6643 0.6717
target + tweet
LLM FINE-TUNING
ALLaM-7B w/ QLoRA — 0.6794 —
DIRECT IN-CONTEXT PROMPTING
Zero-shot baseline Gemma 4 31B 0.8104 0.8691
RAG-ICL vARIANTS
— Vanilla Gemma 4 31B 0.8229 —
— Adapted Gemma 4 31B 0.8307 —
< Data-centric GPT-40 0.8048 0.8830
Gemma 4 31B 0.8570 0.8931
Gemini 3.1 Pro 0.8590 0.8954
— Rationale CoT Gemma 4 31B 0.8131 —
ENSEMBLE
Heterogeneous ensemble Three LLMs 0.8719 0.9016

Table 1: Official test results under Fuy>. Bold and
underlining mark the best and second-best scores.

pipeline. Our final offline ensemble instead applies
the data-centric configuration independently with
Gemini 3.1 Pro, Gemma 4 31B, and GPT-40, then
takes a tweet-level majority vote. A three-way tie
is resolved using Gemini 3.1 Pro.

5 Results and Discussion

Appendix B presents and analyzes the develop-
ment results for the supervised systems and the
preliminary zero-shot LLM comparison.

Table 1 reports the official test results. Zero-shot
Gemma remained relatively stable on Track 2, de-
creasing from 0.8773 on development to 0.8691 on
test, a difference of only 0.0082. This consistency
is encouraging for cross-target transfer, although
the development and test splits differ in target com-
position and label distribution, so the gap should be
interpreted descriptively rather than as a controlled
estimate of generalization.

The stacked AraBERT MTL systems were con-
siderably weaker on test. The tweet-only variant
obtained 0.6707 on Track 1 and 0.6308 on Track 2,
while adding the target produced 0.6643 and 0.6717,
respectively. Target conditioning therefore had a
track-dependent effect in this architecture, slightly
reducing Track 1 performance while improving
Track 2 by 0.0409.

In contrast, the staged RAG-ICL experiments
showed consistent gains for Gemma on Track 1:
performance increased from 0.8104 in the zero-shot
setting to 0.8229 with Vanilla RAG-ICL, 0.8307
with the adapted variant, and 0.8570 with the final
data-centric configuration. The same configura-
tion also improved Track 2 from 0.8691 to 0.8931.

These results indicate that retrieval and task-specific
data adaptation provided substantial gains over di-
rect prompting, although the joint contribution of
the individual data-centric components cannot be
isolated from this comparison alone.

Backend choice also affected performance. Gem-
ini 3.1 Pro was the strongest individual data-centric
backend, scoring 0.8590 on Track 1 and 0.8954 on
Track 2. Majority voting across Gemini, Gemma,
and GPT-40 improved these scores to 0.8719 and
0.9016. By contrast, rationale augmentation re-
duced Track 1 performance to 0.8131, below Vanilla
RAG-ICL at 0.8229, suggesting no benefit from
generating rationales before classification.

6 Error Analysis

We examined 30 target-balanced Track 1 develop-
ment disagreements, with 10 instances per target.
Twenty involved confusion between None and a po-
lar label; in 17 cases, all three LLM backends agreed
on the same non-gold label, and in 21 none pre-
dicted the gold label. The disagreements involved
implicit stance, sarcasm, target—actor distinctions,
and mixed positions. The textual evidence also
suggests a likely annotation inconsistency in one
displayed case, distinguishing benchmark disagree-
ment from interpretive error. Because the sample
includes only ensemble—gold disagreements and
was not independently re-adjudicated, these find-
ings illustrate difficult decision boundaries rather
than corpus-level error rates. A detailed analysis
with examples appear in Section C.

7 Conclusion

We compared supervised fine-tuning, multi-
task learning, QLoRA adaptation, and retrieval-
augmented ICL for Arabic stance detection. Data-
centric RAG-ICL performed best among single
backends, while majority voting across three LLMs
further improved performance to 0.8719 on Track 1
and 0.9016 on Track 2, suggesting that retrieval-
based inference can be highly effective for cross-
target Arabic stance detection without additional
model training. Future work should analyze the
supervised dev-test gap and isolate the contribution
of individual retrieval components.

Limitations

The data-centric RAG-ICL stage changes several
components jointly. Consequently, the effect of
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each retrieval intervention cannot be identified in-
dependently, and one-factor ablations are needed
to separate their effects. We also do not compare
RAG-ICL with a static few-shot baseline using a
fixed demonstration set. Thus, our results do not
isolate the benefit of query-specific retrieval from
that of including labeled demonstrations. A con-
trolled comparison with static few-shot prompting
is left for future work. Hosted LLM revisions may
also affect reproducibility, while manually curated
cross-target retrieval mappings, hashtag glosses,
and target definitions introduce domain knowledge
that may not transfer directly to other datasets or
unseen targets without a closely related training
target. The error analysis is restricted to 30 selected
Track 1 development-set disagreements and does
not include independent re-adjudication; hence, it
cannot estimate corpus-level phenomenon frequen-
cies or annotation-error rates.

Our ALLaM-7B experiments are limited to 4-bit
QLoRA; time constraints precluded a matched com-
parison using non-quantized base-model weights.
We therefore cannot isolate the effect of quantiza-
tion on stance detection performance.

Ethical Considerations

Stance predictions concern sensitive opinions and
may be especially error-prone for dialectal, sarcastic,
or culturally situated speech. The systems should
not be used to infer personal beliefs, moderate users
automatically, or support consequential decisions
without human review.
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A Implementation Details, Experimental
Settings, and Reproducibility

A.1 Encoder Checkpoints and References

Table 2 lists every distinct pretrained encoder
used in our experiments. The stacked AraBERT
multi-task system reused the AraBERT-base-Twitter
checkpoint.

A.2 Training Objectives

This section defines the individual loss terms ref-
erenced in Section 4. Let a minibatch contain
B instances, with gold class y;, logits z;, and
Di.c = softmax(z;).. For the binary sarcasm head,
let s; € {0, 1} and ¢; = sigmoid(q;).

Classification losses. With Wp = >, w,,, the
weighted multi-class and binary losses are

B
1
=W, Z wy, log pi y,, (2)
i=

B
1
Lyl = ~3 D) [Vlsz' log g
i=1

+vo(1=si)log(1=gp)|- 3

Unweighted losses set all class weights to one.
The Track 1 stacked model uses w. o 1/n. for
stance and sentiment, where 7. is the training count
of class ¢, and class-weighted BCE for sarcasm.

Supervised contrastive and focal losses. Super-
vised contrastive learning (SupCon) encourages
representations with the same stance label to cluster
together and separates those with different labels.
Its loss is denoted by Lsc. Focal loss downweights
confidently classified examples, increasing the rela-
tive contribution of difficult examples.

For normalized pooled representations u;, define
A@) ={L....B}\{i}, P() = {p € A(i) 1 yp =
vi}, and Iy = {i : |P(i)] > 0}. Let 7con > O
denote the contrastive temperature, distinct from
the retrieval similarity threshold 7. The supervised
contrastive objective of Khosla et al. (2020) is

1
SC _ _
5= 2

peP(i)
exp(u; up /Teon)
ZaeA(i) exp(uz—ua/Tcon) ’

1
Lsc=— ) 6C. 4
SC =1 Z ; 4)

iel,

X log

The MARBERTvV2 SupCon variant uses Lcg +
0.1Lsc with 1on = 0.07. Its focal-loss variant
follows Lin et al. (2017) and replaces cross-entropy
with

B

1
Lfocal = _E ;(1 - pi,YI)y logpi,Yi’

v =2

®

R-Drop. Two independently dropped-out passes
produce distributions plm and plgz). Following
Liang et al. (2021), we use the symmetric KL
penalty

DskL(p.q) = 3Dk (pllq) + 3DxL(qllp),
-3 (c + 8
o &
H @
*3 ZDSKL(pE ),Pf )) ;
izl
a =4. (6)

Center loss and automatic weighting. Center
loss encourages each representation to remain close
to a learned center for its stance class. Uncertainty-
based weighting learns the relative weights of the
combined loss terms during training.
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Model used

Exact Hugging Face checkpoint

Primary reference(s)

(Antoun et al., 2020)

(Antoun et al., 2020)

(Antoun et al., 2020)

(Abdul-Mageed et al., 2021; Elmadany
et al., 2023)

(Abdul-Mageed et al., 2021)

(Inoue et al., 2021)

(Abdelali et al., 2021)

(Devlin et al., 2019)

AraBERT-base-Twitter aubmindlab/bert-base-arabertv02-twitter

AraBERT-large-Twitter aubmindlab/bert-large-arabertv0@2-twitter

AraBERT-large-MSA aubmindlab/bert-large-arabertv02

ARBERTvV2 UBC-NLP/ARBERTVv2

MARBERTV2 UBC-NLP/MARBERTv2

CAMeLBERT-DA CAMeL-Lab/bert-base-arabic-camelbert-da

QARIB ahmedabdelali/bert-base-qarib

mBERT google-bert/
bert-base-multilingual-cased

XLM-R-large FacebookAI/x1m-roberta-large

(Conneau et al., 2020)

Table 2: Exact pretrained encoder checkpoints used in our experiments, with official Hugging Face repositories and

primary references.

For pooled representation h; and learned stance
center ¢,,, we use a batch-averaged formulation of
the center loss of Wen et al. (2016):

B
1 2
Low = E;nhi ~ eyl ()

The AraBERT joint-loss experiment learns an un-
constrained log-scale s,, for each component using
Kendall-style uncertainty-based weighting (Kendall
etal., 2018):

Lauto = (e_sm-£m + Sm) . (®)

me{CE,SC,ctr}

Supervised NTXentLoss. The stacked Track 2
experiment uses  supervised normalized
temperature-scaled cross-entropy (Lntx), im-
plemented as NTXentLoss in PyTorch Metric
Learning (Chen et al., 2020; Musgrave et al., 2020).

Unlike the multi-positive denominator in Equa-
tion (4), the library implementation evaluates each
ordered same-label pair separately. Let II =
{G.p):i#p,yi=yph Ni) ={a : ya # yi},
and let d;; be cosine similarity. With 7o, = 0.07,

Zi — edip/Tcon + Z edia/Tcon’
aeN (i)
1 edip/Tc(m
LNTX =~ Z log ——. ()
] (i,p)ell Zip

A.3 Single-Task Encoder Fine-Tuning

A4 MARBERTvV2 Regularization and
Parallel Multi-Task Settings

We evaluated parallel multi-task supervision and
three separate loss/regularization variants on the
MARBERTvV2 baseline: SupCon, focal loss, and
R-Drop. The losses were not all applied simultane-
ously.

Item Value

Input format
Classifier head

[CLS] tweet [SEP] target [SEP]
Dropout(0.1) — Linear(hidden, 3) on pooled [CLS]

Loss Cross-entropy

Max sequence length 128

Batch size 32

Optimizer AdamW

Learning rate 2% 1073

Warmup ratio 0.1

Weight decay 0.01

Epochs / early stop 5/ patience 3 on dev Fayg2

Seed 42

Table 3: Single-task encoder fine-tuning settings.

The parallel MARBERTv2 formulation attaches a
separate prediction head to the shared representation
for each task and minimizes
+0. 15‘L:s(éllr_:‘casm'

(10)

Its contrastive variant adds 0.1 Lgc, where Lsc
is the stance SupCon loss. The task coefficients
(1.0,0.3,0.15) and the SupCon coefficient 0.1 were
set heuristically rather than through systematic tun-
ing.

These experiments were exploratory proof-of-
concept evaluations, with loss coefficients set
heuristically rather than through systematic tun-
ing. We prioritized LLM-based approaches after
they showed stronger development-set performance,
leaving further hyperparameter tuning outside the
scope of this study.

_ pCE CE
Lparallel = ‘Estance + 0'3‘£sentiment

A.5 Stacked AraBERT Multi-Task System

The stacked system is derived from the publicly
released AlexUNLP-BH architecture. An Arabic
BERT encoder reads the tweet or the target—tweet
pair and produces one pooled vector. Three classi-
fier heads sit on that vector—stance (3), sentiment
(3), and sarcasm (1, sigmoid). A fourth stacked head
concatenates the three heads’ raw logits (3+3+1=7)

580


https://huggingface.co/aubmindlab/bert-base-arabertv02-twitter
https://huggingface.co/aubmindlab/bert-large-arabertv02-twitter
https://huggingface.co/aubmindlab/bert-large-arabertv02
https://huggingface.co/UBC-NLP/ARBERTv2
https://huggingface.co/UBC-NLP/MARBERTv2
https://huggingface.co/CAMeL-Lab/bert-base-arabic-camelbert-da
https://huggingface.co/ahmedabdelali/bert-base-qarib
https://huggingface.co/google-bert/bert-base-multilingual-cased
https://huggingface.co/google-bert/bert-base-multilingual-cased
https://huggingface.co/FacebookAI/xlm-roberta-large

Component Value

MTL heads

Sentiment (3-way, CE x0.3) and
sarcasm (2-way, CE %0.15), each
reading the same pooled
representation as the stance head and
supervised directly.

SupConLoss, temperature 0.07,
weight x0.1; Equation (4).
Unweighted multi-class focal loss
with y = 2.0, replacing cross-entropy;
Equation (5).

Two forward passes, their averaged
CE, and « = 4.0 times symmetric KL,
divergence; Equation (6).

Same as Table 3.

Contrastive loss

Focal loss

R-Drop

Everything else

Table 4: MARBERTV2 auxiliary-task and regularization
settings.

and emits the final three-way stance logits.

The stance loss is applied to the stacked head
only: the parallel stance head receives no direct
supervision and is trained through the stacked head,
while the sentiment and sarcasm heads are super-
vised directly.

For Track r € {1, 2}, the complete objective is
= 0'7'£s(t21ce

+02,"

sentiment
+0.3 LG basm + 0.5 1{r = 2} Lytx.
(11)

Track 1 uses inverse-frequency weighted CE for
stance and sentiment and weighted binary cross-
entropy (BCE) for sarcasm; Track 2 uses their un-
weighted forms. The Track 2 implementation uses
supervised NTXentLoss (Musgrave et al., 2020);
its implementation-specific denominator is defined
in Section A.2.

For the stacked model, we retained the released
AlexUNLP-BH implementation’s effective task co-
efficients (0.7,0.2,0.3) (Badran et al., 2024): the
configured sarcasm coefficient 0.1 is multiplied by
an additional factor of three in the code. For Track 2,
we heuristically reduced the contrastive coefficient
from 1.0 to 0.5. These inherited and heuristic set-
tings do not establish optimal loss coefficients for
either formulation.

L(”)

stack

A.6 ALLaM-7B Fine-Tuning Details

Item Value

Base model humain-ai/ALLaM-7B-
Instruct-preview

Quantization 4-bit NF4, double quantization,
bf16 compute

Adapter LoRA r = 16, @ = 32, dropout
0.05; target modules
a/k/v/o_proj,
gate/up/down_proj; score
head also trained

Objective Unweighted three-way stance
Ccross-entropy

Input Arabic tweet—target classification
template

Max sequence length 192

Batch size 8 X gradient accumulation 4
(effective 32)

Optimizer paged AdamW (8-bit)

Learning rate 1074

Warmup ratio 0.06

Epochs / early stop 6 / patience 3 on dev Fyyg

Table 6: ALLaM-7B fine-tuning settings.
Input prompt. The ALLaM-based classifier used

the following Arabic input template.
ALLaM-7B input prompt

ol Bun ;3| ol LIl Lad go g Le
§<[TARGET]>

(»i293) X Auaie le (praciniuuedl asi s y2
TAL Bun 2L

<[TWEET] >

A.7 RAG-ICL Models, Hyperparameters, and
Environment

Models and generation. The heterogeneous en-
semble used three hosted backends: OpenRouter’s
google/gemini-3.1-pro-preview, NVIDIA
NIM’s google/gemma-4-31b-it, and the Ope-
nAl API's gpt-4o. We used tempera-
ture 0.0 for all experiments to reduce sam-
pling variation. The maximum output length
was 16 tokens for direct-label prompts and
300 tokens for the RAG-ICL with Rationale-
Augmented Col experiment. The embedding
model was Snowflake/snowflake-arctic-
embed-1-v2.0 (Yu et al., 2025), loaded through
Hugging Face sentence-transformers.

Evaluation coverage. Table 7 summarizes the
combinations of method, track, and LLM backend
evaluated after the preliminary zero-shot model
selection reported in Table 10. Gemma 4 31B
was held fixed for the controlled zero-shot, Vanilla,
Adapted, and rationale-augmented comparisons;
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Item

Track 1 (related target / seen domain)

Track 2 (unseen targets)

Encoder aubmindlab/bert-base- same
arabertv02-twitter (BERT-base, ~135M)

Dropout 0.1 same

Model input Exp 1: tweet only; Exp 2: target + tweet same

Heads (parallel) stance (3), sentiment (3), sarcasm (1, sigmoid)  same

Stacked stance head concat of three heads’ raw logits (7) — linear same
-3

Task weights [0.7, 0.2, 0.1], with sarcasm additionally X3 in  same

code; effective [0.7, 0.2, 0.3]
Stance / sentiment loss
Sarcasm loss
Contrastive loss

weighted BCE
none

CE with inverse-frequency class weights

unweighted CE (None is near-absent)
unweighted BCE

supervised NTXentLoss on stance labels, A =
0.5, temperature 0.07; training only; Equa-

tion (9)
Max sequence length 128 (longest-first truncation for pairs) same
Batch size 32 train; eval/test loaders use 1 same
Optimizer AdamW, Ir 2 x 107, linear warmup (one-third  same
epoch) then linear decay

Max epochs / early stop 60 / patience 7 on stance validation loss same
Checkpoint selection minimum stance validation loss same
Seed 42 42

Label map None=0, Favor=1, Against=2 same

Table 5: Stacked AraBERT multi-task settings.

the final data-centric configuration was then eval-
uated with all three ensemble backends on both
tracks.

For standard RAG-ICL, the retriever first obtains
Kmax X 10 candidates before applying label balanc-
ing and the similarity threshold. The RAG-ICL
with Rationale-Augmented Col experiment uses
five demonstrations per independently constructed
branch.

The data-centric retriever applies a single global
fixed cosine-similarity threshold of v = 0.55 to
all posts, retaining at most Kp,x = 2 examples
per label. This threshold was chosen heuristically
to filter out low-similarity candidates and reduce
the risk of irrelevant demonstrations entering the
prompt; systematic threshold tuning is left for future
work.

Software and execution environment. The
RAG experiments were run locally on ma-
cOS, with inference performed through hosted
APIs.  The implementation used Python 3,
pandas for data manipulation and ensemble voting,
sentence-transformers for dense embeddings,
and scikit-learn for exact cosine-similarity re-
trieval. The official openai Python client provided
a common interface for OpenAl-compatible end-
points by changing the base URL.

Hashtag glosses and negation guidance. The
adapted and data-centric prompts contained
neutral glosses for two task-relevant hashtags:

S 9a5 Q_L# (“you (female) will not drive”)
and @}HJ,A:mMLMJ.dL# (“Saudi woman
drives”).

The adapted variant also includes extracted hash-
tags in the embedding query and explicitly high-
lights Arabic negation markers such as (Le ¥ (3
= and their scope.

Target mappings and definitions. Table 9 lists
the manually curated cross-target retrieval map-
ping and the Arabic target definitions used by the
data-centric pipeline. These resources were de-
rived through semi-automatic inspection of the
target inventory and manually validated using do-
main knowledge. The retrieval mapping affects
demonstration selection only, whereas the defini-
tions are injected into the LLM prompt. Track 1
maps Women Driving to the semantically related
training target Women Empowerment, retaining the
original target in the prompt. Track 2 uses no ex-
plicit cross-target mapping and retrieves from the
provided training demonstrations; target definitions
disambiguate short English labels such as E-Cars
and Trimester. The mappings, hashtag glosses, and
target definitions were fixed without access to gold
test labels.

B Development Results

Table 10 shows development-set results for the
supervised systems and the preliminary zero-shot
LLM comparison. Gemma 4 31B is the strongest
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Method Track(s) Gemma 4 31B Gemini 3.1 Pro GPT-40
Zero-shot baseline T1, T2 v — —
RAG-ICL variants
< Vanilla T1 v — —
— Adapted T1 v — —
< Data-centric T1, T2 v v v
— Rationale-augmented CoT T1 v — —
Heterogeneous ensemble T1, T2 v v v

Table 7: RAG-ICL evaluation matrix by method, track, and LLM backend. A check mark denotes an evaluated
combination; — denotes a combination that was not evaluated.

Hyperparameter Value
Per-label retrieval cap, Kmax 2
Maximum demonstrations per prompt 6
RAG-ICL+CoT demonstrations per branch 5
Cosine threshold, T 0.55
Candidate multiplier 10

Table 8: RAG-ICL retrieval hyperparameters.

zero-shot backbone, while ALLaM-7B is the
strongest supervised model on both tracks.

Regularization and auxiliary-task supervision
produced modest, model-dependent changes across
the encoder experiments, with no single encoder
configuration leading on both tracks.

On Track 1, AraBERT-large-Twitter scores
0.8139, slightly below AraBERT-base-Twitter at
0.8145, although both outperform XLM-R-large
at 0.7790 and mBERT at 0.6907. Track 2 shows
the same advantage for AraBERT-base-Twitter at
0.8091 over XLM-R-large at 0.7739 and mBERT
at 0.5541. Within this comparison, dialect-relevant
pretraining data appears more important than model
size.

Focal loss on MARBERTV2 reaches 0.8263 on
Track 1 and 0.8208 on Track 2, compared with
0.8198 and 0.8150 for parallel MTL with sentiment
and sarcasm heads.

Stacked AraBERT is the strongest encoder on
the Track 1 development set at 0.8286, but falls to
0.6707 on the test set. This is the largest Track 1
development-to-test decrease among the encoder
systems, although it is smaller than the 0.1812
decrease observed for ALLaM-7B.

C Detailed Error Analysis

This analysis concerns the Track 1 development set
only. We reviewed 30 instances for which the hetero-
geneous ensemble (our best method) disagreed with
the gold label, comprising 10 examples from each
Track 1 target: Digital Transformation, COVID-19

Track Retrieval mapping / defi-

nition

Target

Cross-target retrieval mapping

1 Women Driving — Women Empowerment

Injected target definitions

1 Women Driving 2 Byl BaLB

) PEEY e Y]

1 Women &2 31 el (puSad

Empowerment ) A3 gaad

2 Trimester Aewl joadt J gndll allasy

a3/

2 E-Cars | FPWIN | e [ WA {]

2 COVID-19 Ly, rlat

Vaccine

2 Digital (o3 31 J gt

Transformation )

Table 9: Cross-target retrieval mapping and injected
target definitions used in the data-centric RAG-ICL
pipeline. The Track 1 mapping associates the test target
Women Driving with the semantically related training
target Women Empowerment for demonstration retrieval
only. Target definitions are injected into the LLM prompt
to disambiguate short English target labels. No gold test
labels were used in constructing either resource.

Vaccine, and Women Empowerment. The counts
characterize this selected sample rather than error
rates on the full development set.

Twenty of the 30 cases involve a boundary be-
tween None and either Favor or Against; the re-
maining 10 exchange the two polar labels. The
three backends produce the same non-gold label
in 17 cases, a two-to-one majority in 10, and three
different labels in three. In 21 cases no backend
produces the gold label, whereas in the other nine
exactly one backend does. Of these nine, six have
a gold-matching minority prediction and three are
three-way ties. The remaining four two-to-one
splits contain no gold-matching prediction. This
separates disagreements that vote selection could
resolve from those in which the gold label is absent
from all backend outputs.

Table 11 presents seven representative cases se-
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System T1 (dev) T2 (dev)
SINGLE-TASK ENCODERS
MARBERTvV2 0.8052 0.8079
AraBERT-base-Twitter 0.8145 0.8091
AraBERT-large-Twitter 0.8139 —
QARIB 0.8099 0.7777
ARBERTvV2 0.7893 0.7880
XLM-R-large 0.7790 0.7739
AraBERT-large-MSA 0.7653 —
CAMeLBERT-DA 0.7365 0.7461
mBERT 0.6907 0.5541
MARBERT V2 REGULARIZATION
< Contrastive loss 0.8226 0.8103
< R-Drop 0.8242 0.8167
— Focal loss 0.8263 0.8208
ARABERT-BASE-TWITTER JOINT-LOSS VARIANT
— SupCon + Center (auto-weighted) 0.8055 —
MULTI-TASK ENCODERS
MARBERTV2, parallel MTL 0.8198 0.8150
< Contrastive stance loss 0.8213 0.8162
Stacked AraBERT MTL, tweet only 0.8286 0.7874
— Target + tweet input 0.8128 0.8048
LLM FINE-TUNING
ALLaM-7B w/ QLoRA 0.8606 0.8533
ZERO-sHOT LLMS
Fanar 0.7827 0.7134
DeepSeek V4 Flash 0.8438 0.6224
Mistral Small 4 0.8108 0.8439
Gemma 4 31B 0.8911 0.8773

Table 10: Development set results under Fyyg for each
method family. Bold and underlining mark the best and
second-best scores.

lected to cover all three Track 1 targets, the recurring
interpretive phenomena, and the three observed vote
structures. The gold label remains the benchmark
reference throughout. We distinguish the observed
predictions from our assessment of the textual evi-
dence, including ambiguity and a likely annotation
inconsistency in Case F. URL and mention place-
holders are omitted from the displayed text, and
emoji or omitted hashtag metadata are described
in brackets when relevant. An English translation
follows each Arabic post.

Implicit and reported stance. Cases A and E
both receive an ensemble prediction of None against
a gold Favor label, but differ in their evidence for au-
thor stance. Case A reports digital-transformation
initiatives without explicit evaluation. Reporting
the event alone does not establish endorsement,
making the unanimous None prediction plausible
from the displayed wording. In Case E, caw33
(“unfortunately”) expresses regret about the lack of
vaccination centers, and the writer is concerned that

others cannot obtain a dose. This provides stronger
evidence for Favor, despite the negative sentiment
toward access conditions. Gemini matches that
label, while Gemma and GPT-40 choose None. The
distinction is between merely mentioning a target
and expressing a desire for access to it, not simply
between explicit and implicit evaluation.

Sarcasm and pragmatic intent. Case D turns
on whether the microchip claim is endorsed or
ridiculed. An endorsed claim would support an
anti-vaccine reading, whereas mockery of the con-
spiracy would not itself establish opposition to
vaccination. The smiling emoji is compatible with
a joking reading but does not settle the direction
of the ridicule. Gemma matches the gold Against
label, while Gemini and GPT-40 choose None. In
contrast, Case C anchors its sarcastic praise in a
concrete deterioration from a fifteen-minute trans-
action to a week-long delay. Its criticism of the
service is therefore clearer. These cases distin-
guish identifying sarcasm from determining what
it evaluates.

Scope of criticism. Case C criticizes the “Sahel”
platform and explicitly links its delays to electronic
transformation, supporting the unanimous Against
prediction. The gold Favor label might reflect
a distinction between the underlying goal and its
implementation, but dissatisfaction with a service
does not by itself establish support for that goal.
Case G instead criticizes women said to have ex-
ploited empowerment and calls for stopping their
conduct. Extending this criticism to empowerment
itself supports an Against reading, whereas restrict-
ing it to those beneficiaries leaves the broader stance
less explicit. Gemini, Gemma, and GPT-4o predict
None, Favor, and Against, respectively. Both cases
concern how far local criticism extends to the eval-
uated target, rather than whether the language is
negative.

Target versus opponent and annotation review.
Case F provides stronger evidence for the ensem-
ble label than for the gold label. The phrase g«
31 pad) (puiSad S le (“you dislike women’s em-
powerment”) attributes opposition to the addressee,
not the writer. The writer presents empowerment as
enabling women to reject mistreatment and mocks
the addressee’s loss of privileges. These cues sup-
port Favor, the unanimous prediction, rather than
the gold Against. We therefore regard this case as a
likely annotation inconsistency and a candidate for
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independent re-adjudication. The judgment rests
on the text, not model agreement. The prediction is
also consistent with the target-versus-actor instruc-
tion in our data-centric prompt (Section D). Unlike
Case G, the post explicitly identifies an opponent
of empowerment, making the relation between the
criticized actor and the target clearer.

Mixed or concessive positions. Case B begins
with explicit praise but uses ;S ¢ (“but”) to intro-
duce a concern about catastrophic data loss. The
unanimous Favor prediction is consistent with treat-
ing that concern as a qualification of support. The
gold Against label is consistent with treating it as
overriding the initial praise. The decision boundary
is whether the concern qualifies or reverses the posi-
tive position, rather than whether both polarities are
present. Our data-centric prompt treats conditional
support as generally Favor, making this boundary
relevant to the scope of that instruction without
establishing that it caused the prediction.

Implications for ensembling. Cases D and E con-
tain a gold-matching minority prediction that major-
ity voting suppresses. In Case G, the tie-breaking
rule selects Gemini’s None despite GPT-40 predict-
ing the gold Against. Across the sample, an oracle
selecting among existing backend predictions could
resolve at most nine of the 30 disagreements. This
is an upper bound within the selected sample, not
an expected gain on the full development set. In
the other 21 cases, matching the gold label requires
a changed backend prediction rather than a dif-
ferent selection among existing outputs. Case F
also shows why unanimous disagreement should
not automatically be treated as shared interpretive
failure. Review based only on low consensus would
miss this likely annotation inconsistency. The ex-
amples therefore motivate separate attention to vote
selection, stance interpretation, and annotation re-
view rather than a single remedy for all benchmark
disagreements.

D Prompt Templates for ICL-based
Methods

This appendix gives the prompt content used by
the frozen-LLM in-context-learning methods and
their zero-shot reference condition. It covers the
zero-shot baseline, Vanilla RAG-ICL, Adapted
RAG-ICL, data-centric RAG-ICL, and the rationale-
augmented variant. Runtime substitutions are
shown as colored bracketed placeholders.

D.1 Zero-Shot Baseline

System prompt

You are an expert Arabic NLP annotator
specializing in stance detection.

Your task: Given an Arabic social media
post and a specific target topic,
classify the writer’s stance toward that
target.

Classification rules:

- "Favor": The writer expresses support,
agreement, or a positive position toward
the target.

- "Against": The writer expresses
opposition, disagreement, or a negative
position toward the target.

- "None": The writer’s stance toward
the target is unclear, neutral, or the
post is irrelevant to the target.

Important notes:

- Stance is about the writer’s position
toward the TARGET, not general sentiment.

- A post can have negative sentiment but
still favor the target (or vice versa).

- Sarcastic posts may use positive words
to express opposition-consider the true
intent.

- The target may not be explicitly
mentioned in the text.

You must respond with EXACTLY one word:
Favor, Against, or None.

User prompt

[TEST_TARGET]
[TEST_TEXT]

What is the writer’s stance toward the
target? Respond with exactly one word:
Favor, Against, or None.

Target:
Post:

D.2 Vanilla RAG-ICL

The system prompt is identical to the zero-shot
baseline.

User prompt

Here are some labelled examples to help
you:
Target: [DEMO_TARGET]
[DEMO_TEXT]

What is the writer’s stance toward the
target? Respond with exactly one word:
Favor, Against, or None.

[DEMO_LABEL]

Post:

Stance:
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[REPEATED FOR K EXAMPLES PER LABEL]

[TEST_TARGET]
[TEST_TEXT]

What is the writer’s stance toward the
target? Respond with exactly one word:
Favor, Against, or None.

Target:
Post:

D.3 Adapted RAG-ICL

The adapted system prompt appends the following

item to the baseline’s Important notes section.

Additional system instruction

- Pay close attention to negation words
(e.g., goiba ¥ 1), Check carefully what
part of the sentence the negation applies
to: it may negate the whole stance, only
part of a clause, or be reversed later in
the same post (e.g., a concessive "except
when..." that flips the practical
meaning) .

User prompt

Here are some labelled examples to help
you:

[DEMO_TARGET]
[DEMO_TEXT]

What is the writer’s stance toward the
target? Respond with exactly one word:
Favor, Against, or None.

[DEMO_LABEL]

Target:
Post:

Stance:

[REPEATED FOR K EXAMPLES PER LABEL]

[TEST_TARGET]
[TEST_TEXT]
Stance hashtags:

Target:
Post:
[HASHTAG_GLOSS]

What is the writer’s stance toward the
target? Respond with exactly one word:
Favor, Against, or None.

D.4 Data-Centric RAG-ICL

System prompt

You are an expert Arabic NLP annotator
specializing in stance detection.

Your task: Given an Arabic social media
post and a specific target topic,
classify the writer’s stance toward that
target.

Classification rules:

- "Favor": The writer expresses support,
agreement, or a positive position toward
the target.

- "Against": The writer expresses
opposition, disagreement, or a negative
position toward the target.

- "None": The writer’s stance toward
the target is unclear, neutral, or the
post is irrelevant to the target.

Important notes:

- Stance is about the writer’s position
toward the TARGET, not general sentiment.

- Target vs. Actor: If the writer
attacks the opponents of the target,
their stance toward the target is "Favor".

- Conditional Support: If the writer
supports the target but adds a condition
(e.g., "I agree, provided that..."), it is
generally still "Favor".

- Religious/Cultural Invocations: Pay
attention to implicit praye rs. i 4l
(God protect us) usually implies fear of
change ("Against"). 4o ¢Sl jau 4l (God
strengthen the government) usually
supports official decrees ("Favor").

4l Liews (God is sufficient) usually
expresses opposition. These are
indications only; context is important
and each text must be analyzed as a whole.

- Hashtag hijacking: Users may use an
opposing hashtag to mock or critique the
opposing side. Base the stance on the
overarching meaning of the post, not only
on the literal translation of the hashtag.

- The text may contain Saudi dialect or
typographical errors. Focus on the
underlying meaning.

- The target may not be explicitly
mentioned in the text.

[TARGET_DEFINITION_INJECTED_HERE]

You must respond with EXACTLY one word
(provide only one, verbatim): Favor,
Against, or None.

The data-centric user prompt is identical to the

adapted RAG-ICL format and retains the runtime

[HASHTAG_GLOSS] field.

D.5 RAG-ICL with Rationale-Augmented
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System prompt

You are an expert Arabic NLP annotator
specializing in stance detection.

Your task: Given an Arabic social media
post and a specific target topic,
classify the writer’s stance toward that
target.



Classification rules:

- "Favor": The writer expresses support,

agreement, or a positive position toward
the target.

- "Against": The writer expresses
opposition, disagreement, or a negative
position toward the target.

- "None": The writer’s stance toward
the target is unclear, neutral, or the
post is irrelevant to the target.

Important notes:

- Stance is about the writer’s position
toward the TARGET, not general sentiment.

- Sarcastic posts may use positive words
to express opposition-consider the true
intent.

- The target may not be explicitly
mentioned in the text.

CRITICAL INSTRUCTION: Before you output
your final stance, you MUST explain your
reasoning in <thought></thought> tags.
Analyze the sentiment, implicit meaning,
and relevance to the target.

After closing the thought tags, output
the final stance label exactly as:

Stance: Favor
OR

Stance: Against
OR

Stance: None

User prompt

Here are some labelled examples to help
you understand the task:

Target: [DEMO_TARGET]
Post: [DEMO_TEXT]
Stance: [DEMO_LABEL]

[REPEATED FOR K EXAMPLES PER LABEL]

Target: [TEST_TARGET]
Post: [TEST_TEXT]

Explain your reasoning in <thought> tags,
then output the stance label.
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Case and
phenomenon

Target, Arabic post, and English translation

Gold Ensemble Backend votes

A. Reported or
implicit stance

B. Mixed or
concessive stance

C. Concept
versus
implementation

D. Sarcasm and
conspiracy
reference

E. Practical
barrier versus
target stance

F. Target versus
opponent

G. Criticism of
beneficiaries
versus target

Target: Digital Transformation

o3 J gl Ol yaleo V o yatia A piael! Ao gSmt)
[hashtags and URLs omitted]

The Egyptian government presents seven digital-
transformation initiatives.

Target: Digital Transformation

Ble (39 o9 ¢l P9 I J gl alll g Mlad
SOLLad! S Ldad 13) &

Indeed, digital transformation is nice and convenient, but
what would happen if we lost all the data?

Target: Digital Transformation

‘,5 Gl il o I Jgw mwl g e J o8I L)
duoe 090 Aelw aay 158 o L Gald!
)L@AJJM‘@}WY'JPJ‘H.\‘Wy| 4.;4:-)
P9 Jo i gg9sn abdgell Wie g gl Lg!
029 olaidlg (g 1 90 S duais el (pows 9

[ suggest changing the name from “Sahel” (Easy) to “Dif-
ficult”; that would be much better. Previously, we could
renew an import license at the ministry in fifteen minutes.
With electronic transformation, the transaction has been
with the employee for a week. What a wonderful electronic
transformation, yet you call the platform “Easy.” Where
are you, and where is progress?

Target: COVID-19 Vaccine

o Eod sl U1 d ) g e Sl
L 9y 95 pualas [smiling emoji]

Those data were leaked by the microchip they implanted in
you with the COVID-19 vaccine.

Target: COVID-19 Vaccine

[Hashtag: Have you taken a vaccine dose or not yet?]
S 10N s 3 L B el 550 40 L g Lo cawdS
O 9 dile o pmdl JBl (o piss (b LI 43051 Ol g
4 gus Ly [shrugging emoji] i

Unfortunately, there are no vaccination centers near us;
the closest is more than 150 kilometers away. Even if 1
receive it, many other people in the village cannot.
Target: Women Empowerment |

Uiy AAb gadl Aldiuell diSesd! B pedl oo muo
DL g daadl g o pall g adall e el Lgdia
Sale g s Olde coww 4dle §9 999 W ol
éaafjéajm‘émmé.a}’atfd|u.&u
g sl ‘_,S_u aB) u.d..\..ag ‘_,L.E:.J‘ =W
JdwaIly [mention, personal name, and laughing emoji
omitted]

Exactly. Why would an empowered, employed woman tol-
erate violence, beating, polygamy, betrayal, guardianship,
and so on? There is no reason. That is why you dislike
women’s empowerment: it takes away your privileges and
returns you to your true size. Believe me, you will cry more
and more in the future.

Target: Women Empowerment

Olacd o o 51 yoll A gudl (e Jaiawl cawd
OB gan (ol 9 Jledl g 0 pgddl (e Ol Ldl g (yu g2t
Ole ¥ Jobo e Colen Lt ds gawd! 31 podl 5y guo
Coall 148 o @gdlinl cox gd 8 ,alt JUe [hashtag
omitted]

Unfortunately, some ill-intentioned women and seekers of
fame and money have exploited the state’s empowerment of
women and have begun to tarnish the image of Saudi women,
long regarded as an example of honor, they therefore must
be stopped from this misconduct.

Favor

Against

Favor

Against

Favor

Against

Against

None

Favor

Against

None

None

Favor

None

None / None / None

Favor / Favor / Favor

Against / Against /
Against

None / Against / None

Favor / None / None

Favor / Favor / Favor

None / Favor /
Against

Table 11: Representative Track 1 dev-set disagreements. Backend votes are ordered as Gemini / Gemma / GPT-4o0.
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