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Abstract

The increasing adoption of multimodal large
language models (MLLMs) has enabled more
natural interaction with visual and spoken infor-
mation, creating new opportunities for intelli-
gent audio-visual question answering (AVQA)
and hallucination detection systems. AVQA
extends traditional visual question answering
by requiring models to jointly understand an
input image and a spoken question to gener-
ate accurate, context-aware responses. Despite
recent advances, AVQA and hallucination de-
tection tasks remain challenging for modern
standard Arabic (MSA) due to the limited avail-
ability of multimodal datasets and the need to
reason across Arabic speech and text modali-
ties alongside visual inputs. In this paper, we
present an MLLM-based framework for AVQA
that takes an image and a spoken question as
input and generates answers. In addition, we
utilized this framework to detect hallucination
in text-image pairs. The proposed approach is
evaluated on the ImageEval 2026 Task (Ayn-
VQA) benchmark, which focuses on culturally
grounded Arabic AVQA. Experimental results
demonstrate that the proposed framework ef-
fectively understands spoken queries, grounds
their responses in the visual content, and pro-
duces accurate answers. The results underscore
the capacity and limitations of different LLM
architectures for both English and MSA and
under various conditions.

1 Introduction

True human interaction is multi-sensory. As LLMs
advance, bridging the gap between Al and human
communication requires models that can simulta-
neously process text, audio, and visual informa-
tion (AlDahoul et al., 2025; Abdaljalil et al., 2026;
Alam et al., 2025; Abdaljalil et al., 2026).

Unlike traditional VQA, which relies on static
text prompts, AVQA requires a model to dynam-
ically align, synthesize, and reason across an in-
put image and a spoken query to generate precise,
context-aware textual responses. By bridging the
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gap between diverse data streams, these models
have moved beyond text-only interactions to en-
able more intuitive, human-like reasoning across
visual and auditory inputs. This reasoning should
also account for hallucinations that may distract
the model from its main purpose.

While English-based multimodal systems have
come a long way, adapting this technology to other
languages is still a major hurdle (AlDahoul and
Zaki, 2025a). Arabic, in particular, faces unique
challenges. First, there is a severe shortage of pub-
lic datasets that connect Arabic speech with images.
Second, the complex structure of MSA makes it
very difficult for current models to connect Ara-
bic audio with visual information (Haouhat et al.,
2025). To achieve equitable Al, we must use multi-
modal, dialect-sensitive datasets that reflect every-
day cultural realities (AlDahoul and Zaki, 2025b;
Alam et al., 2025).

Building on existing works (Mousi et al., 2026a),
this paper presents MLLM-based framework for
bilingual AVQA and hallucination detection, con-
tributing to practical solutions that benefit the
Arabic-speaking users. The first task (Abdaljalil
et al., 2026) includes spoken questions about a
given image, where the answers are visually present
within the image itself. This requires models capa-
ble of processing and integrating speech and visual
data simultaneously. To achieve this, we utilized
several native multimodal models that directly pro-
cess spoken questions to infer answers. Addition-
ally, we evaluated a cascade pipeline approach that
first transcribes the speech and then utilizes the ex-
tracted text alongside the image to determine the
correct answers. The second task (Abdaljalil et al.,
2026)includes an image with several statements,
and the model must identify the incorrect ones. To
address this identification, we utilized visual lan-
guage models.

Our analyses and experiments center around the
following research questions:
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RQ1: Can pre-trained multimodal Native LLMs
effectively process spoken MSA and English
queries and associated images to perform AVQA?

RQ2: Can pre-trained cascade pipelines of mul-
timodal LLMs effectively transcribe spoken MSA
and English questions and generate correct answers
from the pairs of transcripts and images?

RQ3: Can pre-trained multimodal LLMs effec-
tively detect hallucinations in VQA?

RQ4: Do multimodal LLMs that achieve high
accuracy in English AVQA maintain the same level
of performance in MSA equivalents?

2 Related Work

2.1 AVQA Datasets

Due to the scarcity of large-scale Arabic datasets,
prior studies have frequently translated English cor-
pora into Arabic to generate synthetic data across
various domains. Direct translations from English
to Arabic often fail to capture the nuanced cultural
and linguistic contexts, resulting in benchmarks
that do not accurately assess a model’s true capa-
bility in understanding natural Arabic text (Eltahir
et al., 2025)

Several works have proposed large-scale English
datasets of audio-visual question-answer pairs de-
signed to advance multi-modal understanding (Li
et al., 2022; Wu et al., 2025; Radevski et al., 2026).
In the context of the Arabic language, researchers
created the CAMEL-Bench benchmark dataset,
which comprises around 29,036 questions and eight
diverse domains. It targets the Arabic language,
which represents a large population of over 400
million speakers (Ghaboura et al., 2025). In ad-
dition, recently, researchers have created OASIS,
a large-scale, culturally grounded multimodal QA
dataset featuring 920,000 images and 14.8 million
text and speech pairs across English and Arabic
dialects (Alam et al., 2025).

2.2 Native Multimodal Modeling

Native multimodal modeling (NMM) is a single,
unified Al brain that can see, hear, and read all at
the same time (An et al., 2026). This approach
allows the Al to process pixels, sound waves, and
words in the exact same way, giving it a much
deeper, more natural understanding of how the real
world actually works (An et al., 2026).

Recent breakthroughs in artificial intelligence
have seen the rapid rise of models capable of cross-
modal understanding. Several state-of-the-art mod-

els highlight this shift: First, Gemini 2.5 Flash! is a
natively multimodal Al model capable of process-
ing and analyzing text, audio, image, and video
inputs. Second, NVIDIA Nemotron 3 Nano Omni
is an open omnimodal model designed to natively
support audio inputs alongside text, images, and
video, powering enterprise-grade QA, summariza-
tion, transcription, and document intelligence work-
flows (NVIDIA, 2026). Finally, Gemma 4% in-
cludes natively multimodal models that can process
raw audio waves and video frames directly inside
their core neural network.

2.3 Non-Native Multimodal Modeling
In non-native AVQA, separate models are chained
together, such as Whisper (Radford et al., 2023)
and Chirp-33, for speech to text (STT) and other
language models for text processing alongside the
image. As a result, the second model’s reasoning
base is entirely blind to the raw sensory signals.
On the other hand, researchers combined LLMs
with encoders to achieve multimodal capabilities,
such as video or visual and auditory content un-
derstanding. Video-LLaMA is a framework that
enables LLMs to understand both the visual and au-
ditory components of videos by connecting frozen,
pre-trained encoders to a frozen LLM (Zhang et al.,
2023). In addition, Video-ChatGPT is a model de-
signed for video-based conversation by merging a
video-adapted visual encoder with an LLM (Maaz
et al., 2024).

3 Materials and Methods

This section provides an overview of the datasets
used and outlines the methods employed.

3.1 Dataset Overview

Here we describe the datasets proposed in the
ArabicNLP ImageEval 2026 challenge (Abdaljalil
et al., 2026) that we utilized to run our experiments.

The first set of datasets is used in the first task
that aims to build, evaluate, and compare multi-
modal systems for English and MSA AVQA. It
includes 3,000 examples for training, 500 for val-
idation, 500 for testing, and 1,000 for blind final
ranking. The goal of using these datasets is to
find an answer for spoken VQA, which includes

"https://docs.cloud.google.com/gemini-enterpr
ise-agent-platform/models/gemini/2-5-flash-1iv
e-api

2https://ai.google.dev/gemma/docs/core/model_
card_4

3https://docs.cloud.google.com/speech-to-text/
docs/models/chirp-3
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an image and a spoken question with three spoken
options. The solution should find the option index
that is aligned with the image content.

The second set of datasets (Mousi et al., 2026b)
is utilized in the second task that aims to build,
evaluate, and compare hallucination detectors in
the task of English and MSA text-based statements
aligned with images. It includes 3,000 examples
for training, 500 for validation, 500 for testing, and
1,000 for blind final ranking. The goal of using
these datasets is to find a true statement that is
aligned with image content from a list of three
statements.

Figure 3, Figure 4, Figure 5, and Figure 6 in Ap-
pendix A show examples from the AVQA and hal-
lucination detection datasets in English and MSA.

3.2 Methods

For this task, we have evaluated several pre-trained
native multimodal models to find the best solu-
tion that produced the highest accuracy and F1
score. We used OpenRouter APIs* to run Gem-
ini 3.5 Flash, Gemini 2.5 Flash, GPT-40, Chirp-
3, and Whisper-1 models. To run Gemma-4-12B,
Gemma-4-4B, and Cohere-transcribe, we utilized
GPU A100-40GB with the Hugging Face library.
Figure 1 illustrates the traditional cascade pipeline
(ASR + VLM) and the native audio models utilized
in this work. The prompts used in this work are
listed in Appendix A.

Soopmall wls 3 el Il
e i e 1o Al
Jadls e g adale apad
o Uil Jlal (st

Traditional Cascade Pipeline

q/\- Speech-to-Text [\
l ¢m VLM lal il e
. = s Sl e
(Reasoning) s

——

Native Audio Model
adlal 4y i
ALM L et e
»| (Reasoning) das

Figure 1: Overview of spoken visual question-
answering approaches. The traditional cascade pipeline
transcribes spoken MSA questions into text before feed-
ing it into a VLM, whereas the native audio model di-
rectly integrates spoken question and image inputs into
the VLM to generate the final response

4https://openrouter.ai/

The first group of solutions includes audio-
native language models such as Gemini 2.5 Flash,
Gemma-4-4B, and Gemma-4-12B, which are au-
dio LLMs that ingest speech directly via neural
audio tokenizers or speech encoders rather than
separate text automatic speech recognition (ASR)
front-ends. In the first task, we utilized the previ-
ous three models with the first dataset to find the
correct answer from a spoken question in English
and MSA given alongside an image. Beyond basic
ASR, Gemma-4-12B and Gemma-4-4B models can
handle spoken question answering. While Gemma-
4-4B has an audio encoder (alongside a vision en-
coder) to process raw audio before passing repre-
sentations into the main language model, Gemma-
4-12B is trained using a unified, encoder-free archi-
tecture that projects raw audio signals directly into
the language model’s transformer backbone with-
out using a separate dedicated audio encoder’. On
the other hand, Gemini 2.5 Flash, which is a native
audio mode, utilizes a single model to handle audio
directly and process audio at 32 tokens per second.
It processes raw audio and images natively through

unified multimodal architectures®.

The second set of solutions is based on
non-native multimodal models such as Chirp-3,
Whisper-1, and Gemma-4-12B that work as ASR
to generate transcripts in English or MSA. The
transcripts are sent to other VLMs such as Gemini
3.5 Flash, GPT-40, and Gemma-4-12B to find the
correct answer. All three previous models support
English and Arabic 7 8 °.

The third category of solutions focuses on multi-
modal reasoning using text-image pairs to identify
the false statements among three provided options
in English and MSA, evaluated alongside an image.
Gemini 3.5 Flash and Gemma-4-12B models were
employed for this task.

5https://developers.googleblog.com/gemma—4—1
2b-the-developer-guide/

®https://docs.cloud.google.com/gemini-enterpr
ise-agent-platform/models/gemini/2-5-flash-1iv
e-api

7https://docs.cloud.google.com/speech—to—text/
docs/speech-to-text-supported-languages

8https://github.com/openai/whisper#availabl
e-models-and-languages

*https://ai.google.dev/gemma/docs/core/model _
card_4
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4 Results and Discussion
4.1 Development Phase

Audio-Visual Question Answering

Table 1 compares different native and non-native
multimodal models for pairs of English-spoken
questions alongside images. The results indicate
that Gemini 2.5 Flash, as a native audio model,
achieved the highest performance across all met-
rics (97.4% accuracy and 97.4% macro F1 score),
outperforming other solutions, answering RQ1. In
addition, Chirp-3 as ASR and Gemini 3.5 Flash as
reasoning VLM achieved the second-highest per-
formance, followed by Whisper-1 (ASR) + GPT-
40. However, smaller open-weight models like
Gemma-4-4B lag in accuracy compared to frontier
models and larger variants such as Gemma-4-12B,
which strikes an optimal balance between a lower
parameter count and strong performance (achieving
82.0% as native audio and 85.6% as ASR).

Solution Input Accuracy Macro F1-
Score

gg“F‘::;h Audio 0.974 0.974

Native

Gemma 4 Audio 0.820 0.820

12B

Native

Gemma 4 Audio 0.716 0.715

4B

Cascade

two Audio 0.856 0.869

Gemma 4 T .

12B >Transcript

Chirp-3

+ Gemini Audio 0.950 0.950

3.5Flash  ->Transcript

Whisper-

1 + Audio 0.906 0.908

GPT-40 ->Transcript

Table 1: Performance metrics for English audio-
visual question-answering

Moving to MSA-spoken visual answering, Gem-
ini 2.5 Flash exhibits extremely high performance
when the input is an English-spoken question. How-
ever, its performance degraded largely by 19%
when the input is an MSA spoken question, an-
swering RQ4.

In addition, we found that cascaded ASR (Chirp-
3 + Gemini 3.5 Flash) achieved the highest perfor-
mance across all metrics (92.0% accuracy, 92.11%
macro F1 score), outperforming end-to-end native
multimodal solutions. This implies that convert-
ing MSA audio to text via a dedicated ASR en-
gine (Chirp-3) before passing it to a VLM com-
pletely bypasses the semantic loss that native audio

encoders currently suffer from. Chirp-3 appears
far better adapted to MSA phonetic structures, ac-
cents, and acoustic properties, leading to cleaner
downstream transcriptions for the VLM, answering,
RQ2 and RQ4. While OpenAl Whisper-1 shows
high performance with English-spoken questions, it
struggles far more with MSA compared to Chirp-3.

Feeding spoken MSA questions into Gemma 4
12B and 4B as single models results in low accu-
racy. Once the spoken MSA is discretized into
standard Arabic text, Gemma 4’s internal text-and-
vision layers can process the visual task effectively
without audio feature noise interfering with visual
attention. This explains the jump in accuracy by
18% in two Gemma-4-12B models (ASR + VLM).

The model’s bottleneck in native mode is not
its inability to hear spoken MSA, but its inability
to jointly align native audio representations with
visual tokens during cross-modal reasoning.

Solution Input Accuracy Macro F1-
Score

gg“F’;;;h Audio 0.780 0.772

Native

Gemma 4  Audio 0.500 0.491

12B

Native

Gemma 4 Audio 0.476 0.471

4B

Cascade

two Audio 0.684 0.686

Gemma 4 ->Transcript

12B p

Chirp-3

+ Gemini Audio 0.920 0.921

3.5Flash  ->Transcript

Whisper-

1 + Audio 0.794 0.791

GPT-40 ->Transcript

Table 2: Performance metrics for MSA audio-visual
question-answering

Error Analysis in MSA Transcripts

Figure 2 presents a qualitative comparison of MSA
ASR outputs across three models, where red text
marks transcription errors. A visual analysis of
the results shows that Chirp 3 demonstrates the
cleanest transcriptions with the fewest highlighted
errors, Whisper 1 performs moderately well with
occasional word substitutions and phonetic mix-
ups, and Gemma-4-12B exhibits the highest er-
ror rate, frequently generating incorrect vocabulary
and hallucinated phrases.
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Hallucination Detections

This section aims to answer RQ3 and RQ4 Ta-
ble 3 and Table 4 present a comparative analysis
of hallucination detection performance for mul-
timodal tasks involving English and MSA text
paired with images, demonstrating that Gemini
3.5 Flash achieves higher overall accuracy (97.2%
and 96.4%, respectively) and completely eliminates
counterfactual hallucinations, maintaining a coun-
terfactual hallucination rate (CFHR) of zero and
highlighting its stronger stability and robustness
in detecting multimodal hallucinations across both
languages, answering RQ3.

When evaluating Gemma 4-12B, its hallucina-
tion detection performance degraded substantially
in MSA compared to English. In MSA, overall
accuracy drops by over 10 points (from 92.0% to
81.6%), while its contextual instability more than
doubles (jumping from 0.078 to 0.184). Addition-
ally, its CFHR more than triples in MSA (rising
from 0.017 to 0.056), highlighting a clear gap in
the model’s cross-lingual robustness when handling
MSA multimodal inputs, answering RQ4.

Chirp 3
Anm gall il oy G e g
faay el e ojall 3
Gl alviee 4le a0 Gl Lall
adals dihie o) pad Clalua
s Al ¢l 3 3 4l i
CASE ga ooy sl e

Ol A 4 ha

Whisper 1

[ Gy 6 e o
duadl e b suall (B A gl
s Alsiae e A il aa g
Alale dibie ol i Clales
Jua b al g 3 45 sin)
LI pe Cuzmje Ayl aaa

el AN 53 A ha

Gemma-4-12B

[ o A Gy I
A dadl Jleospsall (4
Clal Axies e a4 Ll
Alals dalidl el e clalie
EEHEN [ RS S PR N W]
& A s A da

sl Ay &y jhae SIS

U<y Gt ) il e ol
AN S pall gl Jomdl
AN e elmd e A
el sanll O el aia

asali Jla bl el gy sk

U<y o A G e )
SIAN sl gkl Josdl
CVME g cna B
P IRRTIERTR Y- PRGN

Gaale Jlo Al Jadlil) Jy sk

Caal Ul LAl e o
Srasdl addl w5
e elma L ra @il
dish el el oS

Al ¢ Jlen s (ALl

sl Y sl g L
Jaall 53l b il Jall §5 5 suall
el Aales g all sU o) jana

4alall

G sl SlY) el g L[ B

Jeal (5305 b Sl ) 85 guall | 5l

Aipad) Aals gl el <)
4alall

Dl V) el (L
A oEs A LS 4kl
A3 aile o A S suall
AnaY o il dilall o il as 3l

Ll adll alal) audy

o SO ok s L

A Sl Gl bl
asbal s Ll Gl
Ay el Gl Gl oY)

Sl Yl il 4 L
N el
LS ale o Al 5 gl
5l y dlall 5 ol ds U
sl s 3l Al Al dxaY

Caias a Sl LAl 8555l 3
Y sl Gpedia Ll
[P Ig]

Goade 3o kille 5 a b

oz s LS da el
5 i QAN 5 )sall
odla LAl saly Al
Aall Al o 5ael 5 s

s adll

Gl Al s il g g5osa le
Clauxgl bl Canas i
DY

Aoaill sl

Ge Rl

e Gl Gl g L
o LAl 65 ) pall 35 sedll
O AY Sl i cnd) 54

AU

e Gl ol ol g L
o LAl ) pall 5 sedll
b AY Sl i el 54

il

838l b e alal il s L
I Lalin\Ss  sual) &
sn\cadl e 552 on\ia

45U (Y S 5l

Sl (g Jatinall Gl 56 L
Sl b sl el
delyd dadle pa LAl

el ana (Jaill 5 5 sl

Sl (e Jainall Gl e L
fosm B asidl el
Lelyd Al o aljal

ey ana il 5 et

A S e e
@l 3opall (4 masd
soladll el yd daadl i

M) dna (Jaill

Figure 2: Examples comparing Chirp-3, Whisper-1,
and Gemma-4-12B. Words in red indicate transcription
eITors.

Solution Cont Acc CFHR Q+Acc Q-
In- Acc
stab

fz‘;smma"'oms 0920 0017 0936 0971

Gemini

35 0028 0972 0 0.972  0.986

Flash

Table 3: Performance metrics for hallucination de-
tection in English statements and image

Solution Cont Acc CFHR Q+Acc Q-
In- Acc
stab

Gemmad-

12B 0.184 0.816 0.056 0.864 0.925

Gemini

3.5 0.036 0.964 0 0.964 0.982

Flash

Table 4: Performance metrics for hallucination de-
tection in MSA statements and image

4.2 Final Test Phase
Audio-Visual Question Answering

For the final test phase using Gemini 2.5 Flash with
English spoken questions, the accuracy and macro
F1 score were 0.961 and 0.872, respectively. How-
ever, for MSA spoken questions using Chirp3 +
Gemini 3.5 Flash, the accuracy and macro F1 score
were 0.778 and 0.632. This degradation in accuracy
in MSA stems from speaker and recording condi-
tions in the audio test set, which is human-recorded
compared to synthetic (voice cloning) in the train
and development sets. This issue affects MSA
more than English. To improve the performance
of MSA spoken visual question answering, we uti-
lized a cascade pipeline of the Cohere-transcribe'’
model as ASR + Gemini 3.5 Flash, and as a result,
there was 10% improvement as shown in accuracy
(0.875) and macro F1 score (0.726528).

Hallucination Detections

Using Gemini 3.5 Flash for both English and MSA
hallucination detection in the final test phase, the
contrastive instability, combined accuracy, CFHR,
Q + Acc, and Q - Acc scores for English were
0.0410, 0.9590, 0, 0.9590, and 0.9795, respectively.
For MSA, the corresponding scores were 0.0470,
0.9530, 0, 0.9530, and 0.9765, respectively. This
confirms the capability of VLMs such as Gemini
3.5 Flash in detecting hallucination in VQA task.

lOht’cps: //github.com/AliOsm/cohere-transcribe
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Limitations

In this work, we utilized pre-trained MLLMs for
AV QA tasks. Native multimodal models, such as
Gemini 2.5 Flash and Gemma-4-12B, exhibit de-
graded performance when processing spoken ques-
tions in MSA compared to English. This degra-
dation stems from MSA’s complex morphology
and unique phonetic structures, such as emphatic
consonants and gemination. Although utilizing
the Gemma-4-12B model for ASR to generate text
from MSA spoken questions improved accuracy by
18%, overall accuracy remains low. Additionally,
Gemma-4 was evaluated on detecting hallucina-
tions in MSA image-text alignments; the accuracy
dropped by 10% compared to English data.

All previous limitations suggest end-to-end fine-
tuning across all input modalities, audio, vision,
and language, is necessary to resolve these cross-
modal alignment failures and bridge the perfor-
mance gap.
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A Appendix
A.1 Prompts used

The following prompts were used in this work.

Prompt to extract answers directly from pairs

of spoken questions and images

Based on the provided image and the spoken
question in the audio, please provide the cor-
rect answer in English.

The answer should be strictly a single num-
ber, 0, 1, or 2, based on option order.

Prompt to transcribe spoken questions

Transcribe the following speech segment in
its original language.

Follow these specific instructions for format-
ting the answer:\n* Only output the tran-
scription, with no newlines.\n* When tran-
scribing numbers, write the digits, i.e. write
1.7 and not one point seven, and write 3 in-
stead of three.

.

Prompt to detect hallucination in three state-
ments

Based on the provided image and list of
statements, please provide the correct an-
swer. The answer should be strictly [FALSE,
FALSE, TRUE] or [FALSE, TRUE, FALSE]
or [TRUE, FALSE, FALSE] based on the
statements’ order.

Prompt to extract answer from pairs of tran-
scripts and images

You are given:

* A transcript containing a multiple-choice
question followed by its answer choices.
The answer choices appear in order but are
**not numbered**.

An image containing **one answer**.

Your task is to determine which answer
choice in the transcript matches the answer
shown in the image.

Return:

* ‘0° if the image matches the first answer
choice.
‘1° if the image matches the second answer
choice.
2¢ if the image matches the third answer
choice.

Rules:

* Match based on meaning, not just exact
wording. Minor differences in wording,
punctuation, capitalization, or formatting are
acceptable.

Do not explain your reasoning.

Do not repeat the answer text.

Output **only** one word: 0, 1, 2. Stop
adding details.

Transcript:
TRANSCRIPT

Image:
IMAGE
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A.2 Examples from Datasets

MSA Examples for Hallucination Detection in VQA

Image Three Statements

s ol ea [ ad) AalS ¢ UM Al ¢ 31 e AalS] danl 3 peall 3 AUl Geaall

English Examples for AVQA

G Gl Jemd] 58 Fian 3 B alall e b1 )

Image Spoken Question Y O e
st ol mam [aaal) 3¢ % oy Allen 5 ciadliall Ziaie 3 g0 33a3 RSy

Which country is most closely associated with the traditional soup shown
in the image? Options are India, Italy, Italy, Algeria (el el salie caelladll b alalall J5] g4 A 138 (B 5y 53 ) oLl

ot ol o [ all s G5l

What type of uniforms are the boys wearing in the image? Options are
sports uniforms, formal school uniforms, casual attire 33lall 5 Ayl s yaill g aladl Cindl] 2 5 peall S Ania sall U Jainall (g il
Lt o ea [ il 5 alall el &0

What is the primary purpose of the umbrellas in the marketplace? Options
are to mark the boundaries of vendor stall, to provide shade for the vendors
and goods, to act as a decorative feature

s o e [l ca2al) o Sl s ) s
What material is the teapot most likely made of? Options are metal, de= ] om g
ceramic, glass.

n
W
- What is the likely purpose of the orange structures in the background?

el e g sias 33 G ‘M\Q.Qu;hyig,aj‘.;;?g\;;‘]@;,xm
Sl ol s [l e oy 550

Options are public transport shelter, sports bench cover, construction
scaffolding.

What material are the Moroccan tagine pots in the image made from?
Options are terracotta, metal, ceramic.

Which profession is most closely associated with the use of the blue boat
seen on the beach in this image? Options are mountain guide, construction
worker, fisherman.

Figure 6: Examples of MSA statements alongside im-
ages.

Figure 3: Examples of English spoken questions along-
side images. The transcripts were generated using Chirp-
3.

MSA Examples for AVQA
Spoken Question

Tlma comalll g edall any (4 S LA € seall (3 ek 31 a sl (e B 8 e
ol

sl Jlae) b Ll € laall adgd s Al gl g b 5 ezl jusiall g2 Le
aalal ol asmla 3l ol cmlandl JSEY) o apeia LLail ool S35 4l

Sanala s panall il il o eliso ) guall (3 ey o Yaial JSYI  auall g gile
el saall Ul jall (o sl
o L oy peall b anam pall ALYl s2axiall Galhaall e guas¥) a3l 58 e
058 anlll o8 agiadl 4B el ) Y1 @81 1 el 4S )l 4y g landl
N sl dihaie 4liay

s
;31'

- il hoe Loy el 4biaad e 4 Al b LA o gl ails el ike

L33 60 338 el 1o Al €6 gaall G alll e o pallall 4l g 55 g8 Le

2y sl sl i

s pmall 2l 58 Sn Ausalll AELE

I Aeta |uelS Sl LA Spasical) dal ) sn e pSadl len LiShiay 1ol o Lo

Figure 4: Examples of MSA spoken questions alongside
images. The transcripts were generated using Chirp-3.

English Examples for Hallucination Detection in VQA

Image Three Statements

The boys are wearing [sports uniforms, formal school, casual attire] in the
image. True or False?

The art featured on the surface of the coffee in the image is [foam sculpture,
chocolate engraving, latte art]. True or False?

Catalytic converters are commonly constructed from [titanium, aluminum.
steel]. True or False?

Fresh dates have a [dark and sticky texture, dry and wrinkled skin, shiny
and smooth golden-brown skin]. True or False?

The primary architectural style depicted in the image is [Modernist
i Gothic i Nubian i ]. True or False?

[A in guide, A ion worker, A fish ] is most closely
associated with the use of the blue boat seen on the beach in this image.
True or False?

Figure 5: Examples of English statements alongside
images.

696



