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Abstract

We present CUET _InferX, our submission to
Subtask 1a (Spoken VQA, English-audio) of
the ImageEval 2026 shared task on the Ayn-
VQA dataset. The task requires predicting the
correct answer option solely from an image
and a raw audio clip containing both a spo-
ken question and three candidate options. We
fine-tune Qwen2.5-Omni-3B with LoRA
applied exclusively to the language reasoning
backbone, keeping both audio and vision en-
coders frozen, under a single 16 GB Kaggle
T4 GPU. Training uses a time-budgeted, class-
stratified subsample of 2,055 examples. Our
system achieves 91.20% test accuracy (Bal-
anced Accuracy 87.72%, Macro-F1 80.50%),
placing 3rd position, with gains of +7.20 ac-
curacy and +15.95 Macro-F1 over the zero-
shot base. We compare against a cascaded
ASR—VLM alternative and zero-shot 3B/7B
baselines, and explain with devtest evidence
why we submitted the end-to-end fine-tuned
model despite lower raw test accuracy than the
cascade.

1 Introduction

Spoken VQA over culturally situated imagery re-
quires a system to jointly interpret acoustic con-
tent, visual content, and cultural context — a signifi-
cantly harder joint task than any of these individu-
ally. The ImageEval 2026 shared task (Abdaljalil
et al., 2026) builds on the AynVQA, a culturally
grounded multimodal benchmark covering visual
content from 18 Arab countries with spoken ques-
tions.

In Subtask 1a (English-audio track), a system
receives an image [ and a single audio waveform
A that verbally states a question followed by three
candidate options. The output is a single index
y € {0,1,2}; no text transcription is provided .
One natural approach is to cascade: transcribe the
audio with an ASR system and pass the transcript

to a vision-language model. The other is to pro-
cess audio and image jointly with an omni-modal
model.

We initially hypothesized the end-to-end route
would be more robust: a transcription error on
short, phonetically similar tokens (“Option 0
...Option 1 ...Option 2 ...”) or on culturally spe-
cific terms is unrecoverable downstream. We did
not assume this was true — we tested both designs,
and our decision to submit the end-to-end system
rests on devtest evidence (Section 6.2).

Contributions.

* End-to-end spoken VQA framed as single-
token constrained generation over raw audio
and pixels, avoiding a cascaded ASR stage.

* LoRA adaptation of only the language reason-
ing backbone (41.08M parameters, 0.865% of
4.74B total) fitting a 16 GB GPU, with frozen
perception towers.

* A class-stratified data-budgeting protocol to
avoid option-position bias under a fixed com-
pute budget.

* A four-way ablation with an explicit, evidence-
based justification for the submitted configu-
ration.

Detailed implementation information is available
in the GitHub repository- https://github.
com/semon87/imageeval-taskla

2 Related Work

Culturally-Aware Visual Reasoning Standard
VQA benchmarks (Antol et al., 2015; Goyal et al.,
2018; Hudson and Manning, 2019) predominantly
evaluate Western commonsense knowledge. To ad-
dress geographic and cultural bias (Parcalabescu
et al., 2022), the AynVQA and OASIS benchmarks
(Abdaljalil et al., 2026; Alam et al., 2025) introduce
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visual reasoning grounded in Arab regional her-
itage and artifacts. Recent evaluations reveal that
multimodal architectures frequently suffer from
cross-modal instability and severe counterfactual
hallucinations when processing culturally situated
content (Mousi et al., 2026a,b).

Spoken VQA: Direct vs. Cascaded Systems
Spoken VQA requires joint perceptual alignment
across acoustic waveforms and visual scenes
(Chrupata, 2022). Traditional approaches chain
an ASR front-end (Radford et al., 2022) to a vision-
language backbone (Bai et al., 2025b), but com-
pounding transcription errors and phonetic infor-
mation loss degrade reasoning on spoken regional
dialects (Mousi et al., 2026a). Native omni-modal
transformers (Xu et al., 2025) resolve this by jointly
encoding raw audio and visual tokens within a uni-
fied transformer architecture.

Parameter-Efficient Adaptation Parameter-
Efficient Fine-Tuning (PEFT; Houlsby et al.,
2019), notably Low-Rank Adaptation (LoRA; Hu
et al., 2022; Dettmers et al., 2023; Zhang et al.,
2023), enables resource-constrained task transfer.
In multimodal models, selectively adapting the
language reasoning core while locking visual and
acoustic encoders prevents catastrophic forgetting
of foundational representations while optimizing
GPU memory utilization (Alayrac et al., 2022; Xu
et al., 2025).

3 Task and Dataset

Formulation. Given image I and audio A =
[question] @ [options 0,1,2], predict y € {0, 1, 2}.

Data. Table 1 summarizes the splits. A critical
characteristic is the train/test acoustic domain shift:
all training, dev, and devtest audio is synthetic
(voice-cloned), while the blind test set uses human
recordings from diverse speakers and conditions.

Metrics. The ranking metric is Accuracy; Bal-
anced Accuracy and Macro-F1 are secondary.
Since labels denote answer position (not seman-
tics), Balanced Accuracy specifically surfaces posi-
tional bias that raw accuracy can mask under class
imbalance.

4 System Architecture

Figure 1 gives an overview. We describe each com-
ponent in turn.

4.1 Base Model: Qwen2.5-Omni-3B

Qwen2.5-0mni-3B (Xu et al., 2025) consists
of three components: (i) a 32-layer convolu-
tional/SDPA audio encoder; (ii) a 32-layer vi-
sion encoder with 3D patch embedding and patch
merger; and (iii) a 36-layer decoder-only Thinker
language core for cross-modal reasoning. Since
the task requires text output rather than synthe-
sized speech, we disable the Talker head via
disable_talker ().

Split N Audio Labels
Train 3,000  Synthetic Yes

Dev 500  Synthetic Yes
Devtest 500  Synthetic Yes

Test 1,000 Human Post-competition

Table 1: Dataset splits and acoustic domain.

4.2 Parameter-Efficient Fine-Tuning

We freeze both perception towers entirely:

VoL =0, V4 L=0

audio
and inject LoRA (Hu et al., 2022) into all at-
tention projections (W, Wy, Wy, W,) and MLP
gates (Wiate, Wup, Waown) of the Thinker, with rank
r=16, =32, dropout p=0.05. This gives 41.08M
trainable parameters out of 4.74B total (0.865%).

The rationale for freezing the encoders is
twofold: it limits catastrophic forgetting of pre-
trained perceptual representations, and it substan-
tially reduces GPU memory pressure. The percep-
tion towers were already trained on large-scale au-
dio/visual corpora; the adaptation gap for this task
lies in how the language backbone reasons over
their outputs under a constrained output format,
not in the encoders’ feature extraction.

4.3 Memory Optimizations

To stay within 16 GB: (i) SDPA attention
avoids the O(L?) memory cost of eager at-
tention on long multimodal sequences; (ii) vi-
sion input is capped at 512 x 512 pix-
els, limiting vision token count; (iii) non-
reentrant gradient checkpointing is enabled via
enable_input_require_grads ().

4.4 Prompting and Loss Masking

The input is formatted as a three-turn conversation:
a system turn instructing the model to output only
a single digit; a user turn containing the audio and
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Figure 1: CUET _InferX pipeline: frozen vision and audio encoders feed the LoRA-adapted Thinker core. The
speech-synthesis Talker head is disabled since only a text digit is required at output. Loss is computed on the

assistant-turn digit token only.

image with the instruction “Answer with only 0, 1,
or 2”; and an assistant turn targeting the gold digit.
Cross-entropy loss is restricted to the assistant to-
ken only (all other tokens masked with —100). The
exact system prompt is in Appendix A.

S Experimental Setup

Data budgeting. Due to GPU and time con-
straints, training was conducted on a single Tesla
T4 with a maximum training budget of approxi-
mately 7 hours. With an average processing time
of tsep ~ 12.26s per sample, this budget corre-
sponds to:

7 % 3600

Nbudget = \‘ 12.26

J ~ 2,055
Accordingly, we used 2,055 training samples. To
maintain a balanced class distribution and avoid
inheriting any option-position imbalance from the
original training set, we selected exactly 685 sam-
ples from each class and globally shuffled the re-
sulting subset before training.

Hyperparameters. All runs use bfloatl6, seed
42, AdamW (n = 10~%), 1 epoch (256 optimizer
steps), effective batch size 8 (per-device 1, gradient
accumulation 8), gradient clipping 1.0, and 512 x
512 image resolution. Training completed in 482.8
minutes. Full details are in Appendix A.

LoRA
decode

Inference. We merge the
(merge_and_unload()), greedily
(do_sample=False, max_new_tokens=8),
and parse the first valid digit via regex. A uniform
random fallback exists for the case where no valid
digit appears (which never occurred in practice).

adapter

Ablation configurations. To test our end-to-end
design choice with evidence rather than assump-

tion, we evaluate three additional configurations on
both the 500-item devtest split (where we have la-
bels) and the blind test set: (i) Zero-shot Qwen2.5-
Omni-3B ; (ii) Zero-shot Qwen2.5-Omni-7B;
(iii) Cascaded ASR— VLM: faster-whisper large-
v3 (Radford et al., 2022) for transcription, feeding
the transcript and image to Qwen3-VL-8B-Instruct
(Bai et al., 2025a) with an equivalent single-digit
prompt. We could not LoRA fine-tune the 7B
backbone due to persistent CUDA OOM errors on
16 GB hardware even at minimal batch/resolution
settings.

6 Results and Analysis
6.1 Official Leaderboard

# Team Acc.T Bal. Acc. Macro-F1
1 am2401295 0.9620 0.9332 0.9081
2 NYUAD 0.9610 0.9193 0.8718
3  CUET.InferX 0.9120 0.8772 0.8050

Table 2: Official Subtask 1a leaderboard (blind human-
recorded test set).

6.2 Ablation: Why the Fine-Tuned
End-to-End 3B Model?

Table 3 compares all four configurations on devtest
and the blind test set.

Fine-tuning vs. zero-shot (same backbone).
LoRA adaptation over the 3B base yields +7.20 ac-
curacy, +15.95 Macro-F1, and +15.10 Balanced
Accuracy points on test — the only variable between
these two rows is the adapter, making this the clean-
est evidence in the paper.

zero-shot 7B
zero-shot 7B

Fine-tuned 3B vs.
competition). The

(post-
model
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System DevI Acc. BAce. F1

Omni-3B (ZS) - 0.8400 0.7262 0.6455
Omni-7B (ZS) — 09340 0.8618 0.8212
ASR—VLM 0.9160 0.9370 0.8781 0.8131
Omni-3B+LoRA 0.9360 0.9120 0.8772 0.8050

Table 3: Devtest accuracy (DevT) and blind-test perfor-
mance. Acc., BAcc., and F1 denote accuracy, balanced
accuracy, and macro-F1. ZS denotes zero-shot.

outperforms our system by 2.2 accuracy points
using ~58% more parameters and no task-specific
data. We read this as a compute-accessibility result:
41M trainable parameters on a 16 GB GPU recover
most of what 2.6B additional parameters provide,
with LoRA fine-tuning of the 7B backbone being
the most promising direction we could not pursue.

Fine-tuned 3B vs. cascaded ASR—VLM. This
comparison directly determined our submission
choice. On devtest — the only labeled split avail-
able before submission — our model scored 93.60%
vs. the cascade’s 91.60%, so we submitted the end-
to-end system. On the blind test set the relationship
inverted (91.20% vs. 93.70%), which we attribute
to the synthetic-to-human acoustic domain shift:
faster-whisper large-v3, trained on diverse human
speech, transfers more gracefully than our frozen
audio encoder, which saw only synthetic audio dur-
ing fine-tuning. The devtest gap is consistent with
cascaded fragility on culturally specific vocabu-
lary, where ASR mis-transcriptions propagate un-
corrected to the downstream VLM.

Takeaway. Based on devtest evidence, the end-
to-end fine-tuned 3B model was the right call at
submission time. The cascade’s test-set advantage
emerged only from an acoustic domain shift that
was unobservable before the blind set was released.

6.3 Class-Level Analysis

Label True Pred P R F1
0 539 479 09812 0.8720 0.9234
1 437 478 0.8849 0.9680 0.9246
2 24 43 0.4419 0.7917 0.5672
Macro 1000 1000 0.7693 0.8772 0.8050
Table 4: Per-class test report. Micro-F1: 0.9120;

Weighted-F1: 0.9154; x: 0.8346; MCC: 0.8392.

The test distribution is heavily skewed — Op-
tion 0 (53.9%), Option 1 (43.7%), Option 2
(2.4%) — which is the primary driver of the Macro-

F1/Balanced Accuracy gap. Option 2’s low F1
(0.5672) drags down the macro average despite rea-
sonable recall (0.7917); Balanced Accuracy is less
affected since it only weights per-class recall. The
model over-predicts Option 2 (43 vs. 24 gold) and
under-predicts Option 0 (479 vs. 539), a residual
bias from stratified training that upsampled Op-
tion 2 relative to its natural test frequency. Figure 2
shows the full confusion matrix.

Confusion Matrix

True Label

|
4
\
1
Predicted Label

Figure 2: Confusion matrix of test predictions.

Notably, greedy decoding produced a valid digit
on all 1,000 test items with zero fallback invoca-
tions, confirming the adapter reliably enforces the
constrained output format even under human-audio
conditions it was not trained on.

7 Conclusion and Limitations

We fine-tuned Qwen?2.5-0Omni-3B with LoORA
on its language backbone — 41.08M trainable pa-
rameters, single 16 GB GPU, class-stratified sub-
sample of 2,055 examples — for end-to-end spoken
VQA, reaching 91.20% test accuracy and achieved
3rd position. Our ablation study shows the submit-
ted design was the right call given devtest evidence,
even though a cascade and a larger zero-shot model
both outscored it on the blind test set. Future direc-
tions include LoRA fine-tuning of the 7B backbone,
audio-encoder adaptation for human speech, and
country/category-stratified comparison of end-to-
end and cascaded pipelines.

Limitations. We subsampled training from 3,000
to 2,055 items under session time constraints. The
7B backbone comparison is zero-shot only due to
memory limits. The cascade’s test-set advantage
stems from the acoustic domain shift, which the
frozen audio encoder could not compensate for. We
evaluated only the English-audio track.
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A Reproducibility Details
A.1 Software
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peft==0.14.0, accelerate==1.4.0,
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torch==2.6.0+cul24,
gwen-omni-utils, faster-whisper.
PYTORCH_CUDA_ALLOC_CONF'=
‘‘expandable_segments:True’’ was
set prior to CUDA init to reduce fragmentation;
torchao was uninstalled to prevent quantization
conflicts.

A.2 System Prompt

"You are given an image and an
audio clip. The audio asks a
question about the image and
then reads three answer options:
Option 0, Option 1, Option 2.
Listen carefully and look at the
image, then reply with ONLY a
single digit: 0, 1, or 2 —-—-
the index of the correct option.

No other words."

A.3 Hyperparameters
Hyperparameter Value
Base model Qwen2.5-Omni-3B
LoRA rank r 16
LoRA « 32
LoRA dropout 0.05

Target modules
Trainable params
Training samples
Epochs

Effective batch size
Learning rate

q.k,v,0,gate,up,down_proj
41.08M (0.865% of 4.74B)
2,055 (685/class, stratified)
1 (256 optimizer steps)

8 (per-device 1, accum. 8)
1x107*

Optimizer AdamW

Max image pixels 512 x 512

Precision bfloat16

Attention SDPA

GPU 1x Tesla T4 (16 GB)
Training time 482.8 min

Seed 42

Table 5: Training configuration.
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