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Abstract

This paper describes the Rosetta system for
Subtask 1 (Context-Aware English-to-Dialectal
Arabic Dialogue Translation) of the Alexan-
driaX shared task, participating in both con-
strained and unconstrained tracks. The ap-
proach fine-tunes a LoRA adapter on NileChat-
3B using structured system/user prompts that
condition generation on dialect and dialogue
context. For the unconstrained track, the
adapter is additionally pretrained on MADAR
and PADIC. Rosetta ranked 4th in the con-
strained track (spBLEU 26.10) and 5th in the
unconstrained track (spBLEU 25.09). The ex-
perimental results demonstrate that external pre-
training helps only two of thirteen dialects while
slightly hurting overall performance, suggesting
negative transfer.

1 Introduction

Arabic exhibits strong diglossia (Ferguson, 1959):
Modern Standard Arabic (MSA) is the formal writ-
ten variety, while regional dialects dominate every-
day and online communication. Dialects diverge
from MSA and from one another lexically, mor-
phologically and pragmatically, and most lack stan-
dardized orthography or large parallel resources
(Zaidan and Callison-Burch, 2014). Consequently,
systems trained mainly on MSA generalize poorly
to dialectal text.

AlexandriaX Subtask 1 (El Mekki et al., 2026)
addresses this gap by requiring context-aware trans-
lation of English dialogue turns into a specified
Arabic dialect. Systems receive the source turn to-
gether with preceding dialogue history, target coun-
try/dialect label, domain, speaker/addressee gender
and (when available) persona information, and must
produce only the translation of the current turn.

Participation spans both competition tracks under
the official task constraints:

* Constrained: only the provided Alexandria
data; models < 5B parameters.
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* Unconstrained: external data and larger mod-
els allowed.

The proposed approach fine-tunes a LoRA
adapter (Hu et al., 2022) on NileChat-3B (El Mekki
etal.,2025), an Arabic-pretrained instruction-tuned
model, using structured prompts that encode dialect
and conversational context. For the unconstrained
track, the adapter is first pretrained on MADAR
(Bouamor et al., 2018) and PADIC (Meftouh et al.,
2015). The system placed 4th (spBLEU (Goyal
et al., 2022) 26.10) and 5th (spBLEU 25.09) re-
spectively. Performance is weakest on Mauritanian,
Libyan, Sudanese and Moroccan varieties; external
pretraining improves only Libyan and Moroccan
while slightly degrading the overall average, and
the pattern is not fully explained by dialect-family
coverage alone. All code, fine-tuning scripts, and
adapter weights are publicly available.'

2 Background

2.1 Task setup

The input to Subtask 1 of the AlexandriaX shared
task (El Mekki et al., 2026) is an English dia-
logue turn together with its associated metadata
(dialect/country label, domain, gender, dialogue
history, and persona where available); the output
is the translation of that turn only, in the target di-
alect, with prior turns supplied as context rather
than re-translated.

2.2 Dataset

The organizers provide the Alexandria dataset
(EL Mekki et al., 2026) of dialectal Arabic dia-
logues spanning multiple countries/dialects. Ta-
ble 1 summarizes the number of turns per dialect
across the train, development, and test splits.

"https://github.com/NadaAdelMousa/Rosetta__
at_ AlexandriaX
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Dialect Train Dev Test
Egyptian (EG) 3,108 1,113 1,113
Jordanian (JO) 5,501 1,113 1,109
Lebanese (LB) 8,906 1,118 1,110
Libyan (LY) 0 0 1,309
Moroccan (MA) 2,573 1,110 1,111
Mauritanian (MR) 5,515 1,114 1,119
Omani (OM) 6,280 1,109 1,107
Palestinian (PS) 14,933 1,110 1,111
Saudi (SA) 8,470 1,110 1,114
Sudanese (SD) 0 0 915
Syrian (SY) 6,071 1,119 1,114
Tunisian (TN) 2,034 1,116 1,114
Yemeni (YE) 3,089 1,118 1,113
Total 66,480 12,250 14,459

Table 1: Number of turns in the Alexandria train, devel-
opment, and test splits by dialect.

2.3 Related work

Arabic’s diglossic nature — a formal MSA standard
alongside diverse spoken dialects — has long chal-
lenged machine translation, compounded by persis-
tent data scarcity across dialects (Zbib et al., 2012;
Sajjad et al., 2020; Kadaoui et al., 2023). Early
parallel resources remain limited in scale: PADIC
(Meftouh et al., 2015) covers a handful of Maghrebi
and Levantine dialects, while MADAR (Bouamor
et al., 2018) offers translations into 25 city-level di-
alects within the travel domain. Such resources are
typically narrow in domain and lack dialogue-level
context (Malaysha et al., 2024; Taguchi et al., 2025).
The Alexandria dataset underlying this shared task
addresses these gaps with a larger, conversation-
based corpus spanning 13 Arab countries. In this
work, we use MADAR and PADIC not as evaluation
benchmarks but as external pretraining resources,
aiming to leverage their broader dialectal coverage.

Adapting general-purpose LLMs to specific lan-
guages and cultures typically involves prompt engi-
neering, culturally grounded fine-tuning, or con-
tinued pretraining on target-specific data (Bang
et al., 2023; AlKhamissi et al., 2024; Naous et al.,
2024). Arabic LLMs follow either path, trained
from scratch (Sengupta et al., 2023) or adapted
from existing multilingual models (Bari et al., 2025;
Fanar Team et al., 2025). NileChat (El Mekki
et al., 2025) follows the latter approach, contin-
uing pretraining of Qwen2.5-3B on synthetic and
retrieval-based Arabic dialectal data, and outper-
forms other Arabic-aware models of comparable
size while explicitly targeting specific dialectal com-
munities (Egyptian and Moroccan Arabic) rather
than treating Arabic as monolithic.

3 System Overview

The Rosetta system freezes UBC-NLP/NileChat-
3B (El Mekki et al., 2025) and attaches a LoRA
adapter (r = 32, a = 32, dropout= 0) (Hu et al.,
2022) targeting the attention and MLP projections
(q/k/v/o_proj, gate/up/down__proj). Submis-
sions were made to both the constrained and un-
constrained tracks; the two configurations share the
same architecture and differ only in the pretraining
data used prior to task fine-tuning.

3.1 Prompting Strategy

Each example is presented as a system—user pair.
Following the prompting guidelines established in
the Alexandria dataset release (EL Mekki et al.,
2026), the system prompt instructs the model to re-
turn only the translation while respecting meaning,
tone and gender direction. The user prompt sup-
plies the target dialect, metadata (country, domain,
participants, speaker, gender direction) and the con-
versation history (speaker + source + translation for
preceding turns). At inference, the model’s own
previous outputs are fed back as history. A concrete
example of this multi-turn conversational prompt
is detailed in Appendix A.2.

Pretraining Prompt. Unlike the Alexandria
prompts, the external pretraining prompts do not
contain dialogue history or detailed conversational
metadata. The system prompt instructs the model
to act as a translator and to return only the trans-
lation, while the user prompt specifies the target
dialect, the corresponding country, and the English
sentence. An illustrative example of a MADAR
instance prompt formatted under this scheme is pro-
vided in Appendix A.1.

3.2 Tracks

In the constrained track the adapter is fine-tuned
solely on the Alexandria training set (EL Mekki
et al., 2026). In the unconstrained track it is first
pretrained on MADAR (Bouamor et al., 2018)
and PADIC (Meftouh et al., 2015) (mapped to the
same country-level dialect labels and converted to
English—dialect pairs via NLLB-200 (NLLB Team
et al., 2022)), then fine-tuned on Alexandria data.

4 Experimental Setup

4.1 Data Splits

We use the official Alexandria splits (EL Mekki
et al., 2026) (Table 1). For the unconstrained
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MADAR PADIC Constrained Unconstrained
Dialect Train Dev Train Dev Dialect spBLEU chrF++ spBLEU chrF++
Egyptian (EG) 13,800 1,600 0 0 Egyptian (EG) 30.85 4543 3041  44.89
Jordanian (JO) 3,200 400 0 0 Jordanian (JO) 33.39 4845 3226  47.57
Lebanese (LB) 10,600 1,200 0 0 Lebanese (LB) 29.70  44.53 28.09 4322
Libyan (LY) 3,200 400 0 0 Libyan (LY) 19.82  37.74 20.14  37.71
Moroccan (MA) 12,200 1,400 5,767 641 Moroccan (MA) 2142  36.66 21.84  37.52
Mauritanian (MR) 0 0 0 0 Mauritanian (MR) 12.13  29.23 10.83  28.16
Omani (OM) 1,600 200 0 0 Omani (OM) 26.07  42.06 2478  41.59
Palestinian (PS) 1,600 200 5,767 641 Palestinian (PS) 30.55 45.58 29.56  44.60
Saudi (SA) 3,200 400 0 0 Saudi (SA) 30.56  46.20 29.58 45.36
Sudanese (SD) 1,600 200 0 0 Sudanese (SD) 21.59  37.40 20.49  36.77
Syrian (SY) 3,200 400 5,767 641 Syrian (SY) 3473  50.35 33.64 49.25
Tunisian (TN) 12,200 1,400 0 0 Tunisian (TN) 26.12  40.55 2450  38.98
Yemeni (YE) 1,600 200 0 0 Yemeni (YE) 2236 39.05 20.11  37.64
Total 68,000 8,000 17,301 1,923 Average 26.10 41.79 25.09 41.02

Table 2: Number of training and development examples
by dialect in the MADAR and PADIC datasets.

track, MADAR (Bouamor et al., 2018) and PADIC
(Meftouh et al., 2015) are additionally used during
an adapter pre-training stage before fine-tuning on
the Alexandria training data. The number of train-
ing and development examples used from MADAR
and PADIC is summarized in Table 2.

4.2 Preprocessing

For the unconstrained track, English—dialect paral-
lel data is constructed from MADAR and PADIC
by translating their MSA side to English with face-
book/nllb-200-3.3B (NLLB Team et al., 2022)
(beam size 4, max length 256).

MADAR city-level labels are mapped to Alexan-
dria country-level categories (e.g., Cairo/Alexan-
dria/Aswan — Egyptian, Rabat/Fes — Moroccan).
From PADIC, three dialects were incorporated, fil-
tering out rows unaligned with MSA. The MADAR
development splits and a 10% held-out portion of
PADIC were used to monitor the pretraining stage.

4.3 Training Configuration

Maximum sequence length is 1,024. Training is
conducted for one epoch on a single Tesla T4
(batch size 8, gradient accumulation 4, learning rate
2 x 10~4, cosine schedule, warmup 0.03, AdamW
8-bit (Loshchilov and Hutter, 2019; Dettmers et al.,
2022)). Loss is computed only on the assistant com-
pletion. Training was implemented with Unsloth
and the PEFT library under 4-bit NF4 quantization
(bitsandbytes). To mitigate exposure bias (Ranzato
et al., 2016), history noising is applied: with prob-
ability pyune = 0.15 the history is truncated to a
random prefix, and with probability pyeise = 0.25
individual previous translations undergo word-level
drop/swap/duplication. The clean reference re-

Table 3: Official test-set performance (spBLEU and
chrF++) across dialects for the constrained and uncon-
strained tracks.

mains the training target. History noising was ap-
plied only during task fine-tuning, not during the
MADAR/PADIC pretraining stage.

4.4 Decoding and Context Handling

At inference time, deterministic beam-search de-
coding is employed with five beams and a length
penalty of 0.7 (Wu et al., 2016). Sampling is dis-
abled and early stopping is enabled. The same
decoding configuration is used for both the con-
strained and unconstrained systems.

For dialogue translation, previously generated
translations are incorporated into the prompt as
conversation history when translating subsequent
turns within the same dialogue.

5 Results

Official results. Table 3 reports per-dialect sp-
BLEU (Goyal et al., 2022) (SentencePiece with the
flores200 tokenizer) and chrF++ (Popovié, 2017)
scores for our submitted systems on the official
test set, for both the constrained and unconstrained
tracks. The overall average spBLEU / chrF++ is
26.10/ 41.79 for the constrained track (4th place)
and 25.09 / 41.02 for the unconstrained track (5th
place). All scores above are official test-set evalua-
tion results from the submitted systems.

Analysis by dialect. Performance varies substan-
tially across dialects in both tracks. Syrian, Jorda-
nian, Palestinian, Saudi, Lebanese, and Egyptian
consistently achieve the highest scores (all above
29 spBLEU in the constrained track), while Mauri-
tanian is the clear outlier at the low end (12.13 con-
strained, 10.83 unconstrained) — roughly a third of
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the score of the best-performing dialects. Libyan,
Moroccan, and Sudanese also trail the mid-to-high
performing group, consistent with our expectation
that Maghrebi and near-Maghrebi dialects, along
with Mauritanian, are comparatively low-resource
(Younes et al., 2020) and linguistically more distant
from the dialects that dominate available pretraining
and task data (Zaidan and Callison-Burch, 2014).

Constrained vs. unconstrained comparison.
Counterintuitively, the unconstrained track —
where the adapter is additionally pretrained on
MADAR and PADIC before task fine-tuning —
scores lower on average than the constrained track
(25.09 vs. 26.10), and underperforms on 11 of the
13 dialects. The two exceptions are Libyan (+0.32)
and Moroccan (+0.42), both Maghrebi varieties for
which MADAR and PADIC provide comparatively
strong coverage (Table 2). This is consistent with
pretraining helping specifically where it adds the
most relevant, dialect-matched data, while diluting
or interfering with the adapter’s fit elsewhere.

However, this explanation is not fully suffi-
cient: Sudanese receives a comparable injection of
previously-absent training signal (1,600 MADAR
examples, versus zero in-task training examples in
the constrained setting) but degrades under the un-
constrained setup (-1.10), the opposite direction
from Libyan despite an analogous zero-resource
starting point. Sudanese is not a Maghrebi variety,
so data availability alone does not explain the diver-
gence. A plausible contributing factor is variation
in back-translation quality across dialect families
— our MADAR/PADIC pairs are constructed via
NLLB-200 MSA—English translation (§4.2), and
translation noise on the MSA source side may be
unevenly distributed across dialects, disproportion-
ately harming some target varieties. We treat the
overall pattern as a genuine, only partially under-
stood instance of negative transfer rather than a
clean Maghrebi-coverage story, and leave a con-
trolled study of pretraining-data quality per dialect
to future work.

Qualitative error analysis. To complement the
aggregate metrics, we manually inspected the 20
lowest-scoring Egyptian Arabic (EG) sentence-
level spBLEU outputs on the dev set. Two recurring
patterns emerge. First, the model tends to translate
every source word even when the natural dialec-
tal rendering is more concise, producing fluent but
overly literal output. For example, given the source:

“Not at all, please, go ahead. I hope everything is
okay.”, the model produces:
folt aals K el e bk Al Y
where the reference instead condenses the turn to:
$ pe— sl
reflecting how Egyptian speakers compress routine
social exchanges rather than translating each clause.
Second, the model under-generates the English

code-switching that is pervasive in naturalistic
Egyptian dialogue (e.g., technical or borrowed
terms like scan or notification), instead rendering
them in Arabic script even when the reference pre-
serves the Latin form: for “It’s all scanned and
confirmed in the system. You should get a notifica-
tion now.”, the model outputs:
Vo ) oy (2 Al ¢ ) G Sbly el 4
against a reference of:
notifi- ¢lls y (24,4l F..,.\..J\ d J{%b scan Wess! 4
. 384> cation

"To quantify this, we flagged all dev exam-
ples where the reference contains Latin-script to-
kens but the model’s prediction does not. This
under-generation pattern is widespread and dialect-
dependent, affecting 319 Moroccan, 148 Lebanese,
123 Tunisian, and 70 Egyptian examples, among
others. The reverse case — Latin script appearing
in the prediction but absent from the reference — is
comparatively rare except for Tunisian (212 cases),
suggesting the model has a general bias toward sup-
pressing code-switching that it must actively over-
come, with dialect-specific variation in how often
this succeeds.

6 Conclusion

This work presented Rosetta, a LoRA-adapted
NileChat system for context-aware English-to-
dialectal-Arabic dialogue translation across thirteen
regional varieties. Structured prompting that ex-
plicitly incorporates dialogue history and speaker
metadata, together with history noising, enables
competitive performance under tight parameter and
data constraints. Under official evaluation, the
constrained system ranked 4th (spBLEU 26.10),
while the unconstrained configuration placed 5th
(spBLEU 25.09). External sentence-level dialec-
tal pretraining did not yield overall downstream
gains and induced mild negative transfer across
most dialects, with improvements restricted solely
to Libyan and Moroccan and no single explanatory
factor fully accounting for the pattern.
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A Prompt Templates A.2 Alexandria Conversational Prompt

Template
This section details the prompt templates used P

across our experiments. Section A.1 shows the The task fine-tuning and inference prompt includes
single-turn prompt template used for MADAR and conversational history, participants, domain, and

PADIC adapter pretraining, and Section A.2 illus- ~ &ender direction:

trates the full multi-turn conversational prompt used
for the Alexandria dataset.

A.1 Pretraining Prompt Template (MADAR /
PADIC)

The pretraining prompt contains only sentence-level
translation instructions along with the target coun-
try metadata:

System Prompt:

You are an expert translator.

- Return only the translated text.

- Do not add any code, explanations, comments,
or any other extra text.

- Consider the country in your translation.

User Prompt:

Translate the English sentence into Egyptian
Arabic.

Metadata:
- Country: EG

Sentence to Translate:
It’s at the end of the hall. T’ll get you some right
now. If you need anything else, just let me know.

Assistant Response:

SR J RO RU WS A R = I[P
.L})Ecﬁ,,'b
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System Prompt:

You are an expert translator.

- Return only the translated text.

- Do not add any code, explanations, comments,
or any other extra text.

- Keep the meaning and tone and respect the
gender direction.

- Consider the country, the domain, the partici-
pants, and the speaker in your translation.

User Prompt:
Translate the English sentence into Egyptian
Arabic (Cairene) Dialect.

Metadata:

- Country: EG

- Domain: Agriculture and farming

- Participants: Wholesale Buyer, Wholesale
Seller

- Speaker: Wholesale Seller

- Speaker Direction: female — male

Conversation History:

Wholesale Buyer: Good morning. I’'m looking
to source 10 tons of premium artichokes for
export. People say the best quality in Obour
comes from your section, is that right?

Translation:
bl SN Cp8 AN e b St e ) Hlo
Cres? cf.x:; o g sl Gy G B2 ) OV 52

Sentence to Translate:

Good morning to you. You heard correctly. My
artichokes are the best you’ll find. They are
top-grade, perfect for export. Let me show you
a sample.

Assistant Response:
spmgn W o] oo Pl 200 A (Lo glie clae 31 o



