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Abstract

Training models on cognitively plausible (CP)
amounts of data (tens or hundreds of millions
of words) offers multiple advantages over the
huge-data training (hundreds of billions to tril-
lions of tokens) typical of current models, but
achieving competitive performance at CP scale
remains an open challenge. Understanding dif-
ferences in representational geometry between
CP- and huge-data models may help us design
better CP-scale models. We identify differ-
ences in two aspects of representational geom-
etry (anisotropy and rogue dimensionality) and
a difference in effect of a geometry-targeted
intervention.

Although standardization—a technique to ad-
dress anisotropy and rogue dimensions in LLM
representational geometry—improves lexical
similarity performance in huge-data models,
the effect reverses for CP-data models. We
also find that both rogue dimensionality and
anisotropy correlate with data scale, further
supporting the view that CP- and huge-scale
models differ geometrically. However, statisti-
cal analysis of results across 18 models showed
that neither rogue dimensions nor anisotropy
significantly positively mediated the difference
in standardization effect, except in one model
per mechanism. This absence of mediation is
itself a finding: it fails to support the two mech-
anisms most directly motivated by prior work
on standardization, narrowing what plausibly
explains the reversal. Thus, the observed quali-
tative difference in standardization effect may
hint at as-yet undiscovered differences, geomet-
ric or otherwise, between CP-scale models and
models trained on huge data.1

1 Introduction

While current large language models are trained
on hundreds of billions or even trillions of tokens,

1Data and code available at https://github.com/
finegan-dollak/data-scale-standardization

Figure 1: Standardization, a technique that helps models
trained on huge data perform better at lexical similarity
tasks, hurts performance for models trained on cogni-
tively plausible (CP) data scales.

humans learn language from a few tens or hun-
dreds of millions of words. Training models on
such cognitively plausible2 (CP) data scales offers
multiple benefits compared with training on typical
huge data scales. First, it may help us understand
what is necessary to learn language, leading to a
better alignment between NLP and cognitive sci-
ence. Second, it can democratize AI: reducing
the FLOPs required to train allows more people
outside of industry giants to experiment. Third,
it offers a viable path for NLP in less-resourced
languages that do not have hundreds of billions
of tokens of text available for training; it likewise
benefits those who train models in well-resourced
languages while respecting the intellectual property
of authors.

Understanding the representational geometry
of models trained on CP data can help us make
progress on improving these models. Lexical simi-

2In this work, CP refers to the scale of training data. Other
characteristics with a bearing on cognitive plausibility, such
as data quality or distribution, are not addressed here.

https://github.com/finegan-dollak/data-scale-standardization
https://github.com/finegan-dollak/data-scale-standardization


larity is a useful window into representational ge-
ometry, since word-pair similarity scores are com-
puted directly from the cosine similarity of the
underlying vectors and evaluated against human
similarity judgments. It’s also a well-studied task
with quality, human-generated benchmarks for eval-
uation.

With the advent of contextual embeddings and
models trained on huge datasets, a number of
techniques for improving lexical semantics results
have emerged, with a great deal of attention paid
to isotropy (uniform distribution of words within
the embedding space) and its opposite, anisotropy
(word vectors clustered in the same direction)
(Bommasani et al., 2020; Vulić et al., 2020; Maha-
jan et al., 2025). Timkey and van Schijndel (2021)
observed that anisotropy was often attributable to
just a few rogue dimensions; they addressed the
problem with vector standardization, which im-
proved performance on lexical similarity for sev-
eral large models.

We find, however, that despite being effective
for models trained on huge data, standardiza-
tion actually harms lexical similarity results for
models trained on cognitively plausible data.
Given the motivation for vector standardization in
work with huge data models, we hypothesize that
rogue dimensionality or anisotropy may explain
this. Surprisingly, though, while both geometric
phenomena are correlated with training data scale,
our statistical analyses show that neither rogue di-
mensionality nor anisotropy explains the reversal in
effect in the general case, though we find one pos-
itive mediation result for each mechanism within
the training trajectories of the Pythia models. This
raises the intriguing possibility that the geometry of
models trained on CP-scale data differs from those
trained on huge-scale data in ways not captured by
existing measures.

Our contributions are as follows:

• Empirical results showing that standardization
improves lexical similarity performance on
models trained on huge data but harms it for
models trained on CP data.

• Results showing that rogue dimensionality
and anisotropy are correlated with how much
data the model was trained on.

• Analysis showing that neither rogue dimen-
sionality nor anisotropy explains the reversal
in effect in the general case.

In short, we have discovered a qualitative dif-
ference in how a geometry-targeted intervention
affects CP- and huge-data models, revealing a gap
in our field’s understanding of how CP-data models
learn.

2 Background & Related Work

2.1 Lexical Similarity and Representational
Geometry

Lexical similarity is the task of determining how
similar two words are. Distributional word embed-
dings in the 2010s showed great improvement over
previous methods (e.g., Mikolov et al., 2013). Get-
ting further gains from LLMs has proven challeng-
ing, as the naive approach of passing a single word
through an LLM and selecting a layer as its rep-
resentation is ineffective (Bommasani et al., 2020;
Ranjan, 2025; Vulić et al., 2020).

Some of this difficulty arises from the anisotropy
of the representational space of LLMs. In an
isotropic space, word representations are dis-
tributed uniformly in all directions from the origin;
as a result, randomly selected pairs of words are
not terribly similar. However, in an anisotropic
space, representations cluster in a cone. Ethayarajh
(2019) showed high anisotropy in BERT, ELMo
and GPT-2; Mahajan et al. (2025) found similar
results for more recent LLMs.

Timkey and van Schijndel (2021) found that
a small subset of 1-5 “rogue dimensions” drive
anisotropy. They found that the top three dimen-
sions contributed up to 98% of cosine similarity
between random word pairs; likewise, rogue di-
mensions drove the variability in cosine similar-
ity. They found that a simple post-processing vec-
tor standardization—subtracting the mean and di-
viding by the standard deviation—consistently im-
proved performance of several LLMs on multiple
lexical similarity tasks.

Other work notes that anisotropy is beneficial
for some purposes, and increasing isotropy is not
always desirable. Raunak et al. (2020) note that
although post-processing to increase isotropy had
improved results for semantic similarity tasks, it
harmed performance for sentence classification and
machine translation tasks. Rudman and Eickhoff
(2024) proposed an alternative measure of isotropy
and found that increasing isotropy according to this
measure led to decreased performance on several
common NLP benchmarks.



2.2 Data Scales

The scale of data used to train modern LLMs is
enormous and growing; for example, Llama 3
was trained on 15 trillion tokens (Grattafiori et al.,
2024), while Llama 4 trained on 30 trillion tokens
(AI, 2025). Even more open models, such as Pythia
(Biderman et al., 2023) and Gemstones (McLeish
et al., 2025) train on hundreds of billions of tokens,
and Olmo 3 base trained on 6 trillion tokens (Olmo
et al., 2026).

In response to this, some in the NLP community
have proposed studying how a computational sys-
tem can learn language from data at a cognitively
plausible scale (Choshen et al., 2026; Charpentier
et al., 2025; Hu et al., 2024; Warstadt et al., 2023)—
that is, at a scale comparable to what a human child
hears while learning language. Models trained at
smaller scale offer many advantages: They may of-
fer better insights into how the human brain learns
language. They can be trained more quickly and
on less expensive hardware than models trained on
huge data. They could enable more functional NLP
in less-resourced languages. The annual BabyLM
challenge operationalizes cognitively plausible data
scales as strict (100M space-separated words) and
strict-small (10M words), roughly corresponding to
the number of words a child of 12 years old (strict)
or 2-5 years old (strict-small) has been exposed to
in his or her lifetime (Warstadt et al., 2023).

Relatively little work has considered whether
models trained on smaller scale data differ from
those trained on huge scale data in kind rather than
in degree. Previous work on qualitative differences
at scale refers to model scale, not data scale (e.g.,
Wei et al., 2022). Xiao (2025) identified the phe-
nomenon of scaling law crossover, where the tech-
niques that benefited small models harmed larger
models. While motivated by differences in train-
ing needs between small and large data scales, the
experiments conflate data scale and model scale,
preventing conclusions about which explains the
crossover.

A few recent works have examined how LLM
characteristics vary over training checkpoints.
Machina and Mercer (2024) looked at trends in
isotropy over 21 evenly spaced checkpoints of sev-
eral Pythia models. Li et al. (2026) identified
phases that the geometry of representational space
passed through during training of large (160M-12B
parameter) models. Müller-Eberstein et al. (2023)
studied when during training various types of lin-

guistic information was encoded in their models.
These aim to understand how and when desirable

properties of models trained on large data emerge.
To the best of our knowledge, no one has explored
the opposite perspective: what might qualitative
differences between models from small and large
data regimes tell us about how best to train on
cognitively plausible data scales?

3 Methods

3.1 Models

We use two main types of models for our experi-
ments: those trained only on CP (strict- or strict-
small) datasets, and models that release a sequence
of checkpoints that have seen small through huge
amounts of training data. For the CP-data-only
models, we have a custom baseline, as well as
models released as baselines for the BabyLM chal-
lenge in 2023, 2024, and 2025. For checkpoint
sequences, we use Pythia and Gemstones. In se-
lecting the checkpoint-sequence models, we focus
on small versions (tens of millions of parameters),
as Chinchilla-style scaling (Hoffmann et al., 2022)
suggests this would be the parameter count most
appropriate for models to be trained on CP-scale
data, and this parameter count is most directly com-
parable to that of the CP-data models. Model sizes
and training data scale are summarized in Table 1.

The Pythia family of decoder-only models (Bi-
derman et al., 2023) was developed to help re-
searchers study how LLMs change over the course
of their training and how scale affects those
changes. Full Pythia models are trained on 300B
tokens of the Pile (Gao et al., 2020). We use two
models, Pythia-14M and Pythia-70M. We report
the results of the fully trained version of each, as
well as all checkpoints.

Gemstones (McLeish et al., 2025) is a similar
suite of models, with more variations in architec-
tural shapes and hyperparameters. Their architec-
ture is decoder only and based on Gemma (Team
et al., 2024). We use Gemstone-256x23, (256 di-
mensions and 23 layers) and Gemstone-512x11
(512 dimensions and 11 layers). As with Pythia,
we report results across all checkpoints of Gem-
stone, up to the final checkpoint trained on 350B
tokens of Dolma 1.7 (Soldaini et al., 2024) data.

Our custom BaselineLM is a simple causal lan-
guage model using next-token prediction as its ob-
jective function. We train versions on two 10M-
word datasets: a 50-50 split of text from Local-



izedNarratives (Pont-Tuset et al., 2020) and the
English subset of WIT: Wikipedia-based Image
Text Dataset (Srinivasan et al., 2021),3 and a subset
of the Pile (Gao et al., 2020).4 Our BaselineLM
model was therefore trained on two different distri-
butions of text: one more representative of what a
multimodal model might encounter, and one from
approximately the same distribution as Pythia mod-
els. In both cases, the model was trained on approx-
imately 10M words (split on spaces) of text.

All remaining models were trained on the
BabyLM train sets. BabyLlama (Timiryasov and
Tastet, 2023) used knowledge distillation from an
ensemble of GPT-2 and LLaMA models trained on
the BabyLM train sets; BabyLlama outperforms
its teachers and a comparable non-distilled model
trained on the same data. Opt-125M (Zhang et al.,
2022) is a decoder-only model used as a baseline in
the first BabyLM challenge (Warstadt et al., 2023).
GPT-BERT (Charpentier and Samuel, 2024) uses a
hybrid masked language modeling and causal lan-
guage modeling objective. It was the winner of
two tracks for the BabyLM shared task in 2024 and
was used as a baseline for the 2025 shared task.
We use the models released on Huggingface: GPT-
BERT causal focus (where the causal objective
is weighted more heavily), masked focus (where
the masked objective is weighted more heavily),
and mixed (where the two objectives are evenly
weighted). Finally, we use the versions of GPT-2
Small (Radford et al., 2019) trained as baselines
for the BabyLM 2025 challenge (Charpentier et al.,
2025).

When we refer to experiments as “across mod-
els,” we mean that we included the final checkpoint
of each model, fully trained on the data scales de-
scribed in Table 1 for a total of 18 models. Ex-
periments are “within models” when we use the
published checkpoints of the Pythia and Gemstone
models.

3.2 Lexical Similarity
We use SimLex-999 (Hill et al., 2015) for our eval-
uation. This well-established dataset contains 999

3Although these datasets offer images associated with the
text, we do not use those images in training.

4We used the monology/pile-uncopyrighted ver-
sion, https://huggingface.co/datasets/monology/
pile-uncopyrighted, which excludes subsets of the Pile
known to contain copyrighted materials. We used stratified
sampling based on the original proportions of subsets
(excluding copyrighted ones) to collect 10M words of text.

5125M in the name refers to parameter count without the
LM head.

Model Parameters Data Scale
Pythia-14M 14M huge
Pythia-70M 70M huge
Gemstone 256x23 48M huge
Gemstone 512x11 95M huge
BaselineLM 35M CP (strict-small)
BabyLlama 58M CP (strict & strict-

small)
OPT-125M5 163M CP (strict & strict-

small)
GPT-BERT 100M
(causal, masked, &
mixed focus)

132M CP (strict)

GPT-BERT 10M
(causal, masked, &
mixed focus)

39M CP (strict-small)

GPT-2 111M CP (strict & strict-
small)

Table 1: Models used in experiments, with their pa-
rameter counts and training data scale. Following the
BabyLM challenges, “strict-small” means 10M space-
delineated words of training data and “strict” means
100M words; both are cognitively plausible (CP). “Huge”
here refers to hundreds of billions of tokens.

word pairs with similarity scores based on human
annotations.

The established approach to lexical similarity of
two words, A and B, is to take the cosine similarity
of the vector representations for A and B. Perfor-
mance is measured by Spearman’s ρ correlation
between the cosine similarities and the gold simi-
larity scores; high ρ indicates better performance,
and human inter-annotator agreement for SimLex
was ρ = 0.67.

Large language models introduce some options
for what vector representations to use. First, it is
not obvious which layer or layers encode the rele-
vant information; some work supports using layer
0, the word embedding layer (Wang et al., 2019;
Conneau et al., 2020), while others support averag-
ing across some or all layers (Liu et al., 2019; Vulić
et al., 2020). Bommasani et al. (2020) reported that
lower layers typically performed best; however,
as they pooled over an increasing number of con-
texts, the best-performing layer shifted higher in
the pretrained models. We therefore evaluate on
each layer of each model.

Since SimLex contains whole words and lan-
guage models typically use subword tokenization,
a second question arises as to which subword to
use or how to combine multiple tokens in a single
word. We follow Bommasani et al. (2020), who
found mean pooling of subword vectors to yield
the best results.

https://huggingface.co/datasets/monology/pile-uncopyrighted
https://huggingface.co/datasets/monology/pile-uncopyrighted


Finally, since language models produce contex-
tualized embeddings, one must choose the context
for the words. Prior work has established that pass-
ing a word in isolation through the network is not as
effective as averaging the representations obtained
from the word in multiple sentences (Bommasani
et al., 2020; Vulić et al., 2020). Since Vulić et al.
observed that an average over 100 contexts yielded
only marginal performance gains compared with
average over 10 contexts, we use 10 contexts per
word to allow more efficient experiments. Our
context sentences are drawn from the Wikipedia
dump6 (Foundation, 2023). No effort was made to
disambiguate word sense, as SimLex itself does not
specify a word sense. We confirmed with prelim-
inary experiments (reported in Appendix A) that
use of these context sentences significantly outper-
formed isolated word embeddings.

3.3 Operationalizing Anisotropy & Rogue
Dimensionality

We follow Ethayarajh’s (2019) measure of
anisotropy as the average cosine similarity of ran-
dom pairs of tokens. A score of 1 indicates
high anisotropy, while a score of 0 indicates high
isotropy. We measure anisotropy for each layer
of each model. We sample 500k pairs of tokens
from a set of Wikipedia sentences; sentences in
the training data for our BaselineLM are excluded,
but there could be overlap with train sets for other
models.

In measuring the effect of rogue dimensions,
Timkey and van Schijndel (2021) first calculated
the contribution of each dimension to cosine simi-
larity for each pair of tokens, enabling them to see
how much each dimension contributed to a high
anisotropy score; those that contributed a great deal
were rogue. They then calculated the proportion of
variance in cosine similarity of all dimensions that
was accounted for by cosine similarity of all ex-
cept those rogue dimensions. They reported r2, the
square of the Pearson correlation between cosine
similarity of the tokens with all their dimensions
and the cosine similarity of the tokens with the top
k dimensions removed. If removing a dimension
had very little impact, r2 will be close to 1. The
more a given dimension contributes to the variabil-
ity in cosine similarity—that is, the more rogue
it is—the closer to 0 r2 will be when that dimen-
sion is removed. In other words, high values mean

6https://huggingface.co/datasets/wikimedia/
wikipedia Configuration: 20231101.en

the dimensions are not very rogue. We refer to
this measure as rogue dimensionality. Following
Timkey and van Schijndel (2021), we report rogue
dimensionality for k ∈ {1, 3, 5}.

3.4 Standardization

We also follow Timkey and van Schijndel’s (2021)
definition of standardization. To standardize an
embedding x ∈ Rd, we subtract the mean vector
from the embedding and divide each dimension
by its standard deviation: z = (x − µ)/σ. See
(Timkey and van Schijndel, 2021) equations 7-9
for details.

In the standardized condition, we apply this tech-
nique; in the not standardized condition, we do not.
We use Spearman’s ρ to measure how well each
technique performs on the SimLex-999 task. We
find the difference between Spearman’s ρ in the
two conditions:

∆ρ = ρstandardized − ρplain

so that a positive ∆ρ indicates that standardiza-
tion helped performance and negative ∆ρ means
standardization harmed performance.

3.5 Mediation Analysis

Mediation analysis (Baron and Kenny, 1986) is
a statistical technique to measure how much the
ability of an independent variable X to predict a
dependent variable Y is mediated by a third vari-
able M , as illustrated in Figure 2. The analysis tells
us how much X predicts M (path a), how much
M predicts Y (path b), the indirect effect—how
much X affects Y through M—the direct effect—
how much X affects Y without going through M—
and the total effect—the overall effect of X on Y
through both direct and indirect pathways. If the
indirect path is not significant or is negative, the
mediator does not explain the effect of the indepen-
dent variable on the dependent variable.

We use the Pingouin package’s implementation
of mediation analysis (Vallat, 2018), which uses
a non-parametric bootstrap method. All reported
mediation analyses average over layers. Reported
coefficients are the unstandardized regression co-
efficients. We use a log-transformed count of to-
kens the model has seen as a continuous indepen-
dent variable and ∆ρ as the dependent variable;
we test whether differences in rogue dimensional-
ity or anisotropy mediate the observed effect. For
within-models analyses, we use all checkpoints

https://huggingface.co/datasets/wikimedia/wikipedia
https://huggingface.co/datasets/wikimedia/wikipedia
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Figure 2: Mediation model. The indirect effect of X
on Y through mediator M is a × b; the total effect is
c = c′ + ab.

(not just the <10B and >100B ones) of the Pythia
and Gemstone models.

4 Experiments

Our experiments seek to address three research
questions:

1. Is the effect of standardization different for
models trained on CP data vs. models trained
on huge data?

2. Do rogue dimensions explain the observed
differences?

3. Does anisotropy explain the observed differ-
ences?

4.1 RQ1: Effects of Standardization on
CP-Data vs. Huge-Data Models

4.1.1 Across Models
Method Details. We first compare the effects of
standardization across a set of different models
trained on varying amounts of data. We use the
BabyLM baseline models and our custom Base-
lineLM to represent models trained on CP data,
and we use the fully trained final checkpoints of
the Pythia and Gemstone models to represent mod-
els trained on huge data.

For each model, we calculate mean ∆ρ over all
layers, resulting in 14 scores for the CP models
and 4 for the huge models. To determine whether
standardization helps, hurts, or is neutral for each
group, we use a two-tailed t-test.
Results/Analysis. Results are summarized in Fig-
ure 3, which clearly shows that huge-data models
benefit from standardization, but CP-data models
are harmed by it. Standardization significantly re-
duced lexical similarity performance for the CP-
data models (mean ∆ρ = −0.0158, p < 0.001),
indicating a modest but consistent effect. In con-
trast, standardization significantly improved lexical
similarity performance for the four huge-data mod-

els (mean ∆ρ = 0.0369, p = 0.015), despite the
small number of models in this category.

We cannot rule out, based only on these experi-
ments, the possibility that differences between mod-
els in the huge-data and CP-data groups accounts
for the difference in effect of standardization. Our
next experiment addresses this.

4.1.2 Within Models
Method Details. We ask whether, within the same
model, the checkpoints trained on CP data are af-
fected by standardization differently than the check-
points trained on huge data. We evaluate each
checkpoint of the Pythia and Gemstone models
on SimLex-999 and calculate ∆ρ for each layer of
each checkpoint. We group checkpoints trained on
fewer than 10B tokens as the CP-data checkpoints
and checkpoints trained on greater than 100B to-
kens as the huge-data checkpoints, to incorporate
all scales that might be cognitively plausible and all
scales that reflect how LLMs are typically trained
in the other. We use a paired two-tailed t-test to
determine whether mean ∆ρ over all layers of all
included checkpoints for the CP-data checkpoints
of each model differs significantly from the huge-
data checkpoints. Given the small number of mod-
els (n = 4), we additionally verify using a mixed
linear model regression model on all layers of all
CP- and huge-data checkpoints with model name
as a random effect.
Results/Analysis. In all four models, we observe
that the early checkpoints are harmed by standard-
ization, while the late checkpoints benefit from it.
Figure 4 illustrates this pattern; graphs for the other
models are in Appendix B. Average ∆ρ for the CP-
and huge-data checkpoints is reported in Table 2.
Conspicuously, the mean difference is negative for
all models on CP-data checkpoints and positive for
all models on huge-data checkpoints. These results
are consistent with our observations on the across-
model experiments. Despite the small n, the t-test
indicates that the difference in average ∆ρ is signif-
icant (t = 5.5980, p = 0.011). The mixed-effects
model findings further support this (coef = 0.042,
p < 0.001).

We thus conclude that standardization of vec-
tors harms performance for models trained on
cognitively-plausible quantities of data and im-
proves performance for models trained on huge
data. Our next research questions investigate two
possible mechanisms for this effect. Since stan-
dardization was proposed to mitigate the effects



Figure 3: Models trained on 10M or 100M words performed better on a lexical similarity test without standardization
(blue bars) than with it (orange bars). However, models trained on hundreds of billions of tokens benefited from
standardization. Results averaged over layers for each model.

Figure 4: ∆ρ, the difference between Spearman’s ρ in the two standardization conditions, across number of tokens
seen. Early in training, standardization harms lexical similarity performance for Pythia-70M. As the model sees
more tokens, standardization becomes helpful.

Model <10B tokens >100B tokens

Gemstone-256x23 -0.0059 0.0232
Gemstone-512x11 -0.0002 0.0421
Pythia-14M -0.0112 0.0219
Pythia-70M -0.0148 0.0477

Table 2: Average ∆ρ for CP-data (<10B tokens) check-
points was negative, while that for huge-data (>100B
tokens) checkpoints was positive for all models.

of rogue dimensions, which in turn are a form of
anisotropy, we investigate whether differences in
rogue dimensionality or anisotropy more generally
account for the observed differences in standardiza-
tion.

4.2 RQ2: Does rogue dimensionality explain
observed differences?

Method Details. To determine whether rogue di-
mensionality explains the standardization differ-
ence, we first investigate whether rogue dimension-
ality (operationalized as described in section 3.3)
is correlated with greater benefits from standard-
ization (positive ∆ρ), using Spearman’s ρ across
models and across layers of those models. Since
results from layers of the same model may not be
independently distributed, we additionally perform
a mixed linear model regression with model name
as a random effect. Finally, we perform a media-
tion analysis as described in Section 3.5 to deter-
mine whether rogue dimensionality mediates the



correlation between data size and standardization
helpfulness.
Results/Analysis. We observed a pronounced dif-
ference in rogue dimensionality at different data
scales, with models trained on more data show-
ing greater rogue dimensionality; see Appendix
C for more information. Across all three values
of k, Spearman’s ρ between rogue dimensionality
and ∆ρ was negative and significant (see Table
3). This suggests that greater rogue dimension-
ality (i.e., lower R2) is associated with a greater
benefit from standardization, as might be inferred
from the original paper. When we apply a mixed
linear model with model name as a random ef-
fect, however, the correlation is not significant at
k = 1 (p = 0.378). Thus, if we focus on only one
rogue dimension, we cannot conclude that rogue
dimensionality is correlated with standardization
benefit. The mixed linear model results do agree
with the Spearman’s results for k ∈ {3, 5}, lead-
ing to the conclusion that for these k values, rogue
dimensionality is correlated with standardization
benefits.

Metric k = 1 k = 3 k = 5

Spearman −0.293∗∗∗ −0.294∗∗∗ −0.307∗∗∗

MLM Coef. −0.012 −0.042∗∗ −0.047∗∗∗

Table 3: Relationship between rogue dimensionality
(R2) and standardization benefit (∆ρ) across values of
k. Lower R2 indicates greater rogue dimensionality.
Spearman correlations computed across all models and
layers; mixed linear model with model name as random
effect. ∗∗∗p < 0.001, ∗∗p < 0.01.

However, mediation analysis showed no signif-
icant mediation effect for rogue dimensionality
(p = 0.812 for k = 1, p = 0.972 for k = 3,
p = 0.992 for k = 5 in the across-model condition.
Results in the within-model condition (Appendix
C) likewise largely do not support a positive, sig-
nificant mediation effect. We therefore conclude
that although rogue dimensionality is correlated
with data size, it is not mediating the correlation
between data size and standardization helpful-
ness.

4.3 RQ3: Does anisotropy explain the
observed differences?

Method Details. We begin with across-model anal-
ysis, checking if anisotropy is positively correlated
with ∆ρ using Spearman’s ρ across models and
across layers of those models, then performing a

Path Coef. p

size → anisotropy 0.0596 < 0.0001
anisotropy →∆ρ 0.1713 0.0001
Total 0.0132 < 0.0001
Direct 0.0098 0.0107
Indirect 0.0034 0.3240

Table 4: Mediation analysis results show that train size
is positively correlated with anisotropy, and anisotropy
is positively correlated with ∆ρ. Anisotropy does not
significantly mediate the total effect.

mixed linear model regression using model name
as a random effect to address the possibility that
results from layers of the same model may not be
independently distributed. We follow up with me-
diation analyses to determine whether anisotropy
mediates the effect of data size on ∆ρ.
Results/Analysis. We find a positive correlation
between anisotropy and ∆ρ in the across-models
setting using both methods: the Spearman corre-
lation is ρ = 0.296 (p < 0.0001), and the mixed
linear model regression yields a coefficient of 0.084
(p < 0.001).

Results of the across-model mediation analysis
are summarized in Table 4. We again see a positive
correlation between anisotropy and ∆ρ. We ob-
serve a total effect of 0.0132. The indirect path is
not significant (p = 0.32), so we cannot conclude
that anisotropy mediates the relationship of training
data size and ∆ρ.

We next performed mediation analysis of the
within-model checkpoints. As seen in Table 5, only
Pythia-70M showed a significant positive media-
tion effect in the within-model experiments. In the
Gemstone models, train size was negatively corre-
lated with anisotropy, leading to a negative indirect
effect in Gem-512 and no significant indirect ef-
fect in Gem-256. Thus, in the Gemstone models,
anisotropy does not account for the observed effect.

5 Discussion

From our experiments, we see a qualitative differ-
ence between models trained on cognitively plausi-
ble data scales and models trained on huge data: the
effect of standardization flips its sign. One might
expect this to be due to differences in rogue di-
mensionality or anisotropy, as those increase with
data scale;7 that is, perhaps standardization is sim-

7The exception is Gemstone-512’s anomalous negative
correlation between data size and anisotropy in Table 5, which



Model Path Coef. p

Pythia-14M size → anisotropy 0.0165 < 0.0001
Pythia-14M anisotropy →∆ρ 0.1957 < 0.0001
Pythia-14M Total 0.0114 < 0.0001
Pythia-14M Direct 0.0094 < 0.0001
Pythia-14M Indirect 0.0021 0.0520

Pythia-70M size → anisotropy 0.0678 < 0.0001
Pythia-70M anisotropy →∆ρ 0.2112 < 0.0001
Pythia-70M Total 0.0200 < 0.0001
Pythia-70M Direct 0.0132 < 0.0001
Pythia-70M Indirect 0.0068 < 0.0001

Gem-256 size → anisotropy −0.0133 0.1388
Gem-256 anisotropy →∆ρ −0.1107 < 0.0001
Gem-256 Total 0.0300 < 0.0001
Gem-256 Direct 0.0289 < 0.0001
Gem-256 Indirect 0.0011 0.5080

Gem-512 size → anisotropy −0.0782 < 0.0001
Gem-512 anisotropy →∆ρ −0.0483 < 0.0001
Gem-512 Total 0.0228 < 0.0001
Gem-512 Direct 0.0240 < 0.0001
Gem-512 Indirect −0.0012 0.0160

Table 5: Within-model mediation analysis results. All
models show a positive coefficient for total (path from
train size to ∆ρ). The indirect path for Gemstone-256
and Pythia-14M is not significant, so we cannot con-
clude that anisotropy mediates for those models. For
Gemstone-512, the mediation effect is slightly negative.
Pythia-70M shows a positive mediation effect.

ply unnecessary for CP models because they do
not exhibit substantial rogue dimensionality in the
first place. However, this interpretation is incon-
sistent with the mediation analyses. If the differ-
ence in rogue dimensionality between CP- and
huge-scale models accounted for the difference
in the standardization effect, the indirect (medi-
ated) path would carry a significant, positive co-
efficient; it does not, with the single outlier ex-
ception of Pythia-14M noted in Appendix C. The
same is true for anisotropy; only in Pythia-70M
did anisotropy mediate positively and significantly.
We additionally tested whether non-standardized
(baseline) performance itself explains the rever-
sal, using the same mediation framework as our
anisotropy and rogue dimensionality analyses (log-
transformed tokens seen as X , ∆ρ as Y ). Baseline
performance is positively correlated with training
data scale (a = 0.049, p < 0.001) and, on its
own, positively correlated with ∆ρ (coef. = 0.073,
p < 0.001). However, when we control for training
data scale, the relationship reverses: among mod-
els/checkpoints with comparable amounts of train-
ing data, higher baseline performance is associated
with smaller standardization benefit (b = −0.089,
p < 0.001, verified via an independent OLS regres-

warrants further investigation in future work.

sion). This produces a significant negative indirect
effect (a × b = −0.0044, p < 0.001), meaning
baseline performance acts as a suppressor rather
than an explanatory mediator here: its unique con-
tribution once data scale is held fixed runs counter
to the marginal relationship.8 This lack of expla-
nation suggests there may be other properties, geo-
metric or otherwise, of the learned representations
that we do not yet understand.

Future work should explore these and other dif-
ferences between models trained on cognitively
plausible data and models trained on huge data,
with a special focus on differences of type rather
than degree. Where previous work asks what prop-
erties emerge over the course of training that make
LLMs so effective, we propose that understanding
the differences from the opposite side is also im-
portant: what do these differences tell us about the
best ways to develop new models for cognitively
plausible data scales? Rather than borrowing and
adjusting the techniques of huge scale data, an un-
derstanding of qualitative differences in the two
can help identify CP-data-specific techniques.

Future work focused on the representational ge-
ometry of models trained on CP data should ex-
plore whether a similar reversal occurs when us-
ing other techniques to address anisotropy, such as
whitening (Su et al., 2021). Using other methods of
measuring anisotropy, like singular value decom-
position (Razzhigaev et al., 2024) and IsoScore
(Rudman et al., 2022), might provide further in-
sights.

6 Conclusion

Standardization helps for models trained on over
100 B tokens, but hurts for models trained on fewer
than 10 B tokens. In addition to the application
to this particular task (lexical similarity), it raises
the possibility that techniques developed for LLMs
may not generalize well to models trained on cog-
nitively plausible data. Our results show that this
is unlikely to be simply a matter of models trained
on less data having lower anisotropy or rogue di-
mensionality. By finding no support for these two
leading candidates, we narrow the space of expla-
nations future work needs to consider in seeking
the mechanism of this effect.

8We verified this was not an artifact of collinearity between
the two predictors (r = 0.67, V IF = 1.84, well below
standard concern thresholds (O’Brien, 2007)).



Limitations

All models were transformer-based and at least
partly causal language models. GPT-BERT mod-
els do additionally incorporate a masked language
modeling objective, but the architectural diversity
remains somewhat limited. This is, we think, a
symptom of a larger lack of model diversity in the
broader NLP community at present, and something
we should collectively find ways to address.

We evaluated using only lexical similarity, and
only one benchmark. While SimLex-999 is a well-
respected, carefully designed evaluation set, results
could differ using other benchmarks or other tasks.
Future work should evaluate on additional datasets.

The difference between CP (<10B tokens) and
huge (>100B tokens) data for the within-models
paired two-tailed t-test in Section 4.1.2 is treated as
a clean boundary, but these values are somewhat ar-
bitrary. They were chosen to incorporate all scales
that might be cognitively plausible in one group
and all scales that reflect how LLMs are typically
trained in the other and omit a middle section that
does not clearly belong in either group. Moreover,
the Gemstone checkpoints start at 2B tokens, much
more than the 100M of the CP-scale models.

The across-model and within-model analyses
have complementary confounds: across-model
comparisons confound data scale with architecture,
tokenizer, objective, and parameter count; check-
point analyses hold these constant but are not equiv-
alent to independently trained models. That the
reversal appears under both designs is suggestive
but not dispositive; fully isolating data scale would
require training multiple, independently initialized
models at both scales for each architecture, which
we leave to future work.

Although one goal of CP-scale models is to
benefit less-resourced languages, the present work
looked only at English models. This allowed us
to compare CP-scale models with huge scale mod-
els, but future work should verify that the findings
extend to other languages.

Ethical Considerations

Data. We used existing datasets (the Pile,
Wikipedia, WIT, and Localized Narratives) and
benchmarks (SimLex-999). Web-based corpora are
known to have issues of author consent and bias.
We attempted to reduce the former by relying on
the uncopyrighted subset of the Pile.
Training. Training LLMs demands significant

computation, leading to use of electricity and po-
tential harm to the environment. We attempt to
mitigate this by using primarily models pretrained
by other researchers, effectively amortizing the en-
vironmental cost by getting additional scientific
findings from it. The two models we trained were
limited to 10M words of input and 35M parame-
ters, making them unusually small and reducing
the environmental impact of training. Moreover,
we hope that studying models trained on smaller
data will lead to future improvements in training
efficiency, for a net benefit.
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A Isolated vs. Contextualized Word
Vectors

In preliminary experiments, we compared perfor-
mance of Opt-125M, BabyLlama, Pythia-14M,
Pythia-70M, and the baseline LM in the isolated
and contextualized conditions. In the isolated con-
dition, each word was passed through the model
with no context. In the contextualized condition,
ten sentences from Wikipedia containing the word
were passed through the model; the word was rep-
resented using the average of its embeddings in

those ten contexts. Averaged over all models and
all layers, contextualized embeddings significantly
outperformed isolated embeddings on SimLex-999
(mean Spearman’s ρ 0.231 vs. -0.005; paired t-test
t=18.61, p<0.001). We therefore used contextual-
ized vectors for all subsequent experiments.

B Difference in Spearman’s ρ Across
Checkpoints

As described in Section 4.1.2 above, within each
of the Pythia and Gemstone models, early check-
points were harmed by standardization (negative
∆ρ), and later checkpoints were helped (positive
∆ρ). Results over all layers, all checkpoints, are
shown in Figure 5.

C Additional Rogue Dimensionality
Results

C.1 Distribution of Rogue Dimensionality
Results

We observed that models trained on huge data were
more impacted by rogue dimensionality than mod-
els trained on 100M-word data, which in turn were
more impacted than the 10M-word models (Table
6). The distribution was also quite different, as il-
lustrated in Figure 6. Models trained on strict-small
data universally had almost no rogue dimensional-
ity, as demonstrated by R2 close to 1, while models
trained on strict-scale or huge data had greater vari-
ance.

Data Scale k = 1 k = 3 k = 5

10M 0.999 0.996 0.994
100M 0.802 0.738 0.717
Huge 0.551 0.390 0.374

Table 6: Mean R2 by data scale and k across models.
Lower R2 indicates greater rogue dimensionality.

C.2 Within-Model Mediation Analyses of
Rogue Dimensionality

We applied mediation analysis to the within-model
condition to further study whether the difference
in rogue dimensionality in models trained on CP
versus huge data accounts for the difference in stan-
dardization effect. Consistent with our observa-
tions in the across-model mediation analysis (Sec-
tion 4.2), our results do not support a positive me-
diation by rogue dimensionality.

As shown in Table 7, most of these analyses
showed no significant indirect effect (that is, no sig-
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Figure 5: ∆ρ, the difference between Spearman’s ρ in the two standardization conditions, for Pythia-14M and
the two Gemstone models. As observed in Pythia-70M (Figure 4), early in training, standardization harms lexical
similarity performance. As each model sees more tokens, standardization becomes helpful.

nificant mediation). Among those with significant
mediation, all but one showed a negative mediation:
that is, the path mediated by rogue dimensionality
actually reduced the total effect of data size on ∆ρ.
We interpret the one positive mediation among the
twelve analyses as an outlier.

D Statistical Packages Used

• SciPy (Virtanen et al., 2020)

• Statsmodels (Seabold and Perktold, 2010)

• Pingouin (Vallat, 2018)



Figure 6: Distributions of rogue dimensionality results for all layers of all fully-trained models for k ∈ {1, 3, 5}.
High R2 indicates low rogue dimensionality. All layers of all models trained on 10M words had the lowest possible
rogue dimensionality. Models trained on 100M words had less rogue dimensionality than huge models, though both
showed a wider distribution.

Model k Total Coeff. Indirect Coeff. % Mediated p-value

Gemstone-256x23 k=1 0.0300 -0.0108 -35.9665 <0.0001
Gemstone-512x11 k=1 0.0228 0.0007 – 0.0720
Pythia-14M k=1 0.0114 0.0034 29.7397 0.0400
Pythia-70M k=1 0.0200 -0.0031 -15.6364 <0.0001
Gemstone-256x23 k=3 0.0300 -0.0020 – 0.4560
Gemstone-512x11 k=3 0.0228 0.0011 – 0.1320
Pythia-14M k=3 0.0114 0.0018 – 0.2200
Pythia-70M k=3 0.0200 -0.0035 -17.2936 <0.0001
Gemstone-256x23 k=5 0.0300 -0.0031 -10.4552 0.0360
Gemstone-512x11 k=5 0.0228 0.0006 – 0.1800
Pythia-14M k=5 0.0114 0.0006 – 0.4440
Pythia-70M k=5 0.0200 -0.0035 -17.6214 <0.0001

Table 7: Mediation analysis results from within-model experiments. Total reflects the effect of data size on ∆ρ;
indirect reflects the effect mediated by rogue dimensionality.
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