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Abstract

The Contrastive-Analysis Hypothesis (CAH)
(Lado, 1957) proposes that similarities between
a learner’s first language (L1) and second lan-
guage (L2) can facilitate L2 learning, while dif-
ferences can make it more difficult. We ask a
related computational question: under a limited,
developmentally motivated data budget, does a
coarse near/far relation between L1 and L2 pre-
dict grammatical performance when a language
model is trained first on L1 and then on L2? We
train GPT-2 Small models from scratch on En-
glish, Dutch, or Chinese with a fixed Qwen2.5
tokenizer, and continue training them on the
corresponding L2 targets. Across five seeds,
we compare zero-shot starting scores, termi-
nal L2 scores, Transfer Increment (TI; terminal
minus zero-shot), and Transfer Benefit (TB;
terminal minus a same-budget target-only base-
line). For English, NL→EN and ZH→EN have
nearly identical TI. For Dutch, the near-L1 con-
dition has a larger TI, but most of this differ-
ence comes from the zero-shot starting scores,
while the terminal scores differ by only 0.9 per-
centage points. Headroom-normalized TI gives
the same target-dependent picture. Across the
tested pairs, the near/far contrast therefore does
not produce a uniform, target-independent ad-
vantage for the near L1.

1 Introduction

This work is inspired by human second-language
(L2) learning. A long-standing idea in second-
language acquisition is that learning an L2 can be
influenced by a learner’s first language (L1). In
the Contrastive-Analysis Hypothesis (CAH), Lado
(1957) proposed that linguistic features shared by
the L1 and L2 can facilitate learning, whereas
differences can create difficulties. Later SLA re-
search refined this strong formulation and devel-
oped more nuanced accounts of cross-linguistic
influence (Odlin, 1989; Ringbom, 2006; Jarvis and
Pavlenko, 2008).

In recent years, a related question has also been
studied in NLP, with the learner replaced by a pre-
trained language model. Work on multilingual
models has found that zero-shot performance varies
across source–target language pairs and is often re-
lated to their linguistic similarity (Pires et al., 2019;
Lauscher et al., 2020). Much of this work stud-
ies models jointly pretrained on many languages.
Another line of research instead considers sequen-
tial exposure, where a model is trained first on one
language and then on another (Oba et al., 2023;
Yadavalli et al., 2023; Gogoulou et al., 2024). We
follow this sequential L1→L2 setting under a re-
stricted data budget.

We use the English, Dutch, and Chinese corpora
from BabyBabelLM (Jumelet et al., 2026). Unlike
typical Web corpora, BabyBabelLM is curated to
better approximate the linguistic input available
from birth and is built around a bounded data bud-
get. We use these two properties to make the train-
ing setting more developmentally motivated. The
analogy concerns the data and exposure budget
rather than the full learning process: the models
remain Transformers trained with next-token pre-
diction, a fixed subword vocabulary, and standard
neural optimization.

English and Dutch form our coarse “near” con-
dition because both are West Germanic languages
written in Latin script. Chinese paired with either
Germanic language forms the coarse “far” condi-
tion. These pairs differ not only in genealogy, but
also in script, lexical and token overlap, and a range
of structural properties. Following the concerns
about how typological diversity is operationalized
in NLP (Ploeger et al., 2026), we use near and
far as categorical condition labels rather than as
numerical measurements of language distance.

Using these datasets, we train GPT-2 mod-
els (Radford et al., 2019) from scratch with a
fixed Qwen2.5 tokenizer (Qwen et al., 2025). We
ask: Within this three-language design, does
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the coarse near/far L1 contrast consistently pre-
dict L2 grammatical outcomes during sequential
training?

The pattern differs across targets and metrics.
For English, the near and far conditions show al-
most identical Phase 2 increments. For Dutch, the
near condition has a larger increment, but much
of that difference comes from its lower zero-shot
starting score; the terminal scores differ by only
0.9 percentage points (pp). Across the two targets,
the experiments do not show a consistent near-L1
advantage.

2 Related Work

2.1 Cross-lingual Transfer and Typological
Distance

Cross-lingual transfer has been widely studied in
massively multilingual pretrained models such as
mBERT (Devlin et al., 2019) and XLM-R (Con-
neau et al., 2020). Their zero-shot performance
varies substantially across source–target language
pairs, and linguistic similarity is one factor as-
sociated with this variation. For example, Pires
et al. (2019) found stronger mBERT transfer be-
tween typologically similar languages and identi-
fied shared word-order features as one useful pre-
dictor. Lauscher et al. (2020) further examined
how linguistic proximity and other factors shape
zero-shot transfer.

Typological “distance” can refer to different
properties. Languages vary in genealogy, syntax,
morphology, script, and lexicon, while observed
model behavior can also depend on corpora and
tokenization. Ploeger et al. (2024) show that typo-
logical diversity has been operationalized inconsis-
tently in NLP, and Ploeger et al. (2026) propose a
principled framework for selecting and evaluating
typologically diverse language samples.

For each target, the near and far conditions use
the same L2 corpus and evaluation suite, while
their L1 sources differ in script, lexical and token
overlap, corpus statistics, and Phase 1 exposure.
The comparison therefore asks whether this coarse
near/far grouping predicts the expected ordering
of L2 outcomes within a fixed target, rather than
assigning a numerical effect size to typological
distance itself.

2.2 Computational SLA and Sequential
Transfer

Computational models of SLA long predate Trans-
formers. Gasser (1990), for example, trained a
connectionist network first on L1 patterns and then
on L2 patterns to model constituent-order transfer,
while later work varied the amount and onset of
L1/L2 exposure (Matusevych et al., 2017). These
studies make the assumed learning process explicit.
A related caution is raised by Cotterell (2026) in
the context of surprisal theory: cognitive interpre-
tations require independently motivated constraints
on the model rather than behavioral fit alone. In
this paper, SLA motivates the question and train-
ing order; GPT-2 itself is not intended as a literal
model of a child learner.

Cross-lingual transfer does not require joint mul-
tilingual pretraining. Artetxe et al. (2020) showed
that monolingual representations can support trans-
fer to a new language even without shared vocab-
ulary or joint training. More directly related to
our setup, several studies train on an L1 before in-
troducing an L2. Oba et al. (2023) found that L1
pretraining can accelerate later linguistic general-
ization depending on the L1 and transfer configura-
tion. Yadavalli et al. (2023) observed more negative
transfer between more distant language families in
an age-ordered child-directed-speech setting. From
a continual-learning perspective, Gogoulou et al.
(2024) found that forward and backward transfer
depend on language order and language character-
istics, including syntactic similarity and possible
contamination. We use the same broad sequential
idea, with two fixed-target near/far comparisons,
target-only references, and five random seeds.

Our focus is narrower: under BabyLM-scale
data constraints, does the coarse near/far contrast
predict L2 grammatical outcomes when the target
corpus and evaluation are fixed? We report perfor-
mance before L2 exposure, improvement during
L2 training, and terminal performance separately
so that the starting state, the Phase 2 change, and
the final outcome remain distinguishable.

2.3 Data-Constrained Language Modeling

BabyLM studies language modeling under re-
stricted data budgets (Choshen et al., 2026). Baby-
BabelLM extends this setting to 45 languages and
curates corpora intended to approximate linguistic
input observed from birth (Jumelet et al., 2026).
Comparing data budgets across languages requires
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a common reference because writing systems and
encodings differ. Byte Premium is defined follow-
ing Arnett et al. (2024); the Dutch and Chinese
coefficients used here are the BabyLM 2026 val-
ues reported by (Choshen et al., 2026). We use
their published values as scaling factors for our
per-language extraction, described below.

3 Methodology

3.1 Model Architecture

We use GPT-2 Small (Radford et al., 2019), with
12 Transformer layers, a hidden size of 768, 12
attention heads, and a 512-token context window.
All model weights are initialized randomly.

Our preliminary diagnostics showed that the
standard GPT-2 byte-level tokenizer fragments
Chinese heavily, producing 2.17 tokens per char-
acter. We therefore use the Qwen2.5-0.5B tok-
enizer (Qwen et al., 2025). With this tokenizer,
the measured token-to-unit ratios are 1.20 for En-
glish words, 1.70 for Dutch words, and 0.70 for
Chinese characters (Appendix D). Its vocabulary
contains 151,665 entries. Because GPT-2 ties the
input and output embeddings, the embedding ma-
trix contributes 116.5M parameters, or about 58%
of the resulting 201.9M-parameter model.

The tokenizer, vocabulary, and embedding di-
mensionality are fixed across all languages, con-
ditions, and phases. A model trained only on
L1 therefore has token IDs that can represent L2
strings, but all embedding rows begin from ran-
dom initialization and are updated only through
the model’s own training data; no pretrained Qwen
embeddings or lexical meanings are imported. Fix-
ing the tokenizer keeps the model shape identical
across conditions and allows Phase 1 checkpoints
to be continued directly in Phase 2. Pairwise script
and token overlap can still vary under this shared
vocabulary, so the tokenizer is treated as a con-
trolled part of the setup rather than as an explana-
tion of the transfer pattern.

3.2 Data Preparation

We use BabyLM-2026-Strict for English,
babylm-nld for Dutch, and babylm-zho for
Chinese from BabyBabelLM (Jumelet et al., 2026).
English and Dutch are counted in whitespace-
delimited words. Chinese is counted in characters
because the corpus does not have a universal
whitespace word boundary. Table 1 gives the
extraction used in our runs. For each phase, we

targeted 50M “effective words” by dividing this
value by the published language-specific Byte
Premium (Arnett et al., 2024).

Character counting avoids choosing a particu-
lar Chinese word-segmentation scheme, but it also
means that the counting unit differs from English
and Dutch. In addition, Byte Premium is defined
over bytes rather than over a mixture of word and
character counts. We keep the extraction used in
the original runs; the resulting byte and update
counts are reported in Appendix D.

3.3 Training Pipeline
All runs use the same training configuration:
AdamW, a cosine learning-rate schedule with a
peak of 5× 10−4, an effective batch size of 65,536
tokens per update, and BF16 precision. These GPT-
2/BabyLM-style settings were chosen before the
comparison rather than through a condition-specific
hyperparameter search. Appendix A lists the full
configuration and update counts.

Training has two phases:

• Phase 1 (L1 pretraining): Each model is
trained from random initialization on English,
Dutch, or Chinese for one pass over the allo-
cated corpus (Table 1).

• Phase 2 (L1→L2 continuation): We load the
Phase 1 model weights and continue training
all parameters on the L2 corpus. The opti-
mizer state is reset: each Phase 2 run starts
with a new AdamW optimizer and a fresh co-
sine schedule peaking at 5× 10−4. No replay
or continual-learning regularizer is used.

The extracted corpora contain different numbers
of tokens, giving 916 Phase 1 updates for EN, 1,234
for NL, and 540 for ZH. The English and Dutch
target phases contain 916 and 1,234 updates, re-
spectively. Table 1 and Appendix A make these
source-side exposure differences explicit.

3.4 Evaluation
We evaluate grammatical minimal-pair accuracy us-
ing the BabyLM lm-eval configurations (Choshen
et al., 2026). The benchmarks are BLiMP for
English (Warstadt et al., 2020), BLiMP-NL for
Dutch (Suijkerbuijk et al., 2025), and ZhoBLiMP
for Chinese (Liu et al., 2026). A minimal pair
is counted as correct when the model assigns
higher log-likelihood to the grammatical sentence.
Chance accuracy is 50%.
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Language Byte Premium Counting Units per Phase Qwen2.5 Tokens
English 1.0000 50.0M words ∼60.0M
Dutch 1.0516 47.5M words ∼80.8M
Chinese 0.9894 50.5M chars ∼35.4M

Table 1: Data allocation used in the experiments. English and Dutch are measured in whitespace-delimited words,
while Chinese is measured in characters. Byte Premium values follow Arnett et al. (2024).

Language Configuration Benchmark
English blimp_babylm_filtered BLiMP%
Dutch blimp_nl BLiMP-NL%
Chinese zhoblimp ZhoBLiMP%

Table 2: Minimal-pair evaluation suites used in the experiments. The three suites cover different languages and
grammatical phenomena, so comparisons are made within each target language.

For a fixed source X , target Y , and seed, let AZS

be the Phase 1 model’s accuracy on Y before L2
exposure, Aterm the corresponding Phase 2 termi-
nal accuracy, and Atarget the same-seed target-only
model’s accuracy after one target-language budget.
We report three derived quantities:

TI = Aterm −AZS,

nTI =
Aterm −AZS

1−AZS
,

TB = Aterm −Atarget.

(1)

TI measures how much a model improves during
Phase 2 from its L1-derived starting point. Because
the available room for improvement depends on the
zero-shot score, we also report normalized TI (nTI),
the fraction of the remaining accuracy headroom re-
covered during Phase 2. TB compares the terminal
sequential model with a target-only model trained
on the same L2 budget. Thus, TI describes change
during L2 training, whereas TB describes the termi-
nal advantage over the target-only reference. The
sequential model has also received Phase 1 training,
so TB is a terminal reference comparison rather
than a compute-matched effect estimate.

All near/far comparisons are made within the
same target suite. English BLiMP and Dutch
BLiMP-NL probe different sets of phenomena, so
their absolute scores and gain magnitudes are not
placed on a common scale. Appendix C gives the
per-seed derivations, and Appendix B reports all
35 evaluation rows.

3.5 Experimental Design
We use five random seeds (42, 123, 456, 789, 1024),
giving 35 training runs across seven conditions:

• Phase 1 L1-only Baselines (3 conditions × 5
seeds = 15 runs): EN-only, NL-only, ZH-only.

• Phase 2 Transfer Conditions (4 conditions ×
5 seeds = 20 runs): NL→EN (main test, near-
L1), ZH→EN (main test, far-L1), EN→NL
(auxiliary, near-L1), ZH→NL (auxiliary, far-
L1).

We report the mean and sample standard devi-
ation across the five seeds, together with the full
per-seed results in the appendix. Small between-
condition differences are interpreted descriptively.

4 Results

4.1 Phase 1: Same-language and Zero-shot
Scores

Table 3 shows the complete Phase 1 evaluation ma-
trix. The diagonal entries are same-language refer-
ences, while the off-diagonal entries are zero-shot
scores before any L2 exposure. All three diago-
nal means are above chance. Because each column
uses a different benchmark suite, the useful compar-
isons are within columns rather than across target
languages.

For the English target, Dutch pretraining gives a
zero-shot score of 54.6%, compared with 50.5% af-
ter Chinese pretraining, a difference of 4.1 pp. The
near condition therefore begins English training
from a higher grammatical score. This starting dif-
ference may reflect several properties that co-vary
between the two source languages, including lin-
guistic structure, script and token overlap, corpus
content, and Phase 1 exposure.

In the reverse direction, English pretraining
gives 49.4% on Dutch. This should not be read
as a direct reversal of the Dutch→English result,
because the two values come from different target
suites and different training conditions. The direc-
tional comparison is therefore less informative than
the fixed-target near/far comparisons used below.

68



Phase 1 Language English BLiMP Dutch BLiMP-NL Chinese ZhoBLiMP
English 60.1% 49.4% 48.1%
Dutch 54.6% 71.0% 50.6%
Chinese 50.5% 51.9% 63.2%

Table 3: Complete Phase 1 evaluation matrix (means over five seeds). Bold diagonal cells are same-language
references and off-diagonal cells are zero-shot evaluations. Comparisons are made within columns, where the target
language and benchmark suite are fixed.

Target Source Label Zero-shot (%) Terminal (%) TI (pp) nTI (%) TB (pp)
English Dutch near 54.6± 0.7 64.9± 0.8 10.4± 0.9 22.8± 1.8 4.8± 1.2
English Chinese far 50.5± 2.5 61.3± 1.2 10.8± 3.5 21.6± 6.0 1.1± 0.5
Dutch English near 49.4± 1.8 73.1± 0.5 23.7± 1.5 46.8± 1.5 2.0± 0.7
Dutch Chinese far 51.9± 1.6 72.2± 0.7 20.3± 1.8 42.2± 2.6 1.2± 1.3

Table 4: Target-wise transfer summary across five seeds (mean ± sample SD). TI and TB are percentage-point
differences, while nTI is the percentage of available accuracy headroom recovered during Phase 2. Near/far
comparisons are made within each target block.

4.2 Phase 2: Target-wise Comparisons

Table 4 summarizes the Phase 2 results as means
and standard deviations; the per-seed values are
given in Appendices B and C. For English,
NL→EN and ZH→EN have almost the same TI
(10.4 vs. 10.8 pp). Their normalized TI is also
close (22.8% vs. 21.6% of the available headroom).
The terminal English score is nevertheless 3.7 pp
higher after Dutch pretraining, matching the 3.7
pp near–far difference in TB. In other words, the
English terminal gap mainly reflects the different
zero-shot starting points rather than a larger Phase 2
increment for the near condition.

For Dutch, the near condition has a 3.4 pp larger
TI and a 4.6 pp larger nTI, but its terminal advan-
tage is only 0.9 pp. The reason is visible in the
starting scores: English pretraining begins 2.5 pp
below Chinese pretraining on BLiMP-NL. The 3.4
pp TI contrast therefore combines a small termi-
nal advantage with a larger zero-shot disadvantage
in the opposite direction. This decomposition ex-
plains why the Dutch TI difference looks larger
than the difference between the final models.

TB gives a complementary view of the same
runs by comparing each terminal sequential model
with target-only training. All four mean TB values
are positive. Since the sequential models also re-
ceived a source-language phase, TB is best read as
a terminal reference comparison under this training
setup. For the near/far comparison, the English ter-
minal/TB contrast is larger than the Dutch contrast,
whereas TI is nearly tied for English and more sep-
arated for Dutch. The ordering therefore depends
on which aspect of transfer is being measured.

5 Discussion

The main result is that the near/far pattern changes
with both the target language and the quantity be-
ing measured. TI shows essentially no near-L1
advantage for English and a modest advantage for
Dutch. Terminal scores and TB show the oppo-
site emphasis: a clearer near advantage for English
and only a small one for Dutch. Normalizing TI
by the available headroom leaves this qualitative
pattern unchanged. The zero-shot score, Phase 2
increment, and terminal score therefore describe
different parts of the transfer process and are most
informative when read together.

This result is less uniform than the broad dis-
tance pattern reported by Yadavalli et al. (2023).
At the same time, it is consistent with the broader
observation in Oba et al. (2023) and Gogoulou
et al. (2024) that sequential transfer depends on the
source language, target language, training order,
and experimental setup. These studies use different
architectures, language sets, corpora, vocabulary
treatments, and evaluations, so the comparison is
conceptual rather than a direct replication. In our
setting, coarse linguistic proximity alone is not
enough to predict the full transfer pattern.

Table 6 summarizes what is held fixed and what
varies with the source language. The target corpus,
target-side updates, evaluation suite, architecture,
and tokenizer are controlled within each compari-
son. Other source-side properties—including ge-
nealogy, script, token overlap, corpus composition,
and Phase 1 exposure—move together with the
near/far label. The fixed tokenizer therefore helps
keep model structure constant, but does not by it-
self identify why Dutch and Chinese pretraining
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Target ∆ Zero-shot ∆ Terminal ∆ TI ∆ nTI ∆ TB
English +4.1 pp +3.7 pp −0.4 pp +1.2 pp +3.7 pp
Dutch −2.5 pp +0.9 pp +3.4 pp +4.6 pp +0.9 pp

Table 5: Near-minus-far contrasts within each target. The identity ∆TI = ∆Terminal−∆Zero-shot separates the
contribution of the starting score from the terminal difference. ∆TB equals ∆Terminal because both conditions use
the same target-only reference.

Factor Treatment Role in comparison
Target corpus and suite Fixed within tar-

get
Near/far conditions for one target receive the same L2 data, updates, and
evaluation.

Architecture and tok-
enizer

Fixed globally Model shape and token inventory do not vary, but realized token overlap
can still differ by pair.

Genealogy and script Vary with source These properties co-vary with the near/far label.
Token/lexical overlap Varies by pair Shared tokens and lexicon may contribute independently of broader typo-

logical similarity.
Phase 1 exposure Varies by source Source conditions contain different token totals and 540–1,234 updates.
Corpus–benchmark
overlap

Unmeasured Any overlap would contribute to observed zero-shot variation.

Table 6: Experimental controls and source-side factors relevant to the near/far comparison.

lead to different starting or terminal scores.

6 Conclusion

We trained 35 models across seven conditions and
five seeds to test whether a coarse near/far L1 con-
trast consistently predicts grammatical outcomes
after sequential L1→L2 training. Across the two
target languages, it does not produce a single con-
sistent pattern. For English, near and far condi-
tions have almost identical Phase 2 increments even
though their terminal scores differ. For Dutch, the
near condition has a larger increment, while the ter-
minal difference is small. Headroom normalization
preserves the same qualitative result.

These experiments therefore provide evidence
against a uniform near-L1 advantage in this partic-
ular sequential training setup, rather than a general
verdict on the CAH in human learners. Extend-
ing the question will require a broader language
sample, more explicit typological sampling, better
matched training budgets, and direct measurements
or ablations of factors such as vocabulary overlap
and script.

Limitations

Language sample and operationalization. The
experiments include English, Dutch, and Chinese,
with near/far used as a categorical grouping rather
than a measured scalar distance. In this three-
language design, genealogy, script, likely lexi-
cal/token overlap, corpus composition, and source
update count co-vary with that grouping. A broader
language sample with explicit distance measures

would be needed to estimate a general relationship
between typological distance and transfer.

Tokenizer and overlap. The fixed Qwen2.5 to-
kenizer keeps the vocabulary dimensionality iden-
tical across conditions, while also giving every
model access to the same multilingual token in-
ventory. The tied embedding matrix accounts for
roughly 58% of model parameters. Appendix D re-
ports token-to-unit ratios, but these ratios measure
tokenization efficiency rather than corpus-level vo-
cabulary overlap. Direct overlap statistics or tok-
enizer/script ablations would be needed to separate
these mechanisms.

Chinese counting and Byte Premium. English
and Dutch are counted in whitespace-delimited
words, whereas Chinese is counted in characters.
Our allocation then applies the published Byte Pre-
mium to these mixed units rather than matching
UTF-8 bytes directly as defined by Arnett et al.
(2024). Under the rough byte assumptions in Ap-
pendix D, direct byte matching would correspond
to about 82.5M Chinese characters rather than the
50.5M used here. The Chinese conditions therefore
differ in both exposure and update count from a
strictly byte-matched design.

Optimization and compute. Phase 1 contains
916 updates for EN, 1,234 for NL, and 540 for
ZH. The experiments therefore follow the intended
effective-unit allocation rather than matching to-
kens, updates, bytes, or total compute across source
languages. Phase 2 resets AdamW and the cosine
schedule for every condition, with a new peak learn-
ing rate of 5× 10−4. This reset is consistent within
each target comparison, although uninterrupted op-
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timization could produce a different learning trajec-
tory. The shared hyperparameters were not selected
through a sweep.

Evaluation and metrics. BLiMP, BLiMP-NL,
and ZhoBLiMP differ in coverage and difficulty.
We therefore compare near/far conditions within
a target language rather than comparing absolute
scores or TI magnitudes across suites. nTI adjusts
for available accuracy headroom but does not place
the suites on a common scale. We also did not au-
dit corpus–benchmark overlap, so cross-direction
zero-shot differences are not interpreted as a di-
rect measure of directional language-to-language
transfer.

Statistical uncertainty. Each condition has five
seeds, which gives only a coarse estimate of vari-
ability for small effects. ZH→EN in particular has
a TI standard deviation of 3.5 pp. We therefore
report mean±SD together with the full per-seed
values and interpret small between-condition dif-
ferences descriptively.

Acknowledgments

This work was carried out as an independent project
during the first year of my undergraduate studies
and was one of my first attempts to develop a re-
search question into a complete experiment. I am
grateful to the reviewers for their detailed feed-
back, which helped me improve the paper, and to
the BabyLM community for providing the datasets,
evaluation setting, and an opportunity to pursue
this question.

Generative AI tools, including DeepSeek and
ChatGPT, were used throughout the project to dis-
cuss and critique the research question and exper-
imental design, assist with training and analysis
code, and translate, rewrite, and polish portions
of the manuscript based on written drafts by. All
AI-assisted suggestions, code, analyses, and text
were critically reviewed and verified by me. I made
the final research and experimental decisions, con-
ducted the experiments and evaluation, verified the
reported results and citations.

References
Catherine Arnett, Tyler A. Chang, and Benjamin Bergen.

2024. A bit of a problem: Measurement disparities
in dataset sizes across languages. In Proceedings of
the 3rd Annual Meeting of the Special Interest Group
on Under-resourced Languages @ LREC-COLING
2024, pages 1–9, Torino, Italia. ELRA and ICCL.

Mikel Artetxe, Sebastian Ruder, and Dani Yogatama.
2020. On the cross-lingual transferability of mono-
lingual representations. In Proceedings of the 58th
Annual Meeting of the Association for Computational
Linguistics, pages 4623–4637, Online. Association
for Computational Linguistics.

Leshem Choshen, Ryan Cotterell, Mustafa Omer Gul,
Jaap Jumelet, Tal Linzen, Aaron Mueller, Suchir
Salhan, Raj Sanjay Shah, Alex Warstadt, and
Ethan Gotlieb Wilcox. 2026. Babylm turns 4 and
goes multilingual: Call for papers for the 2026
babylm workshop. Preprint, arXiv:2602.20092.

Alexis Conneau, Kartikay Khandelwal, Naman Goyal,
Vishrav Chaudhary, Guillaume Wenzek, Francisco
Guzmán, Edouard Grave, Myle Ott, Luke Zettle-
moyer, and Veselin Stoyanov. 2020. Unsupervised
cross-lingual representation learning at scale. In Pro-
ceedings of the 58th Annual Meeting of the Asso-
ciation for Computational Linguistics, pages 8440–
8451, Online. Association for Computational Lin-
guistics.

Ryan Cotterell. 2026. Surprisal theory is tauto-
logical (without rational grounding). Preprint,
arXiv:2607.21574.

Jacob Devlin, Ming-Wei Chang, Kenton Lee, and
Kristina Toutanova. 2019. BERT: Pre-training of
deep bidirectional transformers for language under-
standing. In Proceedings of the 2019 Conference of
the North American Chapter of the Association for
Computational Linguistics: Human Language Tech-
nologies, Volume 1 (Long and Short Papers), pages
4171–4186, Minneapolis, Minnesota. Association for
Computational Linguistics.

Michael Gasser. 1990. Connectionism and universals
of second language acquisition. Studies in Second
Language Acquisition, 12(2):179–199.

Evangelia Gogoulou, Timothée Lesort, Magnus Boman,
and Joakim Nivre. 2024. Continual learning under
language shift. In Text, Speech, and Dialogue: 27th
International Conference, TSD 2024, Brno, Czech
Republic, September 9–13, 2024, Proceedings, Part
I, page 71–84, Berlin, Heidelberg. Springer-Verlag.

Scott Jarvis and Aneta Pavlenko. 2008. Crosslinguistic
Influence in Language and Cognition, 1st edition.
Routledge, New York.

Jaap Jumelet, Abdellah Fourtassi, Akari Haga, Bastian
Bunzeck, Bhargav Shandilya, Diana Galvan-Sosa,
Faiz Ghifari Haznitrama, Francesca Padovani, Fran-
cois Meyer, Hai Hu, Julen Etxaniz, Laurent Prévot,
Linyang He, María Grandury, Mila Marcheva, Negar
Foroutan, Nikitas Theodoropoulos, Pouya Sadeghi,
Siyuan Song, and 7 others. 2026. BabyBabelLM: A
multilingual benchmark of developmentally plausi-
ble training data. In Proceedings of the 19th Confer-
ence of the European Chapter of the Association for
Computational Linguistics (Volume 1: Long Papers),
pages 3297–3329. Association for Computational
Linguistics.

71

https://aclanthology.org/2024.sigul-1.1/
https://aclanthology.org/2024.sigul-1.1/
https://doi.org/10.18653/v1/2020.acl-main.421
https://doi.org/10.18653/v1/2020.acl-main.421
https://arxiv.org/abs/2602.20092
https://arxiv.org/abs/2602.20092
https://arxiv.org/abs/2602.20092
https://doi.org/10.18653/v1/2020.acl-main.747
https://doi.org/10.18653/v1/2020.acl-main.747
https://arxiv.org/abs/2607.21574
https://arxiv.org/abs/2607.21574
https://doi.org/10.18653/v1/N19-1423
https://doi.org/10.18653/v1/N19-1423
https://doi.org/10.18653/v1/N19-1423
https://doi.org/10.1017/S0272263100009074
https://doi.org/10.1017/S0272263100009074
https://doi.org/10.1007/978-3-031-70563-2_6
https://doi.org/10.1007/978-3-031-70563-2_6
https://doi.org/10.4324/9780203935927
https://doi.org/10.4324/9780203935927
https://doi.org/10.18653/v1/2026.eacl-long.152
https://doi.org/10.18653/v1/2026.eacl-long.152
https://doi.org/10.18653/v1/2026.eacl-long.152


Robert Lado. 1957. Linguistics across cultures: Ap-
plied linguistics for language teachers. University of
Michigan Press.

Anne Lauscher, Vinit Ravishankar, Ivan Vulić, and
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A Hyperparameters

The same configuration was used for all conditions.
These GPT-2/BabyLM-style settings were chosen
before the comparison and were not tuned sepa-
rately for individual conditions.

Hyperparameter Value
Architecture GPT-2 Small (12 layers, 768 hidden,

12 heads)
Tokenizer Qwen2.5-0.5B (fixed vocabulary:

151,665 entries)
Model Parameters 201,927,936 (all trainable)
Tied Token Embed-
ding

116,478,720 parameters (57.7% of to-
tal)

Optimizer AdamW (β1 = 0.9, β2 = 0.999, ε =
1e-8)

Peak Learning Rate 5× 10−4, cosine decay
Phase 2 Learning
Rate

Fresh cosine schedule from 5× 10−4

(optimizer state not loaded)
Weight Decay 0.01 (excluding bias and LayerNorm)
Gradient Clipping max norm = 1.0
Effective Batch Size 65,536 tokens/step (128 sequences ×

512 tokens)
Warmup Steps 100
Precision BF16 mixed precision
Training Steps
(Phase 1)

EN: 916, NL: 1,234, ZH: 540

Training Steps
(Phase 2)

EN target: 916, NL target: 1,234

Random Seeds 42, 123, 456, 789, 1024

Table 7: Complete shared hyperparameter configuration.
Phase 2 loads model weights but not optimizer or sched-
uler state.

B Complete BLiMP Evaluation Results

Table 8 reports the evaluation accuracy of all 35
models on the three language-specific suites. Each
entry is the mean accuracy over the subtasks ex-
posed by that suite. Phase 1 models (P1) are the
L1-only models, and Phase 2 models (P2) are the
sequential transfer models.

Phase Condition Seed EN BLiMP NL BLiMP ZH BLiMP
P1 en 42 60.83% 48.78% 47.55%
P1 en 123 58.91% 47.26% 48.93%
P1 en 456 60.91% 51.60% 48.39%
P1 en 789 60.59% 48.63% 50.45%
P1 en 1024 59.47% 50.74% 45.27%
P1 nl 42 55.08% 70.52% 51.39%
P1 nl 123 53.81% 71.13% 51.73%
P1 nl 456 55.47% 71.32% 48.79%
P1 nl 789 54.18% 70.29% 51.67%
P1 nl 1024 54.25% 71.90% 49.60%
P1 zh 42 48.72% 50.32% 62.10%
P1 zh 123 51.70% 51.96% 63.24%
P1 zh 456 50.58% 54.37% 62.81%
P1 zh 789 47.40% 50.91% 63.35%
P1 zh 1024 53.90% 52.10% 64.45%
P2 nl2en 42 65.17% 55.48% 49.22%
P2 nl2en 123 64.19% 55.41% 54.85%
P2 nl2en 456 65.05% 52.69% 52.24%
P2 nl2en 789 64.08% 54.00% 50.94%
P2 nl2en 1024 66.15% 56.72% 50.75%
P2 zh2en 42 61.69% 49.70% 53.62%
P2 zh2en 123 59.45% 50.38% 53.68%
P2 zh2en 456 62.11% 48.94% 56.22%
P2 zh2en 789 62.44% 48.66% 54.01%
P2 zh2en 1024 60.68% 48.36% 50.84%
P2 en2nl 42 58.69% 72.30% 47.64%
P2 en2nl 123 58.45% 72.88% 50.78%
P2 en2nl 456 57.71% 73.58% 49.44%
P2 en2nl 789 57.00% 73.37% 52.60%
P2 en2nl 1024 57.46% 73.23% 48.00%
P2 zh2nl 42 54.05% 72.14% 52.64%
P2 zh2nl 123 53.45% 72.50% 54.56%
P2 zh2nl 456 54.21% 72.31% 50.90%
P2 zh2nl 789 53.28% 73.07% 52.29%
P2 zh2nl 1024 53.13% 71.07% 53.56%

Table 8: Complete BLiMP evaluation scores for all
35 models (7 conditions × 5 seeds) across all three
language test suites. P1 = Phase 1 monolingual; P2 =
Phase 2 transfer.

C Zero-Shot and Transfer Increment per
Seed

Table 9 gives the per-seed zero-shot scores used in
Table 3. Table 10 shows the corresponding TI val-
ues, and Table 11 gives the headroom-normalized
TI for each seed.

Seed NL→EN ZS ZH→EN ZS EN→NL ZS ZH→NL ZS
42 55.08% 48.72% 48.78% 50.32%
123 53.81% 51.70% 47.26% 51.96%
456 55.47% 50.58% 51.60% 54.37%
789 54.18% 47.40% 48.63% 50.91%
1024 54.25% 53.90% 50.74% 52.10%
Mean 54.56% 50.46% 49.40% 51.93%

Table 9: Zero-shot cross-lingual BLiMP scores per seed.
ZS = Phase 1 L1-only model evaluated on an unseen L2
BLiMP suite.
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Seed TI(NL→EN) TI(ZH→EN) ∆
42 +10.09 +12.97 −2.88
123 +10.38 +7.75 +2.63
456 +9.58 +11.53 −1.95
789 +9.90 +15.04 −5.14
1024 +11.90 +6.78 +5.12
Mean +10.37 +10.81 −0.44
± SD ±0.90 ±3.49 —

Seed TI(EN→NL) TI(ZH→NL) ∆
42 +23.52 +21.82 +1.70
123 +25.62 +20.54 +5.08
456 +21.98 +17.94 +4.04
789 +24.74 +22.16 +2.58
1024 +22.49 +18.97 +3.52
Mean +23.67 +20.29 +3.38
± SD ±1.52 ±1.81 —

Table 10: Transfer Increment per seed for both target
languages (all values in percentage points). ∆ = near-L1
TI − far-L1 TI.

Seed nTI(NL→EN) nTI(ZH→EN) nTI(EN→NL) nTI(ZH→NL)
42 22.46% 25.29% 45.92% 43.92%
123 22.47% 16.05% 48.58% 42.76%
456 21.51% 23.33% 45.41% 39.32%
789 21.61% 28.59% 48.16% 45.14%
1024 26.01% 14.71% 45.66% 39.60%
Mean 22.81% 21.59% 46.75% 42.15%
± SD ±1.84 ±6.00 ±1.50 ±2.60

Table 11: Headroom-normalized Transfer Increment,
nTI = (Aterm −AZS)/(1−AZS), computed per seed.

D Token-to-Word Ratio Analysis

This appendix reports the Token-to-Word Ratio
(TWR) measurements from our preliminary data
diagnostics. These measurements motivated the
use of the Qwen2.5 tokenizer instead of the stan-
dard GPT-2 BPE tokenizer.

Language Counting Unit GPT-2 TWR Qwen2.5 TWR
English words (whitespace) 1.21 1.20
Dutch words (whitespace) 2.16 1.70
Chinese characters 2.17 0.70
Chinese words (jieba) 5.05 2.87

Table 12: TWR comparison between the GPT-2 BPE
tokenizer and Qwen2.5-0.5B. TWR is the number of
tokens produced per language-specific counting unit;
lower values indicate less fragmentation. For Chinese,
both character-level and jieba-word-level values are
shown.

With GPT-2 BPE, Chinese has a TWR of 2.17
per character and 5.05 per jieba-segmented word.
This corresponds to roughly 2–3 byte-level tokens
per Chinese character and reduces a 512-token con-
text to about 236 characters. Qwen2.5 lowers the
character-level TWR to 0.70 (2.87 per jieba word),
giving an effective context of roughly 731 charac-
ters and allowing multi-character subword units

to remain intact more often. This reduction in
fragmentation was the main reason for choosing
Qwen2.5 despite increasing the model size from
about 124M to 202M parameters.

Table 13 shows the resulting token, byte, and
update counts at the 50M effective-word scale.

Language Counting Units Qwen2.5 Tokens Est. UTF-8 Bytes Training Steps
English 50.0M words ∼60.0M ∼250 MB 916
Dutch 47.5M words ∼80.8M ∼238 MB 1,234
Chinese 50.5M chars ∼35.4M ∼152 MB 540

Table 13: Estimated training budgets per phase. Steps
assume effective batch size 65,536 tokens/step. UTF-8
byte estimates use ∼5 bytes/word (EN, NL) and ∼3
bytes/character (ZH).

Under the rough byte approximation used here,
direct byte-level matching would allocate about
82.5M Chinese characters per phase (247 MB),
rather than the 50.5M used in the experiments. The
Chinese conditions therefore contain fewer esti-
mated bytes and fewer updates than this alternative
allocation. Because that difference affects both the
L1 starting state and the later L2 trajectory, it does
not translate into a simple one-direction correction
of TI or TB.
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